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Abstract— Emotions play an essential role in learning. Thus, it is 

necessary to detect students' emotions in learning environments. Neural 

network models, especially deep learning models, have shown excellent 

performance in recognizing basic emotions (happiness, sadness, fear, 

disgust, anger) from faces in videos. However, basic emotion occurrence is 

low in learning environments. Cognitive emotions, such as engagement, 

confusion, frustration, and boredom, happen five times more frequently 

than basic ones. However, while basic emotions are relatively easy to 

distinguish from one another, cognitive emotions are much subtler, thus 

requiring more complex models for their recognition. This paper presents a 

comparative study between different deep neural network architectures 

focusing on student engagement recognition in videos. Using the DAiSEE 

dataset, we have trained and evaluated fine-tuning models, Conv3D models, 

and engineered feature models with multiple hyperparameter settings. Our 

results show that fully trained Conv3D models performed better than fine-

tuned VGG16 and ResNet50 models, or even the LSTM model trained with 

popular engineered features. 

 

Index Terms—Engagement recognition, Emotions in learning, 

Deep Learning 

I. INTRODUCTION 

Online learning has existed for some time, but recently it has 

received more attention from people in every field of knowledge [1]. 

Such increasing demand has also increased the importance of online 

learning environments. However, this kind of learning traditionally 

has lacked a way to account for human psychology. Emotions are an 

affective state that significantly influence the learning process. While 

reduced in the past to the counterpoint of human cognition, emotions 

are nowadays known to be part of the cognitive process [2]. The 

affective computing field emerges from this need to improve the 

human-computer interaction by recognizing, simulating, and 

understanding human emotions [3]. 

Even though natural for human beings, recognizing emotions is 

much harder for machines because humans use vision for detecting 

danger and recognizing other humans' hidden intentions and 

emotions [4]. Thus, using visual input is a suitable medium when 

trying to imbue machines with that capacity. Through facial 

recognition techniques advancements, it is now possible to use video 

cameras to recognize emotions [5]. Using hardware present in 

standard computers instead of expensive and intrusive devices is also 

a bonus because it makes the technology more likely to be used in 

everyday lives. 
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Fig. 1.  Emotions in learning, from DAiSEE dataset [20] 

Most research concerning automatic emotion recognition concerns  

the six basic emotions: happiness, sadness, fear, anger, surprise, 

disgust [6]. The presence and manifestation of these emotions are  

seen in every geographic and cultural setting, making them very 

important to affective computing works or any studies regarding 

human emotions. The great majority of attempts of automatic 

emotion recognition through face videos, such as [7, 8], work with 

these emotions. 

Research on emotion recognition in learning environments is a 

novel trend, and successful endeavors in that field will significantly 

impact how people learn with the help of computer-based systems 

[9]. In such learning situations, basic emotions are not as frequent. 

According to [10], the emotions engagement, confusion, frustration, 

and boredom (Fig. 1) are shown five more times than basic emotions 

in learning environments, and [11] shows that there is a correlation 

between the learning process and those emotions. From that group, 

engagement is the most expected and desired from a student. For that 

reason, there are many works in the machine learning field related to 

recognizing the occurrence of that emotion from various ways, such 

as video, text, voice, physiological signals, and the like. 

Given the increasing amount of data available from different fields 

of knowledge, the advent of Big Data, recent discoveries on neural 

networks, and Deep Learning models, several works on emotion 

recognition through video using deep neural networks have emerged. 

Many models achieved outstanding performance in basic emotion 

recognition, such as [7] and engagement recognition [12]. 

While most works focus on overall performance, measuring higher 

accuracy for classifiers or lower mean square error for regressors, 

none found compared specific deep learning model architectures for 

the engagement recognition task on videos. Such comparative studies 

are important as they provide helpful guidance for future researchers 

struggling to decide which models for implementing their solutions. 

This kind of work with models trained on public datasets also 

encourages future works on the same samples, improving the overall 

comparability of those models' performance. 

In this work, three popular deep learning models are implemented 

and trained to recognize the engagement emotion from students in 

videos: A fine-tuned convolutional VGG network architecture [13] 

wrapped in a recurrent network, a convolutional three-dimensional 

(C3D) [14], and a recurrent network fed with engineered (not 

discovered) features from the videos. The goal of these models is to 

help students in their learning process by providing means of 

intelligent learning environments to acknowledge its user's emotions 

and allowing these systems to take actions based on them to improve 
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students' motivation and behavior towards learning success. We 

discuss a comparison between the models' performances and propose 

a fusion model. 

 

Fig. 2.  Transfer learning model. It fine-tune a VGG-Face model, using its 

weights on a temporal GRU network to recognize engagement in videos. 

II. RELATED WORK 

Models for recognizing engagement in learning situations can be 

built to work from various kinds of modalities, such as user input 

[15], self-reports as questionnaires [16], or face images/videos [12, 

17, 18, 19]. Those using visual input can do it through image samples 

[17] or from image sequences (videos) [18]. 

Being a modern approach, engagement recognition from videos 

recently had many works published. The availability of free public 

datasets about student engagement, such as DAiSEE [20] and 

EmotiW [21], has greatly helped the community to develop models 

for that task.  

In [22, 20], the authors present the DAiSEE dataset as well as 

build several deep learning models to serve as a baseline for other 

works, including a C3D [14], CNN+LSTM model, as well as fine-

tune an Inception [23] network. 

Besides different network topologies covered in section III, works 

in engagement recognition usually create models for binary 

classification (engaged vs. not engaged) [19], multi-level 

classification [18] (like four different levels of engagement), or 

intensity regression models [12]. While the first two map the input to 

specific labels for output, the regression models predict the 

engagement intensity from a given input in continuous values. 

Using the second approach, EmotiW [21] presents a baseline 

model for engagement intensity prediction and provides the EmotiW 

dataset, which is used in the competition of the same name. 

Works like [12] use more than one model to achieve their goals, 

employing model fusion techniques. Fusing models with non-

redundant features can increase the overall model performance, as 

seen in the winner models [21, 24]. 

 

 

Fig. 3.  Convolutional 3D model. It discovers time-dependent features in the 

convolution process. 

Despite the kind of model those works employ, specifically of 

deep learning, some trending architectures and feature extraction 

techniques are extensively used for the engagement recognition task. 

The present work intends to explore them individually, test three 

different models, compare their performances, and propose a deep 

learning model fusion approach. By reporting specific models' 

topology, hyperparameters and showing each architecture's 

performance results, such endeavor will surely clear doubts and 

encourage future researchers to recognize engagement, especially 

those training on the same dataset. 

III. PROPOSED APPROACH 

This section describes the designed approach to recognize 

engagement from video input, such as details about facial feature 

extraction and the chosen architectures for the models and their 

characteristics. Table I shows a comparison between the three model 

architectures implemented, highlighting their main differences. 

TABLE I 

MAIN CHARACTERISTICS OF THE THREE MODEL ARCHITECTURES 

IMPLEMENTED 

Model 
Transfer 

Learning 
C3D 

Engineered 

Features 

Spatial Features X X - 

Depend on Pre-Trained Weights X - - 

Full Training - X X 

Native Temporal Feature - X - 

Less Resource-Intensive - - X 

A. Transfer Learning Model 

Transfer learning is a technique that uses the knowledge learned 

from a machine learning model to help in the training process of a 

second model [25]. In short, to employ such a technique, one must 

acquire a model trained in a domain similar to the desired model's 

domain. Then remove the top layers of that model and replace them 

with new untrained layers. Finally, the model must be trained with 
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those starting layers frozen, ensuring that the new training weights  

 

Fig. 4.  Some of the Action Units [36]. 

will not overwrite the previously learned weights. This process is 

called fine-tuning, and it works because the initial layers have learned 

more generic and abstract features about the domain, something that 

the old samples and new ones have in common. When the training 

adjusts the weights of the final layers, it learns to map the initial 

features into more specific ones from the new samples. The fine-

tuning process helps training complex models without consuming a 

high amount of time or machine resources. 

In this work, we used the pre-trained VGG-Face model [26] for the 

transfer learning task: an implementation of the VGG16 architecture 

[13] using the Labeled Faces in the Wild dataset [27] as the base 

model. Then we froze all the layers, removed the top three fully 

connected, and used the model as input to a recurrent GRU network. 

Since the original model was trained to recognize static images, and 

our goal is to make engagement recognition in videos, a time 

component was inserted through the temporal layers, as shown in Fig. 

2. 

The GRU network [28], as a recurrent network, can learn features 

using memory information from the past steps. While the traditional 

RNN network suffers from the vanishing gradient problem [29], the 

GRU (and the LSTM) overcome that problem by adding a forget 

gate, allowing the network to discard less useful or old information 

during the training process. These kinds of networks quickly became 

the go-to networks to use when modeling time-dependent problems. 

B. Three-Dimensional Convolutional Model 

For the second model, we created a fully trained convolutional 

model. Even though not benefiting from transfer learning knowledge, 

this approach should yield good results because it can discover 

features during training that is truer to the specific task, besides 

tailoring the model architecture as needed. 

In this case, the model chosen to capture spatial-temporal aspects 

from the videos is a three-dimensional convolutional network, or 

C3D [14]. Three-dimensional convolutional networks work similarly 

to the regular two-dimensional counterpart, but instead, they execute 

the convolution process in a three-dimensional space. In the case of 

videos, the third dimension used is time. The main difference 

between C3D and a regular convolutional network wrapped in 

recurrent layers is that the former model learns the temporal features 

in the same step as the spatial features. Fig. 3 shows our 

implementation of the C3D network. 

 

Fig. 5.  Overview from OpenFace software [32]. 

C. Engineered Features Model 

While convolutional networks perform exceptionally in emotion 

recognition tasks, not all models are based on automatic feature 

discovery. Some engineered features carry valuable information for 

recognizing engagement, such as eye gaze, head pose, and Action 

Units. 

Eye gaze represents the direction each subject's eye is looking 

relative to the camera. The head pose indicates the position in space 

and the three-axis rotation of the subject's head relative to the camera. 

The Action Units (AUs) are part of the Facial Action Coding System 

(FACS) [30]. This system maps different parts of the face and labels 

its muscles contraction or relaxation as numbers, called Action Units, 

as shown in Fig. 4. The combination of different AUs can represent 

every kind of human facial expression. The FACS system uses facial 

expressions to represent emotions [6], and they are an important 

feature to be considered when building emotion recognition models. 

This work creates the third model using three features: eye gaze, 

head pose, and action units. It receives these features as input and 

builds a classifier from a temporal model. It implements the model 

using a recurrent LSTM network [31], which like the GRU, can 

overcome the vanishing gradient problem from traditional RNN 

networks. Fig. 5 shows the third model, which receives the stream of 

engineered features through the time and outputs if the video shows 

an engaged or not engaged person. 

D. Feature Extraction 

Each model receives facial features as input and performs the 

classification task. The transfer learning model and the three-

dimensional convolutional model discover the features directly from 

images, while the engineered features model gets them from third-

party software. 

OpenFace is a tool specific for the affective computing community 

and for developing applications based on facial behavior analysis. As 

shown in Fig. 6, it implements facial detection, landmarks detection, 

eye movement, head positioning, and features extraction such as 

Action Units recognition. In addition, OpenFace achieved excellent 

performance in all of these tasks, managing its processing in real-

time and obtaining performance compatible with the best results 

observed in other implementations [32]. 



Bulletin of the Technical Committee on Learning Technology (ISSN: 2306-0212), Volume 21, Number 3, 7-12 (2021) 

10 

 

 

Fig. 6.  The recurrent LSTM model. It receives eye gaze, head pose, and action units information from videos to detect engagement when the subject is engaged. 

 

In this work, we use OpenFace to break every video into frames 

and extract the aligned face from each frame. It extracts the aligned 

faces detecting landmarks from specific points in the subject's face,  

then removing the background and centering the face in a new 

normalized size image, like in Fig. 7. Those aligned faces are used as 

input to the transfer learning model and the three-dimensional 

convolutional model. The training process of the model discovers all 

features. The engineered features used as input on the third model 

uses the eye gaze, head pose, and action units extracted from 

OpenFace. 

 

 

Fig. 7.  Aligned face from a video. 

IV. EXPERIMENTS 

This section presents the details about the dataset, the approach to 

address dataset imbalance, implementation details and 

hyperparameters, and experimental results. 

A. Dataset 

We trained all models using the DAiSEE dataset [22, 20], which 

provides 9068 videos with approximately 10 seconds. The videos 

take place in different locations and luminosity settings (referred to as 

in the wild setting) and showcase 112 students from age 18-30, 32 

female and 80 male, all Asian. They obtained annotations from a 

commercial collaborative platform, and annotation redundancy and 

outlier exclusion are used as methods to ensure annotation reliability. 

They record the subjects' reactions from watching educational and 

recreational videos. Each of the following emotions: engagement, 

confusion, frustration, and boredom gives a score ranging from one 

to four by the annotators, where one represents no presence. Four 

represents a high-level presence of the given emotion. 

B. Data Imbalance 

The dataset samples are split into training, validation, and test 

sets, each containing 5482, 1720, and 1866 respectively. Each set is 

subject-independent, meaning that no video from the same subject is 

present in more than a single split. However, engaged videos 

(engagement videos labeled with intensity three and four) represent 

94.15% of the total samples, leading to inadequate training because 

the classification algorithm ignores the less represented class, as the 

penalty for that is too forgiving. Three techniques were employed to 

counter that problem. 

Undersampling was used to randomly discard samples from the 

engaged class in the training set until we obtained a 20-80% ratio. 

After that, the SMOTE technique [33] was employed to generate 

synthetic samples from the not engaged class until we obtained a 40-

60% ratio. From that point, the classification was conducted using 

weights of 0.6 and 0.4 (to not engaged and engaged classes, 

respectively) to reflect the slight imbalance still present in the 

training set. 

C. Implementation Details 

We implemented three kinds of deep learning models. All of them 

had the purpose of recognizing engagement from face videos. All 

models used categorical cross-entropy as loss function, softmax as 

activation function in the last layer, and Adam optimizer [34] with 

learning rate 1e-4 and accuracy as metric. 

As the goal of the work is to classify engaged from not engaged 

videos, the labels 0 and 1 from the dataset were relabeled as not 

engaged (value 0), and labels 2 and 3 were relabeled as engaged 

(value 1). 

The training and validation sets' inputs were composed of the pre-

processed samples described in section IV.BIV.-B, and test set 

samples are kept unchanged for the sake of comparison between 

other works. We describe the topology of each model in section III. 

The first two models (from sections III.A and III.B) used images 

as input. Those images are frames from videos extracted using 

OpenFace aligned faces module from the dataset. The aligned face 

images are grayscale and 224x224 pixels in size. The videos' 

framerate was reduced from 30 to 15 fps for memory reasons, and we 

used 30 frames for each time window, which means that videos had 2 

seconds each. Each video was used with a 50% overlap, meaning that 

a new video starts on the last half of the previous video. 

The third model (from section III.C) used OpenFace software to 

extract the features from the same videos the two other models used. 

The features extracted are left and right eye position, gaze position 

and angle, head position and rotation on three axes, and action units 

intensity and occurrence. We used the same time window and video 

overlap configuration as in the first two models. 

D. Result and Analysis 

For all the models, training was halted when validation loss 

stopped decreasing for ten epochs. The learning rate was also 

decreased every three epochs of not improving validation loss. 

For the Convolutional 3D model, the variant implementations 

involved: 

--Changes in the size of the convolutional blocks (from one to 

two). 

--The number of blocks (from one to three). 

--The width of each block. 

--The number of layers and width in the fully connected (FC) 

layers (from one to three and four to 256). 

The results from those competing models are shown in Table III. 
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TABLE II 

COMPARISON BETWEEN THE BEST THREE-DIMENSIONAL CONVOLUTION 

MODELS TOPOLOGIES 

Conv block Fully Connected Accuracy 

(4-8) 16-8 70.81% 

(4-8) (8) 32-16 58.95% 

(4-8-16) 32-16 82.05% 

(4-8) (16-32) 32-16 57.87% 

The transfer learning model uses the fine-tuning technique, using a 

pre-trained network, in this case, VGG16 and ResNet50. These 

networks were trained on the VGG-Face dataset [26] for identifying 

subjects' names. Since we trained the models to recognize faces, the 

models' bottom layers should contain generic facial features. Thus, 

after removing the fully connected layers from the top of those 

models (one implemented using VGG16 architecture and the other 

ResNet50), some GRU/LSTM layers were added to make the 

network receive image temporal data (videos). Each model fine-tuned 

was tested for different widths and depths of recurrent layers, and 

Table IIII shows the best performance from each kind. 

TABLE III 

COMPARISON BETWEEN THE BEST PERFORMING MODELS OF THE TRANSFER 

LEARNING 

Architecture RNN Accuracy 

VGG16 GRU(5) > Fully Connected(10) 71.64% 

ResNet50 GRU(5-5) > Fully Connected(10) 61.54% 

We trained the engineered features model using 329 feature values 

from 12821 videos segments using a recurrent LSTM network. We 

used several topologies, ranging from adjusting the number of LSTM 

layers (from one to six), the width of each layer (between three to 256 

in various combinations), Dropout values (from 0.1 to 0.8), number 

and width of fully connected layers (from one to three layers and 

from 5 to 1024 neurons). We even tried a recurrent version of a 

topology inspired by ResNets. As shown in Table IV, the best result 

achieved by this model was 61.54% using the model from Fig. 5, 

which led us to believe that for engagement recognition, we need 

more data to train this model with only these features and without 

training directly on the images. Nevertheless, the engineered features 

model can be a powerful tool as a complementary model when fused 

with a convolutional model [35]. 

From Table IV, we can see that C3D models tend to perform better 

than the Conv+LSTM models for the engagement recognition task. 

One explanation for this is that 3D convolution networks learn 

appearance and motion features simultaneously [14], connecting the 

feature discovery process for temporal and spatial information. 

We should note that the models' performance is tied to its 

implementation, and different topology and hyperparameters 

decisions lead to different model results. This work not exhaustive 

for every model implementation using the chosen architectures but 

rather a guide for those aiming to know the main differences and 

expected results for these networks. 

TABLE IV 

COMPARISON BETWEEN THE BEST PERFORMING MODELS FROM EACH 

CATEGORY 

Model Accuracy 

Transfer learning model 71.64% 

Three-dimensional convolutional network model 82.05% 

Engineered features model 61.54% 

V. CONCLUSION AND FUTURE WORKS 

Engagement recognition is not easy because it is a much subtler 

emotion than the six basic ones. In learning situations, though, it is 

the most important because it indicates that the student keeps up with 

the tutor's tasks. 

The present work showed a comparison of some popular network 

models for engagement recognition in videos. The three-dimensional 

convolutional networks showed better performance from the three 

model architectures, followed by the transfer learning models and, 

lastly, by the engineered features. Though the last kind could not 

perform well, consistent with most related works, it is best used as a 

supporting model for the main model, which discovers features 

directly from videos. 

It is also worth noting that few datasets are available featuring 

videos of people watching videos with labels describing the 

engagement emotion. The dataset used, DAiSEE, shows extreme data 

imbalance. This required measures for rebalancing the dataset, as 

well as harmed the generalization capacity of the model. As the study 

used only the data available in that dataset, our models were not 

tested in other scenarios, so we cannot attest to its performance in 

real-life conditions. 

It was also challenging to find model hyperparameters that avoid 

overfitting with the available data. Thus, a model fusion 

implementation would help as more features would be fed to the 

training, improving its performance. Consider that the cognitive 

emotion manifestation usually follows a specific two-directional 

flow, meaning that to a student experiencing engagement to become 

bored, he will first become confused, then frustrated, and then bored 

(the other way around is also accurate). A sample model fusion 

network for future works could use as input the outputs of each 

model and predict a more precise emotion through the training 

process of a regular LSTM network considering the emotion 

prediction history of the input models. 
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