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From the Editor-in-Chief’s Desk - Editorial 
 

The IEEE VLSI Circuits and Systems Letter (VCaSL) is affiliated with the Technical Committee on VLSI (TCVLSI) under the 

IEEE Computer Society. It aims to report recent advances in VLSI technology, education, and opportunities and, consequently, grow 

the research and education activities in the area. The letter, published quarterly (since 2018), highlights snippets from the vast field of 

VLSI including semiconductor design, digital circuits and systems, analog and radio-frequency circuits, as well as mixed-signal circuits 

and systems, logic, microarchitecture, architecture and applications of VLSI. TCVLSI aims to encourage efforts around advancing the 

field of VLSI be it in the device, logic, circuits or systems space, promoting secured computer-aided design, fabrication, application, 

and business aspects of VLSI while encompassing both hardware and software. 

 

IEEE TCVLSI sponsors a number of premium conferences and workshops, including, but not limited to, ASAP, ASYNC, ISVLSI, 

IWLS, SLIP, and ARITH. Emerging research topics and state-of-the-art advances on VLSI circuits and systems are reported at these 

events on a regular basis. Best paper awards are selected at these conferences to promote the high-quality research work each year. In 

addition to these research activities, TCVLSI also supports a variety of educational activities related to TCVLSI. Typically, several 

student travel grants are sponsored by TCVLSI at the following conferences: ASAP, ISVLSI, IWLS, iSES (formerly iNIS) and SLIP. 

Funds are typically provided to compensate student travels to these conferences as well as to attract more student participation. The 

organizing committees of these conferences undertake the task of selecting right candidates for these awards. 

 

This issue of VCaSL features an invited article “Decadal Plan for Semiconductors: What We Need for 2030 and Beyond” by Dr. 

Victor Zhirnov, Chief Scientist at Semiconductor Research Corporation, which outlines research priorities for identified seismic shifts, 

seeking to ensure sustainable growth for semiconductor and information and communication technologies industries by guiding 

evolution of collaborative academic, industry and government research programs. 

  

The newsletter introduces a new section on personal perspectives by our thought leaders in the community. “A Retrospective: If 

Anything in This Life Is Certain, It’s That You Can Kill any ISA” is by Dr. Shubu Mukherjee, VP of Architecture at SiFive, where 

he offers his take on existing Instruction Set Architectures (ISAs) that straddle our current and future VLSI designs. 

 

The newsletter spotlights one of TCVLSI’s flagship conferences in 2020, the IEEE Computer Society Annual Symposium on VLSI also 

known as ISVLSI. One page teasers of two best papers awarded at the 2020 ISVLSI conference are showcased:  “Near-chip Dynamic 

Vision Filtering for Low-Bandwidth Pedestrian Detection” and “Enabling Optimal On-Chip Power Generation of Flow Cell Arrays 

in 3D MPSoCs with On-Chip Switched Capacitor Converters”. 

 
In a first, introducing our Women in VLSI (WiV) series, our TCVLSI newsletter shares an inspiring interview with Prof. Valencia 

Joyner Koomson, an Associate Professor in the Department of Electrical and Computer Engineering at Tufts University, MA, USA. 

 
I’d like to thank Dr. Olivier Franza for designing the cover page of this newsletter. Thank you to the authors of the various articles. I’d 

like to thank the IEEE CS staff, for their professional services to make the newsletter publicly available. I’d love to hear from the readers 

on what you would like to see in future newsletters. I welcome recommendations/feedback via email. Happy reading. 

 

 
 

   
 
 
 

TCVLSI has a total of about 1000 active members as of Feb 2021 and a readership of about 30,000 

To join TCVLSI (its free), click here: https://www.ieee.org/membership-catalog/productdetail/showProductDetailPage.html?product=CMYVLSI732 

Mondira (Mandy) Pant, Ph.D 

Chair, IEEE Computer Society TCVLSI  

Editor-in-Chief of IEEE VCASL, TCVLSI  

Intel Corporation, USA 

IEEE CS-TCVLSI: https://www.computer.org/communities/technical-committees/tcvlsi 

Email: mondira.pant@ieee.org 
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Decadal Plan for Semiconductors: What We Need for 2030 and Beyond 

Victor V. Zhirnov 

Chief Scientist, Semiconductor Research Corporation 

The Moore’s Law era of electronics was driven by the ITRS or International Technology Roadmap for 

Semiconductors. This era can be described by one word: scaling. Smaller transistors integrated on a single chip meant 

greater functionality, faster operation, and less power usage per transistor. For about 40 years, life was good, and the 

future was bright… 

The fundamental physical limits associated with two dimensional, or 2D, transistor scaling, however, has been 

drawing Moore’s Law*, as we have known it so far, to a close. The last ITRS report was published in 2015. The 

Semiconductor Industry Association (SIA), the ITRS coordinator, issued a statement at that time: “Faced with ever-

evolving research needs and technology challenges, industry leaders have decided to conclude the ITRS and transition 

to new ways to advance semiconductor research and bring about the next generation of semiconductor innovations.” 

In other words, the current hardware-software paradigm in information and communication technologies (ICT) has 

reached its limits and must change. Industry needs a new plan that would replace the roadmap established decades 

earlier. In this plan, it is important to identify significant trends that are driving information and communication 

technologies and what roadblocks and opportunity the industry faces.  

Scientific advances in semiconductors are crucial to economic growth. In fact, information and communications, along 

with energy, have been the social-economic growth engine for civilization since its beginning. Arguably, 

semiconductors have been the largest enabler of today’s digital information society; therefore, the end to scaling as 

we have known it is worrisome. Our society is hungry for information. We need more and more bits and bytes to 

produce, store, and communicate all that data. Thus, foundations for the new semiconductor era must be laid down. 

As the first step Semiconductor Research Corporation (SRC), partnering with SIA, has launched a new industry-wide 

road-mapping initiative called the 2030 Decadal Plan for Semiconductors. Through a series of workshops converging 

industry, academic, and government leaders from the ICT community over the past two years, the Decadal Plan 

Committee identified five seismic shifts to confront with innovative research, which are illustrated in Figure 1. 

 

Figure 1. Five seismic shifts in information and communication technologies 

The Decadal Plan for Semiconductors outlines research priorities for each of these five seismic shifts, seeking to 

ensure sustainable growth for semiconductor and ICT industries by informing and supporting the strategic visions of 

semiconductor companies and government agencies and guiding evolution of collaborative academic, industry and 

government research programs. The Decadal Plan calls for a three-fold increase of annual US federal research 

spending relevant to the semiconductor and ICT industry, requesting a sustained additional $3.4B investment per year 

throughout this decade to conduct large-scale industry-relevant, fundamental semiconductor research. 

 
*Gordon Moore’s original observation in 1965 was that as you packed more functions into an integrated circuit, the cost per function decreased. The first part of this 

observation is about economics, and its essence has remained constant even as the underlying technology and rate of improvement has evolved. 
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Once again, to meet the future global data and information demand, the ICT technology must not only evolve but 

radically change. To better illustrate this point, we cite two seismic shifts as examples.  

 

Compute energy vs global energy production 

Rapid advances in computing have provided increased performance and enhanced features in each new generation of 

products in nearly every market segment, whether it be servers, PCs, communications, mobile, automotive, 

entertainment, among others. It is now recognized that conventional computing is approaching fundamental limits in 

energy efficiency and, therefore, presenting challenges that are much harder to surmount. Consequently, disruptive 

innovations in information representation, information processing, communication, and information storage are all 

pressing and critical to sustainable economic growth and United States technological leadership. 

As the computations per year increases, the number of bits used to support these computations also increases. It is 

projected that in 2050 we will have created 1042- 1046 bits [1]. And since there is an energy price tag associated with 

each bit transition, the math is simple: multiply the total number of bits by the energy per bit! The result is shown in 

Figure 2, where the total energy consumption by general-purpose computing continues to grow exponentially and is 

doubling approximately every three years, while the world’s energy production is growing only linearly, by 

approximately 2% a year. The rising global compute energy is driven by ever-growing demands for computation, and 

this is in spite of the fact that the chip-level energy per one-bit transition in compute processor units (e.g., CPU, GPU, 

FPGA) has been decreasing over last 40 years (as manifested by Moore’s law), and is ~10 aJ or 10-17 J in current 

processors. However, the demand for computation growth is outpacing the progress realized by Moore’s law 

improvement. In addition, as stated previously, Moore’s law, as we have known it, is currently slowing down as 2D 

device scaling has reached fundamental physical limits. If the exponential growth in compute energy is left unchecked, 

market dynamics will limit the growth of the computational capacity, which would cause a flattening of the energy 

curve (the ‘market dynamics limited’ scenario in Figure 2). If realized, this ‘market dynamics limited’ scenario will 

stop further increase in the world’s computing capacity above ~1000 ZIPS (1024 compute instructions per second) due 

to limited energy envelope. Thus, a radical improvement in energy efficiency of computing is required to avoid the 

limiting scenario. 

Computing based on solutions we apply today will not be sustainable after 2040 as the energy requirements for that 

computing will outpace the energy available from the market. Computing will be in an energy-limited regime and will 

not grow, drive new markets, or spur global GDP growth.  

 

Analog data deluge and need for smarter analog world-machine interfaces  

The physical world is inherently analog. Our digital society drives increasing demand for advanced analog electronics 

to enable interaction between the physical and cyber worlds. In fact, the growth rate in data volume is so massive that 

it will eventually overwhelm our ability to process, move, store, and secure it. 

Sensing the environment around us is fundamental to the next generation of Artificial Intelligence (AI), where devices 

will be capable of perception and reasoning on sensed data that is more stochastic in the presence of noise (as opposed 

to exact digital precision). In fact, the human brain operates in such a manner, as more of a massive parallel analog 

Figure 2. Total energy of computing: The 

solid green line indicates continuing the 

current computing trajectory while 

improving the device energy 

performance. The dashed green line 

indicates a ‘market dynamics limited’ 

scenario stopping further increase in the 

world’s computing capacity and resulting 

in a flattening out of the energy curve. 

The blue box indicates a scenario where a 

radically new computing trajectory is 

discovered (Source: Decadal Plan for 

Semiconductors 2020 [1]). 
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computation engine. The world-machine interface lies at the heart of the current information-centric economy. As one 

example, the next wave of the advanced manufacturing revolution is expected to come from next-generation analog-

driven industrial electronics, that includes sensing, robotics, industrial, automotive, medical, and others. For mission-

critical applications, the reliability of electronic components is a priority. 

The estimated total analog information generated from the physical world across an estimated 45 trillion sensors in 

2032 is equivalent to ~1020 bit/s. As a reference, the total collective human sensory throughput pales at ~1017 bit/s. 

Thus, our ability to perceive the physical world is significantly limited.  A significant paradigm shift towards extracting 

key information and applying it in an appropriate way is necessary to unlock the full potential of this data revolution. 

Indeed, such massive amounts of data from sensors cannot even be transmitted to the cloud for processing due to 

limits of communications capacity, energy, and timeliness of information.  

To address the ongoing data deluge, lessons from human neural processing suggest a pursuit for novel methods to 

compress data. For example, the human sensory system generates ~10 Mbits/s, while our brain processes only less 

than 100 ‘conscious bits’ per second (Figure 3). With this our brain effectively reconstructs and operates in complex 

environment, thus achieving “data to information bits” ratio of more than 100,000:1! [1]. 

                
 
Inventing the next hardware/software computing paradigm is a tall order, to be sure. However, it is achievable if the 

right resources are put in place. These steps are outlined in the Decadal Plan for Semiconductors which is currently 

being proposed to government and the ICT industry.  

 

The Decadal Plan provides an executive overview of the global drivers and constraints for the future ICT industry, 

rather than to offer specific solutions: The document identifies the ‘what’, not the ‘how’. In doing so, it focuses 

and organizes the best of our energies and skills to the key challenges in a quantitative manner about which creative 

solutions can be imagined and their impact measured. 
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A Retrospective: If Anything in This Life Is Certain, It’s That You Can Kill any ISA 
  

Shubu Mukherjee 

VP of Architecture, SiFive* 

 

About ten years back, I wrote an article titled, “If Anything in This Life Is Certain, It’s That You Can Kill any ISA” 

[1]. I pondered in this article which Instruction Set Architecture (ISA) among the four popular ones at that time—

x86, Arm, MIPS, and PowerPC—will survive and which markets will they win?   At the same time I was writing 

this article, a transformative innovation was taking birth at the University of California, Berkeley, where Prof. Krste 

Asanovic and two of his students Andrew Waterman and Yunsup Lee were designing the RISC-V ISA.  This current 

article is a retrospective on the prior article I wrote ten years ago.  

A Short Story of ISAs 

A processor ISA is an interface that software uses to execute hardware instructions to perform a variety of operations, 

such as arithmetic or memory operations.  Typically, the processor compiles programs written in a high-level 

language, such as C or C++, down to machine or binary code that conforms to a particular ISA and runs on the 

corresponding processor supporting the ISA. Examples of ISAs include the ubiquitous x86 ISA from Intel and AMD, 

the Arm ISAs from Arm Holdings, and the relatively young RISC-V ISA.  With the wide adoption of Arm’s ISA and 

standalone processor hardware IPs and the advent of RISC-V, the ISA debate has resurfaced.  

  

We have seen the rise and fall of ISAs in the past from the 1960s. The VAX ISA from Digital Equipment Corporation 

(DEC), Sun’s SPARC ISA, and Intel’s Itanium ISA failed to survive except perhaps in very niche markets. IBM’s 

Power and Z-series ISAs have remained within IBM and used in niche markets now. In the late 1980s and early 1990s, 

there was a raging debate on which ISA was the best, largely fueled by the RISC (reduced ISA) versus CISC (complex 

ISA) controversy. However, that debate withered for a period of time after Intel demonstrated that a RISC ISA could 

be implemented underneath a CISC architecture.  This debate has emerged again with the advent of RISC-V, which 

offers a much simpler ISA interface to software compared to x86 or Arm.  

  

One of the reasons ISAs become burdened with complexity over time is the need to maintain binary compatibility 

with prior versions of software.  Intel successfully recognized this need and benefited significantly from its strategy 

to provide binary compatibility with older x86 ISAs.  However, in the last couple of decades, new markets that are 

not encumbered with requirements of binary compatibility and require low power have fueled the growth of  ISAs 

like Arm and MIPS.   Such markets include mobile, networking, and game boxes.  Unfortunately, MIPS was not able 

to compete with Arm, partly because it fractured the software base by allowing companies to customize the 

ISA.   Because of such customization, the same binary would not run on different MIPS cores created by different 

companies.  Furthermore, x86’s high complexity led to greater amounts of logic (e.g., in the decoder) compared to 

Arm, which prevented x86 from offering the same power footprint Arm processor cores could offer.   

  

RISC-V was born in 2010 at the University of California, Berkeley due to the unavailability of an open-specification 

ISA that universities could design to.   Almost all ISAs that one could use at the time were owned by various 

companies and required licenses to design to.   The RISC-V ISA is governed and maintained by RISC-V 

International  (https://riscv.org/), which consists of numerous member companies.  RISC-V International ensures the 

ISA is not fractured and thus the same software can run on appropriate versions of RISC-V cores designed and 

manufactured by different companies.  This has led to an onslaught of companies that are making RISC-V 

cores.   These companies include the Alibaba Group, Andes Technology, Codasip, Semidynamics, SiFive, 

Syntacore, Ventana Micro Systems, and others.  

  

RISC-V offers two critical benefits.  First, it is an open specification maintained by a non-profit organization with 

membership drawn across numerous segments of the industry.  The RISC-V specification itself, unlike those offered 

by Arm or MIPS, does not cost a single penny.  This lowers the barrier to entry for various companies and startups 

that want to use processor cores in the chips they want to build.  

  

Second, the RISC-V ISA has consciously been designed to be simple.  In fact, as Mark D. Hill--retired professor 

from the University of Wisconsin-Madison--once famously said that RISC-V ISA fits on one page demonstrating its 

simplicity.   This simplicity leads to ease of implementation and faster deployment than other ISAs. Of course, the 

RISC-V ISA like other ISAs might get burdened with more features and complexity over time, but whether it will 

ever reach the level of complexity offered by x86 or Arm remains debatable.  RISC-V is not a monolithic ISA.  The 

RISC-V ISA is compartmentalized into standard extensions, each of which can be targeted separately by the 

compiler, thereby offering the possibility of turning off specific extensions as needed.  

  

https://riscv.org/


Of course, RISC-V faces the same challenges with its software base similar to what Arm faced and overcame in the 

past.  Most Linux operating systems and compilers, such as gcc or LLVM, run on RISC-V.   Recently, Android was 

ported to RISC-V.  Software in other vertical markets, such as DPDK in networking and SPDK in storage, will 

continue to be ported to RISC-V as the adoption of RISC-V widens in the high-end compute markets.  From 

anecdotal evidence, it seems the industry has figured out how to move to ARM from x86 by using more modular 

code than it had earlier and by having less dependence on x86 ISA (e.g., avoid assembly instructions when 

possible).  This transformation in software development will also pave the way for faster transition to RISC-V.  

Industry Trends 

As the war over ISAs continue to heat up between x86, Arm, and RISC-V, three new industry trends and events are 

shaping the industry:  

1. Nvidia announced its intention to buy Arm Holdings, which will give Nvidia full control of the Arm ISA 

that is used widely across the industry.  This Arm acquisition, if approved, will put Nvidia in a very strong 

position with respect to the chip industry.  Many chip companies that compete with Nvidia and use Arm 

processors are worried about how the future would shape up.  Media reports suggest that international 

companies are nervous because Nvidia, a company based in the US, will control an ISA used worldwide.  

 

2. Intel is undergoing some fundamental changes.   Intel is continuing its dominance in the data center and 

making inroads into networking but has been unable to prevent Arm’s dominance in the mobile market and 

expansion into networking and data centers.  Furthermore, Intel has been plagued with internal foundry 

challenges.   Recently, Intel announced it is bringing an old veteran Pat Gelsinger as its CEO.  In the 

meantime, AMD has continued its expansion in the x86 market and has taken away a significant fraction of 

Intel’s market share in x86 processors.  

3. There is a new trend evolving in the industry of vertical integration at least by the industry giants.  Apple 

now makes its own Arm cores for mobile and laptops.  Apple has even created binary translation software 

to translate x86 to Arm to allow it to run x86 code on its own Arm cores, thereby breaking the barrier of 

binary compatibility.   Similarly, Amazon is making its own Arm-based Graviton2 chips to power its data 

center.     

Clearly, there is a turmoil in the industry around ISAs.  x86 has weakened with Arm’s advent, but Arm’s singular 

hold on the processor IP market is making the industry nervous. There is a need for an alternative to Arm.   RISC-V 

is rising to the challenge.   It is not a question of whether RISC-V will succeed.  RISC-V is here to stay.  The 

question really is how much of a market share RISC-V will carve out eventually.  

 

As I quoted in [1], in The Godfather Part II, Michael Corleone says, “If anything in this life is certain, if history has 

taught us anything, it’s that you can kill anyone.” This thought appropriately applies to instruction set 

architectures.  A number of ISAs are already virtually dead with three remaining ones carving out portions of the 

ISA market share.   In the coming decade, it will be fun to see how these three remaining ISAs--x86, Arm, and 

RISC-V--shape the industry.  

  

*Dr. Mukherjee is the VP of Architecture at SiFive. The views expressed here are those of the author 
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ISVLSI – 2020- TCVLSI Sponsored Conference 
Theocharis Theocharides and Vijay Narayanan, General Co-Chairs for ISVLSI-2020 

 
The 18th edition of the successful IEEE Computer Society’s annual symposium on VLSI (ISVLSI’20) 

was initially going to be held in Limassol, Cyprus. However, due to the COVID19 pandemic, the Symposium was 

one of the first events that were scheduled to take place right in the middle of the unforeseen situation caused by the 

pandemic, and thus, taking into consideration the safety and health of the attendees, swiftly migrated to one of the 

first virtual events. Professors Vijay Narayanan and Theo Theocharides, who Co-Chaired the event, decided in 

consultation with the steering committee to migrate to a virtual asynchronous event, where all presentations, panels 

and keynotes would be pre-recorded, and available to the attendees from the beginning of the conference on July 6th, 

until the end of July. Taking into consideration the multiple nationalities of ISVLSI, the organizers decided to opt 

for a fully asynchronous event, to facilitate access to all conference material to all. 

 

In addition to the keynotes and the technical presentations, the conference included the traditional student research 

forum, and continued for the second year the Research Demonstration Session. For the first time also, the 

conference hosted the inaugural Quantum Computing Workshop, that introduced the community to the emerging 

world of quantum computing technologies. The conference featured four keynote talks, by eminent industry and 

academic members. Dr. Evgeni Gousev, Qualcomm’s Senior Director of Engineering, presented his views on how 

always-on vision modules facilitate the migration to the tiny Machine Learning (tinyML) technologies and 

methodologies. Professor David Atienza (EPFL) shared his research accomplishments in edge AI wearables for a 

personalized and sustainable healthcare. Lastly, Mr. Aviv Barkai, a senior SoC Architect responsible for Intel’s 

safety and reliability directives in autonomous cars, gave his viewpoints on why functional safety and reliability 

must be integrated in modern design flow.  

 

The virtual conference was attended by over 150 attendees across the globe, in spite of the unprecedent situation 

caused by the COVID19 pandemic. Attendees were able to use asynchronous communication to ask questions to the 

speakers, and also were able to browse and download the technical talks of their choice. While the event was held 

under very peculiar conditions, it was overall successful, paving the way for the 2021 edition in case the global 

pandemic remains a burden to a physically held event. Two best papers from the conference are featured in the next 

couple of pages. 

 



Near-chip Dynamic Vision Filtering for Low-Bandwidth Pedestrian Detection 

Anthony Bisulco, Fernando Cladera Ojeda, Volkan Isler and Daniel D. Lee 

Samsung Artificial Intelligence Center New York 

 

In the recent years, smart home systems have 

provided helpful solutions to numerous domestic 

problems, such as smart temperature control, 

surveillance, and automatic food inventory. Still, some of 

the sensors used for these applications are energy and 

bandwidth intensive, which limits their applicability in 

battery or bandwidth constrained scenarios. An emerging 

sensor which can be useful for smart homes and Internet 

of Things (IoT) networks is the Dynamic Vision Sensor 

(DVS). A DVS is an imaging sensor that detects 

asynchronous changes in light intensity. For instance, a 

DVS will detect only the pixels corresponding to a moving person in a scene. In contrast, a traditional camera will 

record all the pixels in the scene, independently of whether they changed or not. These asynchronous changes in light 

are referred to as events. Each event consists of a timestamp, spatial location and light-dark or dark-light (polarity) 

indicators.  DVSs have high temporal resolution and lower power consumption as opposed to traditional cameras. 

However, DVS event stream bandwidth on its own does not meet the requirements for use in low-power wireless 

standards such as LoRA or NB-IOT. Hence, our investigation explores the development of a low-bandwidth DVS 

representation for the application of pedestrian detection on low-power wireless networks. We present a solution 

consisting of two modules, a filtering module producing an intermediate representation suitable for IoT networks and 

a detection module for performing the pedestrian detection task.  

In order to achieve the bandwidth and power consumption goals, we created a filtering module using only 

binary operations to reduce the event-stream bandwidth and noise. The first stage of our filter is the coincidence 

detection module, which reduces shot noise present in the event stream by performing logical `and` operations 

vertically and horizontally across the image. Next, our filtering module aggregates events in time by performing 

logical `or` operations between pixels across time, decreasing the bandwidth and enhancing the representation. After 

aggregation, a down sampling operation is applied to the event stream producing a 2x40x60 binary image. This 

image is split into 8-bit portions and a Huffman code is applied for network transport. We implemented the filter on 

an FPGA, near the DVS sensor, reducing the required bandwidth by 99.6%.  

         After filtering our system performs lightweight pedestrian detection on a microcontroller. It first receives and 

decodes the intermediate representation into the original 2x40x60 binary image. We then process this representation 

using a Binary Neural Network (BNN) detector, with an F1 detection accuracy of 83%. We implemented our decoding 

strategy and network on a STM32F4 microcontroller, demonstrating the pedestrian detection task and performing a 

detection every 450 ms. BNNs on microcontrollers are very efficient due to the use of simple bitwise instructions and 

the population count (popcnt) operation. The end-to-end performance of our system met our bandwidth requirements 

reaching 74.58 kbps with the filter producing a representation almost every 3 ms. Lower bandwidths are possible by 

reducing the output rate of the filter. The resulting system meets our standard to apply to low-bandwidth standards 

such as LoRA or NB-IOT. Additionally, we studied our filtering architecture footprint on an FPGA to have an 

estimated power consumption of 91.1mW. The power consumption number can be further reduced via memory 

optimization in the aggregation operations. 

         The filtering architecture presented reduces the overall DVS system bandwidth and enables their application 

to low-bandwidth sensors networks. It enables interesting applications such as decentralized security monitoring via 

community IoT networks or crosswalk monitoring for traffic management. Overall, we are excited about the 

technology developed and are already working on novel applications and hardware-efficient methods for event-based 

cameras. 

References: 
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Enabling Optimal On-Chip Power Generation of Flow Cell Arrays in 3D MPSoCs with 

On-Chip Switched Capacitor Converters 
Halima Najibi, Alexandre Levisse and David Atienza, Embedded Systems Laboratory (ESL), EPFL, Switzerland 

Marina Zapater, REDS Institute, University of Applied Sciences Western Switzerland (HES-SO), Switzerland 

Jorge Hunter and Miroslav Vasic, Centro de Electrónica Industrial, UPM, Spain 

Integrated Flow Cell Arrays (FCAs) have revolutionized thermal and power management of Integrated Circuits 

(ICs), as they provide highly efficient on-chip liquid cooling and power generation capabilities. FCAs consist of 

inter-tier micro-channels that are etched in the substrate of Silicon dies. Then, they are filled with an electrolytic 

solution. Thus, they absorb the heat of the chip, and generate a continuous and stable electrical current due to heat-

accelerated electrochemical reactions (Fig. 1). FCAs are particularly appealing when targeting three-dimensional 

multi-processor systems-on-chip (3D MPSoCs). This technology employs Through-Silicon-Vias (TSVs) to 

connect multiple stacked IC dies vertically. 3D stacking offers the opportunity to achieve very high computation 

densities required by many modern applications such as Artificial Intelligence and Data Analytics. 

Furthermore, it provides ultra-wide communication bandwidths, lowering the gap between processor speed 

and data access rates. However, heat dissipation becomes a significant challenge in 3D MPSoCs, due to the 

proximity of heat sources and the low thermal conductivity of the included materials. Power delivery in 3D 

MPSoCs is also challenging, as the wide-area footprint of vertical connections complicates the design of voltage 

supply networks. FCAs address both challenges by cooling 3D MPSoCs and transforming the absorbed heat into 

power to alleviate voltage delivery requirements. 

As FCAs connect to 3D MPSoC power delivery networks, their generated power depends on the load's voltage 

level. Hence, we propose to employ an intermediate stage, integrated DC-DC converters, which extract the 

maximum power from FCAs in all 3D MPSoC operating conditions (Fig. 2). The DC-DC converters bias FCAs 

to operate at the voltage level that maximizes their power generation, which is typically lower than the operation 

voltage of ICs [1]. We perform a fine-grained analysis of FCA power generation in 3D MPSoCs, and explore their 

ability to counter voltage drops that affect system performance (Fig. 3). In this context, we explore the design 

space of voltage converter implementations, focusing on Switched Capacitor (SC) converters. Our exploration 

enables the easy integration in ICs, by occupying a low chip area and achieving high conversion efficiencies. 

Considering the effects of different physical characteristics, we analyze a wide range of SC converter designs and 

evaluate their performance, aiming to maximize the amount of power extracted from FCAs.  

We evaluate the FCA power generation and SC converter efficiency in a realistic 3D MPSoC architecture using 

actual workload utilization traces. Our simulations show that voltage regulation provides over 90% higher power 

than directly connecting FCAs to power grids. Moreover, we demonstrate that regulated FCAs use less than 1.26% 

of the total chip area in our target system while maintaining voltage drops below 5% in the worst case. Finally, we 

exploit the SC converter capability to disconnect FCAs from the power network to turn off power generation when 

dies are idle or in low power operation. The dynamic switching prevents unnecessary degradation of electrolyte 

concentration, extending by over 4.5x the FCA lifetime. This work advocates for the immense potential of FCAs 

as a solution for thermal and power management of next-generation high-performance 3D MPSoC architectures 

and demonstrates their practical use and highly-efficient power generation. 
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WOMEN-IN-VLSI (WiV) SERIES: Dr. Valencia Joyner Koomson  

Dr. Koomson was recently appointed as Visiting MLK Scholar in MIT’s Department of Electrical 

Engineering and Computer Science. Based at Tufts University, MA. where she is an associate professor in the 

Department of Electrical and Computer Engineering, Koomson has focused her research on microelectronic systems 

for cell analysis and biomedical applications. Here, she shares more about her work and the future of her field. 

Q1. What VLSI research area do you focus on? 

My research focuses on VLSI systems for biomedical imaging and cell analysis. We are interested in developing 

advanced instrumentation that can be used to improve people’s lives, from wearable sensors for functional brain 

studies to miniaturized systems to understand how cells communicate. 

Q2: Why do you think this area is important currently? 

One application area I started in was in neonatal care: how do we monitor the health of very fragile lives, such as pre-

term infants? Over a million babies per year are born in the United States pre-term (which is defined as below 38 

weeks). Globally, there are nearly 15 million children born too early. Being born prematurely can introduce several 

health considerations, specifically neurological damage due to low levels of oxygen reaching brain tissues. Many 

times, neurological damage can only be detected by MRI, and when you’re dealing with a tiny 1 LB baby, having 

them undergo an MRI scan is usually not possible. So we are developing an imaging tool that works much the same 

way as a pulse oximeter, using near-infrared spectroscopy. In short, you would shine a light at different wavelengths 

on the baby’s forehead and study the propagation of light through tissue to monitor brain oxygenation —a crucial vital 

sign. This is a more advanced implementation of the same near-infrared spectroscopy techniques which are already 

being used in the Fitbit, in Apple Watches, and in the healthcare setting to measure arterial oxygen saturation. 

Q3: What is your typical day like as a research scientist? 

 One of the crucial parameters we must measure is how light is absorbed and scattered in tissue. So, to accomplish 

that, we build silicon tissue “phantoms” in both solid and liquid forms, which are crucial before we go to human 

validation studies. All the theory we use is based on photon diffusion and propagation through tissue. The silicone is 

a simplification; our bodies are very complex, but we model them as one single material. 

Additionally, we build optoelectronic systems that are miniaturized to test how well the circuitry is 

working. Those microsystems are built using large, commercially available foundries, using industry-standard 

processing technology, but we also have software tools that allow us to model the physics and electrical 

characteristics of our device and simulate how it will work once it is fabricated.   

Obviously, we do a lot of optical and electrical validation as well to make sure our system is functional 

before we test it with a human or any other test. We are now recruiting participants for a clinical trial to test our 

prototype near-infrared imaging device. 

Q4: What motivated you into this field? 

 My interest in microelectronics began as an undergraduate at MIT. The faculty were at the forefront, designing low-

power electronics for digital and mobile computing. I was exposed to a lot of cutting-edge research, which got me 

thinking about the potential of micro-scale electronics to make people’s lives better.  

 

Then, while working in the Tufts Department of Biomedical Engineering, I had a colleague studying how we model 

photon diffusion in tissue. They use large commercial instruments to do these measurements, but my colleague 

observed that it would be great if we could measure how the O2 measurements changed in patients with neurological 

damage while they were doing an activity. To accomplish this, we would need a lightweight, portable measuring 

device, not a benchtop piece of equipment that weighs 35-40 pounds. So that’s where we got started thinking about 

miniaturization; next, we started thinking about monitoring tissue oxygenation in the NICU incubator at the point of 

care.  

Q5: What excites you most when you look into the future? 

 There are huge opportunities in the field of health monitoring. This pandemic has highlighted the need for people to 

monitor their own vital signs (like oxygen saturation) and get clinical-grade data accurately at home. Using machine 

learning and data driven approaches to assist disease diagnosis would have a widespread appeal, not only here in the 



US, but in the developing world where many patients don’t have access to large, sophisticated instruments like those 

found at a hospital bedside in the United States.  

So our question becomes: how do we build portable, inexpensive instruments that can work in low- and 

middle-income countries and in the home? For example, what if we want to reduce readmission rates after heart 

surgery (as my colleagues and I wanted to do at Beth Israel)? Can we detect arrhythmias at home, once patients 

return to their normal daily activities? And can we build systems that allow us to predict acute cardiac events, find 

atrial fibrillations, etc? That project lead to larger thinking about health monitoring outside the cardiac ward, for 

instance in the developing world.   I have collaborators at the University of Ghana and we are working on proposal 

to form an interdisciplinary center to harness health data science research, mobile devices and mHealth technology 

to develop solutions to pressing public health challenges.  Mobile phone technology has good penetration there, so 

it’s a good test market for mHealth research.  

Q6: Many students of color and women worry that the VLSI STEM field won’t welcome them. When you look at 

the landscape for scientists of color, especially women, what do you see right now? Are there signs of progress?  

I see a lot of great opportunities opening up. Throughout the COVID pandemic, I’ve become even more keenly 

aware of the groups forming around women of color in AI, robotics, and other fields. People are using their own 

initiative to get on LinkedIn and other social media platforms with other like-minded people to talk, have a virtual 

seminar, share resources, write grants, and share resources together. There has been an opening of doors, in terms of 

helping people to connect and collaborate within their field and across fields. Right now, all the academic hot topics 

are cross-disciplinary, so if you’re in a field without a lot of women (and especially women of color) like electrical 

engineering, you’ll be collaborating with people in biology, computer science, etc. That cross-disciplinary 

conversation widens your net quite broadly, just as social media has expanded our means of collaborating. I 

collaborate with scientists in Ghana and advise students there, just as I would with a student in the United States.   

 

Furthermore, since the pandemic began and conferences began switching to virtual platforms, I’ve had the chance to 

participate in three conferences I don’t usually get to go to, as a woman with two small kids and limited ability to 

travel. And I’m seeing that phenomenon play out in those conferences. The American Society of Engineering 

Education had a panel about increasing diversity in education; a normal conference might have 40-50 people in 

attendance; now that it’s virtual, there were 300 attending. So, people are getting engaged in a way they haven’t 

before.  I participated in a virtual robotics workshop during Black Women in AI Week with engineers from three 

continents. 

Q7: What is your key message to young girls who aspire to be like you someday? 

Be confident and expect success! 

~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~

Dr. Valencia Joyner Koomson is an Associate Professor in the Department of Electrical and Computer Engineering 

and the Tisch College of Civic Life at Tufts University. She completed the B.S. and M.Eng. degrees in electrical 

engineering and computer science at the Massachusetts Institute of Technology in 1998 and 1999, 

respectively. As a Marshall Scholar, she studied at University of Cambridge and received M.Phil. 

and Ph.D. degrees in electrical engineering in 2000 and 2003, respectively.  She is currently a 

2021 MLK Visiting Professor at MIT. Dr. Koomson’s research lies at the intersection of biology, 

medicine, and electrical engineering. Her interests are in nanoelectronic circuits and systems for 

wearable/implantable medical devices and advanced nano-/microfluidic systems to probe 

intercellular communication.  She has co-authored several book chapters, publications, and holds 

a patent for a system and method for measuring phase delay and amplitude of an optical signal in 

animal tissue.  In 2005, she held an Adjunct Professor appointment at Howard University.  Dr. 

Koomson was a Visiting Professor at Rensselaer Polytechnic Institute and Boston University in 2008 and 2013, 

respectively. Prior to joining Tufts, she held an appointment as a VLSI Research Engineer at the University of 

Southern California’s Information Sciences Institute (USC/ISI), where she performed research on the design of 

radiation-hardened analog/mixed signal VLSI systems in CMOS for military and space applications. Dr. Koomson 

is a Marshall Scholar, Intel Foundation Scholar, National Science Foundation Graduate Research Fellow, and 2010 

recipient of the NSF Faculty Early Career Development (CAREER) Award. She served as the Technical Program 

Chair of the 60th IEEE Midwest Symposium on Circuits in Systems and member of the MWSCAS Steering 

Committee since 2013.  She is completing her second term as an Associate Editor of the IEEE Transactions on 

Circuits and Systems-I.  Dr. Koomson is a member of the Reading Committee for the Marshall Scholarship Program 

and several professional societies and technical program committees.   



   
 

 

Call for Nominations of Awards – IEEE-CS TCVLSI 

Nominations are invited for the following 2020 IEEE-CS TCVLSI Awards (Please email nominations 

to  awards.ieee.cs.tcvlsi@gmail.com) 

IEEE-CS TCVLSI Distinguished Leadership Award 

The IEEE-CS TCVLSI Distinguished Leadership Award recognizes significant and outstanding contributions to the 

TCVLSI community in a leadership position. The award is based on impact of contributions/services rendered for 

the growth of TCVLSI across the globe. The candidate must be in a leadership position within TCVLSI, and have 

demonstrated excellence in shaping the TCVLSI in terms of research or community growth for a period of at least 

four (4) years. The candidate must be an IEEE Senior Member or Fellow (or equivalent in other Professional 

Societies such as ACM, IET, BCS etc) to be considered, and must have an outstanding research profile for a period 

of at least the last ten (10) years. It is desirable that the nominated candidate must be an active member of 

TCVLSI community and helped in the development of TCVLSI.  The award consists of a plaque and a citation. 

----------------------------------------------------------------------------------------------------------------------------- -------- 

IEEE-CS TCVLSI Distinguished Research Award 

The IEEE-CS TCVLSI Distinguished Research Award recognizes significant and outstanding research contributions 

to the VLSI community through a leadership position. The award is based on quality of research contributions made 

to the VLSI community. The candidate must have demonstrated research excellence for a period of at least ten (10) 

years. The candidate must be an IEEE Senior Member or Fellow (or equivalent in other Professional Societies like 

ACM, IET, BCS etc) to be considered. It is desirable that the nominated candidate must be an active member 

of TCVLSI community and helped in development of TCVLSI. The award consists of a plaque and a citation. 

------------------------------------------------------------------------------------------------------------ ------------------------- 

IEEE-CS TCVLSI Mid-Career Research Achievement Award 

The IEEE-CS TCVLSI Mid-Career Research Achievement Award recognizes contributions of professionals in terms 

of high-quality research in the field of VLSI (focus on emerging areas that provides a paradigm shift). Eligible 

candidates must have evidence of strong publications in premier IEEE periodicals related to VLSI (or equivalent 

area) consistently for a period of at least five (5) years, as well as high quality overall research for a period of at least 

ten (10) years, all obtained through independently led research. Eligible candidate must be an active member of 

TCVLSI community. Candidate must be an IEEE Senior Member or Fellow (or equivalent in other Professional 

Societies such as ACM, IET, BCS etc) to be considered. It is desirable that the nominee be an active member of 

TCVLSI community and helped in development of TCVLSI. The award consists of a plaque and a citation. 

-------------------------------------------------------------------------------------------------------------------------------------  

IEEE-CS TCVLSI Outstanding Editor Award 

The IEEE-CS TCVLSI Outstanding Editor Award recognizes sustained contributions of an IEEE VCAL Editorial 

Board member made for a period of at least two (2) years. Candidate must have demonstrated evidence of 

contribution made that led to the growth of VCAL and must be an active member of TCVLSI community. 

-------------------------------------------------------------------------------------------------------------------------------------------- 

Extended deadline for submission (self-nominations NOT allowed):  Feb 28, 2021, US 11:59pm Pacific Time  

Award announcements: March 15, 2021  

Nominations should be accompanied by ‘CV’ and ‘1-page Statement of Contribution in 12pt Times New 

Roman Font’  

Nomination email must be sent to awards.ieee.cs.tcvlsi@gmail.com for evaluation by the TCVLSI Awards 

committee. 

Please include the name of the award category in the subject line. 

 

Thanks, 

Dr. Mondira (Mandy) Deb Pant, 

Chair, IEEE-CS-TCVLSI 

https://www.computer.org/communities/technical-committees/tcvlsi 

mailto:awards.ieee.cs.tcvlsi@gmail.com
mailto:awards.ieee.cs.tcvlsi@gmail.com
https://www.computer.org/communities/technical-committees/tcvlsi


   
 

 

TCVLSI Sponsored Conferences for 2021  

Financially sponsored/co-sponsored conferences  

• ARITH, IEEE Symposium on Computer Arithmetic 

o ARITH 2021: http://arith2021.arithsymposium.org/ Virtual conference dates : June14-16 2021 

• ASAP, IEEE International Conference on Application-specific Systems, Architectures and Processors   

o ASAP 2021: http://2021.asapconference.org/  Virtual conference dates:  July 10-12 2021 

• ASYNC, IEEE International Symposium on Asynchronous Circuits and Systems 

o ASYNC 2021: https://asyncsymposium.org/async2021/ Virtual conference dates: Sept 7-10 2021  

• iSES, (formerly IEEE-iNIS) IEEE International Smart Electronic Systems 

o IEEE iSES 2020: https://ieee-ises.org/2020/ises-cfp/  December 14-16, 2020, Chennai, India 

o IEEE iSES 2021 Dec 20-22 2021 

• ISVLSI, IEEE Computer Society Symposium on VLSI 

o ISVLSI 2021: http://www.eng.ucy.ac.cy/theocharides/isvlsi21/  Virtual conference dates: July 7-9 2021 

• IWLS, IEEE International Workshop on Logic & Synthesis – collocated with DAC 

o IWLS 2021: Virtual conference dates: June 19th-21st, 2021 

• SLIP, ACM/IEEE System Level Interconnect Prediction 

o SLIP 2021: https://dl.acm.org/conference/slip/proceedings Date TBD 

Technically Co-Sponsored Conferences for 2021  

• VLSID, International Conference on VLSI Design 

o VLSID 2021: https://embeddedandvlsidesignconference.org/  Virtual conference dates: Feb 20 -24 2021 

 

Explore conference sponsorship options with TCVLSI here: https://www.computer.org/conferences/organize-a-

conference/sponsorship-options 
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