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From the Editor-in-Chief’s Desk - Editorial 
 

The IEEE VLSI Circuits and Systems Letter (VCaSL) is affiliated with the Technical Committee on VLSI (TCVLSI) under the 

IEEE Computer Society. It aims to report recent advances in VLSI technology, education, and opportunities and, consequently, grow 

the research and education activities in the area. The letter, published quarterly (since 2018), highlights snippets from the vast field of 

VLSI including semiconductor design, digital circuits and systems, analog and radio-frequency circuits, as well as mixed-signal circuits 

and systems, logic, microarchitecture, architecture and applications of VLSI. TCVLSI aims to encourage efforts around advancing the 

field of VLSI be it in the device, logic, circuits or systems space, promoting secured computer-aided design, fabrication, application, 

and business aspects of VLSI while encompassing both hardware and software. 

 

IEEE TCVLSI sponsors a number of premium conferences and workshops, including, but not limited to, ASAP, ASYNC, ISVLSI, 

IWLS, SLIP, and ARITH. Emerging research topics and state-of-the-art advances on VLSI circuits and systems are reported at these 

events on a regular basis. Best paper awards are selected at these conferences to promote the high-quality research work each year. In 

addition to these research activities, TCVLSI also supports a variety of educational activities related to TCVLSI. Typically, several 

student travel grants are sponsored by TCVLSI at the following conferences: ASAP, ISVLSI, IWLS, iSES (formerly iNIS) and SLIP. 

Funds are typically provided to compensate student travels to these conferences as well as to attract more student participation. The 

organizing committees of these conferences undertake the task of selecting right candidates for these awards. 

 

This issue of VCaSL features an invited article “Where can AI take us in the EDA domain” by Dr Naveed Shrwani and Sai Charan 

Lanka, where they show that AI is already beginning to play a critical role in EDA and it will play an even more significant role in 

EDA in the coming decades 

 

The newsletter spotlights one of TCVLSI’s sponsored conferences in 2021, the IEEE Application-specific Systems Architecture and 

Processors (ASAP) conference. One page teasers of two best papers awarded at the 2021 ASAP conference are showcased: “Algorithm 

and Hardware Co-Design for FPGA Acceleration of Hamiltonian Monte Carlo Based No-U-Turn Sampler” ;  “To Buffer, or Not to 

Buffer? A Case Study on FFT Accelerators for Ultra-Low-Power Multicore Clusters” 

 
In our Women in VLSI (WiV) series, we share an inspiring interview with Prof. Srabanti Chowdhury, Associate Professor in the 

Department of Electrical Engineering at Stanford University, CA, USA. 

 

Additionally included is a section on relevant recent announcements collated by our Associate Editor, Ishan Thakkar.  

 
I’d like to thank Dr. Olivier Franza for designing the cover page of this newsletter. Thank you to the authors of the various articles. I’d 

like to thank the IEEE CS staff, for their professional services to make the newsletter publicly available. I’d love to hear from the readers 

on what you would like to see in future newsletters. I welcome recommendations/feedback via email. Happy reading. 
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"Where can AI take us in the EDA domain?"  
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Introduction 

 

Artificial Intelligence (AI) is emerging as a tool to enhance the performance of existing systems. As a result, 

various sectors such as health care1, agriculture2, and education3 are having a significant impact from AI. The 

EDA industry is no exception. Researchers and industrialists predict a tremendous increase in Machine 

Learning (ML) adaptation-enhanced EDA tools in the design flow in the future. Additionally, ML methods 

show great potential to generate high-quality solutions for many NP-complete problems common in the EDA 

domain. In contrast, traditional methods in this domain lead to huge time and resource consumption to solve 

these problems. Furthermore, conventional methods usually solve every issue from the beginning, with a lack 

of knowledge accumulation. Instead, ML algorithms focus on extracting high-level features or patterns that 

can be reused in other related or similar situations, avoiding repeated complicated analysis. ML techniques 

have enabled new methodologies in EDA tasks. The main objective in employing ML is to reduce the design 

time and generate efficient designs. Therefore, there is massive scope for using AI in the EDA domain.  

 

The incorporation of ML in EDA began many years ago4-9. Most of techniques proposed in the research 

papers are based on classification and feature detection techniques. Most of the papers published to date have 

mainly focused on the verification and testing stages of the design flow. With the advancements in ML 

algorithms, new methods are proposed to reduce operation time and improve its efficiency. An Inductive 

Logic Programming (ILP) approach was proposed to reduce the simulation time of verification with high 

coverage [4]. This work presented ILP based Coverage-Directed test Generation (CDG) to reduce the 

simulation time of test generation compared to random test generation. ILP predicates the results using a set 

of rules and background knowledge. It is a combination of ML and logic programming. Some papers, such 

as one authored bt S. Fine and A. Ziv7have addressed the use of Bayesian networks to achieve high coverage 

for CDG modelling techniques. It can be efficiently used to achieve the CDG goals such as easier reach for 

complex coverage cases, diverse reach for average circumstances, and improved coverage progress rate. A 

Bayesian network essentially has random variables and a graph structure that encodes the dependencies 

between the variables. A directed acyclic graph represents it. Novel methods in verification were using 

unsupervised learning to reduce the verification simulation time. A paper authored by O. Guzey et al.9, 

addresses the use of an unsupervised support vector analysis which reduces the number of tests from the 

original space. A direct application of this methodology is to select tests before simulation to reduce 

simulation cycles. Consequently, simulation effectiveness can be improved. This method is used to determine 

specific tests before starting the simulation to reduce the time involved in this operation resulting in improved 

efficacy, and enhanced simulation effectiveness.  

 

This article is divided into outcome-oriented sections, which are as follows. The first section gives an 

overview of ML techniques, and their categorization, followed by the scope of reinforcement learning (RL) 

in EDA. It also includes an overview of research papers that involve RL in EDA. The second section provides 

a brief overview of some of the essential research papers that address proposed solutions using RL for various 

stages in the design flow. Most of the works involve RL and Graph Neural Networks (GNN) to develop novel 

techniques. The article concludes with the future scope of AI in EDA by summarizing opinions from some 

of the top researchers and industrialists working in this domain.  

 

 



 

Review of Machine Learning (ML) Techniques 

ML is the ability of a machine to learn from various mathematical models of data without actual 

programming. Broadly, three categories are present in ML – supervised learning, unsupervised learning and 

reinforcement learning.  

Supervised learning involves using labelled data to learn and predict the correct outcome when given new 

input. In simple terms, this kind of learning happens with two types of data – training data and test data. The 

training data is used to analyze the model and applies this knowledge to predict the output for the given test 

data. There are two groups under this category which is divided based on the type of output. They are 

classification and regression.  

Unsupervised learning starts with data that is not defined or labelled. This learning’s primary goal is to group 

the raw data into categories based on similarities and differences. Though this divides the data into groups, it 

fails to identify each member in the group.  

Reinforcement Learning (RL) is a different category of learning where the goal is to find the optimized 

solution for the problem. The optimization is measured on a cost parameter that varies with the problem 

chosen. Consider the situation of winning a game. The cost parameter, in this case, would be the time taken 

to win or the minimum number of moves to defeat the opponent (such as in the game of chess). This learning 

takes inputs from the environment and gets rewarded for every move (action taken) it makes. It develops a 

strategy (policy) from previous experiences to maximize its reward. A detailed understanding of this 

technique is recommended to understand the following sections in this article.  A good deal of various 

terminologies and procedures of RL can be found online.10 

Much research has been done on employing supervised learning in EDA problem-solving. Various ML 

techniques used in the past few years are well tabulated in a survey paper by Guyue, et al.11. However, it is 

found that there is much scope for using reinforcement learning to perform EDA tasks. This learning is 

primarily used to automate design tasks. Many research works use Deep Reinforcement Learning (DRL), 

where neural networks are combined with reinforcement learning. But the main reason to employ DRL into 

EDA is its ability to solve problems having a large design space environment with less time duration. EDA 

tasks like placements deal with many cells in an ample design space. 12, 13Hence researchers and industrialists 

in this domain consider RL as a promising solution to many complex EDA operations.14 

Current Progress 

Though very little work has been done on developing RL based solutions for EDA tasks, many people in this 

field believe that RL is the promising solution, as concluded in the previous section. Hence this section 

provides a briefing on some of those works and appreciates their advanced solutions.  

A. Hosny et al. 15automated the design space exploration by developing an RL agent to generate better Quality 

of Results (QoR) than humans. The framework called Deep Reinforcement Learning for Logic Synthesis 

(DRiLLS) uses an actor-critic agent which learns by iteratively choosing primitive transformations with the 

highest expected reward. This paper modelled combinatorial optimization for logic synthesis as a game by 

defining states as a set of metrics from the synthesis tool. The reward is to decrease the area for a given delay 

constraint, thus defining this model as a multi-objective model. An A2C agent is trained from experiences, 

using an algorithm to achieve the reward. This solution optimized the design by 13.2% on average over 

existing exploration techniques.    

A. Agnesina et al. 16 developed a DRL framework that optimizes 11 selected parameters in the placement tool 

to perform better placement than human and state-of-the-art auto-tuner17 in a single iteration. To train the 



 

policy, a mixture of features relative to topological graph characteristics and graph embedding generated by 

a graph neural network is used to generalize its tuning process to unseen netlists. An autonomous agent is 

built that iteratively learns to tune parameter settings to optimize the placement without supervised samples. 

It achieves 11% better wire lengths on unseen netlists than humans and 2.5% better than the auto-tuner, 

without additional training and just one placement iteration.   

A. Mirhoseini,, A. Goldie,, M. Yazgan,. et al. 12 invented an RL-based solution for the chip floorplanning 

problem to generate chip floorplans with optimized delay, congestion, and the design time is under six hours. 

This method involves training the RL agent using transferable learning representations of chips, and 

grounding representation learning in the supervised task of predicting placement quality. By designing a 

neural architecture that can accurately predict reward across a wide variety of netlists and their placements, 

it could generate rich feature embeddings of the input netlists. It then uses this architecture as the encoder of 

the policy and value networks to enable transfer learning. This supervised model is trained via regression to 

minimize the weighted sum of mean squared loss (negative reward). Pre-training the policy delivers much 

better results when compared with preparing the policy from scratch. 

K. Settaluri et al.18 automated the designing of analogue circuits using a machine learning framework inspired 

by RL, called “AutoCkt”. This generated 40 LVS passing designs for two-stage OTA with negative gm load 

in just under three days with a single-core CPU. The RL agent moves between different states and takes 

actions by observing the environment. It accumulates the reward in this process until it reaches its goal. The 

neural network present in it is trained to maximize the reward via transfer learning. This framework would 

generate analogue circuits x9.6 times faster than the BagNet19, a deep learning approach developed to 

automate the layout-level design of analogue circuits. 

M. Ren et al. 20 automated the designing of standard cells for advanced nodes by developing an automated 

layout generator called “NVCell”. Standard cell design automation involved two steps - placement and 

routing. In this paper, the placement is performed using simulated annealing whereas the routing of the design 

is taken care of by a machine learning-based routabilty predictor. These methods are assisted by RL agents 

to reduce the design time with almost similar results. The simulated annealing method does not produce 

effective results for large designs. Hence the placements generated from this method are used to pre-train the 

RL agent, which could generate placements equivalent to the simulated annealing ones, within seconds. The 

ML-based router that uses genetic algorithm routes the design. This stage is followed by an RL based DRC 

fixer which fixes DRC violations in the pre-routed design. The NVCell would be able to generate 92% of 

cells with clean DRC/LVS in an industrial standard cell library. 

Future Scope 

It is clear that AI is already beginning to play a critical role in EDA and it will play an even more significant 

role in EDA in the coming decades. Let us conclude with some observations about possible future directions.  

 

As fast turnaround becomes more important in some segments, AI-based tape outs (even if less efficient) will 

gain momentum in those segments. FPGA place and route can benefit significantly because of the constrained 

nature of the problem. It can also help with tasks like DRC cleaning for large and complex designs thus 

reducing the time-to-market.  Plus, hundreds of thousands of user examples are available. Another benefit of 

AI-based TO would be to help deal with a severe global shortage of designers where AI can be used to reduce 

the need for a larger staff. It can provide assistance and improve the overall productivity of a VLSI engineer. 

 

Finally, AI can be instrumental in driving higher-level logic design and high-level description - this can enable 

more people to join the design with lesser training and better productivity.  



 

 

                        

                                                                                              RL placement model                                                                                   DRC RL Model 

 

Fig-1 Frameworks proposed in papers that are covered in this section (in the same order) 
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Conference Report - ASAP  2021 

Yingyan Lin (Rice University) and Mandy Pant (Intel), Technical Program Co-Chairs 

 
The 32nd IEEE International Conference on Application-specific Systems, Architectures and Processors 

(ASAP 2021) took place virtually on July 7-8, 2021 with three important themes: Green AI for Ubiquitous 

Computing, Diversity and Inclusion in VLSI, and Heterogeneous Integration.  

 

The conference received 105 abstract registrations of which 82 entered the review stage. These submissions 

were rigorously reviewed by a technical program committee of 55 members. Eventually, 24 long papers 

were accepted, yielding an acceptance rate of 29%, and 7 posters were accepted. Overall, ASAP 2021 

features three keynote speakers, four oral paper sessions, two special sessions, two poster sessions, and one 

panel. In particular, our program includes three keynote speakers who are world-class leaders from both 

academia and industry in the areas of nanosystems for computing, scalable ML architecture, and human & 

AI interaction, including Prof. Subhasish Mitra (Stanford University), Prof. R. Iris Bahar (Brown 

University), and Intel Fellow Lama Nachman (Intel Corporation). Additionally, the four oral paper sessions 

are categorized into “Heterogeneous designs and architectures I”, “ML algorithms and Tools”, “Green 

designs and security”, and “Heterogeneous designs and architectures II” based on their focus topics, while 

the two special sessions focus on “Real-time AI” and “Design Automation of Robust and Secure Machine 

Intelligence”. Meanwhile, the conference also set up two poster sessions including poster presentations 

from both the oral and poster papers. Another highlight is a highly engaging panel discussion on “Coarse-

Grained Reconfigurable Arrays and their Opportunities as Application Accelerators”. Finally, three papers 

were selected to receive awards at the conference – a best paper award and two honorable mention awards. 

Each of these three award winning papers appears as a 1-page extended abstract in the following pages. 

 

The virtual ASAP 2021 conference turned out to be a big success in various aspects. The conference was 

attended by over 200 attendees from over 20 countries around the world. The conference attracted the 

generous support from two Gold Sponsors: Qualcomm and Futurewei Technologies, and the sponsorship 

of IEEE Computer Society TCVLSI, ACM SIGARCH, and the University of Illinois at Urbana-Champaign. 

Because of these strong supports, we can afford to offer free registration for all students for the conference. 
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Algorithm and Hardware Co-Design for FPGA Acceleration of Hamiltonian 

Monte Carlo Based No-U-Turn Sampler 

Yu Wang, Peng Li 

University of California, Santa Barbara 

Random sampling is a key computational step in various statistical and machine learning algorithms. Many 

applications require drawing large amounts of fast mixing samples from a given distribution and thus comes 

a demand for hardware acceleration. Previous sampling algorithms such as Metropolis-Hasting usually 

suffer from random walk behavior and have scalability problems. On the other hand, the No-U-Turn 

sampler (NUTS) is the state-of-the-art algorithm in the Hamiltonian Monte Carlo family, which can 

automatically tune simulation parameters. It’s a key computation kernel in many mainstream statistical 

packages such as STAN, PyMC3 and Pyro. 

NUTS draw samples by simulating Markov chains with the leapfrog method. However, to automatically 

tune the simulation parameters, NUTS also needs to store part of the simulated states and calculate vector 

products to detect “U-turn”. The computation flow of NUTS brings challenges in three aspects: (1) the data 

dependency between the present state and next state in a Markov chain results in low throughput of the 

processing pipeline; (2) the need to store intermediate states requires additional memory resources and 

corresponding control logic; (3) the NUTS algorithm requires floating point processing to maintain 

accuracy but also involves high-volume vector processing.  

To deal with the challenges in NUTS, we proposed a NUTS accelerator architecture as in Figure-1 [1]: 

 

Figure-1: System overview of NUTS accelerator on FPGA. 

Our contributions in algorithm and hardware co-design are threefold: (1) the accelerator simultaneously 

processes multiple Markov chains in a single PE to increase throughput. (2) we propose a resampling 

technique that reduces on-chip memory usage. (3) we utilize three levels of parallelism, the first-level vector 

processing with rich DSP resources on FPGA, the second-level multi-chain processing within a single PE, 

and the third-level parallel processing with multiple independent PEs to further boost performance. 

We employed highly correlated Gaussian distributions as the target distribution to synthesize and evaluate 

our architecture. The proposed FPGA accelerator was implemented on the Xilinx VCU-118 FPGA board. 

When compared with the optimized C++ NUTS routine RSTAN running on an Intel i7-8750H CPU, our 

accelerator achieved up to 50.6X speedup and 189.7X energy efficiency improvement.  



To Buffer, or Not to Buffer? A Case Study on FFT Accelerators for 

Ultra-Low-Power Multicore Clusters 
Luca Bertaccini1, Luca Benini1,2, Francesco Conti2 

1ETH Zurich, Switzerland, 2University of Bologna, Italy 

 

Hardware-accelerated multicore clusters have recently emerged as a viable approach to deploy advanced digital signal 
processing (DSP) capabilities in ultra-low-power extreme edge nodes. As a critical basic block for DSP, fast Fourier 
transforms (FFTs) are one of the best candidates for implementation on a dedicated accelerator core. 

In most heterogeneous architectures, hardware accelerators achieve massive speedup by exploiting dedicated memories 
for internal buffering, which end up dominating area and power consumption. In our work [1], we investigate a possible 
avenue for optimization: replacing internal buffers in domain-specific accelerators with resources already allocated in the 
system, and shared with other devices such as software cores, to improve area and energy efficiency. We concentrate our 
study on hardware-accelerated multicore clusters for ultra-low-power edge nodes, and in particular on FFT acceleration. 

 

A recently proposed class of hardware accelerators, the cluster-coupled hardware processing engines (HWPEs) [2], 
allows both the general-purpose cluster cores and the HWPE to cooperate by directly sharing data through a low-latency 
multi-banked tightly-coupled data memory (TCDM). Contrary to traditional accelerators, HWPEs can do without an 
internal buffer and rely entirely on the TCDM. With this design choice, the area efficiency of the HWPE can be 
significantly boosted, but questions arise on a potential bottleneck at the accelerator interface with the TCDM.  

We present two novel designs, a buffered and a buffer-less FFT HWPE, and compare them in terms of performance, 
area, and energy efficiency. Both HWPEs are conceived to be integrated into a PULP cluster [3], shown in Fig. 1, are 
software-programmed by the cores, and can work at different fixed-point precisions with 8/16/32-bit real and complex 
parts. We will refer to these data types as C16/C32/C64, respectively. 

 

Fig. 2 shows the buffer-less HWPE architecture. It contains a specialized DMA unit, called streamer, a gather/scatter 
module used to shuffle the partial results, two sets of four 64-bit registers, a lookup table for the twiddle factors, a controller, 
and a butterfly unit containing one C64, one C32, and two C16 butterfly engines, reaching up to 1/2/4 C64/C32/C16 
butterfly/cycle. The buffer-less design continuously streams data in and out. 

To avoid the need for an internal buffer and to shuffle partial results, we implement a new scheme to reorder the 
butterfly sequence and the memory access patterns in the buffer-less accelerator. Such a scheme considers having access 
to N ≥ 16 memory banks and always loads/stores data at consecutive memory locations, preventing data races and conflicts 
between loads and stores, and allowing to access two C16 samples with one 32-bit memory port. 

The buffered accelerator is structured similarly to the buffer-less one, but a 4 KiB buffer replaces the two sets of 
registers. In this case, the computation is organized in three phases. The buffered HWPE first loads all the samples from 
TCDM to the internal buffer, then it computes the FFT iterating over the data stored in the buffer, and finally, it copies the 
results from the buffer to the TCDM. During the copy-in and copy-out phases, no computation is performed. 

 

We synthesized the PULP cluster first with the buffered FFT HWPE and then with the buffer-less accelerator in 22 nm 
CMOS technology, targeting 200 MHz and 0.59 V. The buffer-less HWPE occupies 0.024mm2, 74% less area than the 
buffered design, and around 2x the area of one RISC-V cluster core. The buffer-less accelerator is also slightly faster, 
around 10% speedup for a 1024-point C32 FFT, since it does not require the copy-in and copy-out phases. In terms of 
energy, at 350 MHz and 0.65V, the buffer-less accelerator only requires 47 nJ to compute a 1024-point C32 FFT (105 nJ 
if also adding the TCDM contribution) and compares favorably with state-of-the-art FFT accelerators. 

 

The buffer-less FFT HWPE will be open-sourced under the PULP platform GitHub page (https://github.com/pulp-
platform/fft-hwpe). 
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Fig. 1. PULP cluster with FFT HWPE Fig. 2. Buffer-less FFT HWPE architecture 



WOMEN-IN-VLSI (WiV) SERIES: Dr. Srabanti Chowdhury 

Dr. Chowdhury is an associate professor of Electrical Engineering at Stanford and a senior fellow 

at the Precourt Institute for Energy. She leads the WBG lab with her research team 

Here, she shares more about her work and the future of her field. 

Q1. What VLSI research area do you focus on? 

VLSI research areas that require combining two different materials (heterogenous integration) are of great 

interest to us. We are currently focusing on two key areas that benefit from such heterogenous integration. 

One is thermal management with diamond, and the other is power delivery to a chip by integrating Si with 

efficient materials, such as Gallium Nitride. 

Q2: Why do you think this area is important currently?  

There has been an exponential growth of integrated circuits in high-performance computing, 

telecommunications, and consumer electronics. This requires more and more complex functions in various 

data processing devices, which means more and more transistors crammed on a chip. As the silicon 

technology pivots on nanometer designs, one must tackle its growing chip power consumption and its effect 

on the (chip’s) thermal integrity. Thermal management is the key to unlock the best performance of any 

semiconductor. It is critical for us to manage this heat, where we are focusing on integration of diamond to 

demonstrate thermal management on a chip. Diamond, besides being a shiny stone, is known for its super 

high thermal conductivity! For efficient power delivery, we are looking into another interesting material 

called Gallium Nitride (GaN). Besides emitting blue light, that made “white light” possible with energy 

efficient LEDs, GaN has a proven track record in RF and power electronics. Therefore, in theory, GaN 

transistors when integrated with Si best meet the diverse needs associated with power delivery and RF 

front-end design. This integration can be a game changer but requires extensive research and development.  

Q3: What is your typical day like as a research scientist?  

My day is typically filled with lots of discussions and activities to keep our research going. As an 

experimentalist, I love spending time with my group in a lab set up whenever I can. I particularly like our 

device measurement lab where we hover over our whiteboard-on-wheels sketching roadmaps, 

brainstorming new ideas, analyzing results, or simply chitchatting. Besides the characterization lab, I run a 

materials growth lab that is literally growing with new tools!  So, this new lab brings lot of excitement and 

chores filling up my day even further. In a teaching quarter, I teach 2 times per week, undergraduate and 

graduate classes, which gives me a lot of opportunities to meet new students and often folks from industry, 

who attend my lectures. Currently my group has 15 members which includes postdocs and PhD students. 

Often visiting scholars from industries, and high school summer interns populate our group bringing more 

variety and fun. Meeting with my colleagues often happens over a hallway or campus paths. A hallway 

discussion can spark a new collaboration or go nowhere! Either way its fulfilling because I always learn 

something new! Writing proposal, editing manuscripts, reviewing journal papers, proposals or grading 

exam papers are the other activities that keeps me on toes.  Travels can disrupt this routine. My work 

(conferences, workshops, reviews, committee meetings) takes me to various places, domestic and 

international, adding to my frequent flyer miles. I typically set aside sometime each day to reflect the day I 

ended and plan for the next one.   Sometimes program reviews can occupy several days together. I currently 

serve on various program and executive committees which add more meetings often on my calendar.  While 

a typical day can be hard to define with so much variability, a calendar schedule is absolutely a must to 

keep me on track. 

 

 



Q4: What motivated you into this field? 

I was a Physics major in my undergrad. While I liked learning the laws of physics, I was more enthusiastic 

to see it being applied and that’s how I landed on engineering. During my PhD in the US, I was enamored 

by the resourcefulness of university fabs, that allowed contribute to mainstream research as a grad student. 

My PhD was sponsored by Toyota Motor Corporation for making efficient transistors that can be used in 

their hybrid cars that would ultimately save space, energy and add comfort! My PhD taught me that I can 

contribute to solving social issues with better electronics which was fascinating and seemed feasible. I was 

so excited to learn the full cycle from lab to end applications, that I couldn’t resist joining a startup fresh 

out of grad school, in fact, I started working while writing my thesis. That was a great experience and 

prepared me a great deal for my current research. 

Q5: What excites you most when you look into the future? 

The future is too exciting for us (semiconductor folks) to stay calm! A host of new applications that drive 

our smart homes and cities to high-speed networks and data centers, all rely on semiconductor technology. 

Si has opened doors to new materials like GaN for instance, to complement it, creating a plethora of new 

research directions. Imagine if we can combine the best of two materials efficiently and cost-effectively, 

we can cross so many hurdles that blurs our vision today. These innovations will be the key drivers for AI, 

IoT, and 5G and beyond, Smart Grid, Clean Energy, Space and Ocean explorations. I feel very excited 

interacting with the younger generations during my class. They are eager to take on grand challenges like 

reducing carbon footprint or bridging the digital divide and welcomes diversity much more than we did. 

From your undergrad days you can stay engaged with research if you want. The big picture, which we used 

to strive for in our graduate days, is readily visible, and much earlier in their career.  

Q6: Many students of color and women worry that the VLSI STEM field won’t welcome them. When you 

look at the landscape for scientists, what do you see right now? Are there signs of progress?  

There has been progress, but more is needed. We stand on the shoulders of many successful women 

scientists and engineers whose contribution and success gave our generation a chance to try. And we will 

pave it for the next generation. As a semiconductor engineer, I am used to seeing things grow exponentially, 

and hope the same happens for women in VLSI STEM, over the next decade! The number of women 

choosing electrical engineering (EE) is still remarkably low. At Stanford we are mindful of this scenario 

and trying to improve the trend. We need to engage in activities that encourage more women to apply to 

EE. In my group I see an uptick in women PhD students (from 25% to 50% over the last five years) and 

that is a great sign.  What makes me very hopeful is the support I see from my male PhD students towards 

their female colleagues.   

Q7: How do you balance your work life and family life?  

For me work-life balancing has not been that easy, but I guess it gets easier with over time, because we 

become more efficient and multi-tasking! I try to do my best to spend quality time with our wonderful 8-

year-old son, which has been an amazing experience, but do miss out some special occasions while traveling 

or working on a deadline. However, with a supportive family, and surrounded by an extraordinary group of 

students, mentors, supporters, and cheerleaders, it is always fulfilling.  

Q8: What is your key message to young girls who aspire to be like you someday? 

I was fortunate to find a way to practice my passion, and so can you. Don’t hold yourself back from 

following your curiosity, and even if things don’t come easily, please, don’t give up. Engineering is a 

wonderful discipline that teaches you the art of creation. Also, today’s engineering is highly 

multidisciplinary. You can mix it with art, or music and give it a new look. It is liberating! 



Dr. Srabanti Chowdhury is an associate professor of Electrical Engineering 

(EE) at Stanford, and a senior fellow at the Precourt Institute for Energy, 

Gabilan fellow, and IEEE Senior member.  Her research focuses on devices 

with wideband gap semiconductors for energy efficient and compact system 

architecture for power and RF applications. She runs the WBG-lab @ 

Stanford where her group explores materials such as GaN and Diamond for 

various active and passive electronic applications, particularly thermal 

management.  She currently serves as the science and collaboration director 

of Basic Energy Science (DOE/EFRC) center for ultrawide bandgap materials 

for future Grid applications. 

She received the DARPA Young Faculty Award, NSF CAREER and AFOSR Young Investigator Program 

(YIP) in 2015. In 2016 she received the Young Scientist award at the International Symposium on 

Compound Semiconductors (ISCS) for her contribution to the development of vertical GaN devices.   

She was invited to NAE Frontiers of Engineering and received the Alfred P. Sloan fellowship in Physics in 

2020.  To date, her work has produced over 6 book chapters, 90 journal papers, 110 conference 

presentations, and 26 issued patents.  She currently serves the executive committee of IEEE IEDM and 

EDTM, and the technical program committees of IEEE IRPS, VLSI Symposium, WIPDA and several 

others. She also serves two of the IEEE EDS committees and an editor of IEEE Transaction on Electron 

Devices (TED).  

 

 

https://wbglab.stanford.edu/
https://wbglab.stanford.edu/


(1) A global chip war heats up, countries lavish subsidies and perks on semiconductor manufacturers 

[https://www.washingtonpost.com/technology/2021/06/14/global-subsidies-semiconductors-shortage/] 
 

The U.S. Senate’s endorsement of $52 billion in subsidies for computer-chip manufacturing is just one bid in 

the global competition to secure production of the critical component. When a semiconductor company opens 

a factory in Taiwan, the government covers almost half of the land and construction costs and 25 percent of 

the equipment costs. In Singapore, government subsidies cut the cost of owning a computer-chip factory by 

more than a quarter. Europe is cranking up financial incentives, too. And in China, the government is on track 

to spend as much as $200 billion to subsidize semiconductor companies through 2025. 

 

(2) Intel Charts Manufacturing Course to 2025 

[https://www.eetimes.com/intel-charts-manufacturing-course-to-2025/] 
 

Intel announced a fairly detailed roadmap for node progression: Intel 7 will be introduced this year and will be 

in production in 2022; Intel 4 will be introduced late in 2022 and will be in production in 2023; Intel 3 will be 

introduced later in 2023, implying production in 2024; Intel 20A will be introduced early in 2024; Intel 18A 

is scheduled to be introduced in early 2025. The roadmap includes a new transistor architecture called the 

ribbonFET; a new interconnect technology called PowerVia that uses the back of the wafer; and the 

announcement that Intel is contributing to an evolution of EUV technology with lithography specialist ASML. 

 

(3) AMD Introduces 3D Chiplets, Demos Vertical Cache on Zen 3 CPUs 

[https://www.hpcwire.com/2021/06/02/amd-introduces-3d-chiplets-demos-vertical-cache-on-zen3-cores/] 
 

AMD has been working closely with semiconductor partner TSMC over the last few years to combine chiplet 

packaging with die stacking to develop the new technology. To demonstrate the technology, AMD created a 

prototype by bonding a 3D vertical cache onto an AMD Ryzen 5000 series processor. AMD’s hybrid bond 

approach with through-silicon vias (TSVs) provides over 200 times the interconnect density of 2D chiplets and 

more than 15 times the density compared to existing vertical stacking solutions, according to the company. 

 

(4) World first operating system breakthrough puts quantum computing on a chip 

[https://www.cambridgeindependent.co.uk/business/world-first-operating-system-breakthrough-puts-

quantum-compu-9204744/] 
 

The first quantum operating system is now available on a chip thanks to Cambridge-based quantum specialist 

Riverlane’s work with New York and London-based digital quantum company Seeqc. The sensational 

breakthrough is equivalent to the moment during the 1960s in traditional computing when computers shrunk 

from being room-sized to being sat on top of a desk. 

 

(5) PlasticArm SoC Puts Arm Cortex-M0 on Flexible Substrate 

[https://www.eetimes.com/plasticarm-soc-puts-arm-cortex-m0-on-flexible-substrate/] 
 

A paper published this in Nature by Arm Research and Cambridge UK-based PragmatIC revealed details of 

PlasticArm, a flexible Arm Cortex-M0 based system-on-chip (SoC) fabricated using thin-film transistors 

(TFT) on a flexible substrate. It has significant potential for embedding microprocessors, and hence 

intelligence, into many more everyday products. 

 

(6) Cerebras Doubles AI Performance with Second-Gen 7nm Wafer Scale Engine 

[https://www.hpcwire.com/2021/04/20/cerebras-doubles-ai-performance-with-second-gen-7nm-wafer-scale-

engine/] 
 

Nearly two years since its massive 1.2 trillion transistor Wafer Scale Engine chip debuted at Hot Chips, 

Cerebras Systems is announcing its second-generation technology (WSE-2), which it says packs twice the 

performance into the same 8″x8″ silicon footprint. To drive its new engine, Cerebras designed and built its 

next-generation system, the CS-2, which it bills as the industry’s fastest AI supercomputer. 

https://www.washingtonpost.com/technology/2021/06/14/global-subsidies-semiconductors-shortage/
https://www.eetimes.com/intel-charts-manufacturing-course-to-2025/
https://www.hpcwire.com/2021/06/02/amd-introduces-3d-chiplets-demos-vertical-cache-on-zen3-cores/
https://www.cambridgeindependent.co.uk/business/world-first-operating-system-breakthrough-puts-quantum-compu-9204744/
https://www.cambridgeindependent.co.uk/business/world-first-operating-system-breakthrough-puts-quantum-compu-9204744/
https://www.eetimes.com/plasticarm-soc-puts-arm-cortex-m0-on-flexible-substrate/
https://www.hpcwire.com/2021/04/20/cerebras-doubles-ai-performance-with-second-gen-7nm-wafer-scale-engine/
https://www.hpcwire.com/2021/04/20/cerebras-doubles-ai-performance-with-second-gen-7nm-wafer-scale-engine/


   
 

 

TCVLSI Sponsored Conferences for 2021  

Financially sponsored/co-sponsored conferences  

• ARITH, IEEE Symposium on Computer Arithmetic 

o ARITH 2021: http://arith2021.arithsymposium.org/ Virtual conference dates : June14-16 2021 

• ASAP, IEEE International Conference on Application-specific Systems, Architectures and Processors   

o ASAP 2021: http://2021.asapconference.org/  Virtual conference dates:  July 10-12 2021 

• ASYNC, IEEE International Symposium on Asynchronous Circuits and Systems 

o ASYNC 2021: https://asyncsymposium.org/async2021/ Virtual conference dates: Sept 7-10 2021  

• iSES, (formerly IEEE-iNIS) IEEE International Smart Electronic Systems 

o IEEE iSES 2020: https://ieee-ises.org/2020/ises-cfp/  December 14-16, 2020, Chennai, India 

o IEEE iSES 2021 Dec 20-22 2021 

• ISVLSI, IEEE Computer Society Symposium on VLSI 

o ISVLSI 2021: http://www.eng.ucy.ac.cy/theocharides/isvlsi21/  Virtual conference dates: July 7-9 2021 

• IWLS, IEEE International Workshop on Logic & Synthesis – collocated with DAC 

o IWLS 2021: Virtual conference dates: June 19th-21st, 2021 

• SLIP, ACM/IEEE System Level Interconnect Prediction 

o SLIP 2021: https://dl.acm.org/conference/slip/proceedings Date TBD 

Technically Co-Sponsored Conferences for 2021  

• VLSID, International Conference on VLSI Design 

o VLSID 2021: https://embeddedandvlsidesignconference.org/  Virtual conference dates: Feb 20 -24 2021 

 

Explore conference sponsorship options with TCVLSI here: https://www.computer.org/conferences/organize-a-

conference/sponsorship-options 

 

http://www.arithsymposium.org/
http://arith2021.arithsymposium.org/
http://2021.asapconference.org/
http://asyncsymposium.org/
https://asyncsymposium.org/async2021/
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https://ieee-ises.org/2020/ises-cfp/
http://www.isvlsi.org/
http://www.eng.ucy.ac.cy/theocharides/isvlsi21/
http://www.iwls.org/
http://sliponline.org/
https://dl.acm.org/conference/slip/proceedings
http://vlsidesignconference.org/
https://embeddedandvlsidesignconference.org/
https://www.computer.org/conferences/organize-a-conference/sponsorship-options
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