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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge topics rang-

ing from software design and computer graphics to Internet computing and security, from scientific appli-

cations and machine intelligence to visualization and microchip design. Here are highlights from recent issues.

Applying Machine Learning 
and Data Fusion to the 
“Missing Person” Problem

The authors of this article from the 

June 2022 issue of Computer pres-

ent a system for integrating multi-

ple sources of data for finding miss-

ing persons. It can help authorities 

find children, individuals who have 

wandered off, and persons of inter-

est in investigations.

Black Hole Physics and 
Computer Graphics

In this article from the March/April 

2022 issue of Computing in Sci-

ence & Engineering, the authors 

note that black holes are among 

the most extreme objects known 

to exist in nature. As such, they are 

excellent laboratories for testing 

fundamental theories and study-

ing matter in conditions that can-

not be found anywhere else in 

the universe. The authors high-

light the relevance of black holes 

in modern physical and astro-

nomical research and present one 

of the possible paths to explain 

observations and probe physics 

with the aid of numerical simula-

tions. They briefly review dynami-

cal-spacetime general-relativistic 

magneto-hydrodynamic (GRMHD) 

calculations as fundamental tools 

to study the local properties of 

black holes and matter around 

them. Then, the authors discuss 

the need for general-relativistic 

radiation transport to propagate 

the local information about light 

obtained with GRMHD simulations 

to their telescopes. 

Seeking High IMP Reliability 
in Maintenance of the  
1970s ARPAnet

This article from the April–June 

2022 issue of IEEE Annals of the 

History of Computing describes 

the first years of ARPAnet opera-

tions, a time when computers were 

not highly reliable, but the net-

work was built from standard com-

puters and was expected to func-

tion as a utility with high reliability. 

The article describes how we man-

aged to achieve the desired reliabil-

ity, as perceived by ARPAnet users, 

by making innovations in hard-

ware, maintenance procedures, 

software, and network operations. 

This article draws heavily on the per-

sonal experiences of the authors, 

many of whom have not been pre-

viously reported in the literature. 

The focus is on the 1969–1975 time 

period when ARPAnet was the sole 

responsibility of the Advanced 

Research Projects Agency (ARPA).

Bulsarapp: Interactive  
Visual Analysis for Surname 
Trend Exploration

The study of surnames for a given 

population, together with their dis-

tribution and spatial patterns iden-

tification, has been a long-stand-

ing problem in the fields of human 

biology, public health, and social 

sciences. The ancestry inferred 

from surname information can be 

a useful means to understand the 

dynamics of human populations. 

This knowledge allows us to char-

acterize geographically the ethnic-

ity of populations, and to under-

stand the complex relationships 

between identity, migration, and 

health issues in a demographic 

view. However, in most cases, a 

detailed geolocalization of this 

data can be a daunting task. In this 
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article from the July/August 2022 

issue of IEEE Computer Graph-

ics and Applications, the authors 

propose a visual analytic tool that 

summarizes the heterogeneous 

surname and geographic informa-

tion collected from Argentinean 

electoral rolls. This tool allows a 

massive data analysis and facil-

itates interdisciplinary studies 

about population dynamics.

Maximizing Fairness in  
Deep Neural Networks via 
Mode Connectivity

With frequent reports of biased 

outcomes of AI systems, fairness 

rightfully becomes an active area 

of current ML research. However, 

while progress has been made on 

theoretical analysis and formu-

lation of fairness as constraints 

on error probabilities, our ability 

to design and train modern deep 

learning models that reach the tar-

geted fairness goals in practice 

is still limited. The authors of this 

IEEE Intelligent Systems May/June 

2022 article focus on an interest-

ing yet common fairness setting, 

where multiple samples are col-

lected from each individual, and 

the goal is to maximally reduce 

performance disparity among indi-

viduals while maintaining over-

all model performance. To obtain 

such fair deep learning models, 

the authors use mode connectiv-

ity combined with multi-objective 

optimization to select the best 

model out of an identified feasible 

set of model weight configurations 

with similar overall performance 

but different distributions of per-

formance over individuals. 

Trustworthy Digital Twins 
in the Industrial Internet of 
Things With Blockchain

Industrial processes rely on sen-

sory data for critical decision-mak-

ing processes. Extracting action-

able insights from the collected 

data calls for an infrastructure 

that can ensure the trustworthi-

ness of data. In this article from 

IEEE Internet Computing’s May/

June 2022 issue, the authors envi-

sion a blockchain-based frame-

work for the Industrial Internet 

of Things to address the issues 

of data management and secu-

rity. Once the data collected from 

trustworthy sources are recorded 

in the blockchain, product lifecy-

cle events can be fed into data-

driven systems for process moni-

toring, diagnostics, and optimized 

control. The authors leverage dig-

ital twins that can draw intelligent 

conclusions from the data by iden-

tifying the faults and recommend-

ing precautionary measures ahead 

of critical events. 

Maya: Using Formal  
Control to Obfuscate Power 
Side Channels

The security of computers is at 

risk because of information leak-

ing through their power consump-

tion. Attackers can use advanced 

signal measurement and analy-

sis to recover sensitive data from 

this side channel. To address this 

problem, the authors of this July/

August 2022 IEEE Micro article 

present Maya, a simple and effec-

tive defense against power side 

channels. The idea is to use formal 

control to re-shape the power dis-

sipated by a computer in an appli-

cation-transparent manner—pre-

venting attackers from learning 

any information about the applica-

tions that are running.

Why VR Games Sickness? An 
Empirical Study of Capturing 
and Analyzing VR Games 
Head Movement Dataset

Virtual reality (VR) technology is 

gaining popularity in a variety of 

fields, including education, games, 

movies, medicine, and engineer-

ing. 360° VR video could provide an 

immersive experience and attract 

more researchers’ and developers’ 

attention. Some literature focused 
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on the head movement when users 

watched 360° videos and released 

head tracking datasets. With the 

popularity of VR games, how the 

game contexts influence players’ 

head movement and the effect of 

head movement on VR sickness is 

a topic worth studying. In this arti-

cle from IEEE MultiMedia’s April-

June 2022 issue, authors collected 

a head movement dataset of 30 

participants while playing five VR 

games (Aircar, Beat Saber, Moss, 

Arizona Sunshine, and SUPER-

HOT), and the participants filled 

out the Simulator Sickness Ques-

tionnaire (SSQ) after playing VR 

games. They then analyzed the 

SSQ scores and the impact of VR 

games on VR sickness.

Long–Short Ensemble 
Network for Bipolar Manic-
Euthymic State Recognition 
Based on Wrist-Worn Sensors

In this article from IEEE Perva-

sive Computing’s April-June 2022 

issue, the authors propose to per-

form user-independent, auto-

matic mood-state detection 

based on actigraphy and electro-

dermal activity acquired from a 

wrist-worn device during mania 

and after recovery (euthymia). 

This article proposes a new deep 

learning-based ensemble method 

leveraging long (20 h) and short (5 

min) time intervals to discriminate 

between the mood states. When 

tested on 47 bipolar patients, the 

proposed classification scheme 

achieves an average accuracy of 

91.59% in euthymic/manic mood-

state recognition.

Measures to Ensure 
Cybersecurity of  
Industrial Enterprises:  
A Legal Perspective

Cyberattacks on the industrial 

sector demonstrate that informa-

tion security is the most important 

strategic task at the international 

level. In this IEEE Security & Pri-

vacy article from the July/August 

2022 issue, the authors consider 

the legal regulation of the cyber-

security of industrial enterprises 

in certain foreign countries and 

Russia. The aim of the study is to 

analyze the sufficiency and effec-

tiveness of legal instruments and 

mechanisms, to identify threats 

and attacks, and to eliminate their 

consequences.

OSSARA: Abandonment Risk 
Assessment for Embedded 
Open Source Components

Software needs to be continu-

ously updated and maintained 

to continue being useful.  This is 

particularly true for open-source 

software (OSS) components and 

libraries, which are increasingly 

integrated into large and complex 

systems. For companies develop-

ing long-term projects, all embed-

ded OSS components should guar-

antee lengthy life expectancies 

and be maintained as long as sys-

tems are in service. Systems with 

unmaintained embedded OSS 

components are vulnerable to 

severe risks. In this July/August 

2022 IEEE Software article, the 

authors introduce the OSS Aban-

donment Risk Assessment model 

to help companies avoid poten-

tially dire consequences.

5G/SDR-Assisted Cognitive 
Communication in UAV 
Swarms: Architecture  
and Applications

In this May/June 2022 IT Profes-

sional article, the authors address 

the challenge of UAV swarm com-

munications by presenting a frame-

work that offers an open-interface 

communication and networking 

solution for surveillance operations 

in urban/outreach areas. It is based 

on a hybrid connectivity module 

that can enable the coexistence of 

5G infrastructures, adaptive multi-

band SDR waveforms empowered 

with cooperative communication 

capacities, and satellite commu-

nications for continuous swarm 

operation in any demographic area. 

In addition, they discuss some of 

the current and futuristic applica-

tions and scenarios that can bene-

fit from the provided solution. 

Join the IEEE 
Computer Society
computer.org/join
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Editor’s Note

Software Evolution in Action

Software is ever-changing. 

The techniques we use to 

develop software, the qualities we 

infuse in its design, and the ways 

in which we distribute it have all 

evolved over time. It’s important 

to look back at software’s his-

tory to understand the current 

landscape and to prepare for the 

future. This ComputingEdge issue 

features two articles that high-

light different aspects of soft-

ware’s evolution.

Computer’s “A Brief History of 

Free, Open Source Software and 

Its Communities” explains that—

until the late 1960s—software 

was shared easily and was consid-

ered simply a companion to hard-

ware. The author recounts how, 

as more software became propri-

etary in the 1970s, certain devel-

opers and companies placed their 

source code in the public domain. 

IEEE Software’s “A Watershed 

Moment for Search-Based Soft-

ware Engineering” describes the 

emergence of metaheuristic algo-

rithms for software engineering 

two decades ago.

Big data has an interesting his-

tory of its own. The authors of Com-

puter’s “Major Computing Technol-

ogies of the Past 75 Years” identify 

big data as one of the most pow-

erful drivers of the digital age. In 

“Visual Analytics Review: An Early 

and Continuing Success of Con-

vergent Research With Impact,” 

from Computing in Science & Engi-

neering, the authors discuss the 

rise of visual analytics as a highly 

effective means of representing 

big data.  

Some software and hardware 

products have had an outsized 

impact on computing history. 

IEEE Micro’s “The Apollo Guidance 

Computer” celebrates the Apollo 

11 spacecraft computer that was 

instrumental to the 1969 mission’s 

success. IEEE Annals of the History 

of Computing’s “The History of 

Franz and Lisp” presents a father-

daughter interview about a once-

popular programming language for 

artificial intelligence applications. 

Finally, this ComputingEdge 

issue covers two aspects of arti-

ficial intelligence (AI): explainabil-

ity and security. In IEEE Internet 

Computing’s “Knowledge-Inten-

sive Language Understanding for 

Explainable AI,” the authors pon-

der methods for providing deci-

sion explanations in AI systems. In 

IEEE Security & Privacy’s “Attacks 

on Artificial Intelligence,” the 

author examines input and poi-

soning attacks and encourages 

the development of AI assurance 

processes. 
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EDITOR: Dirk Riehle, Friedrich Alexander-University of Erlangen Nürnberg, dirk.riehle@fau.de

DEPARTMENT: OPEN SOURCE EXPANDED

A Brief History of Free, Open 
Source Software and Its Communities
Jesus M. Gonzalez-Barahona, Universidad Rey Juan Carlos

Free, open source software (FOSS) has a long history, beginning with the origins of software 
itself, when the terms free software and open source software were not yet defined. 
Learning about the milestones of this history may help to understand FOSS today.

The concept of “free software” (with free as 
in freedom) dates from the early 1980s. The 
term open source is much younger, from the 

late 1990s. But before free and open source software 
(FOSS) existed as such, some programs were paving 
the way. In fact, until the late 1960s, most software 
worked as FOSS: it was shared with relative ease 
between people who took care of computers. Only a 
few companies manufactured computers, with IBM 
being, by a large margin, the market leader. For all of 
them, software was just a companion to hardware: 
as long as you paid for maintenance, you had access 
to the software catalog of the manufacturer. User 
groups, such as SHARE (IBM) and the DECUS [Digital 
Equipment Corp. (DEC)] favored software sharing. 

To some extent, prior to 1970, software was just an 
add-on to hardware, not something considered valu-
able in itself.

The situation changed in 1969, when IBM 
announced the unbundling of software: part of its 
catalog was to be sold separately. From that moment 
on, users had to purchase some of the software they 
needed. Various companies began to flourish with 
a business model based on producing software to 
be run on hardware sold by others. This kicked off 
the software market and, with it, the change of soft-
ware’s status. Vendors implemented technical and 
legal means to limit sharing, modifying, and even 
studying programs. During the mid-1970s, proprietary 
(non-FOSS) software was already the norm. However, 
by the early 1980s, some programs were distributed in 
ways similar to what we now consider FOSS, among 
them, SPICE (Simulation Program with Integrated Cir-
cuit Emphasis), TeX, and Unix.

Digital Object Identifier 10.1109/MC.2020.3041887 

Date of current version: 11 February 2021

This article originally  
appeared in 

 

vol. 54, no. 2, 2021

FROM THE EDITOR

Welcome back, and welcome to a new thematic arc in our “Open Source Expanded” column! Until now, 
we have looked only at using open source software, mostly from a company perspective. Now, we will 
examine how community open source projects work, collaborating across volunteers and companies. 
I’m very happy to have convinced Jesus M. Gonzalez-Barahona, a long-time open source researcher and 
enthusiast, to write this opening article about the history of open source and its communities. He will 
take us through what are, by now, several decades of open source history. Enjoy! And, as always, happy 
open hacking, everyone, and be safe! — Dirk Riehle



www.computer.org/computingedge 9

In 1973, SPICE and its source code were placed in 
the public domain by their author, Donald O. Peder-
son. The program was a tool for learning integrated 
circuit (IC) design, and it was quickly adopted by sev-
eral universities. With time, SPICE and its derivatives 
evolved into the industry’s preferred tools to design 
ICs, becoming the de facto standard. It was the first 
example of how a FOSS-based strategy could lead to 
market dominance.

TeX was developed by Donald Knuth in 1978, dur-
ing a sabbatical, as a typesetting system to produce 
quality output. Knuth intended to use it for typeset-
ting his own books but distributed it as source code 
as well, through an authorization that today would be 
considered quite similar to a FOSS license. Since then, 
TeX has become the standard in scientific typesetting, 
and it is still popular.

Unix was created by Thompson, Ritchie, and others 
at AT&T Bell Labs, starting in 1972. Since 1973, Unix has 
been distributed to many universities, with a license 
permitting academic use. The software could not be 
disseminated beyond the signatories of the license, 
but during the late 1970s, those parties formed a com-
munity composed mainly of academic institutions 
and research centers that worked in a similar way to 
later FOSS groups. Its members shared and improved 
the code, and the Computer Systems Research Group 
(CSRG) at the University of California, Berkeley, began 
producing its own Unix distributions. This was a key-
stone of the emergence of FOSS during the late 1980s. 
Earlier in that decade, these cases provided some 
experience with how basic FOSS-enabled mecha-
nisms worked.

THE 1980S: GNU, BERKELEY 
SOFTWARE DISTRIBUTION, AND 
THE INTERNET

In 1983, Richard Stallman announced the GNU Proj-
ect, with the aim of producing a Unix-like system 
composed only of free software. Stallman, who was 

by then a programmer at the Massachusetts Insti-
tute of Technology (MIT) Artificial Intelligence Lab, 
quit his job to ensure that he had full ownership of 
the software he wrote. The project began with an 
editor (Emacs) and some other tools and quickly pro-
duced various key components. By 1987, it delivered 
a compiler (GNU Compiler Collection), a debugger 
(GNU Debugger), and several utilities. In 1985, Stall-
man founded the Free Software Foundation to sup-
port and foster the GNU Project and free software 
in general.

He also established the philosophical principles of 
free software, including the definition of the concept. 
This characterization was based on “four freedoms” 
for any user of a free software program: use, study 
and modify, redistribute copies, and distribute modi-
fications. The GNU Project produced licenses for the 
software it was releasing. Those licenses were the 
legal projection of the four freedoms. In 1989, they 
were unified in the GNU General Public License (GPL), 
the first of one of the most successful families of FOSS 
licenses. The GPL was a clever hack: it protected soft-
ware users’ freedoms by using copyright law.

The GNU Project’s work was structured in small 
teams of volunteers who produced different pieces 
of software, according to a carefully designed plan. 
Around 1990, the project had almost completed an 
operating system. However, its tools were always run-
ning on top of proprietary or non-free kernels because 
it still lacked their own versions.

UNTIL THE LATE 1960S, MOST 
SOFTWARE WORKED AS FOSS: IT 
WAS SHARED WITH RELATIVE EASE 
BETWEEN PEOPLE WHO TOOK CARE 
OF COMPUTERS.
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Meanwhile, during the 1980s, the CSRG lead a large 
community that was busy working on improving Unix, 
producing Berkeley Software Distribution (BSD) Unix. 
The community included people from the University of 
California at Berkeley and the University of California 
at Los Angeles to MIT; Stanford; Carnegie Mellon; and 
others. There were industry members, too, notably 
AT&T and Bolt, Beranek, and Newman, the company 
producing the first implementations of Internet pro-
tocols. The efforts were funded mainly by R&D grants 
from the U.S. government via DARPA.

With time, BSD Unix had less and less code from 
the original AT&T Unix and more and more code pro-
duced by its contributors. The original AT&T code was 
covered by the Unix license, but not all the new code 
was. In 1989, the code not covered by the Unix license 
was offered as Networking Release 1 (Net/1) under the 
BSD license, which was free. Net/1 still lacked some 
modules to be a complete, working operating system. 
At that time, several companies were using BSD Unix 
(including Unix licensed code) as the basis of their 
operating systems, and some of them were contrib-
uting to BSD with ports to specific hardware, new 
applications, and bug fixes. The effort of incorporat-
ing all this into the BSD code base was coordinated 
by the CSRG.

Another remarkable project of the late 1980s 
was the X Window System, which produced a 
platform-independent graphics system incorporating 
a protocol that enabled applications to use a graphics 
terminal, even remotely. X Window was released in 
1986 under the MIT license, which was also free and, 
in many aspects, similar to the BSD license.

During the 1970s and early 1980s, another develop-
ment community was creating software under similar 
models: the Internet (at first, the Arpanet) community. 

Since the early 1970s, it had collaboratively been pro-
ducing requests for comments (RFCs) (specifications 
of standards) as open documents that were acces-
sible to anyone. The protocols were complemented 
by reference applications, which were designed to 
be easily portable to manufacturers’ systems. During 
the 1980s, the community developing Internet Proto-
cols and applications was closely related to the Unix 
BSD group since BSD Unix was the usual target for 
developments. Later, as the Internet became popular 
at universities, its tools and protocols became funda-
mental for the development of communities support-
ing free software projects. In an epoch when remote 
coordination was still usually done via phone and 
postal mail, free software communities were already 
communicating via email lists and sharing software 
electronically via FTP or its poor-man version, the 
Unix-to-Unix copy network (UUCPnet).

Those were also years of testing sustainability 
models for FOSS. Projects quickly became a mixture 
of people working on their own time as volunteers 
collaborating with people hired to assist them. In the 
beginning, hired developers mainly worked at univer-
sities, such as the teams at the CSRG and other BSD 
Unix contributors. In many cases, their funding came 
from R&D institutions, especially DARPA. But compa-
nies were involved in two major ways: by directly fund-
ing FOSS projects and by making their employees work 
on FOSS projects.

The most prominent case of a project funded by 
companies was X Window, developed at MIT, which 
jointly funded the work with DEC and IBM. This was 
one of the first projects to evolve from proprietary 
software (several licenses of X Window were sold) 
to being later released as FOSS in 1986. The project 
was so successful that several companies used it 
as the basis of their GUIs, at a moment when GUIs 
were a key characteristic of workstations. Several 
of these companies assigned large teams to port X 
Windows to their systems and to build new appli-
cations for it. Some of the resulting software was 
contributed back to the FOSS project, showing the 
benefits of sharing upstream. In 1988, X Window 
was so important to numerous vendors that they 
decided they needed to formalize a neutral point to 
drive its evolution, forming the MIT X Consortium. 
This was the first case of competing companies 

AS THE INTERNET BECAME POPULAR 
AT UNIVERSITIES, ITS TOOLS AND 
PROTOCOLS BECAME FUNDAMENTAL 
FOR THE DEVELOPMENT OF 
COMMUNITIES SUPPORTING FREE 
SOFTWARE.
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establishing a nonprofit to provide stewardship of 
a FOSS project.

The best-known case of a company assigning 
employees to work on FOSS projects at that time was 
Cygnus Support, which was founded in 1989 to com-
mercially sustain some of the GNU tools. Its employ-
ees had led the development of some of those tools, 
such as the GNU debugger, assembler, and linker, all of 
which were fundamental to the GNU Project and the 
FOSS community at large. This not only helped to bring 
stability and resources to the project but it showed 
how companies could profit and grow from maintain-
ing and building FOSS components by becoming a 
focal point of expertise. The fact that Cygnus was 
directly involved in the production and maintenance 
of FOSS projects signals how interesting such efforts 
were to many companies. Those organizations were 
using GNU tools in production environments, and 
they were ready to pay Cygnus for support and new 
functionality.

Another remarkable case of a company with a busi-
ness model centered on FOSS was Aladdin Software, 
although for a different reason. Since 1986, Aladdin 
had developed Ghostscript, a PostScript interpreter, 
and released it under the GNU Project as GNU Ghost-
script. But the company used a dual licensing model, 
maintaining its own version, Aladdin Ghostscript, 
under a non-FOSS license. With this model, it was 
exploring how dual licensing could prevent its com-
petition from using the latest features in the software 
while maintaining a FOSS version that sustained the 
popularity of the program.

At the end of the 1980s, FOSS communities were 
complex in many ways, with people and companies 
collaborating by sharing software and, indirectly or 
directly, resources. They were exploring several sus-
tainability models: public funding (via R&D grants), 
donations collected via nonprofits, direct funding from 
companies, the direct involvement of companies via 
neutral consortiums, pure volunteer work, and combi-
nations thereof. They set up a legal infrastructure cen-
tered on the two families of FOSS licenses that are still 
in use today: those based on the principles of the GPL 
and those established on the principles of the BSD 
and MIT licenses. They had a solid philosophical basis, 
formalized in several documents that were widely 
known in their communities. And they were producing 

software of interest to individuals and companies, 
both for ethical and practical reasons.

Companies were also learning how to benefit from 
FOSS development. Some small companies were try-
ing pure FOSS business models. Others used FOSS as 
a viable model. And FOSS emerged as a strategic tool 
that could be harnessed to build neutral consortiums, 
where competitors could collaborate to produce 
software that they all found interesting. Some com-
panies noticed how existing FOSS components could 
be employed to build large parts of complex systems, 
enabling them to leverage their own developments 
at a fraction of the cost of creating the modules 
themselves.

By this time, FOSS development communities 
used digital means for communication (mailing lists, 
Usenet groups, FTP servers, and UUCPnet), enabling 
them to work in large, geographically distributed 
networks. They explored organizational mechanisms 
that included, in some cases, appointed figures (such 
as GNU “maintainers,” who acted as leaders of their 
development communities) and de facto coordinators 
(as CSRG personnel were for BSD to some extent). 
Formal organizations for stewardship projects were 
already common: GNU was conceived from the begin-
ning as such, BSD had steering committees, X Window 
organized the MIT X Consortium, and so on.

THE EARLY 1990S: LINUX, *BSD, 
AND COMPANY

During the early 1990s, developments started dur-
ing the previous decade converged in the first com-
plete systems composed only of FOSS components: 
*BSD and Linux. In the BSD Unix camp, the CSRG 
had reimplemented most of the missing components 
to produce a complete Unix-like system under the 
BSD license. This was distributed as Net/2. In 1992, 

FOSS EMERGED AS A STRATEGIC 
TOOL THAT COULD BE HARNESSED 
TO BUILD NEUTRAL CONSORTIUMS, 
WHERE COMPETITORS COULD 
COLLABORATE.
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386BSD was released with an implementation of the 
small pieces that Net/2 needed, thus resulting in the 
first full FOSS system. NetBSD, FreeBSD, and Open-
BSD were later evolutions.

Meanwhile, in 1991, Linus Torvalds announced 
his project for writing an operating system kernel, 
which would soon be named Linux. It quickly gained 
traction and contributions from other developers. In 
1994, Torvalds released Linux 1.0, the first “stable” 
version, although the software was already usable 
in 1993, and, in some respects, in 1992. Many tools, 
including from GNU and BSD, were ported to it, and 
different groups started to produce Linux-based dis-
tributions (such as Slackware, Debian, or Red Hat).

Around 1993, *BSD and Linux-based distributions 
were perfectly usable, complete operating systems 
that could be installed on PCs. With time, Linux 
became the most popular, and during most of the 
1990s, many cohorts of young developers, including 
students at numerous universities, were exposed to 
it. New FOSS projects, small and large, launched in 
many places and domains, and the number of people 
involved in FOSS development and maintenance 
kept growing.

It was during the mid-1990s that the Internet 
evolved from an academic curiosity to a mass market 
service, with the web becoming the primary mecha-
nism for accessing information and, later, digital 
services. The importance of FOSS components for 
Internet infrastructure was evident, being one of the 
enablers of the expansion of this technology. Most 
of the implementations of Internet Protocols were 
either FOSS or derived from FOSS projects. Many 
of the most popular services were implemented as 
FOSS, such as Sendmail and NCSA HTTPd (and later 
Apache), which were dominant among email and 
HTTP servers, respectively.

A new kind of FOSS-related company appeared 
that was linked to Linux-based distributions. In fact, 
many of the major Linux-based distributions were pro-
moted by companies: Red Hat, SuSe, Mandrake, and 
others. They all began by marketing a Linux-based dis-
tribution and expanded to offer a mixture of services, 
from training to support, that were, in general, loosely 
based on their distribution and, to some extent, their 
brand. Other companies, such as VA Linux, joined this 
growing market of FOSS-based solutions.

THE LATE 1990S AND THE 2000S: 
THE AGE OF FOUNDATIONS  
AND CORPORATIONS

In 1998, Netscape announced that its flagship appli-
cation, Netscape Communicator, was to be released 
as FOSS. Netscape Communicator was one of the 
two web browsers that dominated the market (the 
other was Microsoft Internet Explorer), and Netscape 
was one of the most prominent companies of the 
new Internet era. Because of this, the announcement 
received plenty of attention from the media. To some 
extent, this event signaled that FOSS was becoming 
something real for companies, something that they 
could use as a part of their strategy. In preparation for 
the announcement, the term open source software 
was coined as an alternative for free software, and the 
Open Source Initiative was formed.

At about the same time, large FOSS communities 
emerged. The GNU Project included a growing num-
ber of tools and members. People were also joining 
the Free Software Foundation. New projects were 
bootstrapped. Debian was one of them. In 1993, it was 
established to maintain the Debian Linux-based distri-
bution, and it was soon joined by tens, and eventually 
hundreds, of developers. Debian was a community of 
individuals, where companies didn’t have a role. In this 
respect, it followed the GNU tradition, although from 
the beginning, its governing rules, which were explicit, 
led to a much more horizontal organization.

Another community of developers was Apache, 
first built around the Apache HTTP server and then 
expanded with other FOSS components. In 1993, the 
project was born as the Apache Group, which expanded 
and formed the Apache Software Foundation in 1999. 
This, too, was a community of individuals, although 
many of its members were hired by companies. How-
ever, Apache tried to remain neutral with respect to 
companies, following a spirit that resembled Debian’s.

The group of developers producing the Linux kernel 
was one of the major software development communi-
ties formed during the 1990s. From its beginning, the 
project was very clearly directed by Torvalds, with only 
a few formal governing rules. Although companies had 
no direct role, they hired many Linux developers, who 
often had clear interests in the system’s development. 
In 2000, the Linux Foundation was formed to organize 
contributions from these companies and support 
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the project although, in general, technical decisions 
remained relatively separate. Later, the Linux Founda-
tion extended the model to many other projects that 
came under its umbrella.

In 1996, the Kool Desktop Environment (KDE) was 
born to develop a FOSS desktop application. Partly 
as a reaction to KDE using some non-FOSS compo-
nents, the GNU Network Object Model Environment 
(GNOME) was announced in 1997, with similar objec-
tives. Soon, hundreds of developers joined both of 
them. Various companies began hiring developers to 
work on the projects because they wanted to drive 
the evolution of certain applications. This was the 
case, for example, with SuSe and Red Hat: the desktop 
environment of their Linux-based distributions was 
to be improved. Some others, such as Helix Code and 
Eazel, were small start-ups funded to develop specific 
applications.

GNOME and KDE established nonprofits to sup-
port the projects, and both found ways to let compa-
nies participate directly. KDE’s nonprofit was formed 
in 1997, and the GNOME Foundation was incorporated 
in 2000. Using different mechanisms, companies that 
contributed significant resources participated in the 
projects’ decision making, and combined with the 
influence they obtained by hiring developers, they had 
a real impact on the initiatives. GNOME and KDE were 
the most prominent organizations exploring the path 
toward communities of companies, which had begun 
with the MIT X Consortium.

Netscape launched Mozilla to produce the FOSS 
version of Netscape Communicator. But Netscape’s 
new owner, AOL Time Warner, lost interest in the ini-
tiative. In 2003, the Mozilla Foundation was formed to 
legally steward the project, independently from AOL. 
From then on, the Mozilla Foundation searched for 
lines of revenue, which it found in agreements with 
companies, notably Google, that were interested in 
its flagship program, Firefox. Thanks to this revenue, 
Mozilla hired a large team of developers, and it also 
built a large community of volunteer supporters.

In 2001, the Eclipse project was created by IBM 
and supported by a group of software companies to 
produce a FOSS integrated development environ-
ment and related tools, which then extended to many 
other domains. In 2004, the Eclipse Foundation was 
established as a neutral nonprofit to steward the 

project. It was formed by companies providing finan-
cial resources and by Eclipse developers. They all par-
ticipated in strategic decisions.

These software development communities and 
their corresponding nonprofits have explored dif-

ferent relationship models between developers and 
the companies with interests in their projects. From 
the very developer-centric Debian and Apache to 
those with significant direct company participation 
(KDE, GNOME, and Eclipse), from those originated by 
companies (Mozilla and Eclipse) to those with origins 
in individual developers (almost all the others men-
tioned previously), from those with clear and detailed 
governance and participation rules (such as Apache, 
Debian, KDE, GNOME, and Eclipse) to those based 
more on practices and the personal charisma of some 
individuals (GNU and Linux), they all have produced 
FOSS components of interest. They have proved to 
be sustainable, remained attractive to developers 
(either hired or volunteer), and devised their own 
approaches to structuring productive FOSS commu-
nities. The current landscape of FOSS development 
is the result of this history. There has been progress, 
and there have been contradictions. There has been 
collaboration but also fierce competition between 
models, aims, and mechanisms. Today’s FOSS is the 
product of it all. 
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A Watershed Moment for  
Search-Based Software Engineering
Ipek Ozkaya

Software engineering is about understanding 
and making the right tradeoffs. Many soft-
ware engineering tasks—such as test case 

generation, design, sprint planning, and refactor-
ing—boil down to understanding tradeoffs including 
concretely expressing the attributes to optimize 
and elements and decisions that will maximize their 
intended outcomes. Consequently, many software 
engineering problems can be formulated as search 
problems. Driven by these observations, Harman and 
Jones in 2001 emphasized the importance of concen-
trated research on the application of search-based 
techniques in software engineering and coined the 
subfield of search-based software engineering (SBSE) 
in software engineering research.1 During the two 
decades that followed, SBSE has seen a significant 
amount of increased research where metaheuristic 
algorithms are used to create recommendations for 
software engineering tasks. Metaheuristic algorithms 
are designed to select a good enough solution with 
incomplete or imperfect information, making them 
suitable for the complex tasks of balancing tradeoffs 
as common in many activities involving development 
and deployment of software.

SBSE has been attractive to researchers as it has 
the potential of increasing the availability of auto-
mated approaches to software engineers for tasks 
that are otherwise hard to provide automated support 
for, such as design tradeoff analysis. Retrospective 
studies that reflect on the research trends in SBSE 
demonstrate that most of the concentrated research 
activity in SBSE has been in software verification 
and validation, and design.2 There are now a number 

of studies which explore specific applications and 
challenges in SBSE, such as search-based software 
testing,3 search-based refactoring,4automatic bug 
repair,5 and incorporating interaction into SBSE.6

The road from research to practical use always has 
its twists and turns. Research applications can be on 
small scale, limited problem sets. Retrospective stud-
ies assessing challenges in transitioning SBSE to prac-
tice demonstrate one trivial, but key lesson learned: 
understanding the role and the tasks of the user when 
applying SBSE techniques cannot be overlooked. 
Human intervention is crucial for solution evaluation 
and indication of preferences to the algorithms about 
how a given situation should be solved. Despite such 
common, but hard to resolve research challenges, 
SBSE applications have seen some recent use in prac-
tice at scale in automated testing.7,8

A key barrier often voiced for adopting new auto-
mated approaches, such as accepting recommenda-
tions found through search, is developer acceptance. 
Developer tolerance for false positives is often very 
low and the expectation can be end-to-end full auto-
mation. We need to understand and design workflows 
where developers are supported by such automated 
tools and are able to provide seamless feedback to the 
correctness and relevance of the recommendations. 
Incorporating developer feedback to workflows will 
result in improving tool robustness and reliability more 
effectively.

The ability to reap the benefits of the past two 
decades of research no doubt will require continu-
ing to fine-tune the algorithms, their performance, 
and their validation. However, we will likely see 
accelerated change in practice especially when 
researchers step back and start tackling smaller yet 
high-return-on-investment problems with SBSE. SBSE 
is in fact going through a watershed moment.
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INDUSTRIAL APPLICATIONS  
OF SBSE

The most recent and notable application of SBSE in 
practice has been in search-based testing with the 
deployment of the Sapienz tool at Facebook,7where 
the application of search-based testing methods 
enabled replacing manual testing with automated test 
case generation. Facebook engineers report that the 
Sapienz search-based approach both speeds up the 
testing process and also delivers acceptable accurate 
results (up to 75% accuracy). Identifying objectives 
that capture the tradeoff space to drive Pareto-optimal 
solutions appropriately with acceptable algorithm 
performance improved the applicability of Sapienz at 
scale. One of the key insights in Sapienz was that pro-
gressively replacing long test sequences with shorter 
ones identified equally good test cases and achieved 
higher effectiveness, resulting in detecting faults pre-
viously undetected in Android applications.8 There 
are several competing objectives that any testing 
approach strives to accomplish, including test cov-
erage, sequence length, execution time, readability, 
and replicability. No one tool can optimize all, while 
some achieve success on multiple fronts. The ability 
to balance such competing objectives simultaneously 
with improved outcomes provides an opportunity to 
improve software testing efficiency and accuracy. The 
multiobjective search-based approach successfully 
demonstrated by Sapienz and its application at scale 
at Facebook are the kinds of research successes that 
create watershed moments which showcase examplar 
research to practice to research cycles.

Other industrial applications of SBSE will fol-
low the success of SBSE applications in testing at 
Facebook. For example, Bloomberg is experimenting 
with application of automatic bug repair.9 Automatic 
bug repair is also fundamentally considered a search 
problem.5 One of the observations of Bloomberg 
engineers and researchers includes that the more 
complex the academic research strives to apply SBSE 
techniques, the harder their initial buy-in and applica-
tion. At Bloomberg, engineers were able to get buy-in 
for prototyping an approach by focusing on demon-
strating the repair of small, frequent, and trivial bugs, 
not their hardest bugs. Research often misses the 
realities of economies of scale in the applicability of 
research and transitioning of it to practice. Complex 

problems often involve high technical as well as 
political stakes. Solving small yet frequent issues 
reliably at scale both eases their acceptance as well 
as adoption, opening the door to investigating harder 
problems to follow.

Search-based refactoring, similar to search-based 
testing and search-based bug repair, has made some 
progress in industrial validation. In particular, the 
ability to integrate the tools by identifying refactor-
ing opportunities at commit time and recommending 
sequences of refactorings to fix the quality issues 
is an attractive industry relevant scenario.10 The 
application of refactoring ranges from making local 
changes through refactoring to refactoring software 
to support evolution scenarios at scale.11 Identifying 
easy, small-scale applications will pave the way for the 
development of more complex tools that can automate 
design changes. Creating recommendations for such 
changes needs to take into account hard-to-identify 
and reconcile competing objectives that range from 
ensuring that the changes do not introduce code qual-
ity, security, maintainability, and reliability issues to 
minimizing changes.

THE WATERSHED MOMENT
The application of search-based testing research out-
comes in industry at scale along with the increased 
number of research projects in SBSE in general is 
creating SBSE’s watershed moment. The ability of 
Sapienz to identify faults that other rigorous testing 
techniques and tools, such as Google’s Android Mon-
key, were not able to identify, and to do so faster, is 
one of the many reasons that triggered a buy-in to 
transition the technique to practical scale. In addi-
tion, understanding the critical value position for 
the developers allowed the researchers to focus on 
a high-return-on-investment technical approach, 
focusing on shorter testing sequences that are prac-
tical and simple to implement. Lessons learned from 
two decades of SBSE research and current feed-
back from developers using early industrial applica-
tions will inform and drive accelerated progress in the 
decades to come.

Understanding developer interactions and prefer-
ences is critical both for improving the performance of 
SBSE algorithms as well as their acceptance in prac-
tice. SBSE techniques provide recommendations on a 
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Pareto-front set of all solutions that represent the sat-
isfaction of objectives where more improvements are 
not possible without making one or more criteria worse. 
More often than not, several equally applicable solu-
tions exist rather than one best solution. This implies 
that developers need to both be able to express differ-
ent objectives and be comfortable in providing feed-
back to the automated tools in making the selections: 
how far off the automated recommendations are how 
often the recommendations are applied, and what other 
objectives need to be incorporated into the search and 
selection process. These questions drive the need to 
investigate interaction mechanisms between develop-
ers and SBSE tools. Understanding how developers can 
express their preferences and how to incorporate these 
back into the algorithm design is important in further 
improving adoption of SBSE techniques.

The value of identifying simple, trivial tasks to make 
progress on cannot be discounted. Automation 

is valuable when it buys developers time. While there 
are many tasks that are tradeoffs and search problems 
in software engineering, researchers need to target 
applications of SBSE on tasks where quick gains for 
developer time can be demonstrated along with their 
reliable validation. Focusing applications of SBSE 
on tasks that can be compartmentalized as small, 
simple developer actions is essential for iterative and 
incremental progress. Automated testing, automated 
bug repair, and automated refactoring each provides 
opportunities to identify such small, mundane tasks 
to apply search operations to. During the next decade, 
we will likely see accelerated development and adop-
tion of SBSE tools that are seamlessly integrated into 
developer workflows. Time will tell. 
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Major Computing Technologies 
of the Past 75 Years
Nir Kshetri, University of North Carolina at Greensboro

Jeffrey Voas, IEEE Fellow

In the past 75 years, several computing technologies with significant economic and societal 
promise and benefits originated and evolved. In this article, we look at the major computing 
technologies enabling such transformation.

This article is the second in a series of four arti-
cles that Computer is publishing to celebrate 
the 75th anniversary of the IEEE Computer 

Society (CS) this year. The first article published in 
the February 2021 issue gave an overview of socio-
economic transformations facilitated by computing 
technology during the past 75 years and looked at 
some of the key roles played by the CS to enable this 
change.1 In this article, we look at the major computing 
technologies enabling such transformations.

These computing technologies can be roughly 
divided into two categories: those driving the Third 
Industrial Revolution (3IR) and the Fourth Industrial 
Revolution (4IR). The distinction, however, is not clear 
cut because the 3IR has not yet reached its maturity.2 
Some view the 4IR as a continuation of the 3IR.

In the 3IR, computers and communication tech-
nologies facilitated the evolution of the digital age. 
The main drivers of the 4IR are disruptive computing 
technologies such as 3D printing, 5G telecoms, aug-
mented reality, artificial intelligence (AI), autonomous 
vehicles, blockchain, big data, digital twins (DTs), 
Internet of Things (IoT), quantum computing, remote 
sensing, robotics (including collaborative robots or 
cobots), and wearables. In Table 1, we summarize brief 
histories as well as current and future situations and 
trends associated with some of these technologies.

COMPUTERS, INCLUDING 
MINICOMPUTERS AND  
PERSONAL COMPUTERS

The Harvard Mark I computer, which was a 
general-purpose electromechanical computer built 
at Harvard University and considered to be the first in 
the era of modern computers, was launched in 1944, 
two years before the formation of the Subcommittee 
on Large-Scale Computing Devices of the American 
Institute of Electrical Engineers, the predecessor 
organization of the cs.19 The first large-scale elec-
tronic computer, Colossus, also started its operation 
the same year.20

The early models of computers were extremely 
slow compared to today’s standards. The Mark I com-
puter was capable of doing only three additions or sub-
tractions per second. A multiplication and a division 
took 6 s and 15.3 s, respectively. More complex func-
tions such as logarithm and trigonometric functions 
took over 1 min.25 Contrast this with the world’s fast-
est supercomputers in 2020 Fugaku, which was built 
by Fujitsu for Japan’s RIKEN Center for Computational 
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Science. Fugaku’s performance level was 442,010 tera-
flops per second on the Linpack benchmark.28

Kenbak Corporation launched Kenbak I computer, 
described as the first personal computer by the Bos-
ton Computer Museum.3 The price was US$750, which 
amounted to an inflation adjusted price of US$4,659 in 
2018. The price of computer chips has been falling rap-
idly, which has made PCs highly affordable and avail-
able. As of January 2021, some Chromebooks, which 
run the Chrome operating system, were available for 
fewer than US$200.23 As of 2019, 47.1% of households 
worldwide had a computer.24

THE INTERNET
Among the most significant events in the history of 

the Internet was the establishment of the Advanced 
Research Projects Agency Network (Arpanet) in 1969 
by the U.S. Defense Department.27 It was the forerun-
ner of today’s Internet. Many protocols developed by 
the Arpanet are used in today’s Internet. The World 
Wide Web became publicly available in August 1991.29

Due to significant advancements in computing and 
communication technologies, the Internet has experi-
enced a rapid growth in terms of the number of people 
online as well as the flow of data across the Internet. 
As of 31 December 2020, 4.95 billion people or 63.2% 
of the world’s population were online.32 It is estimated 
that 90% of the world’s population over six years of age 
will be online by 2030.21 In 1992, the flow of data across 
the Internet or the IP traffic was about 100 GB per day. 

Technology Origin/brief history Current and future situation and trends

Computers
including
minicomputers
and personal
computers

1944: Harvard Mark I and Colossus were launched
1960: The first minicomputer, PDP-1, was released by
Digital Equipment corporation15

1971: the first personal computer Kenbak I was launched
1975: The term “personal computer” is coined46

2020: The world’s fastest supercomputer Fugaku’a
performance level: 442,010 teraflops
2019: 47.1% of households worldwide had a
computer

Internet 1969: The Arpanet was started
August 1991: The World Wide Web became publicly
available

31 December 2020: 4.95 billion people online
IP tra�c: more than 45,000 GBPS in 2017, 150,700
GBPS by 202216

1973: DynaTAC 8000x was launched by Motorola
1983: DynaTAC 8000x was marketed

Cell phones and
cellular mobile
networks

5G users worldwide: fewer than 200 million in
2019, 1.02 billion in 2023 and 3.5 billion in 202616

Cloud
computing

1996: Executives of Compaq Computer first used the term
2006: Large companies started o�ering cloud computing

2025: 49% of stored data will be in public clouds
(IDC’s estimate)
Barracuda Networks: 45% of IT infrastructure
used by companies was in the public cloud in 2020
and is expected to increase to 76% by 2025

Big data 2001: The formal definition was proposed by Gartner IDC: The size of the Global DataSphere 33 ZB, over
59 ZB in 2020 and expected to reach 175 ZB by 2025

Internet of
Things

1990: The first IoT device—a toaster—was controlled with
a computer
1999: The term “Internet of Things” was first coined

Number of IoT devices: 14.2 billion in 2019, 25
billion in 2021, 64 billion in 2025

Artificial
intelligence

The term was first used in 1956
Machine learning was first defined in 1959

AI spending: US$37.5 billion in 2019, expected to
reach US$58 billion by 2021 and US$97.9 billion in
2023

Blockchain 2008: Satoshi Nakamoto published a white paper on
a decentralized peer-to-peer electronic cash system
(Bitcoin)
2009: The first Bitcoin block was mined18

PwC: blockchain will boost the global GDP by
US$1.76 trillion by 203017
Main areas likely to be impacted: provenance,
US$962 billion; payments and financial services,
US$433 billion; identity management, US$224
billion; contracts and dispute resolution, US$73
billion; customer engagement, US$54 billion

DT 2002: NASA became the first organizations to formally
use the concept of DTs

The global DT market size: US$3.1 billion in 2020, 

TABLE 1. A brief history and current and future situation and trends of major computing technologies of the past 75 years.
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It increased to more than 45,000 GB/s by 2017, which is 
expected to reach 150,700 GB/s by 2022.16

CELL PHONES AND CELLULAR 
MOBILE NETWORKS

The history of cell phones and cellular mobile networks 
started in 1973, when a prototype of the first hand-
held cellular telephone DynaTAC 8000x was launched 
by Motorola. It weighed 2.5 lb and had a single-line, 

text-only LED screen.22 In 1983, the portable mobile 
phone DynaTAC 8000x, which was small enough to 
carry, was marketed.22 It weighed 28 ounces (790 g) 
and was 10 inches (25 cm) high.26

In 1991, 2G cell phones, which replaced the analog 
1G technology, became available to consumers, and 
3G and 4G cell phones were launched in 2001 and 
2009, respectively.26

Cell phones and cellular mobile 
networks are widely available 
worldwide (Figure 1). There were 
about 8.2 billion mobile cellular 
telephone subscribers world-
wide in 2020.30 According to the 
statistics portal Statista, there 
are 3.8 billion smartphone users 
worldwide.31 Cell phones and cel-
lular mobile networks especially 
are a game changer for developing 
economies, which have presented 
an opportunity to leapfrog. Devel-
oping economies had a cell phone 
penetration rate of 99.3% in 2020.33

The latest generation of wire-
less technology, 5G, was launched 
in 2019. The number of 5G users 
worldwide was fewer than 200 
million in 2019, but that number is 

expected to increase to 1.02 billion in 2023 and 3.5 bil-
lion in 2026.35

CLOUD COMPUTING
Technology Review attributes the origination of the 
term cloud computing to a group of technology exec-
utives of Compaq Computer (which was acquired by 
Hewlett-Packard), which first used the term in 1996. 
In 2006, large companies such as Google and Ama-
zon started offering cloud computing. In the new para-
digm, individuals and organizations started accessing 
software, computer power, and files over the Internet 
instead of storing all of this on their desktops.4

The adoption of the cloud is rapidly increasing 
among businesses and individuals. According to the 
security firm Barracuda Networks’ study, 45% of IT 
infrastructure used by companies was in the public 
cloud in 2020, which is expected to increase to 76% by 
2025.5 Likewise, an estimate released by International 
Data Corporation (IDC) suggests that by 2025, 49% of 
the world’s stored data will be in public clouds.39

BIG DATA
Advancements in telecommunications and computer 
technologies and the associated reductions in costs 
have led to an exponential growth and availability 
of data, both in structured and unstructured forms. 
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FIGURE 1. Percentage of the world’s population subscribing to or covered by cell 

phones and cellular mobile networks. (Data source: The International Telecommu-

nication Union.)

THE HISTORY OF CELL PHONES 
AND CELLULAR MOBILE NETWORKS 
STARTED IN 1973, WHEN A PROTOTYPE 
OF THE FIRST HANDHELD CELLULAR 
TELEPHONE DYNATAC 8000X WAS 
LAUNCHED BY MOTOROLA.
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Organizations found that conventional databases as 
the primary means of handling data are no longer use-
ful. Since the 1990s, the term “big data” has been used 
to describe visualization and other challenges associ-
ated with the huge amount of data that require dis-
tinct tools and management approaches. A formal 
definition of the term was proposed by Gartner, Inc. in 
2001. Gartner defined big data as data in high volumes 
with greater variety and arriving with ever-higher 
velocity.36

According to the IDC, the size of the Global Data-
Sphere or the amount of data created, captured, and 
replicated in the world was 33 ZB in 2018 and over 59 ZB 
in 2020, and is expected to reach 175 ZB by 2025.39,40

INTERNET OF THINGS
In 1990, the founder of FTP Software, John Romkey, 
created the first IoT device—a toaster, which could 
be controlled with a computer. In 1999, Kevin Ash-
ton, consumer sensor expert and executive director 
of the Auto-ID Center, first coined the term “Inter-
net of Things.”43 Currently there are tens of billions 
of IoT devices, such as home routers, webcams, digi-
tal video recorders, and other appliances with Inter-
net capabilities built into them that provide diverse 
functionalities. The number of IoT devices world-
wide was estimated at 14.2 billion in 2019, which is 
expected to increase to 25 billion in 20216 and 64 
billion in 2025.7

ARTIFICIAL INTELLIGENCE
The term “artificial intelligence” was first used by John 
McCarthy in 1956, who defined it as “the science and 
engineering of making intelligent machines.”45 Like-
wise, machine learning was first defined in 1959 by 
Arthur Samuel as a “field of study that gives com-
puters the ability to learn without being explicitly 
programmed.”34

AI is used in diverse contexts and areas such as driv-
erless cars in the auto industry, organizing operations 
and reducing frauds in the financial industry, identifying 
correct medications and medical issues even before 
they present themselves in the health care industry, and 
delivering better advertising in marketing.37

According to IDC, AI spending was US$37.5 bil-
lion in 2019.38 It will reach US$58 billion by 2021 and 
US$97.9 billion in 2023.41,42

BLOCKCHAIN
First introduced in 2008, blockchain was implemented 
as the infrastructure of the cryptocurrency Bitcoin in 
2009 by the pseudonymous person(s) Satoshi Naka-
moto. Blockchain-based applications are the result of 
advancements in multiple technologies and concepts 
such as peer-to-peer networking, cryptographic hash 
functions, digital signatures, and game theory.

The multinational professional services firm Price-
waterhouseCoopers (PwC) expects that blockchain 
will boost the global GDP by US$1.76 trillion by 2030.44 
PwC identified traceability and provenance as the 
number one use case of blockchain.8 Payments and 
settlement, identity management and verification, 
supply chain management, fraud prevention and com-
pliance, and asset tokenization have been other key 
application areas for blockchain.9

DTs
NASA, which is a U.S. federal government agency 
responsible for civilian space programs, aeronautics, 
and space research, was among the first organizations 
to formally use the concept of DT in 2002.46 A physical 
entity’s DT, which provides a virtual representation of 
and describes the product accurately both at micro as 
well as macro levels, is providing a number of benefits 
in diverse industries.10

Due to falling costs of storing and transmitting 
data and advances in AI, machine learning, big data 
analytics, IoT, and other areas, it is becoming feasible 
to develop and implement DTs in many settings. The 
global DT market size was estimated at US$3.1 billion 
in 2020, which is predicted to reach US$48.2 billion 
by 2026.49

THE CONFLUENCE AND 
CONVERGENCE OF THESE 
TECHNOLOGIES HAVE MADE IT 
POSSIBLE TO TAKE ACTIONS AND 
MAKE DECISIONS THAT CAN HAVE 
A PROFOUND IMPACT ON OUR 
ECONOMY, HEALTH AND WELL-
BEING, ENVIRONMENT, AND SOCIAL 
RELATIONS.
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In the past 75 years, a number of computing tech-
nologies with significant economic and societal 

promise and benefits originated and evolved. For 
instance, AI is arguably the fundamental technology of 
the 4IR.11 Economists view AI as among the four most 
important “general purpose technologies” (GPTs),12 
the other three being steam engine, electric power, 
and IT. GPTs possess the potential to transform house-
hold as well as business activities.13 GPTs such as AI 
also facilitate complementary innovations and bring 
transformations and changes in business processes.12 
Likewise, cloud computing is likened and equated to 
the industrial revolutions in terms of implications for 
technological innovations and economic growth.

The confluence and convergence of these tech-
nologies have made it possible to take actions and 
make decisions that can have a profound impact on 
our economy, health and well-being, environment, 
and social relations. Combined together, these tech-
nologies have broader and more powerful impacts. For 
instance, the convergence of a number of trends, such 
as innovations in low-cost devices and sensors, scal-
able network connectivity, and maturity of mobility, 
cloud, and big data models, has increased the attrac-
tiveness of IoT.

CS has highlighted the key aspects of these com-
puting technologies and the most recent trends, appli-
cations, and prospects in these fields by publishing 
articles in its magazines and transactions and orga-
nizing symposiums, workshops, and conferences. For 
instance, the minicomputer market started to grow 
in the 1960s and expanded rapidly in the early 1970s 
(Table 1).48

The symposium Minicomputers—Trends and 
Applications was organized on 1 March 1972 by the 
CS’s Eastern Area Committee and Washington, 
D.C. Chapter. The conclusions and outcomes of the 
symposium were reported in May/June 1972 issue 
of Computer. Additional articles on minicomputers 
published by Computer included “The Applications 
of Minicomputers” (September/October 1971) and 
“Minicomputers in the Digital Laboratory Program” 
(January/February 1973).

Likewise, when large companies started offering 
cloud computing, Computer provided insights into the 
readiness of cloud computing to transform economies, 
industries, and business models by publishing articles 

such as “Is Cloud Computing Really Ready for Prime 
Time?” (January 2009), “Cloud Computing for Mobile 
Users: Can Offloading Computation Save Energy?” 
(April 2010), and “Cloud Computing in Developing 
Economies” (October 2010).14 More recently, several 
articles published in Computer, such as “Blockchain 
and Cyberphysical Systems” (September 2020) and 
“Artificial Intelligence and Critical Systems: From Hype 
to Reality” (November 2020), have provided important 
new insights into disruptive computing technologies 
such as AI and blockchain.

IEEE’s first-ever digital library, CS Digital Library’s 
(CSDL) made up of 33 magazines and transactions and 
more than 600,000 articles, extensively covers key 
technological developments of the past 75 years.47 
These publications provide resources to understand 
computing technologies related to 3IR and 4IR such as 
big data, cloud computing, AI, smart systems, mobile, 
and wearables. CS also publishes specialized journals, 
transactions, and magazines focusing exclusively 
on specific computing technologies such as big data 
(IEEE Transactions on Big Data) and cloud computing 
(IEEE Transactions on Cloud Computing). 

DISCLAIMER
The authors are completely responsible for the con-
tent in this article. The opinions expressed here are 
their own.
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The growth of the field of visual analytics reflects a sustained, long-term
commitment to applying convergent research principles to computer science
research. Charting the future research directions that the field of visual analytics
will evolve toward requires an understanding of the field’s rich, productive history of
collaboration and a discussion of current challenges.

Visual analytics (VA) has grown rapidly over the
past two decades and has spread from a prob-
lem-driven convergent area of research at the

intersection of visualization, human–computer inter-
action (HCI), data mining/analytics, statistics, decision
science, and cognitive psychology to not only a large
convergent research field, but also deployed solutions
and commercial products that are impactful and
almost ubiquitous. From impactful, large commercial
tools such as Tableau that are used by businesses,
researchers, and universities across the globe, to ubiq-
uitous, interactive visualization, and analytics apps
and websites on smartphones that citizens use every
day, VA has changed discovery, engineering, science,
and decision-making from everyday personal decision-
making to global policy decision-making, and its
impact is still growing. VA’s success can be attributed
to two main factors: 1) its motivation and criteria for
success was grand societal challenges; 2) its transdis-
ciplinary teaming approach with commonly active
engagement of the people who will use the solution.
These factors ensure that large research challenges
spanning multiple disciplines are tackled and that the
real-world problems will benefit from core and applied
research advances within VA. This same approach is
at the heart of convergence research that has recently

gained acceptance as a new approach to impactful
science1 and also can be considered use-inspired
research in Pasteur’s Quadrant.2 Attacking grand chal-
lenges with human engagement is a great solution
approach to wicked problems3 and builds the stake-
holder engagement that is needed to define a satisfic-
ing solution and gain consensus on actions to be
taken.3

BACKGROUND ANDORIGIN OF
VISUAL ANALYTICS

VA was defined in 2004 as “the science of analytical
reasoning facilitated by interactive visual interfaces.”4

The choice of terms in this definition placed the
emphasis on reasoning and on a scientific approach
to understanding how we reason and how it might be
facilitated by interactive visual interfaces. In a general
sense, all of computer graphics is dependent upon a
scientific understanding of the capabilities of human
vision. Whether it is a synthetic computer graphic
environment or the graphical representation of
abstract information, understanding how humans
perceive and process visual stimuli in the world is
foundational to graphics and visualization. Scientific
visualization takes this a step further with its empha-
sis on comprehensibility and utility in science.

Decisions about how best to represent and display
a particular piece of information must be informed not
only by the capabilities of the human visual system
but also by an understanding of what aspects of those
data are important and should be most salient, and
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how the information ought to be displayed to support
the kinds of reasoning that the user is likely to do.
Because of this, scientific visualization designers
maintain a close contact with the scientific commu-
nity, often including scientists in design processes and
conducting extensive user testing.

Tackling other applications and types of data,
information visualization expanded the human–com-
puter collaboration with a focus on how visualization
can be designed to support understanding the impli-
cations of many kinds of information by a broader and
more diverse set of users,5 and how visual languages
can be created that would present data in ways that
were consistent across applications for easier under-
standing.6 This necessarily expanded the need for
user research to better understand the perceptual
and cognitive capabilities of this more diverse set of
users, their motivations, goals, and tasks.

While much of this research was presented in tech-
nical venues such as the IEEE VIS conference, the
EuroVis conference, the journal IEEE Transactions on
Visualization and Computer Graphics, the journal
Information Visualization, etc., other lines of inquiry
used perceptual and cognitive science methods to
devise and test theories of human perception and
understanding of these graphical representations of
information. Conferences on Diagrammatic Reasoning
and the interdisciplinary Smart Graphics conferences
helped to lay the groundwork for the cognitive science
aspects of VA.

Brief History of Visual Analytics
The VA approach to application development began
with work at the Pacific Northwest National Lab led
by Dr. Pak Chung Wong on visual data mining,7

extending the ongoing work of Dr. Daniel Keim of the
University of Konstance in tightly integrating visualiza-
tion and data mining.4 Pak introduced many of the
ideas that form the core of the VA approach, such as
interaction design of human-information discourse
and the role of the system in actively guiding the user
through the analysis process to accurately and effi-
ciently utilize the information for situation under-
standing and planning for actions to be taken.7 These
foundational principles of simplicity, user autonomy,
reliability, reusability, availability, and security remain
central to the VA approach.

The work of Pak Wong and Jim Thomas in visual
exploratory data analysis and mining inspired Dr. Joe
Kielman to propose a large-scale, U.S. government
funded convergent research program to apply VA
techniques to analysis and decision-making with the

disparate, confusing, and often conflicting data that
homeland security personnel and first responders
must face. In 2003, Jim Thomas devised a series of
curated workshops of leading visualization, data ana-
lytics, data mining, cognitive psychology, and decision
science researchers actively working with personnel
from government agencies, industry, and first
responder agencies to understand the challenges
they face in terms of the type, sources, and messiness
of data streaming to their systems and the way those
data were related to their goals. From this foundation,
the workshops went further and defined a new field of
science called VA to solve these real-world challenges.
To introduce the workshop, the following working defi-
nition was provided:

“Visual Analytics is the formation of abstract
visual metaphors in combination with a human
information discourse (interaction) that enables
detection of the expected and discovery of the
unexpected within massive dynamically chang-
ing information spaces.8 The goal of Visual Ana-
lytics is to stimulate deep analytical insight from
massive, complex, and often conflicting informa-
tion in order to yield an assessment having
quantified certainty.”

The output of these workshops was the definition,
research agenda, first cohort of motivated researchers
in VA, and large-scale funded research networks in VA
in the United States, Canada, and Europe. The
research agenda was published in a book form as Illu-
minating the Path, and R&D Agenda in VA. It defines
VA as “the science of analytical reasoning facilitated
by interactive visual interfaces.” 9,10 A key tenet of VA
is to provide actionable information and insights.
Essential features for a VA solution are as follows:

› an interactive, integrated discovery/decision-
making environment;

› user-guided and perceptually guided interface,
interaction, and analysis;

› a balance of human cognition and automated
computerized analysis that amplifies human
cognition and domain knowledge for more effec-
tive and efficient analysis, discovery, decision-
making, and action;

› providing quantitative, reliable, understandable,
and reproducible information.

Not captured in the definition, but present in Illu-
minating the Path, was an emphasis on field studies
of expert analysis in applications. This approach antic-
ipated current efforts to better integrate basic and
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Visual analytics (VA) has grown rapidly over the
past two decades and has spread from a prob-
lem-driven convergent area of research at the

intersection of visualization, human–computer inter-
action (HCI), data mining/analytics, statistics, decision
science, and cognitive psychology to not only a large
convergent research field, but also deployed solutions
and commercial products that are impactful and
almost ubiquitous. From impactful, large commercial
tools such as Tableau that are used by businesses,
researchers, and universities across the globe, to ubiq-
uitous, interactive visualization, and analytics apps
and websites on smartphones that citizens use every
day, VA has changed discovery, engineering, science,
and decision-making from everyday personal decision-
making to global policy decision-making, and its
impact is still growing. VA’s success can be attributed
to two main factors: 1) its motivation and criteria for
success was grand societal challenges; 2) its transdis-
ciplinary teaming approach with commonly active
engagement of the people who will use the solution.
These factors ensure that large research challenges
spanning multiple disciplines are tackled and that the
real-world problems will benefit from core and applied
research advances within VA. This same approach is
at the heart of convergence research that has recently

gained acceptance as a new approach to impactful
science1 and also can be considered use-inspired
research in Pasteur’s Quadrant.2 Attacking grand chal-
lenges with human engagement is a great solution
approach to wicked problems3 and builds the stake-
holder engagement that is needed to define a satisfic-
ing solution and gain consensus on actions to be
taken.3

BACKGROUND ANDORIGIN OF
VISUAL ANALYTICS

VA was defined in 2004 as “the science of analytical
reasoning facilitated by interactive visual interfaces.”4

The choice of terms in this definition placed the
emphasis on reasoning and on a scientific approach
to understanding how we reason and how it might be
facilitated by interactive visual interfaces. In a general
sense, all of computer graphics is dependent upon a
scientific understanding of the capabilities of human
vision. Whether it is a synthetic computer graphic
environment or the graphical representation of
abstract information, understanding how humans
perceive and process visual stimuli in the world is
foundational to graphics and visualization. Scientific
visualization takes this a step further with its empha-
sis on comprehensibility and utility in science.

Decisions about how best to represent and display
a particular piece of information must be informed not
only by the capabilities of the human visual system
but also by an understanding of what aspects of those
data are important and should be most salient, and
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application-responsive research. In this way, VA antici-
pated the current HIBAR (Highly Integrative Basic and
Application Responsive) research approach. This inte-
grative approach was further advanced to include AI
and related approaches in the VISMASTER program
definition of VA as “VA combines automated analysis
techniques with interactive visualizations for an effec-
tive understanding, reasoning, and decision-making
on the basis of very large and complex datasets.”11

Some classic early VA systems using this HIBAR
approach include the text and document VA systems
Inspire12 and Jigsaw,13,14 spatial temporal VA systems
such as LAHVA, PanViz, VALET, cgSARVA,15–20 Sense-
Place,21 GeoVista,22 CrimeViz,23,24 and financial visual
analytic systems such as PerformanceMatrix25 and
WireVis26 that were developed in collaboration with
domain experts to create effective tools solving real-
world problems.

One of the earliest and most widely used commer-
cial successes of VA is Tableau, which grew out of the
Polaris project 27 at Stanford and evolved in parallel to
the VA field. VA information systems are now com-
monly used for business analytics and intelligence,
and the business community has helped grow and
deploy VA tools as the de facto method for analysis.
Websites, such as the New York Times COVID-2 analy-
sis and tracking pages are used daily by thousands of
people, and even more people use visual analytic
apps on their phones daily, with example such as the
Fitbit app.

SPREAD TOOTHER DISCIPLINES
Early work in VA found a place in IEEE Visualization
and Graphics Technical Committee conferences, with
the VA Science and Technology (VAST) Symposium
beginning at IEEE VIS 2006 and becoming a full confer-
ence in 2010. This event sought to attract papers on
basic scientific aspects of VA and application of sci-
ence in visualization and interaction design. The bal-
ance of the work presented at VAST and at EuroVA
focused on application-responsive development.
Research on the cognitive science aspects of VA was
slower to emerge. Early science-focused events were
held in 2009 at the Annual Meeting of the Cognitive
Science Society and in 2014 in the Annual Meeting of
the Association for Psychological Science. An IEEE
SMC Technical Committee, “Visual Analytics and
Communication,” was established in 2015.

In more recent years, we have seen substantial
growth in opportunities for publication and presenta-
tion of aspects of VA that focus on perceptual and
higher-order cognition. VISxVision is a group that has

been organizing symposia at both IEEE VIS and the
Vision Sciences conference since 2019. VisPsych is a
new group that seeks to bridge cognitive psychology
and visualization by organizing associated events at
conferences in both fields with extended proceedings
to be published in the book form. It is possible that
these efforts to bridge the gap between application
and science will finally enable researchers to “create a
science of visual representations based on cognitive
and perceptual principles that can be deployed through
engineered, reusable components” (Tierney et al.,2 p. 7).
A more detailed overview of the field can be found in
the paper by Cui.28

In keeping with the initial focus on field studies of
visually enabled reasoning by expert analysts in their
application domains, a substantial portion of VA
research can be found in application domains such as
those found in the minitracks at HICSS, the Hawaii
International Conference for Systems Sciences, data
mining, business, health, geography, and AI conferen-
ces. These include a HICCS minitrack on VA that has
been offered in one form or another since 2009.

Directions for Future Research
The well-documented growth in the number of VA
research publications28,29 (see Figure 1) and commer-
cial products is a positive indication of the continued
growth of the field and its impact. While VA has been
quite successful, there are still great opportunities for
improvement to achieve the goal of visual analysis to
seamlessly increase the effectiveness and efficiency
of human analysts in exploring issues and solving
problems while harnessing the growth of digital data,
the latest advances in analytical techniques, cognitive
science, computing architectures, and artificial intelli-
gence. Advances in these areas are needed to pro-
duce trustable, reproducible information from VA
environments overall and not just in AI/ML-powered
VA systems. These advances and evolution of VA will
help drive convergent research in many related fields
and further increase visual analytics’ role in solving
wicked problems. We highlight these opportunities
below.

Data-Enabled Reasoning
Enabling effective reasoning with a variety of data
types and with data across scales, the cross-scale
problem, still needs improved solutions incorporating
natural scales30,31 and natural representations for
abstract, fuzzy, data, and concepts where humans
have difficulty in effective reasoning, including risk,
uncertainty, and time. New analytical techniques,
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perceptually guided and cognitively guided visualiza-
tion techniques, and integrated visual environments
are needed to increase the ease of human exploration,
analyses, reasoning, and decision-making with the
variety of data available and needed for effective solu-
tions. Enabling the exploration of the range of analyt-
ics results generated by data processing choices to
ensure the best result, multiverse analysis, is an
approach that also needs to be integrated into visual
analytic environments.32

Managing Bias
Enabling decision-making environments where data
and human bias are transparent and efficiently man-
aged is a growing challenge as more decision-making
is data-driven. VA environments must take into
account bias in data distributions, conscious and
unconscious bias of the user, and reveal these to the
user so that the bias can be effectively managed and
improved results and decisions are the outcome.
These issues are present in most VA environments
and often remain unaddressed. The problem is even
more severe with complex, opaque data processing
and analytics such as machine learning. Fortunately,
this is a burgeoning area of research in the VA com-
munity (e.g., the paper by Wall et al.33) and as it grows,
these techniques and solutions should be integrated
into all VA systems.

Seamless integration of human analysis and com-
puter analysis in the form of a human–computer col-
laboration and teaming for effective exploration,

analysis, discovery and decision, or as Licklider called
it a true “Man–Computer Symbiosis.”34

Trustable, Understandable Machine
Learning
A benefit of using AI-enabled decision support sys-
tems is that humans can offload the execution of
complex, multistage calculations or other rote, repeti-
tive tasks to focus on making judgements and deci-
sions. This benefit arises from the fact that AI systems
consume, process, analyze, and interpret large vol-
umes of data with greater speed and precision than
humans. This allocation of labor between the mem-
bers of the human-AI team increases the analytical
capabilities and effectiveness of the human–computer
team while partially addressing the challenges of scal-
ability and evaluation.

However, introducing AI into the decision-making
process creates complications. As AI systems become
increasingly complex, the understandability of the
underlying mechanisms used to arrive at conclusions
become opaque and difficult for humans to under-
stand. This opaqueness leads individuals to discount
or distrust the recommendations of AI systems.35,36

One solution to this complexity problem that VA
can provide centers on providing a clear, understand-
able explanation of how an AI arrives at the presented
information. While a user may not need to know which
cluster of neurons in a 500,000-neuron network is
responsible for the result, they do need to understand
what information contributed to the result and how it

FIGURE 1. Chart of the number of new visual analytics publications per year as indexed by Google Scholar as of March 14th, 2021.
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application-responsive research. In this way, VA antici-
pated the current HIBAR (Highly Integrative Basic and
Application Responsive) research approach. This inte-
grative approach was further advanced to include AI
and related approaches in the VISMASTER program
definition of VA as “VA combines automated analysis
techniques with interactive visualizations for an effec-
tive understanding, reasoning, and decision-making
on the basis of very large and complex datasets.”11

Some classic early VA systems using this HIBAR
approach include the text and document VA systems
Inspire12 and Jigsaw,13,14 spatial temporal VA systems
such as LAHVA, PanViz, VALET, cgSARVA,15–20 Sense-
Place,21 GeoVista,22 CrimeViz,23,24 and financial visual
analytic systems such as PerformanceMatrix25 and
WireVis26 that were developed in collaboration with
domain experts to create effective tools solving real-
world problems.

One of the earliest and most widely used commer-
cial successes of VA is Tableau, which grew out of the
Polaris project 27 at Stanford and evolved in parallel to
the VA field. VA information systems are now com-
monly used for business analytics and intelligence,
and the business community has helped grow and
deploy VA tools as the de facto method for analysis.
Websites, such as the New York Times COVID-2 analy-
sis and tracking pages are used daily by thousands of
people, and even more people use visual analytic
apps on their phones daily, with example such as the
Fitbit app.

SPREAD TOOTHER DISCIPLINES
Early work in VA found a place in IEEE Visualization
and Graphics Technical Committee conferences, with
the VA Science and Technology (VAST) Symposium
beginning at IEEE VIS 2006 and becoming a full confer-
ence in 2010. This event sought to attract papers on
basic scientific aspects of VA and application of sci-
ence in visualization and interaction design. The bal-
ance of the work presented at VAST and at EuroVA
focused on application-responsive development.
Research on the cognitive science aspects of VA was
slower to emerge. Early science-focused events were
held in 2009 at the Annual Meeting of the Cognitive
Science Society and in 2014 in the Annual Meeting of
the Association for Psychological Science. An IEEE
SMC Technical Committee, “Visual Analytics and
Communication,” was established in 2015.

In more recent years, we have seen substantial
growth in opportunities for publication and presenta-
tion of aspects of VA that focus on perceptual and
higher-order cognition. VISxVision is a group that has

been organizing symposia at both IEEE VIS and the
Vision Sciences conference since 2019. VisPsych is a
new group that seeks to bridge cognitive psychology
and visualization by organizing associated events at
conferences in both fields with extended proceedings
to be published in the book form. It is possible that
these efforts to bridge the gap between application
and science will finally enable researchers to “create a
science of visual representations based on cognitive
and perceptual principles that can be deployed through
engineered, reusable components” (Tierney et al.,2 p. 7).
A more detailed overview of the field can be found in
the paper by Cui.28

In keeping with the initial focus on field studies of
visually enabled reasoning by expert analysts in their
application domains, a substantial portion of VA
research can be found in application domains such as
those found in the minitracks at HICSS, the Hawaii
International Conference for Systems Sciences, data
mining, business, health, geography, and AI conferen-
ces. These include a HICCS minitrack on VA that has
been offered in one form or another since 2009.

Directions for Future Research
The well-documented growth in the number of VA
research publications28,29 (see Figure 1) and commer-
cial products is a positive indication of the continued
growth of the field and its impact. While VA has been
quite successful, there are still great opportunities for
improvement to achieve the goal of visual analysis to
seamlessly increase the effectiveness and efficiency
of human analysts in exploring issues and solving
problems while harnessing the growth of digital data,
the latest advances in analytical techniques, cognitive
science, computing architectures, and artificial intelli-
gence. Advances in these areas are needed to pro-
duce trustable, reproducible information from VA
environments overall and not just in AI/ML-powered
VA systems. These advances and evolution of VA will
help drive convergent research in many related fields
and further increase visual analytics’ role in solving
wicked problems. We highlight these opportunities
below.

Data-Enabled Reasoning
Enabling effective reasoning with a variety of data
types and with data across scales, the cross-scale
problem, still needs improved solutions incorporating
natural scales30,31 and natural representations for
abstract, fuzzy, data, and concepts where humans
have difficulty in effective reasoning, including risk,
uncertainty, and time. New analytical techniques,
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makes sense for the situation at hand. Human-cen-
tered AI techniques allow humans to better under-
stand, trust, and manage how an AI system arrive at a
conclusion while turning AIs from black boxes to glass
boxes.37,38

Investments in trustable and understandable
development will positively benefit VA research in the
coming years as well as lead to more rapid deploy-
ment of trustable AI solutions for complex problems.
From a user experience perspective, understandable
systems would demystify how a solution was reached
and partially correct public misperceptions around AI.
Critically, such systems will enable trustable, AI-
enhanced VA to address questions of bias in the ana-
lytics process. An understandable AI-based solution
with user-understandable, explorable explanations
describing how it arrived at the results, point to the
data it used to learn associations, and illustrate the
learning process in simple terms will illuminate how
biases in the data collection, ingestion, and analysis
processes influence the outcome. This transparency
and understandability of an interactive visual environ-
ment are critical for dependable, trustable solutions.

Human-Guided, Interactive Machine
Learning
A limitation of the techniques discussed above is that
inherently they place the user in a passive role in
much of the analysis and do not harness the user’s
expertise, domain knowledge, and knowledge that is
not in the digital form. What if the user was given the
tools to influence which subset of data a system prior-
itized, incorporating their skills, knowledge, and exper-
tise? The user can bring guidance that can include
their understanding of ethical and governance
aspects, as well as the pragmatics of the situation and
provenance of the data.

One technique to accomplish this is through
inclusion of interactive, human-guided machine
learning in the model training and evaluation pro-
cess. Human-guided interactive machine learning
(HGIML) empowers a user to train a model and mod-
ify the resulting solution in near real-time39,40 by
selecting specific features for inclusion or exclusion
and guiding the analytical process over time. HGIML
systems are especially beneficial in synthesizing and
analyzing ambiguous data. IML is one form of mixed-
initiative analytics,41–43 where the human steers the
analytical process during the human–computer
exploration and analysis. One technique to accom-
plish this is through inclusion of interactive machine
learning into model building and evaluation.

Interactive machine learning empowers a user to
train a model and modify the resulting solution in
near real-time39,40 by selecting specific features for
inclusion or exclusion. IML systems will be especially
beneficial in synthesizing and analyzing ambiguous
data. Another method, termed mixed initiative,41–43

would place the human in a more active role by
enabling them to steer the direction the analytical
system takes in finding a solution.

For example, analyzing social media data to detect
and correct for misinformation has become an impor-
tant challenge.44,45 However, applying a purely key-
word-based filter to classify social media data can
lead to erroneous classifications and possible misclas-
sification of text strings.

An HGIML classifier would present a user with a
subset of the incoming data that contained certain
predefined keywords or hashtags46 (see Figure 2). The
user would then label the data as relevant or irrelevant
based on their subjective opinion.

An advantage of using human-guided, interactive
machine learning is the creation of more direct
engagement in thinking about the data and analytics
processes together with a sense of agency in the user,
empowering them to make decisions about data rele-
vancy. The added benefit of enhanced user agency is
an increase in the overall trust in the final solution,
increasing stakeholder-buy-in and solution accep-
tance. Furthermore, HGIML addresses a scalability
problem by focusing the user’s attention on high-level
analysis while permitting them to drill down to specific
items of interest. This reduction in task complexity
benefits the user by allowing them to accomplish a
simpler, more understandable task, diving deeper into
analytic processes as needed.

However, a challenge facing the VA community
when implementing interactive machine learning is
the need for intuitive, natural interactions. The solu-
tion to the challenge is dependent upon the type of
task the user is being asked to complete. A binary
classification task—i.e., relevant or not relevant—
requires fewer inputs than a complex choice.

Naturalistic Human–Computer
Collaborative Exploration and Decision-
Making Environments
Science fiction and other aspects of popular culture
present images of seamlessly interconnected comput-
ing technologies that augment human capabilities
when solving complex problems. The reality is
more complicated. Designing such a fluid system of
seamless interactions requires understanding how to
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makes sense for the situation at hand. Human-cen-
tered AI techniques allow humans to better under-
stand, trust, and manage how an AI system arrive at a
conclusion while turning AIs from black boxes to glass
boxes.37,38

Investments in trustable and understandable
development will positively benefit VA research in the
coming years as well as lead to more rapid deploy-
ment of trustable AI solutions for complex problems.
From a user experience perspective, understandable
systems would demystify how a solution was reached
and partially correct public misperceptions around AI.
Critically, such systems will enable trustable, AI-
enhanced VA to address questions of bias in the ana-
lytics process. An understandable AI-based solution
with user-understandable, explorable explanations
describing how it arrived at the results, point to the
data it used to learn associations, and illustrate the
learning process in simple terms will illuminate how
biases in the data collection, ingestion, and analysis
processes influence the outcome. This transparency
and understandability of an interactive visual environ-
ment are critical for dependable, trustable solutions.

Human-Guided, Interactive Machine
Learning
A limitation of the techniques discussed above is that
inherently they place the user in a passive role in
much of the analysis and do not harness the user’s
expertise, domain knowledge, and knowledge that is
not in the digital form. What if the user was given the
tools to influence which subset of data a system prior-
itized, incorporating their skills, knowledge, and exper-
tise? The user can bring guidance that can include
their understanding of ethical and governance
aspects, as well as the pragmatics of the situation and
provenance of the data.

One technique to accomplish this is through
inclusion of interactive, human-guided machine
learning in the model training and evaluation pro-
cess. Human-guided interactive machine learning
(HGIML) empowers a user to train a model and mod-
ify the resulting solution in near real-time39,40 by
selecting specific features for inclusion or exclusion
and guiding the analytical process over time. HGIML
systems are especially beneficial in synthesizing and
analyzing ambiguous data. IML is one form of mixed-
initiative analytics,41–43 where the human steers the
analytical process during the human–computer
exploration and analysis. One technique to accom-
plish this is through inclusion of interactive machine
learning into model building and evaluation.

Interactive machine learning empowers a user to
train a model and modify the resulting solution in
near real-time39,40 by selecting specific features for
inclusion or exclusion. IML systems will be especially
beneficial in synthesizing and analyzing ambiguous
data. Another method, termed mixed initiative,41–43

would place the human in a more active role by
enabling them to steer the direction the analytical
system takes in finding a solution.

For example, analyzing social media data to detect
and correct for misinformation has become an impor-
tant challenge.44,45 However, applying a purely key-
word-based filter to classify social media data can
lead to erroneous classifications and possible misclas-
sification of text strings.

An HGIML classifier would present a user with a
subset of the incoming data that contained certain
predefined keywords or hashtags46 (see Figure 2). The
user would then label the data as relevant or irrelevant
based on their subjective opinion.

An advantage of using human-guided, interactive
machine learning is the creation of more direct
engagement in thinking about the data and analytics
processes together with a sense of agency in the user,
empowering them to make decisions about data rele-
vancy. The added benefit of enhanced user agency is
an increase in the overall trust in the final solution,
increasing stakeholder-buy-in and solution accep-
tance. Furthermore, HGIML addresses a scalability
problem by focusing the user’s attention on high-level
analysis while permitting them to drill down to specific
items of interest. This reduction in task complexity
benefits the user by allowing them to accomplish a
simpler, more understandable task, diving deeper into
analytic processes as needed.

However, a challenge facing the VA community
when implementing interactive machine learning is
the need for intuitive, natural interactions. The solu-
tion to the challenge is dependent upon the type of
task the user is being asked to complete. A binary
classification task—i.e., relevant or not relevant—
requires fewer inputs than a complex choice.

Naturalistic Human–Computer
Collaborative Exploration and Decision-
Making Environments
Science fiction and other aspects of popular culture
present images of seamlessly interconnected comput-
ing technologies that augment human capabilities
when solving complex problems. The reality is
more complicated. Designing such a fluid system of
seamless interactions requires understanding how to
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develop smooth, seamless, and powerful interactions;
investments in responsive, interactive, and rapidly
updated graphics; and careful, conscientious, and
comprehensive understanding of user experiences.47

These tools need to effectively leverage mathematical
models, AI and ML, visualization, and human intuition
while adjusting for the changing needs and priorities
of the user. Semantic interaction techniques48 provide
one such solution for some applications.

The rapid increase in the volume and rate at
which systems generate, collect, and store data
pose serious challenges to effective human–com-
puter collaborative decision-making environments.
Human perceptual and cognitive capabilities can-
not make sense of large volumes of data without
some form of transformation and reduction within
perception limits. Furthermore, human analytical
capabilities become overwhelmed when presented
with hundreds of possible options to compare.
Thus, if not provided with the necessary tools to
effectively sort, filter, synthesize, and navigate this
sea of data, humans turn to suboptimal heuristics
to assist them making a decision.

One of the challenges facing the VA research
community is the need to provide users with intuitive
tools to transform this data deluge into navigable,
understandable information that can be analyzed,
explored, synthesized, and utilized for trustable,
reproducible decision-making, and discovery. This
challenge can in part be addressed by empowering
the user through fluid, natural, and simple interac-
tions with tractable amounts of information. Both
trustable, understandable AI, and human-guided
interactive machine learning aid in this empower-
ment by reframing complex tasks in simple, easily
understandable terms. While humans may not be
skilled at processing and discerning patterns from
large volumes of data, they are skilled at making deci-
sions and classifications. Asking a user to make a
choice about what data to include or exclude and
showing them the consequence of their choice does
not require special training.

Furthermore, seamless integration of human
analysis and computer analysis in the form of a
human–computer collaboration and teaming for
effective exploration, analysis, discovery, and deci-
sion making, or as Licklider called it a true Man-
Computer Symbiosis,34 is needed for solving most
problems, and especially wicked problems. This
symbiosis that leverages the expertise, knowledge,
and skills of the human with the data processing
and analysis of the computerized algorithms has
been the goal of VA since its inception.

CONCLUSION
VA coalesced as a field in 2004 with the belief that
the design and testing of highly interactive visuali-
zation environments could greatly benefit from a
companion science of analytical reasoning in inter-
active visualization environments, incorporating
convergent expertise in statistics and decision-sci-
ence, cognitive and perceptual psychology, HCI,
and visualization. The objectives of this new sci-
ence emerged from studies of real-world analytic
practices and technologies, ensuring that scientific
theories and findings could be used to create visu-
alization environments that provably support effec-
tive human reasoning in solving everyday tasks to
societal challenges. The result has been improved
analysis, planning, problem-solving, and operational
management in a broad range of applications that
require human reasoning and judgement.

In the intervening years, substantial progress
has been made in adapting, modifying, and applying
perceptual and cognitive science research to the
design and testing of interactive visualization inter-
faces. This has made science-aware design and
testing of interactive visualization systems accessi-
ble to a much larger proportion of the engineering
community. The resulting engagement of the engi-
neering community with these efforts has begun to
attract the attention of scientific researchers, sup-
porting VISxVision and VisPsych in their efforts to
bring new application-responsive research ques-
tions to attention of the broader cognitive science
community. If successful, the resulting “virtuous
cycle” will help to better coordinate basic and
application-responsive research, resulting in both
better science and more effective application of
interactive visualization, discovery, and analysis
environments in a broad range of applications, from
every-day decisions to grand challenges. The chal-
lenges that must now be addressed are to consoli-
date the gains that have been made in
interdisciplinary VA research and to reach out to
new application communities to ensure that VA
research helps to achieve, as the IEEE mission
states, “advancing technology for the benefit of
humanity.”
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develop smooth, seamless, and powerful interactions;
investments in responsive, interactive, and rapidly
updated graphics; and careful, conscientious, and
comprehensive understanding of user experiences.47

These tools need to effectively leverage mathematical
models, AI and ML, visualization, and human intuition
while adjusting for the changing needs and priorities
of the user. Semantic interaction techniques48 provide
one such solution for some applications.

The rapid increase in the volume and rate at
which systems generate, collect, and store data
pose serious challenges to effective human–com-
puter collaborative decision-making environments.
Human perceptual and cognitive capabilities can-
not make sense of large volumes of data without
some form of transformation and reduction within
perception limits. Furthermore, human analytical
capabilities become overwhelmed when presented
with hundreds of possible options to compare.
Thus, if not provided with the necessary tools to
effectively sort, filter, synthesize, and navigate this
sea of data, humans turn to suboptimal heuristics
to assist them making a decision.

One of the challenges facing the VA research
community is the need to provide users with intuitive
tools to transform this data deluge into navigable,
understandable information that can be analyzed,
explored, synthesized, and utilized for trustable,
reproducible decision-making, and discovery. This
challenge can in part be addressed by empowering
the user through fluid, natural, and simple interac-
tions with tractable amounts of information. Both
trustable, understandable AI, and human-guided
interactive machine learning aid in this empower-
ment by reframing complex tasks in simple, easily
understandable terms. While humans may not be
skilled at processing and discerning patterns from
large volumes of data, they are skilled at making deci-
sions and classifications. Asking a user to make a
choice about what data to include or exclude and
showing them the consequence of their choice does
not require special training.

Furthermore, seamless integration of human
analysis and computer analysis in the form of a
human–computer collaboration and teaming for
effective exploration, analysis, discovery, and deci-
sion making, or as Licklider called it a true Man-
Computer Symbiosis,34 is needed for solving most
problems, and especially wicked problems. This
symbiosis that leverages the expertise, knowledge,
and skills of the human with the data processing
and analysis of the computerized algorithms has
been the goal of VA since its inception.

CONCLUSION
VA coalesced as a field in 2004 with the belief that
the design and testing of highly interactive visuali-
zation environments could greatly benefit from a
companion science of analytical reasoning in inter-
active visualization environments, incorporating
convergent expertise in statistics and decision-sci-
ence, cognitive and perceptual psychology, HCI,
and visualization. The objectives of this new sci-
ence emerged from studies of real-world analytic
practices and technologies, ensuring that scientific
theories and findings could be used to create visu-
alization environments that provably support effec-
tive human reasoning in solving everyday tasks to
societal challenges. The result has been improved
analysis, planning, problem-solving, and operational
management in a broad range of applications that
require human reasoning and judgement.

In the intervening years, substantial progress
has been made in adapting, modifying, and applying
perceptual and cognitive science research to the
design and testing of interactive visualization inter-
faces. This has made science-aware design and
testing of interactive visualization systems accessi-
ble to a much larger proportion of the engineering
community. The resulting engagement of the engi-
neering community with these efforts has begun to
attract the attention of scientific researchers, sup-
porting VISxVision and VisPsych in their efforts to
bring new application-responsive research ques-
tions to attention of the broader cognitive science
community. If successful, the resulting “virtuous
cycle” will help to better coordinate basic and
application-responsive research, resulting in both
better science and more effective application of
interactive visualization, discovery, and analysis
environments in a broad range of applications, from
every-day decisions to grand challenges. The chal-
lenges that must now be addressed are to consoli-
date the gains that have been made in
interdisciplinary VA research and to reach out to
new application communities to ensure that VA
research helps to achieve, as the IEEE mission
states, “advancing technology for the benefit of
humanity.”
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The Apollo Guidance Computer (AGC) is an engineering marvel. The AGC performed
all of the necessary computation to successfully guide, navigate, and control the
spacecraft, which carried Neil Armstrong and Buzz Aldrin to the surface of the
moon back in 1969 as part of the Apollo 11 mission. Weighing in at a staggering
32 kg and featuring a blazing-fast 2.048-MHz clock, it was the first computer to use
silicon integrated circuits (ICs). Mankind has made great strides and advances both
in regards to space exploration as well as technology since the AGC made its debut.
In light of those successes and this year being the 50th anniversary of the
microprocessor, it is only fitting that the AGC be celebrated.

The year 2021 is important for mankind’s space
exploration efforts. Perseverance and ingenuity
had both landed on the surface of Mars on Febru-

ary 18. Ingenuity completed the first powered controlled
flight by an aircraft on a planet other than Earth on April
19. Virgin Galactic completed the first suborbital flight to
carry a civilian (Richard Branson) into space on July 11.
Blue Origin followed with a suborbital flight carrying Jeff
Bezos and other civilians on July 20. Most recently, on
October 13, Blue Origin completed a second suborbital
flight, which launched actor William Shatner into space.
Mankind is making great strides in understanding space
travel and the sustainability of life on other planets.

However, these pursuits are not new. On July 24,
1969, over 50 years ago, astronauts Neil Armstrong
and Buzz Aldrin were the first humans to step foot on
the surface of the moon as part of the Apollo 11 mis-
sion. It is more than fair to say that today’s technology
is very sophisticated and it certainly contributed to
the aforementioned successes we have had in 2021.
So you are probably wondering how we made it to the
moon way back in 1969 with far less sophisticated
technology. Just to put things into perspective, the
floppy disk was not even commercially available for
another two years! The answer, as you may have
deduced by this article’s title, is with much help from
the Apollo Guidance Computer (AGC).

Given the successes we have had this year and
this being the special issue commemorating the 50th
anniversary of the microprocessor, it only made sense
that we celebrate the AGC.

DESIGN
The first computer to use silicon integrated circuits
(ICs),2 the AGC was designed at the MIT Instrumenta-
tion Laboratory under Charles Stark Draper with hard-
ware design led by Eldon C. Hall.3 The original design,
referred to as Block I, used 4,100 ICs each containing a
single three-input NOR gate. The revised design, which
was used in crewed flights, referred to as Block II,
used 2,800 ICs mostly composed of dual three-input
NOR gates and several expanders and sense ampli-
fiers.4 The ICs were manufactured by Fairchild Semi-
conductor. It consumed 55 W of power and weighed a
staggering 32 kg.

The user interface, as shown in Figure 2, was
referred to as DSKY, which stood for display and
keyboard.

GIVEN THE SUCCESSESWEHAVE HAD
THIS YEAR AND THIS BEING THE
SPECIAL ISSUE COMMEMORATING
THE 50TH ANNIVERSARY OF THE
MICROPROCESSOR, IT ONLY MADE
SENSE THATWE CELEBRATE THE AGC.
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Commands were entered as two-digit words: verb
(the type of action to be performed) and noun (which
data were affected by the verb).

A 2.048-MHz clock was used as the timing reference
for the AGC. A four-phase 1.024-MHz clock used to per-
form internal operations was produced by dividing the
clock by 2. This clock was further divided by 2 to yield a
512-KHz signal used to synchronize external systems.
For perspective, the Nintendo Game Boy, released in
1989, had a 4.19-MHz clock.

Each instruction was formatted to use 3 bits for
the opcode and 12 bits for the address. There were 8x
basic instructions and 3x extra instructions for a total
of 11x instructions, as shown in Table 1.

AGC’s main casing (left) and the DSKY interface (right).1

FIGURE 2. AGC DSKY interface.5

TABLE 1. Instructions of theAGC. * denotes an extra instruction.

TC Transfer control

CCS Count, compare, and skip

INDEX Add the data retrieved at the address
specified by the instruction to the next

instruction

RESUME Return from interrupts

XCH Exchange

CS Clear and subtract

TS Transfer to storage

AD Add

MASK Bitwise AND of memory with register A

MP * Multiply

DV * Divide

SU * Subtract
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The AGC had 4x 16-bit “central” registers, as shown
in Table 2, for general computation and 13x additional
registers, as shown in Table 3.

The AGC had a 16-bit word length using 15 data
bits and 1 parity bit. It had 2,048 words of random
access memory (RAM) using magnetic core memory
and 36,864 words of read-only memory (ROM) using
core rope memory; both had cycle times of 11.72 ms. A
ROMmodule from the AGC is shown in Figure 3.

Memory was organized into 1-kiloword banks, the
lowest bank was RAM and the remaining were ROM.
Core rope memory is relatively simple, wires are
passed through magnetic cores to indicate a 1 or
bypass a magnetic core to indicate a 0. Since you can

pass multiple wires through a single core, it made it
trivial to increase memory density. At the time, a rela-
tively large amount of memory could be stored in a rel-
atively small volume—a whopping 72 KB/ft3 (or
2.5 MB/m3)! For comparison, the first 8-in floppy disk
could hold 80 KB. The vast majority of the software
written for the AGC was stored on the ROM. It was lit-
erally woven into the core rope memory by factory
workers, which took several months to complete. The
source code for the AGC has been open sourced and
made available on GitHub by former NASA intern
Chris Garry as of 20167; it was originally made publicly
available in 2003 by the Virtual AGC Project.

CONCLUSION
The AGC is, in many ways, an engineering marvel.
Given its success, it was later used to demonstrate
the effectiveness of fly-by-wire systems, which
replaced manual flight controls in airplanes with elec-
tronics ones. Think about it: the AGC was used to
send human beings from planet Earth, through the
Earth’s atmosphere, into outer space, and onto the
moon all before technology as simple as a floppy disk
was available. Stop for a moment and appreciate that
it is nothing short of extraordinary.

WEHAVE GONE FROMWEAVING
LITERALWIRES THROUGHMAGNETIC
CORES TO PROCESS TECHNOLOGY SO
ADVANCED THAT HUMAN BEINGS
CANNOT EVEN PHYSICALLY TOUCH IT
(IT IS ALL AUTOMATED AND
COMPUTERIZED).

TABLE 3. Additional registers of the AGC.

S 12-bit memory address register, the lower
portion of the memory address

Bank/
Fbank

4-bit ROM bank register, to select the 1-
kiloword ROM bank when addressing in the
fixed-switchable mode

Ebank 3-bit RAM bank register, to select the 256-
word RAM bank when addressing in the
erasable-switchable mode

Sbank 1-bit extension to Fbank, required because the
last 4 kilowords of the 36-kiloword ROM was
not reachable using Fbank alone

SQ 4-bit sequence register; the current
instruction

G 16-bit memory buffer register, to hold data
words moving to and from memory

X Input to the adder or the increment to the
program counter

Y The other input to the adder

U Output of the adder (1’s complement sum of
the contents of registers X and Y)

B General-purpose buffer register, also used to
prefetch the next instruction

C 1’s complement of the B register

IN Four 16-bit input registers

OUT Five 16-bit output registers

TABLE 2. Central registers of the AGC.

A Accumulator

Z Program counter

Q The remainder from the DV instruction, and the
return address after TC instructions

LP The lower product after MP instructions

FIGURE 3. AGC core rope memory.6
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The use of silicon ICs has evolved rather sub-
stantially since the AGC. Taiwan Semiconductor
Manufac-turing Company is already working on 3-
nm process technology. We have gone from weav-
ing literal wires through magnetic cores to pro-
cess technology so advanced that human beings
cannot even physically touch it (it is all auto-
mated and computerized). While I look forward to
mankind’s advancements in technology and space
exploration, it is important to understand how far
we have come and, in many ways, how far we still
have to go.
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ADVANCED THAT HUMAN BEINGS
CANNOT EVEN PHYSICALLY TOUCH IT
(IT IS ALL AUTOMATED AND
COMPUTERIZED).

TABLE 3. Additional registers of the AGC.

S 12-bit memory address register, the lower
portion of the memory address

Bank/
Fbank

4-bit ROM bank register, to select the 1-
kiloword ROM bank when addressing in the
fixed-switchable mode

Ebank 3-bit RAM bank register, to select the 256-
word RAM bank when addressing in the
erasable-switchable mode

Sbank 1-bit extension to Fbank, required because the
last 4 kilowords of the 36-kiloword ROM was
not reachable using Fbank alone

SQ 4-bit sequence register; the current
instruction

G 16-bit memory buffer register, to hold data
words moving to and from memory

X Input to the adder or the increment to the
program counter

Y The other input to the adder

U Output of the adder (1’s complement sum of
the contents of registers X and Y)

B General-purpose buffer register, also used to
prefetch the next instruction

C 1’s complement of the B register

IN Four 16-bit input registers

OUT Five 16-bit output registers

TABLE 2. Central registers of the AGC.

A Accumulator

Z Program counter

Q The remainder from the DV instruction, and the
return address after TC instructions

LP The lower product after MP instructions

FIGURE 3. AGC core rope memory.6
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The History of Franz and Lisp
Fritz Kunze and Lauren Kunze , Pandorabots, Oakland, CA, 94618, USA

In 1984, while a graduate student in mathematics and in the relatively new
Computer Science Department at the University of California at Berkeley, Fritz
Kunze founded Franz, Inc. along with a few fellow students and one professor. Their
mission was to commercialize a programming language known as Lisp (originally
LISP for LISt Processor), which for a moment in time was the most widely used in the
world for artificial intelligence and expert system applications.

Today, while Lisp may seem in danger of going, in
Fritz’s words, “the way of the dodo,” he would
argue that not only is a quiet Lisp resurgence

underway, but a modernized version would afford a
huge, unique opportunity to gain a global competitive
edge in artificial intelligence (AI). What follows is an
interview with Fritz, conducted by his daughter Lauren
Kunze, who was in her early childhood subjected to
programming tutelage entailing Lots of Isolated Silly
Parentheses. They cover the history of Franz and the
origins of Lisp and Macsyma, the applications imple-
mented by customers ranging from Sun Microsystems
to the U.S. government, and the future of Lisp today,
including its usage at Pandorabots, the conversational
AI company Lauren now runs.

Lauren Kunze: Tell us about your background:
where did you go to college, and what did you study?

Fritz Kunze: I transferred to the University of Cali-
fornia at Berkeley in 1973 from Washington University
in St. Louis, Missouri.

I dropped out of high school, and never got a Tests of
General Educational Development equivalent. But, I was
able to enter night school at Washington University in
1971 because I was working as an Electronic Technician
at their Biomedical Computer Laboratory. After passing
an entrance exam, themain university admittedme as a
full-time studentmajoring in physics andmath.

Lauren:What drew you to study mathematics?
Fritz: It is kind of a funny story. My father was an

acclaimed mathematician, but I found him difficult to

learn from and never really understood the field. So,
when I was studying physics, the professors claimed I
had a math deficit. To remedy said deficiency, I ended
up enrolling as a math major at Berkeley.

Lauren: And then you fell in love with the major,
ultimately pursuing a math Ph.D:::.

Fritz: I was working on ordinary differential equations
under my advisor William Kahan: a Turing Award winner
and primary architect of IEEE arithmetic [ANSI/IEEE
Standard 754-1985 for Binary Floating-Point Arithmetic].
Kahan’sworkwas foundational for things like global posi-
tioning system (GPS) and satellite technology.

I was focused on a particular problem posed by the
famous mathematician David Hilbert, about how many
limit cycles you could have in an ordinary differential
equation in a plane governed by a polynomial right-hand
side. Nobody knew the answer, but recent papers prior
to 1978 had postulated amaximumof four limit cycles.

Another faculty member and Fields Medal recipi-
ent at Berkeley, Stephen Smale, asked Kahan if he
could verify the recent four-limit cycle proof. But it
included numbers that were ten to the minus 300, i.e.,
difficult to represent on computers at the time. So
Kahan dumped the problem on his nearest grad stu-
dent: me. And I never figured it out despite forty years
of effort; although I do have some results that I hope
to one day publish.

Lauren: At what point did you switch from math to
computer science?

Fritz: During grad school, I was also working for the
University’s computer software center, installing software
packages for Berkeley scientists to use in their research.
I decided I should probably learn how the software actu-
ally worked, so I began taking classes at Berkeley.

Lauren: And was computer science a formal major,
or was it an emerging field?
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up enrolling as a math major at Berkeley.
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and primary architect of IEEE arithmetic [ANSI/IEEE
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Kahan’sworkwas foundational for things like global posi-
tioning system (GPS) and satellite technology.

I was focused on a particular problem posed by the
famous mathematician David Hilbert, about how many
limit cycles you could have in an ordinary differential
equation in a plane governed by a polynomial right-hand
side. Nobody knew the answer, but recent papers prior
to 1978 had postulated amaximumof four limit cycles.

Another faculty member and Fields Medal recipi-
ent at Berkeley, Stephen Smale, asked Kahan if he
could verify the recent four-limit cycle proof. But it
included numbers that were ten to the minus 300, i.e.,
difficult to represent on computers at the time. So
Kahan dumped the problem on his nearest grad stu-
dent: me. And I never figured it out despite forty years
of effort; although I do have some results that I hope
to one day publish.

Lauren: At what point did you switch from math to
computer science?

Fritz: During grad school, I was also working for the
University’s computer software center, installing software
packages for Berkeley scientists to use in their research.
I decided I should probably learn how the software actu-
ally worked, so I began taking classes at Berkeley.

Lauren: And was computer science a formal major,
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Fritz: Computer science had been added as a
major by Lotfi Zadeh, the inventor of fuzzy logic,
I believe sometime in the 1970s.

Lauren: How big were the computers back then?
Fritz: The initial computers at Berkeley were made

by a defunct company called Control Data Corporation
(CDC). Their computer was a CDC 6400, which had an
absurdly small amount of memory by today’s standards.
Nonetheless, the computer equipment took up several
rooms.

Lauren: And did students have to rent time on that
equipment?

Fritz: Students did have to rent time, but given that
I was working for the university, I had unlimited free
time (one of the reasons I took the job).

Lauren: Always a hustler! Now, this is a tangent,
but you once claimed to have invented the “first”
online dating system. Please elaborate.

Fritz: This is a crazy story. Basically, none of the
math graduate students could meet women with the
exception of me, who had a girlfriend. So, they came
to me, asking what algorithms I used. While trying to
explain, I realized I could create what I called a “cam-
pus computer dating program” to match them with
appropriate candidates.

The system was initially built on punch cards. We
went to Mills, a women’s college in Oakland, to recruit,
because nearly all the Berkeley math majors were men.
Campus computer dating did not really use a computer,
but I already had a company incorporated asCCDwhere
I consulted on transforming Fortran from the CDC 6400
to new Unix-based computers. Because I already had a
CCD bank account, we branded the punch card match-
making system—which I maintain was a precursor to
modern online dating—CampusComputer Dating.

Lauren: So, in between these side hustles and your
job as a “principal programmer” at UC Berkeley, did
you ever actually complete your Ph.D. in math or com-
puter science?

Fritz: Technically, I never formally left the Math
Department, but Kahan had asked me to become a
student of Richard Fateman in the Computer Science
Department to complete my Ph.D. Frankly, I was weary
of the Ph.D. cycles of elation and despair and did not
want to go through oral exams. By then, I had learned
enough computer science to start a company and felt
that was sufficient for me without a degree.

Lauren:And that companywas Franz,which Fateman
co-founded. As I understand it, Franz sold a Lisp program
similar to MACLISP, which was first used in a program
calledMacsyma, developed under “ProjectMAC.”

Fritz: At MIT (where Fateman was a student prior to
becoming a professor at Berkeley), Project MAC aimed

to use computers to do symbolic mathematics, among
other initiatives. Calculating integrals posed a big prob-
lem for the U.S. government early in the Second World
War. I used to run into these old mathematicians who
had been hired to calculate integrals by drawing a graph
of a curve and then cutting pieces of special paper
called “constant width paper” to exactly fit underneath
the graph. By measuring the weight of the paper, you
could compute the integral.

Because computing these integrals symbolically
would yield more accurate answers, the government
put money into Project MAC, which developed
Macsyma: a program for doing symbolic mathematics
that initially in 1978 ran on a Digital Equipment (DEC 10)
computer running a variant of Lisp calledMACLISP.

Fateman wanted to run Macsyma on a DEC VAX
11/780 running a variant of Berkeley Unix, which
required a paging version of Unix. This was built by my
fellow grad student, William (Bill) Joy, funded by
money Fateman obtained from the National Science
Foundation. It later became the core operating system
for Sun Microsystems, which was built on the Motorola
68000 family of processors in the early 1980s. One of
my other Franz co-founders, John Foderaro, also a stu-
dent of Fateman, built a Lisp system used to design
the microprocessors that Sun Microsystems’ initial
computers were based on.

Lauren: In addition to Joy and Foderaro, was Eric
Schmidt in the same Ph.D. cohort?

Fritz: Eric Schmidt was a fellow graduate student.
He went on to a very storied career and is now in ven-
ture capital, including (presumably) various govern-
ment AI endeavors.

Lauren: So, in a parallel Universe, you might have
ended up at Google or Sun, but instead you went into
business selling Lisp software. Why was that “the
thing” to do?

Fritz: I became greatly enamored of Macsyma as a
wonderful tool for avoiding making mistakes in mathe-
matics. Today, people use Wolfram’s Mathematica or
Maxima to get similar results. The U.S. Department of
Defense (DOD) had stipulated that Macsyma be open
sourced at the end of its lifecycle. So, I realized I could
build a company around it, which was in fact my initial
purpose in starting Franz; and I only needed the Lisp
to build this software.

But then, in the early 1980s, a company called Sym-
bolics claimed ownership of Macysma. Symbolics made
machines solely for running Lisp efficiently, and they
were very expensive. When the government decided to
invest in AI, they essentially told anyone who wanted to
work with them that they had to buy these very large,
very expensive Lisp machines. But then commercial
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hardware like Intel and Motorola processors quickly
became good enough to process Lisp code as well as
the Symbolics Lisp machine, so I saw a major market
opportunity in building Lisp for low-cost workstations.

There is a historical analog here. Back when main-
frames were everywhere, people wanted to run Fortran
code quickly. So, some of the mainframe companies, in
an effort to differentiate from IBM, created machines
designed to run Fortran as fast as possible. But it turned
out no one understood how fastmicroprocessors would
actually develop; ultimately, it was cheaper to build
Fortran machines with commercial microprocessors
than building any kind of mainframe machine. Meaning,
the mainframemachines went the way of the dodo, and
workstations and later PCs overtook themarket.

Herb Schorr has a joke: Fortran is built by geniuses
to be used by idiots, and Lisp was built by idiots to be
used by geniuses.

Lauren: So, tell me more about the “idiots” who
built Lisp.

Fritz: Lisp was originally developed in 1958 by John
McCarthy: one of the leading AI researchers in the
United States.

Lauren: I believe he actually invented the term AI.
Fritz: Right, and after inventing the Lisp language

at MIT, McCarthy went on to Stanford in the 1960s,
where he became head of the AI Department.

Lauren: Why did he build Lisp? What was it meant
to do?

Fritz: I do not know exactly, but I believe he was
exploring how to build a data structure in a computer
that would model the way people think.

Lauren: So that is the AI component. Who built the
interpreters and compilers for Lisp?

Fritz: Initially, MIT produced interpreters for Lisp
with whatever language was lying around. But when
Fateman came to Berkeley, he recruited John Foderaro
to clone MACLISP with sources that would be portable
to less costly, more commonly used machines than
the DEC 10. That clone would become Franz Lisp.

Another company in LA was also making a Lisp
dialect around this time: III, run by Al Fenaughty. Al
became a great friend and mentor of mine after a brief
stint as Chief Operating Officer of Franz, and later
went on to cofound the search engine Yandex.

Lauren: It sounds like a lot of initial Lisp funding
came from the government.WhywasDefenseAdvanced
Research Projects Administration (DARPA) specifically
interested in Lisp and AI?

Fritz: DARPA is the research arm of the DOD. At the
end of WorldWar II, the Allies asked what could be done
better in the future, to win wars faster. The main thing
that had really helped themwas figuring out the Enigma:

the German crypto machine cracked by Alan Turing.
This led to the hindsight realization that computers
could enhance people’s ability to problem solve, which
you can think of as AI. As a result, U.S. President Ronald
Reagan authorized large amounts of military spending
in the 1980s to compete with Russia and solve real and
perceived future problems.

THE MAIN THING THAT HAD REALLY
HELPED THEMWAS FIGURING OUT
THE ENIGMA: THE GERMAN CRYPTO
MACHINE CRACKED BY ALAN TURING.

Lauren: Tell me more about Symbolics. As I under-
stand it, they were both your first competitor and your
first customer.

Fritz: Symbolics was started by Russell Noftsker out
of MIT in 1980, which was doing early research in AI.
Noftsker has been somewhat disparagingly described
by Fateman as a “routine academic manager,” but per-
sonally, I always thought Noftsker was very smart. He
realized he could take this machineMITmade and com-
mercialize it.

The ideawas that a symbolic programcouldmanipu-
late symbols, whereas computers typically only knew
how to manipulate numbers. As a symbol manipulator,
you could do things like manipulate English, including,
for example, the first chatbot program, ELIZA.

Lauren: A Rogerian therapy bot written at MIT in
Lisp by Joseph Weizenbaum in 1960s.

Fritz: Correct. There are a lot of funny stories
about ELIZA. But, I digress.

Symbolics became our first customer when they
purchased a $5000 license of our Lisp, which was actu-
ally just a version of the open-source Franz Lisp running
on the free Unix distribution. Because Franz Lisp (so
named to induce feelings of false familiarity stemming
from a wide awareness of composer Franz Liszt) was
free, it became the most widely distributed Lisp in the
world for building AI systems at the time (1984). But, we
were able to sell a license because Symbolics wanted
our support services in using it to run Macsyma. To run
Macsyma back then, you needed a Symbolics Lisp
machine called the 3600, which had a 36-bit word. Ironi-
cally, the last four digits of our first phone number at
Franz were 3600, and I remember receiving a call from
Symbolics’ lawyers claiming we could not use those
digits because they “owned every version of 3600.”

Lauren: That is pretty funny. Where does Neuron
Data fit in?
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Fritz: Neuron Data was an early expert systems
company, attempting to promote the programming
language C as a Lisp alternative because hiring Lisp
programmers was and remains very hard. But building
robust expert systems proved to be even harder in C,
so briefly, Lisp prevailed.

Lauren:What year did you start Franz?
Fritz: I wrote the business plan in 1984, and then

recruited the founders: Fateman, Foderaro, and an
undergraduate named Kevin Layer, who built the first
version of Franz Lisp that ran on the VAX 11/780.
A fifth founder, Keith Sklower, wanted to make the
Lisp program free, but we needed money to build the
company and eventually bought him out.

Lauren: So, Franz, Inc. was formed to commercial-
ize a version of Franz Lisp—which was initially open-
source—through licenses, and support services?

Fritz: Yes. After briefly considering the name
Blazing Bits (after the 1974 movie Blazing Saddles), I
decided to name the company Franz after our first
product. Our purpose was to produce a dialect of Lisp
that would be competitive with Symbolics Lisp and
run on low cost, easily deployed hardware. Back in the
day, a Symbolics Lisp machine cost $100,000.

Lauren: Damn.
Fritz: I think Symbolics went on to have a high year

in 1987 of maybe 120 million dollars in revenue. But
they were out of business a few years later.

Lauren: So, your vision was that Lisp was going to
be the foundational language in AI, and everyone
would need a version to run on way cheaper hardware
than what Symbolics was offering, and Franz would
supply that product. How did you market this?

Fritz: We went to Unix trade shows and left out
pieces of paper saying: “we’ll put a Lisp on your com-
puter.” The customers were easy, because they were
all the companies building small workstations, like
Sun, MASSCOMP, ISI, SGI, Apollo, and Techtronics.
We would charge them about $140,000 to build a sys-
tem suitable to run on their machine.

Lauren: How did you close Techtronics, your first
major client?

Fritz: We had a competitor at the time named
Lucid. We had tried to collaborate with Lucid, because
the government had requested that the industry cre-
ate a single Lisp dialect. There were many dialects
floating around, including one from Xerox PARC, mak-
ing it difficult to standardize. Eventually, Common Lisp
arose from these efforts.

Lucid bluntly told us our people were not up to
spec, and that we could not possibly succeed, and
they were warning customers that going with us would
cause lots of grief. Lucid tried very hard to get a copy

of our sales proposal, including by planting fake cus-
tomers. So, I hatched a plot to leak fake information
to them: that we were converting Franz Lisp to Com-
mon Lisp, which was infeasible due to different under-
lying semantics. Lucid then tried to use this falsehood
against us in conversations with Techtronics, whom I
informed under our nondisclosure agreement that we
were actually building a Common Lisp from scratch.
Which John Foderaro did in about a year, and it
became our next product, Allegro Common Lisp.

Techtronics wrote me a check on my birthday.
Without it, we would have gone out of business. I think
it was for $69,000—enough to make payroll. Right
after they wrote the check, the Lucid guys flew out
and offered to port the Lisp to a new workstation at
no charge to Techtronics. Unfortunately for Lucid, we
had already cashed the check.

We had another competitor, Harlequin, whom I
briefly entertained buying. But, we terminated acquisi-
tion talks after I caught the founder JoMark’s wife going
through my luggage while I was staying at their home.
We poached their top Lisp programmers instead.

Lauren: Did you ever take venture capital?
Fritz: For the first six years, we funded ourselves

entirely on cash flow. Around 1990, we took venture
capital from a fund affiliated with SRI International,
the largely DoD-funded Stanford Research Institute
that was investing in entities to commercialize SRI
software. They wrote us a check for $1.5 million to
develop products around licensed technology from
SRI. However, that license turned out to be invalid, so
we purchased the shares back at half what they paid,
after doubling their initial investment in an interest-
bearing account.

Lauren: Who were some key customers and how
did they use the Lisp?

Fritz:One early customerwas Cray Research, Ameri-
ca’s then-famous supercomputer company. We know
they were developing something for Apple, but we do
not actually know how they used the Lisp, which was
very memory intensive and did not work well on the
CRAY. To this day, Apple’s usage remains a mystery.
Years later, I would meet Steve Jobs when he expressed
interest in putting Lisp on NEXT machines at the steep
discount of $5 a copy in exchange for marketing, which
we agreed to do along with Wolfram and other vendors,
but Jobs never marketed us. Once, at a party, an Intel
exec offhandedly said: “I heard you did a deal with Jobs.
Bet that’s the last one you’ll ever do.”

Lauren: So that is why I was never allowed to use
Apple products growing up.

Fritz: Yes. Another customer was Ascent Technol-
ogy, founded by the famous MIT AI professor Patrick
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Fritz: Symbolics was started by Russell Noftsker out
of MIT in 1980, which was doing early research in AI.
Noftsker has been somewhat disparagingly described
by Fateman as a “routine academic manager,” but per-
sonally, I always thought Noftsker was very smart. He
realized he could take this machineMITmade and com-
mercialize it.

The ideawas that a symbolic programcouldmanipu-
late symbols, whereas computers typically only knew
how to manipulate numbers. As a symbol manipulator,
you could do things like manipulate English, including,
for example, the first chatbot program, ELIZA.

Lauren: A Rogerian therapy bot written at MIT in
Lisp by Joseph Weizenbaum in 1960s.

Fritz: Correct. There are a lot of funny stories
about ELIZA. But, I digress.

Symbolics became our first customer when they
purchased a $5000 license of our Lisp, which was actu-
ally just a version of the open-source Franz Lisp running
on the free Unix distribution. Because Franz Lisp (so
named to induce feelings of false familiarity stemming
from a wide awareness of composer Franz Liszt) was
free, it became the most widely distributed Lisp in the
world for building AI systems at the time (1984). But, we
were able to sell a license because Symbolics wanted
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Macsyma back then, you needed a Symbolics Lisp
machine called the 3600, which had a 36-bit word. Ironi-
cally, the last four digits of our first phone number at
Franz were 3600, and I remember receiving a call from
Symbolics’ lawyers claiming we could not use those
digits because they “owned every version of 3600.”

Lauren: That is pretty funny. Where does Neuron
Data fit in?
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Winston to solve logistics problems for the government.
When they wanted tomove a bunch of troops during the
Gulf War [1990–1991], it was historically a game of giant
spreadsheets filled out by hand by captains, fueled by
pizza and beer, until Ascent developed the DART system
to do this automatically. DART was a very sophisticated
piece of Lisp software that worked really well because it
ran on Amdahl Corporation machines, which back then
were the fastestmachines around.

People had tried to build DART in C, resulting in a
roughly 30-million-line program that took all day to
compile. When you are developing large computer pro-
grams, they have hundreds of bugs, and you cannot
develop new versions quickly in C. With Lisp, if you
find a bug, you can change a line of code and rede-
velop it in compiled form in minutes, not days.

We also did a lot of business in Japan. In Europe,
people were promoting Prolog as another Lisp alterna-
tive, but the Japanese ultimately decided to create a
Common Lisp like the Americans. We worked with
some Japanese gaming companies backed by Sony,
and Nippon Steel, which were using expert systems to
control their manufacturing process; they became our
first distributors in Japan.

Another client, ICAD, founded by Larry Rosenfeld,
made mechanical engineering software and used
Lisp to power an app for airplane design using expert
systems.

Lauren: What were the financials, revenues, and
profits?

Fritz: Revenue was enough to support at peak, 60
people, and 20–30 on average.

Lauren: Right, eventually Lisp sales began to
decline, and Franz started developing other products,
like AllegroGraph.

Fritz: One of the problems with being a Lisp com-
pany is that you are selling a very complicated lan-
guage with notation considered cumbersome by
many that uses “lots of silly parentheses.” Most peo-
ple say Lisp is no longer relevant; it is not even taught
at universities anymore. But people who do use and
love Lisp—including legends like Y Combinator
founder Paul Graham, Ray Kurzweil, Gordon Bell,
Peter Norvig, and Edward Feigenbaum to name a
few—find that it makes them far more productive at
building complicated programs quickly. Lisp’s decline
is primarily due to a shortage of programmers willing
to undertake the learning curve, who favor languages
like Python.

Anyway, by the early 2000s, we knew we needed a
new product at Franz, and in 2004, we were approached
by a DOD group that was trying to solve the degree of
connection problem, i.e., the number of branches or

links you have to go between people to find somebody
who knows somebody. In this case, they were looking
for Osama Bin Laden. Such connections could be repre-
sented using graph technology. Hence, AllegroGraph
was born.

Lauren:Wait, so was AllegroGraph actually used to
find Bin Laden?

Fritz: Ultimately, I believe they used a different
solution, but they did test early versions of Allegro-
Graph on machines with 256 terabytes of memory.

Lauren: So, AllegroGraph was initially developed due
to inbound customer interest around national defense
applications, but whatwere the other use cases?

Fritz: AllegroGraph has found key use cases in call
center applications and healthcare. Traditional data-
bases cannot represent trees of connections, but a
Lisp-based graph database can, using a notation called
triples.

Lauren: When did you leave Franz, and what is its
status today?

Fritz: I left Franz in 2007. It is still a profitable
company running under my successor as CEO, Jans
Aasman. I thinkmost revenue comes fromAllegroGraph
and associated services. It is a hard market because
many graph database companies have raised hundreds
ofmillions, but Franz has continued to bootstrap.

Lauren: After Franz, what came next?
Fritz: Before leaving, I had started a project within

Franz in 2002 called Pandorabots: a large, Lisp-based
web service allowing people to build artificially intelli-
gent software robots, or “chatbots.” When the website
went live, it was besieged by hobbyists and university
professors interested in building or teaching people to
build natural language agents.

My instincts told me there may be a business here,
and that the most compelling applications would be
based on the ability to build a meaningful relationship
with the human user. The first chatbot ELIZA proved
people can form powerful connections with talking soft-
ware, evenwith a seemingly stupidly simple program.

When I left Franz, I spun out the Pandorabots proj-
ect, in 2008, which my daughter Lauren—

Lauren: C’est moi!
Fritz: Took over in earnest in 2014 while I recovered

from a stroke. Since then, I have spent most of my
time thinking about and planning for a next-genera-
tion Lisp.

Pandorabots, which has been profitable and grow-
ing for years, was originally conceived as a showcase
for a massively scalable Lisp-based backend. I believe
many of the scalability challenges faced today by
large-scale consumer applications—from Instagram
to WhatsApp to massively multiplayer online games—
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could benefit from such a backend, if there were
proper educational resources available to teach peo-
ple Lisp.

That said, a number of successful companies, in
addition to Franz’s customers of AllegroGraph, still
stealthily use Lisp. Google has hundreds of Lisp pro-
grammers working on low-cost airfare. Three mas-
sively funded quantum computer companies use a
quantum compiler written in Common Lisp. Gram-
marly, a cloud-based writing assistant, heavily uses
Lisp, as does the scheduling system for the James
Webb Space Telescope. I speculate that such compa-
nies keep their Lisp usage quiet because it is a true
competitive advantage. The foolish majority would
rather add more machines than face a learning curve
for an older language. Nonetheless, I have rallied a
multigenerational brain trust who still believes in Lisp,
and we are tinkering away at a feature-rich, future
proof, and freely available version specifically target-
ing large scalable web applications. I believe Lisp can
help America keep our AI edge.

Interested parties are encouraged to get in touch:
fkunze@gmail.com.
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control their manufacturing process; they became our
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was born.

Lauren:Wait, so was AllegroGraph actually used to
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Fritz: Ultimately, I believe they used a different
solution, but they did test early versions of Allegro-
Graph on machines with 256 terabytes of memory.

Lauren: So, AllegroGraph was initially developed due
to inbound customer interest around national defense
applications, but whatwere the other use cases?

Fritz: AllegroGraph has found key use cases in call
center applications and healthcare. Traditional data-
bases cannot represent trees of connections, but a
Lisp-based graph database can, using a notation called
triples.

Lauren: When did you leave Franz, and what is its
status today?

Fritz: I left Franz in 2007. It is still a profitable
company running under my successor as CEO, Jans
Aasman. I thinkmost revenue comes fromAllegroGraph
and associated services. It is a hard market because
many graph database companies have raised hundreds
ofmillions, but Franz has continued to bootstrap.

Lauren: After Franz, what came next?
Fritz: Before leaving, I had started a project within

Franz in 2002 called Pandorabots: a large, Lisp-based
web service allowing people to build artificially intelli-
gent software robots, or “chatbots.” When the website
went live, it was besieged by hobbyists and university
professors interested in building or teaching people to
build natural language agents.

My instincts told me there may be a business here,
and that the most compelling applications would be
based on the ability to build a meaningful relationship
with the human user. The first chatbot ELIZA proved
people can form powerful connections with talking soft-
ware, evenwith a seemingly stupidly simple program.

When I left Franz, I spun out the Pandorabots proj-
ect, in 2008, which my daughter Lauren—

Lauren: C’est moi!
Fritz: Took over in earnest in 2014 while I recovered

from a stroke. Since then, I have spent most of my
time thinking about and planning for a next-genera-
tion Lisp.

Pandorabots, which has been profitable and grow-
ing for years, was originally conceived as a showcase
for a massively scalable Lisp-based backend. I believe
many of the scalability challenges faced today by
large-scale consumer applications—from Instagram
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AI systems have seen significant adoption in vari-
ous domains. At the same time, further adoption
in some domains is hindered by the inability to

fully trust an AI system that it will not harm a human.
Besides, fairness, privacy, transparency, and explainabil-
ity are vital to developing trust in AI systems. As stated in
Describing Trustworthy AI,a “Trust comes through under-
standing. HowAI-led decisions aremade andwhat deter-
mining factors were included are crucial to understand.”
The subarea of explaining AI systems has come to be
known as XAI. Multiple aspects of an AI system can be
explained; these include biases that the data might have,
lack of data points in a particular region of the example
space, fairness of gathering the data, feature importan-
ces, etc. However, besides these, it is critical to have
human-centered explanations directly related to deci-
sion-making, similar to how a domain expert makes deci-
sions based on “domain knowledge,” including well-
established, peer-validated explicit guidelines. To under-
stand and validate an AI system’s outcomes (such as
classification, recommendations, predictions) that lead
to developing trust in the AI system, it is necessary to
involve explicit domain knowledge that humans under-
stand and use. Contemporary XAI methods are yet
addressed explanations that enable decision-making
similar to an expert. Figure 1 shows the stages of adop-
tion of anAI system into the real world.

METHODS FOR EXPLAINABLE AI:
OPENING THE BLACK BOX

The availability of vast amounts of data and the advent of
deep neural network models have accelerated the adop-
tion of AI systems in the real world, owing to their signifi-
cant success in natural language processing, computer
vision, and other data-intensive tasks. However, despite
the advances in performance across these tasks, deep
learning models remain a black box, i.e., it is extremely
hard to understand how the inputs map to the outputs.
Recent research in XAI has attempted to address several
aspects of “opening this black box” to help humans, both
the system users and domain experts, understand such
models' functioning and decision-making process.1

We describe and provide references for four main
approaches in state-of-the-art XAI for natural lan-
guage processing that generate explanations from
low-level model features in the box on the next page
title Approaches and Key References for XAI in Natu-
ral Language Understanding.2

EVALUATION OF EXPLANATIONS
Prior research in assessing the quality of the explana-
tions generated by the XAI system has utilized methods
like majority voting over crowdsourcing, visual inspec-
tion, annotator agreements, etc. These evaluation met-
rics are intuitive, but they relegate domain experts to
mere annotators of the AI system. Developing a good
quality XAI system requires domain experts in the anno-
tation, supervision, and evaluation phases.13,14 For this
purpose, domain experts need explanations in the form
of an expert working in that domain, or that application
would give, using the language and concepts customar-
ily employed by a person working in that field. For exam-
ple, in the medical domain, the outcome of a model
needs to be explained by positioning against conceptual
knowledge contained in clinical guidelines. Analysis of
word-level and token-level features is of little to no use
to a domain expert during evaluation.6

Can the inclusion of explicit knowledge help XAI

provide human-understandable explanations and

enable decision-making?
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FIGURE 1. Adoption of AI systems occurs in two stages—the model building phase and the model explanation phase. Explicit

knowledge as abstract concepts, processes, policy/guidelines, and regulations are essential to infuse into the AI system for sen-

sible explanations comprehensible to humans.

APPROACHES AND KEY REFERENCES FOR XAI IN NATURAL
LANGUAGE UNDERSTANDING

F irst derivative saliency based methods explain

the decision of an algorithm by assigning values

that reflect the importance of input features in their

contribution to that decision in the form of a gradient

map (heat map):

1. M. T. Ribeiro, S. Singh, and C. Guestrin, “Why
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any classifier," Proc. 22nd ACM SIGKDD Int. Conf.
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AI systems have seen significant adoption in vari-
ous domains. At the same time, further adoption
in some domains is hindered by the inability to

fully trust an AI system that it will not harm a human.
Besides, fairness, privacy, transparency, and explainabil-
ity are vital to developing trust in AI systems. As stated in
Describing Trustworthy AI,a “Trust comes through under-
standing. HowAI-led decisions aremade andwhat deter-
mining factors were included are crucial to understand.”
The subarea of explaining AI systems has come to be
known as XAI. Multiple aspects of an AI system can be
explained; these include biases that the data might have,
lack of data points in a particular region of the example
space, fairness of gathering the data, feature importan-
ces, etc. However, besides these, it is critical to have
human-centered explanations directly related to deci-
sion-making, similar to how a domain expert makes deci-
sions based on “domain knowledge,” including well-
established, peer-validated explicit guidelines. To under-
stand and validate an AI system’s outcomes (such as
classification, recommendations, predictions) that lead
to developing trust in the AI system, it is necessary to
involve explicit domain knowledge that humans under-
stand and use. Contemporary XAI methods are yet
addressed explanations that enable decision-making
similar to an expert. Figure 1 shows the stages of adop-
tion of anAI system into the real world.

METHODS FOR EXPLAINABLE AI:
OPENING THE BLACK BOX

The availability of vast amounts of data and the advent of
deep neural network models have accelerated the adop-
tion of AI systems in the real world, owing to their signifi-
cant success in natural language processing, computer
vision, and other data-intensive tasks. However, despite
the advances in performance across these tasks, deep
learning models remain a black box, i.e., it is extremely
hard to understand how the inputs map to the outputs.
Recent research in XAI has attempted to address several
aspects of “opening this black box” to help humans, both
the system users and domain experts, understand such
models' functioning and decision-making process.1

We describe and provide references for four main
approaches in state-of-the-art XAI for natural lan-
guage processing that generate explanations from
low-level model features in the box on the next page
title Approaches and Key References for XAI in Natu-
ral Language Understanding.2

EVALUATION OF EXPLANATIONS
Prior research in assessing the quality of the explana-
tions generated by the XAI system has utilized methods
like majority voting over crowdsourcing, visual inspec-
tion, annotator agreements, etc. These evaluation met-
rics are intuitive, but they relegate domain experts to
mere annotators of the AI system. Developing a good
quality XAI system requires domain experts in the anno-
tation, supervision, and evaluation phases.13,14 For this
purpose, domain experts need explanations in the form
of an expert working in that domain, or that application
would give, using the language and concepts customar-
ily employed by a person working in that field. For exam-
ple, in the medical domain, the outcome of a model
needs to be explained by positioning against conceptual
knowledge contained in clinical guidelines. Analysis of
word-level and token-level features is of little to no use
to a domain expert during evaluation.6

Can the inclusion of explicit knowledge help XAI

provide human-understandable explanations and

enable decision-making?
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Evaluation of the quality of explanations using the
methods mentioned in the box above requires in-depth
knowledge of the mathematical operations such as
derivatives, layerwise feature mapping, perturbations,
attention mechanisms, and others. Giplin et al. pre-
sented a survey of “explaining” explanations and show
that human evaluators are needed to evaluate explana-
tions produced by a model.7 Due to the nature of the
explanations, the current evaluation of the explanations
is limited to the analysis of the word and token level fea-
ture importance once a suitable visualization mecha-
nism, such as a saliency map, is utilized. Notably, the
mathematical expertise required to “open the black box”
has been a critical bottleneck in adopting AI systems
with explanations. Domain experts require explanations
in a language they can easily comprehend or understand
to evaluate the system. For example, in the medical
domain, the outcome of a model needs to be explained
by positioning against conceptual knowledge contained
in clinical guidelines.

Domain-related concepts and clinical guidelines that
utilize these concepts to enable outcomes and decisions
are stored as explicit knowledge in knowledge graphs
(KGs). Thus, methods that incorporate KGs to provide a
conceptual level explanation of the model outcome
could improve explanations and ease of evaluating AI
systems. Furthermore, popular metrics in language
understanding such as BLEU, ROUGE-L,3 QBLEU4,4

BLEURT5 need to be augmented to allow evaluation of
the system’s explicit knowledge guided decision-making
capabilities. This will lead to trust in the systems by end-
users and speedy adoption into the real world.

TECHNIQUES THAT USE EXPLICIT
KNOWLEDGE TO PROVIDE
EXPLANATIONS TO OUTCOMES

Recent efforts in the deep learning and NLP commu-
nity have focused on developing benchmark datasets
that would require explicit knowledge.8 For instance,
consider the task of goal-oriented question generation
where the goal is to meet the end-user’s information-
seeking behavior. In such a task, the user provides a
query: “Tell me about the tourism and transportation
in Hyderabad.” Leveraging a pretrained T5 model
would generate the following question: “What is tour-
ism” or “What is transportation in Hyderabad” which

are not interesting or relevant to the end-user. In such
a task, the end-user is seeking information on tourism
and transportation entities within Hyderabad. There-
fore, the deep neural network must develop a good
passage retriever and question generator module to
obtain contextual questions. This is because the
answer lies in a separate but semantically connected
passage. Moreover, such a task might require retrieval
of a large number of relevant passages as the query is
open domain and not factoid. For example, a subse-
quent question, “Tell me about tourism in the Charmi-
nar in Hyderabad,” will go through the links in
Hyderabad, followed by Tourist attractions in Hydera-
bad, and ending at the article on Charminar (concept
flow). This is known as multihop open question
answering (ODQA). A developed retriever/generator
pipeline would help end-users realize and reason over
the questions generated by the model through the
support of relevant passages.11 Likewise, the same
model could utilize clinical questionnaires with defini-
tions or a clinical manual (such as Diagnostic and Sta-
tistical Manual of Mental Disorders (DSM-5) or
Structured Clinical Interview for DSM-5) to generate
relevant questions.12 Figure 2 shows another example
where concept flow occurs in the healthcare domain.
The example shows that there is a need for a clear
explanation on how the question answering takes
place that makes sense to the domain expert. This
allows the domain expert to evaluate the questions
that lead to trust in the system.

FROM GENERAL LANGUAGE TO
KNOWLEDGE-INTENSIVE
LANGUAGE UNDERSTANDING

The NLP community has set up a set of tasks across
various benchmark datasets called General Language
Understanding Evaluation (GLUE) tasks. They test a
variety of natural language tasks such as textual
entailment, textual similarity, and duplicate detection.
However, recent research has shown that such tasks
do not require external knowledge as most tasks are
close domain. For example, open domain question
answering requires external knowledge to narrow
down the scope of passages where the answer lies.
Such tasks are known as Knowledge Intensive Lan-
guage Understanding (KILU). KILU is a new unified

Explicit knowledge-based XAI methods enable trust

by explaining the AI system’s decision-making to

the domain expert or end-user in a language and

forms they can easily comprehend.

To provide explanations to KILU tasks, the model

should leverage explicit knowledge and perform

abstraction, contextualization, personalization, and

utilize a variety of knowledge sources.
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benchmark to help AI researchers build models that
are better able to leverage real-world knowledge to
accomplish a broad range of tasks. Models that are
better able to leverage real-world knowledge do well
in these tasks.9,15 Traditional explanation methods
focus on GLUE tasks. However, since GLUE tasks
do not test if the model can leverage knowledge,
the explanations generated are of limited utility to

humans. As explained below, this requires abstraction,
contextualization, personalization, and a variety of
knowledge sources to capture information similar to
how a human does.

The use of explicit knowledge in providing explana-
tions achieves the following key capabilities:

Abstraction: The task of mapping low-level fea-
tures to higher level human-understandable abstract

FIGURE 2. Concept Flow-based Question Generation. Left is generated from a pretrained T5 fine-tuned for question generation.

Right is generated using a T5 fine-tuned on relational context (question and answers) under the supervision of ConceptNet. The

difference in the two multiturn question-answers is that (b) has context-specific questions that drill down from high-level ques-

tions to problem-focused questions.

FIGURE 3. Different sources of knowledge.GLUE tasks are evaluatedusing BERT-score, GLUE score, ROUGE-L, BLEU, BLEURT,NUBIA

metrics.9 However, for knowledge-intensive knowledge understanding, evaluations require domain knowledge-guided explanations.
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Evaluation of the quality of explanations using the
methods mentioned in the box above requires in-depth
knowledge of the mathematical operations such as
derivatives, layerwise feature mapping, perturbations,
attention mechanisms, and others. Giplin et al. pre-
sented a survey of “explaining” explanations and show
that human evaluators are needed to evaluate explana-
tions produced by a model.7 Due to the nature of the
explanations, the current evaluation of the explanations
is limited to the analysis of the word and token level fea-
ture importance once a suitable visualization mecha-
nism, such as a saliency map, is utilized. Notably, the
mathematical expertise required to “open the black box”
has been a critical bottleneck in adopting AI systems
with explanations. Domain experts require explanations
in a language they can easily comprehend or understand
to evaluate the system. For example, in the medical
domain, the outcome of a model needs to be explained
by positioning against conceptual knowledge contained
in clinical guidelines.

Domain-related concepts and clinical guidelines that
utilize these concepts to enable outcomes and decisions
are stored as explicit knowledge in knowledge graphs
(KGs). Thus, methods that incorporate KGs to provide a
conceptual level explanation of the model outcome
could improve explanations and ease of evaluating AI
systems. Furthermore, popular metrics in language
understanding such as BLEU, ROUGE-L,3 QBLEU4,4

BLEURT5 need to be augmented to allow evaluation of
the system’s explicit knowledge guided decision-making
capabilities. This will lead to trust in the systems by end-
users and speedy adoption into the real world.

TECHNIQUES THAT USE EXPLICIT
KNOWLEDGE TO PROVIDE
EXPLANATIONS TO OUTCOMES

Recent efforts in the deep learning and NLP commu-
nity have focused on developing benchmark datasets
that would require explicit knowledge.8 For instance,
consider the task of goal-oriented question generation
where the goal is to meet the end-user’s information-
seeking behavior. In such a task, the user provides a
query: “Tell me about the tourism and transportation
in Hyderabad.” Leveraging a pretrained T5 model
would generate the following question: “What is tour-
ism” or “What is transportation in Hyderabad” which

are not interesting or relevant to the end-user. In such
a task, the end-user is seeking information on tourism
and transportation entities within Hyderabad. There-
fore, the deep neural network must develop a good
passage retriever and question generator module to
obtain contextual questions. This is because the
answer lies in a separate but semantically connected
passage. Moreover, such a task might require retrieval
of a large number of relevant passages as the query is
open domain and not factoid. For example, a subse-
quent question, “Tell me about tourism in the Charmi-
nar in Hyderabad,” will go through the links in
Hyderabad, followed by Tourist attractions in Hydera-
bad, and ending at the article on Charminar (concept
flow). This is known as multihop open question
answering (ODQA). A developed retriever/generator
pipeline would help end-users realize and reason over
the questions generated by the model through the
support of relevant passages.11 Likewise, the same
model could utilize clinical questionnaires with defini-
tions or a clinical manual (such as Diagnostic and Sta-
tistical Manual of Mental Disorders (DSM-5) or
Structured Clinical Interview for DSM-5) to generate
relevant questions.12 Figure 2 shows another example
where concept flow occurs in the healthcare domain.
The example shows that there is a need for a clear
explanation on how the question answering takes
place that makes sense to the domain expert. This
allows the domain expert to evaluate the questions
that lead to trust in the system.

FROM GENERAL LANGUAGE TO
KNOWLEDGE-INTENSIVE
LANGUAGE UNDERSTANDING

The NLP community has set up a set of tasks across
various benchmark datasets called General Language
Understanding Evaluation (GLUE) tasks. They test a
variety of natural language tasks such as textual
entailment, textual similarity, and duplicate detection.
However, recent research has shown that such tasks
do not require external knowledge as most tasks are
close domain. For example, open domain question
answering requires external knowledge to narrow
down the scope of passages where the answer lies.
Such tasks are known as Knowledge Intensive Lan-
guage Understanding (KILU). KILU is a new unified

Explicit knowledge-based XAI methods enable trust

by explaining the AI system’s decision-making to

the domain expert or end-user in a language and

forms they can easily comprehend.

To provide explanations to KILU tasks, the model

should leverage explicit knowledge and perform

abstraction, contextualization, personalization, and

utilize a variety of knowledge sources.
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concepts is known as abstraction. Humans often
speak in terms of higher level abstract concepts when
explaining their decision to a user. AI systems also
need to explain decisions to the end users using
abstract domain-relevant concepts constructed from
low-level features and external knowledge in a KG.

Contextualization: Contextualization is interpret-
ing a concept with reference to relevant use or appli-
cation. Domain experts contextualize the problem
within the domain of a particular disease, for example,
depression with its common symptoms and medica-
tions. This enables better decision making such as
more accurate treatments.

Personalization: Identifying data point-specific
information and integrating it with external knowledge
to construct a personalized knowledge source is known
as personalization. For example, a person’s depressive
disorder can be due to family issues, relationship issues,
and clinical factors. These affect the context-specific to
the individual and consequently affect his symptoms
andmedicationsdifferently than that for another person.

Variety of knowledge capture that humans uti-
lize: Humans conceptualize by processing information
through different levels of knowledge at varying levels
of abstractions. Figure 3 shows the different types of
knowledge that humans use, including but not limited

to syntactic, structural, linguistic, common-sense, gen-
eral, and domain-specific knowledge. Figure 4 shows
an example of how humans process information by
performing personalization through stored historical
interactions with the system, contextualization via
various sources of knowledge, and abstraction
through a target source understandable to the end-
user. In addition, attempts have been made to infuse
knowledge from multiple knowledge graphs to
improve domain understanding.15

CONCLUSION
Recent progress in XAI to explain black-box models
largely focuses on explanations that map low-level
model features to explanations on model decisions or
describe the computational paths such as deep network
activations that lead to model outcomes. These “sys-
tem-oriented explanations” do little for a domain expert
or an end-user who needs to be able to trust the AI sys-
tem’s decision-making process and its adherence to
real-world processes, rules, and guidelines. For this, the
XAI needs to offer explanations that the end-user or
domain expert can easily comprehend. However, a user
does not think in terms of low-level features, nor does
he understand the inner workings of an AI system.

FIGURE 4. The background knowledge in the form of discharge summaries, transcripts of clinical diagnostic interviews, and filled

clinical questionnaires (e.g., PHQ-9) created a personalized profile of a user suffering from Major Depressive Disorder (MDD)

(Step 1). Next, domain knowledge abstracts their attributes to reveal insomnia (Step 2). Finally, the clinical guidelines (process

knowledge) use information about their insomnia to make a recommendation (Step 3).
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Instead, he thinks in terms of abstract, conceptual, pro-
cess-oriented, and task-oriented knowledge external to
the AI system. Such external knowledge also needs to
be explicit (e.g., as modeled by a knowledge graph), not
implicit (i.e., implied by statistics or a vector representa-
tion). Recent efforts in knowledge-infused learning,10 a
form of neurosymbolic AI that utilized explicit external
and usually human-curated knowledge, can generate
reasonable explanations for users who want to trust an
AI system. Thus, explicit external knowledge must be
infused into a black-box AI model to generate explana-
tions from low-level features that the domain expert or
end-user can understand (see Figure 4). This article also
shows the need to develop better natural language
understanding benchmarks beyond GLUE that can
effectively test the ability of the AI system to explain
decisions in a human-understandablemanner.
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concepts is known as abstraction. Humans often
speak in terms of higher level abstract concepts when
explaining their decision to a user. AI systems also
need to explain decisions to the end users using
abstract domain-relevant concepts constructed from
low-level features and external knowledge in a KG.

Contextualization: Contextualization is interpret-
ing a concept with reference to relevant use or appli-
cation. Domain experts contextualize the problem
within the domain of a particular disease, for example,
depression with its common symptoms and medica-
tions. This enables better decision making such as
more accurate treatments.

Personalization: Identifying data point-specific
information and integrating it with external knowledge
to construct a personalized knowledge source is known
as personalization. For example, a person’s depressive
disorder can be due to family issues, relationship issues,
and clinical factors. These affect the context-specific to
the individual and consequently affect his symptoms
andmedicationsdifferently than that for another person.

Variety of knowledge capture that humans uti-
lize: Humans conceptualize by processing information
through different levels of knowledge at varying levels
of abstractions. Figure 3 shows the different types of
knowledge that humans use, including but not limited

to syntactic, structural, linguistic, common-sense, gen-
eral, and domain-specific knowledge. Figure 4 shows
an example of how humans process information by
performing personalization through stored historical
interactions with the system, contextualization via
various sources of knowledge, and abstraction
through a target source understandable to the end-
user. In addition, attempts have been made to infuse
knowledge from multiple knowledge graphs to
improve domain understanding.15

CONCLUSION
Recent progress in XAI to explain black-box models
largely focuses on explanations that map low-level
model features to explanations on model decisions or
describe the computational paths such as deep network
activations that lead to model outcomes. These “sys-
tem-oriented explanations” do little for a domain expert
or an end-user who needs to be able to trust the AI sys-
tem’s decision-making process and its adherence to
real-world processes, rules, and guidelines. For this, the
XAI needs to offer explanations that the end-user or
domain expert can easily comprehend. However, a user
does not think in terms of low-level features, nor does
he understand the inner workings of an AI system.

FIGURE 4. The background knowledge in the form of discharge summaries, transcripts of clinical diagnostic interviews, and filled

clinical questionnaires (e.g., PHQ-9) created a personalized profile of a user suffering from Major Depressive Disorder (MDD)

(Step 1). Next, domain knowledge abstracts their attributes to reveal insomnia (Step 2). Finally, the clinical guidelines (process

knowledge) use information about their insomnia to make a recommendation (Step 3).
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COLUMN: LAST WORD

Attacks on  
Artificial Intelligence
Elisa Bertino, Purdue University

There is, today, a lot of hype around the issue 
of attacks on artificial intelligence (AI). There 
are huge numbers of research papers, white 

papers and reports about those attacks and potential 
defenses—which is reasonable given that AI tech-
niques are today pervasive in all applications we may 
think of. As we increasingly rely on AI techniques for 
critical decisions, forecasts and analyses, concerns 
about whether these AI techniques can be attacked 
are certainly legitimate.

Well-known attacks include input attacks and 
poisoning attacks. In an input attack, the attacker 
manipulates the data that is fed to the AI algorithm 
to manipulate the output of the algorithm. A lot of 
work concerning this type of attack has been done for 
neural networks. In a poisoning attack, the attacker 
tampers with the process by which the AI algorithm 
is trained. For example, the attacker can corrupt the 
data used during training, so that the algorithm will 
misclassify certain instances.

While I believe that focusing on specific attacks 
and defenses is important, I also believe that we 
need to look at a broader picture. Consider the case 
of input attacks. When you look at those attacks, 
an example often given is the one where you have 
an autonomous vehicle running a neural network to 
recognize stop signs and an attacker that has par-
tially covered a stop sign so that the neural network 
is not able to recognize it. My objection to such an 
example is that autonomous vehicles will most likely 
have maps on-board with stop signs marked in these 
maps; stop signs in the future may also emit sounds, 

and there will be vehicle-to-vehicle communications 
and information transmission among vehicles. In 
other words, vehicles will have multiple information 
sources that can be compared and correlated so 
that the correct and safe decision is taken. The idea 
of comparing/fusing multiple inputs from different 
sources has been around for a very long time—see 
the many techniques proposed in the data fusion 
area, which started in the early 1980s. My point here 
is that we should look at the problem of AI security 
from a system point of view by which you want to 
make your system secure and reliable by including 
different AI techniques and models, and using data 
from independent sources. Such an approach would 
not only enhance security, but also the timeliness 
and coverage of decisions, predictions, etc. In other 
words, our ultimate goal should not be just the pro-
tection of the AI itself, rather it should be to make 
accurate decisions, forecasts and analyses and to 
achieve this goal we need to think in terms of sys-
tems security.

Consider now the case of poisoning attacks. A 
defense against those attacks is to deploy well-known 
data security practices and data provenance tech-
niques. Data which is of poor quality or altogether 
malicious affects not only AI, but most applications 
we may think of. For example, malicious data injection 
attacks have been shown for control systems that 
negatively affect decisions taken by these systems, 
especially now that these systems are becoming 
interconnected with other systems. So, it would seem 
to me that if we are able to secure data and securely 
record and manage its provenance, we would be able 
to protect AI against data poisoning attacks.

However, we still want to do the best we can for 
securing AI, very much like we try to do for software. 
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We thus need to came up with suitable AI assurance 
processes, which perhaps can be based on exten-
sions to software assurance processes. AI assurance 
processes would, of course, need to include assurance 
about the data used for training and testing and also 
assurance about the software implementing the AI 
techniques. Undoubtedly, there will be additional chal-
lenges, for example, in the case of AI techniques, such 
as reinforcement learning, by which AI algorithms 
dynamically modify their behavior based on experi-
ence with environments. Also, different AI assurance 
processes will be required for different application 
domains, such as for safety critical domains—very 
much as it done today for software that has to be 
deployed in safety-critical applications.

To conclude, in my view, AI security is essential but 
has to be addressed with a system perspective in mind 
and by developing suitable assurance processes, and 
last but not least by making sure that data is secure 
and trustworthy. In this respect, data transparency is 
a critical building block. Just focusing on attacks that 
flip some bits in images or tamper training would not 
be sufficient. Certainly, there is also the problem of AI 
privacy, but this discussion will be for another time. 

ELISA BERTINO is a professor with Purdue 

University, West Lafayette, Indiana, 47907, 

USA. Contact her at bertino@purdue.edu.

For more information on paper submission, featured articles, calls for 
papers, and subscription links visit: www.computer.org/tsusc

SUBSCRIBE AND SUBMIT

IEEE TRANSACTIONS ON

SUSTAINABLE COMPUTING
SUBMIT
TODAY



Do you have a great idea for new programs that will positively impact 
diversity, equity, and inclusion throughout the computing community?

The IEEE Computer Society Diversity & 
Inclusion Committee seeks proposals for 
projects, programs, and events that further 
its mission. New programs that deliver 
education, outreach, and support, including, 
but not limited to, mentoring programs 
at conferences, panel discussions, and 
webinars, are welcomed.

Help propel the Computer Society's D&I 
programs—submit a proposal today! 

https://bit.ly/CS-Diversity-CFP

Drive Diversity 
& Inclusion in 
Computing

Supporting projects 
and programs that 
positively impact 
diversity, equity, and 
inclusion throughout 
the computing 
community.

Donations to the 
IEEE Computer 
Society D&I Fund 
are welcome!

I E E E  C O M P U T E R  S O C I E T Y  D & I  F U N D



55  November 2022 Published by the IEEE Computer Society  2469-7087/22 © 2022 IEEE

Conference Calendar

IEEE Computer Society conferences are valuable forums for learning on broad and dynamically shifting top-

ics from within the computing profession. With over 200 conferences featuring leading experts and thought 

leaders, we have an event that is right for you. Questions? Contact conferences@computer.org.

DECEMBER
5 December 

 • BigMM (IEEE Int’l Conf. on Mul-

timedia Big Data), Naples, Italy 

 • IRC (IEEE Int’l Conf. on Robotic 

Computing), Naples, Italy

 • ISM (IEEE Int’l Symposium on 

Multimedia), Naples, Italy 

 • RTSS (IEEE Real-Time Systems 

Symposium), Houston, USA

 • SEC (IEEE/ACM Symposium 

on Edge Computing), Seattle, 

USA

 • SMDS (IEEE Int ’ l Conf. on 

Smart Data Services), Barce-

lona, Spain 

6 December 

 • BDCAT (IEEE/ACM Int’l Conf. 

on Big Data Computing, Appli-

cations and Technologies), 

Portland, Oregon, USA

 • BIBM (IEEE Int’l Conf. on Bio-

informatics and Biomedicine), 

Las Vegas, USA 

 • UCC (IEEE/ACM Int’l Conf. on 

Utility and Cloud Computing), 

Portland, Oregon, USA

7 December

 • SNPD (IEEE/ACIS Int’l Winter 

Conf. on Software Eng., Artifi-

cial Intelligence, Networking 

and Parallel/Distributed Com-

puting), Taichung, Taiwan

12 December 

 • AIVR (IEEE Int ’ l  Conf. on 

Arti ficial Intelligence and Vir-

tual Reality), virtual 

13 December

 • CloudCom (IEEE Int’l Conf. on 

Cloud Computing Technol-

ogy and Science), Bangkok, 

Thailand

14 December 

 • CIC (IEEE Int’l Conf. on Collab-

oration and Internet Comput-

ing ), virtual

 • CogMI (IEEE Int’l Conf. on Cog-

nitive Machine Intelligence), 

virtual

 • CSDE (IEEE Asia-Pacific Conf. 

on Computer Science and Data 

Eng.), Gold Coast, Australia

 • ICPADS (IEEE Int’l Conf. on 

Parallel and Distributed Sys-

tems), Nanjing, China

 • TPS-ISA (IEEE Int’l Conf. on 

Trust, Privacy and Security in 

Intelligent Systems, and Appli-

cations ), virtual

17 December

 • Big Data (IEEE Int’l Conf. on 

Big Data), Osaka, Japan

18 December 

 • HiPC (IEEE Int’l Conf. on High 

Per for mance C omputing , 

Data, and Analytics), Bengal-

uru, India

 • iSES (IEEE Int’l Symposium on 

Smart Electronic Systems), 

Warangal, India

2023

JANUARY
2 January

 • WACV (IEEE/CVF Winter Conf. 

on Applications of Computer 

Vision ), Waikoloa, USA 

11 January

 • ICOIN (Int’l Conf. on Informa-

tion Networking), Bangkok, 

Thailand

FEBRUARY
1 February

 • ICSC (IEEE Int ’ l  Conf. on 

Semantic Computing ), Laguna 

Hills, USA 

8 February

 • SaTML (IEEE Conf. on Secure 

and Trust wor thy Machine 

Learning ),  San Francisco, 

USA 

13 February

 • BigComp (IEEE Int’l Conf. on 

Big Data and Smart Comput-

ing), Jeju, South Korea 

20 February

 •  ICNC (Int’l Conf. on Comput-

ing, Networking and Commu-

nications), Honolulu, USA 

25 February

 • HPCA (IEEE Int’l Symposium 

on High-Performance Com-

puter Architecture), Montreal, 

Canada 

https://www.bigmm.org/
https://aivr.science.uu.nl/
https://www.ieee-irc.org/
https://www.ieee-ism.org/
http://2022.rtss.org/
https://acm-ieee-sec.org/
https://www.aconf.org/conf_181809.html
https://bdcat-conference.org
https://ucc-conference.org/
https://ieeebibm.org/BIBM2022/
https://acisinternational.org/conferences/snpd-2022/
https://aivr.science.uu.nl/
https://www.2022.cloudcom.org/
https://www.sis.pitt.edu/lersais/conference/cic/2022/
https://ieee-ises.org/2022/
http://ieee-icpads.net/2022/
http://www.sis.pitt.edu/lersais/conference/cogmi/2022/
http://ieee-csde.org/csde2022/
http://www.sis.pitt.edu/lersais/conference/tps/2022/calls.html
https://hipc.org/
https://bigdataieee.org/BigData2022/index.html
https://wacv2023.thecvf.com/home
https://hpca-conf.org/2023/
http://www.icoin.org/main.php
http://www.conf-icnc.org/2023/
http://www.bigcomputing.org/
https://www.ieee-icsc.org/
https://satml.org/


MARCH
13 March 

• ICSA (IEEE Int’l Conf. on Soft-

ware Architecture), L’Aquila, 

Italy 

• PerCom (IEEE Int’l Conf. on Per-

vasive Computing and Com-

munications), Atlanta, USA 

15 March 

• ISADS (IEEE Int’l Symposium 

on Autonomous Decentralized 

System), Mexico City, Mexico 

17 March 

• DMIST (Int’ l Conf. on Digi-

tal Management, Information 

Systems and Technologies), 

Shenyang, China 

19 March 

• ICST (IEEE Conf. on Software 

Test ing ,  Ver i f icat ion and 

Validation), Dublin, Ireland

21 March 

• SANER (IEEE Int’ l Conf. on 

Software Analysis, Evolution 

and Reengineering), Taipa, 

Macao 

25 March 

• VR ( IEEE Conf. Virtual Real-

ity and 3D User Interfaces), 

Shanghai, China 

APRIL
3 April 

• ICDE (IEEE Int’l Conf. on Data 

Eng.) Anaheim, USA

14 April 

• IPEC (Asia-Pacific Conf. on 

Image Processing, Electron-

ics and Computers) Dalian, 

China 

17 April 

• DATE (Design, Automation & 

Test in Europe Conf.) Antwerp, 

Belgium 

18 April 

• PacificVis (IEEE Pacific Visu-

alization Symposium) Seoul, 

Korea (South) 

19 April 

• COOL CHIPS (IEEE Sympo-

sium in Low-Power and High-

Speed Chips) Tokyo, Japan 

23 April

• ISPASS (IEEE Int ’ l Sympo-

sium on Performance Analy-

sis of Systems and Software) 

Raleigh, USA

24 April 

• VTS (IEEE VLSI Test Sympo-

sium) San Diego, USA 

MAY
1 May 

• HOST (IEEE Int’l Symposium 

on Hardware Oriented Secu-

rity and Trust) San Jose, USA 

7 May 

• FCCM (IEEE Int’l Symposium 

on Field-Programmable Cus-

tom Computing Machines) 

Los Angeles, USA

14 May 

• ICSE (IEEE/ACM Int’l Confer-

ence on Software Engineer-

ing) Melbourne, Australia 

15 May 

• IPDP S ( IEEE Int ’ l  Par al le l 

and Distributed Processing 

Symposium) St. Petersburg, 

USA 

17 May 

• MOST (IEEE Int’ l Conf. on 

Mobility, Operations, Services 

and Technologies) Detroit , 

USA 

21 May 

• SP (IEEE Symposium on Secu-

rity and Privacy) San Fran-

cisco, USA

22 May 

• ISMVL (IEEE Int’l Symposium 

on Multiple-Valued Logic) Mat-

sue, Japan 

29 May 

• SERA (IEEE/ACIS Int’l Conf. 

on Sof t ware Engineer ing 

Research, Management and 

Applications) Orlando, USA 

Learn more 
about IEEE 
Computer 
Society 
conferences
computer.org/conferences

ce11con(all).indd   73 10/17/22   7:53 PM

https://icsa-conferences.org/2023/
https://www.percom.org/
https://www.isads2023.org/
http://www.icdmist.com/
http://ieeevr.org/
https://conf.researchr.org/home/icst-2023
https://saner2023.must.edu.mo/
http://www.computer.org/conferences/
https://icde2023.ics.uci.edu/
http://www.acipec.org/
https://www.date-conference.com/
https://pvis2023.github.io/pvis2023/
https://www.coolchips.org/2023/
http://ispass.org/ispass2023/
https://tttc-vts.org/public_html/new/2023/
http://www.hostsymposium.org/
http://www.fccm.org/
http://www.icse-conferences.org/
http://www.ipdps.org/
http://ieeemobility.org/
https://www.ieee-security.org/TC/SP2023/
https://mvl.jpn.org/ISMVL2023/
https://acisinternational.org/conferences/sera-2023/


Submit your paper today!
Visit www.computer.org/oj to learn more.

Get Published in the New IEEE Open 
Journal of the Computer Society

Submit a paper today to the 
premier new open access 
journal in computing 
and information technology.

Your research will benefit from 

the IEEE marketing launch and 

5 million unique monthly users 

of the IEEE Xplore® Digital Library. 

Plus, this journal is fully open 

and compliant with funder 

mandates, including Plan S. 




