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ANNOUNCING 19 IPDPS 2021 WORKSHOPS 

ipdps.org

IPDPS Workshops are the “bookends” to the three-day conference 
technical program of contributed papers, invited speakers, student 
programs, and industry participation. They provide the IPDPS community 
an opportunity to explore special topics and present work that is more 
preliminary or cutting-edge than the more mature research presented in 
the main symposium. Each workshop has its own website and submission 
requirements, and the submission deadline for most workshops is after 
the main conference author notification dates.

IPDPS WORKSHOPS MONDAY 17 May 2021
HCW    Heterogeneity in Computing Workshop
RAW    Reconfigurable Architectures Workshop
HiCOMB    High Performance Computational Biology
GrAPL    Graphs, Architectures, Programming, and Learning
EduPar      NSF/TCPP Workshop on Parallel and Distributed Computing 

Education
HIPS      High-level Parallel Programming Models and Supportive 

Environments
AsHES    Accelerators and Hybrid Emerging Systems
PDCO    Parallel / Distributed Combinatorics and Optimization
APDCM    Advances in Parallel and Distributed Computational Models

IPDPS WORKSHOPS FRIDAY 21 MAY 2021 
JSSPP      Job Scheduling Strategies for Parallel Processing
PDSEC      Parallel and Distributed Scientific and Engineering Computing
iWAPT      Automatic Performance Tuning
MPP      Parallel Programming Models - Emerging Technologies on 

Machine Learning Acceleration
SNACS      Scalable Networks for Advanced Computing Systems
PAISE      Parallel AI and Systems for the Edge
RADR      Resource Arbitration for Dynamic Runtimes
ScaDL      Scalable Deep Learning over Parallel And Distributed 

Infrastructures
HPS      High-Performance Storage
ParSocial   Parallel and Distributed Processing for Computational  

Social Systems
 

GENERAL CO-CHAIRS
David Bader (New Jersey Institute of Technology, USA)
Aparna Chandramowlishwaran (University of California, Irvine, USA)

PROGRAM CHAIR
Karen Karavanic (Portland State University, USA)

WORKSHOPS CHAIR and VICE-CHAIR 
Erik Saule (University of North Carolina Charlotte, USA) 
Jaroslaw Zola (The State University of New York at Buffalo, USA) 

STUDENT PROGRAM
The conference plans to hold the traditional PhD forum of poster 
presentations, to provide mentoring in scientific writing and 
presentation skills, and to create opportunities for students to hear 
from and interact with senior researchers attending the conference. 

INDUSTRY PARTICIPATION 
There are several ways for industry to partner with IPDPS and share 
the benefits of associating with our international community of top 
researchers and practitioners in fields related to parallel processing 
and distributed computing. IPDPS is a “walk-up-and-talk” venue 
that encourages industry partners to use the conference as a way to 
introduce their technology in an informal setting.

IMPORTANT DATES 
Conference Preliminary Author Notification – Dec. 8, 2020

Conference Final Author Notification – Jan. 19, 2021

Workshops’ Call for Papers Deadlines –  Most Fall in  
Late Dec. and Jan.

IPDPS 2021 VENUE & PROGRAM
Portland, Oregon sits on the Columbia and Willamette rivers in the 
shadow of snow-capped Mount Hood and is known for its parks, roses and 
rhododendrons, bridges and bicycle paths, as well as for its eco-friendliness. 
Planning for the 35th edition of IPDPS will be informed by experience 
in 2020 and collaboration with the IPDPS community to continue the 
programming that promotes international cooperation in seeking to  
apply computer science technology to the betterment of our global  
village. Whether presented in person or virtually, every paper accepted  
for IPDPS 2021 will be published in the proceedings, and valuable  
interaction whatever the platform will be assured.
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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge topics rang-
ing from software design and computer graphics to Internet computing and security, from scientific appli-

cations and machine intelligence to visualization and microchip design. Here are highlights from recent issues.

Blockchain Architecture for 
Auditing Automation and Trust 
Building in Public Markets

Business transactions by public 
firms must be reported, verified, 
and audited periodically, which is 
labor-intensive and time-consum-
ing. To streamline this procedure, 
the authors of this article from 
the July 2020 issue of Computer 
designed Future Auditing Block-
chain to automate the reporting 
and auditing process, allowing 
auditors to focus on discretionary 
accounts to better detect and pre-
vent fraud.

Preparing a Computationally 
Literate Workforce

There is a saying that “everything 
changes, but nothing changes.” 
We are realizing a rapid technolog-
ical revolution in the development, 
deployment, and application of 
computing technologies within 
every discipline and every sector of 
society. Yet, our ability to respond 
to the well-documented need for 
a large, diverse, computationally 

literate workforce remains a chal-
lenge. The authors of this article 
from the July/August 2020 issue of 
Computing in Science & Engineer-
ing summarize their 35 years of 
lessons learned for preparing the 
workforce that can inform efforts 
to address this challenge. 

Fake But True: Model Maker 
Roberto Guatelli, Science 
Museums and Replicated 
Artifacts of Computing History

Science museums have a long tra-
dition of resorting to reproduc-
tions, both to preserve original 
artifacts and to make exhibitions 
attractive by presenting the mate-
rial culture of science and technol-
ogy. The art of making copies of 
precious objects, sometimes for 
fakery or forgery, is as old as col-
lecting; but since the 19th century, 
it has become both commonplace 
and profitable. In this article from 
the April–June 2020 issue of IEEE 
Annals of the History of Comput-
ing, the authors reconstruct the 
life and works of a 20th-century 
model maker, Roberto Guatelli, 
whose reproductions of tech-
nological artifacts of the past, 

particularly calculators, can be 
found in several museums.

Making the Invisible Visible: 
Illuminating the Hidden 
Histories of the World War I 
Tunnels at Vauquois 
Through a Hybridized 
Virtual Reality Exhibition

“Visualizing History: Tunnels of 
Vauquois” is an educational immer-
sive virtual reality (VR) exhibit that 
makes the invisible history of World 
War I soldiers’ experiences in the 
tunnels of Vauquois, France, visible 
to contemporary audiences. The 
exhibit presents the visitor with 
both discrete knowledge and the 
opportunity for emotional aware-
ness. The virtual environment is 
recreated from scanned data of 
the original site. Visitors traverse 
the tunnel through the use of a 
head-mounted display, redirected 
walking, passive haptics, aligned 
physical and virtual environments, 
interactive tracked props, and nar-
ration. In this article from the July/
August 2020 issue of IEEE Computer 
Graphics and Applications, the 
authors describe the motivation and 
rationale for creating an immersive 
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exhibit for informal learning envi-
ronments, such as museums, librar-
ies, and school VR laboratories. 

Formal Analysis of Smart 
Contract Based on Colored 
Petri Nets

Smart contracts increasingly gain 
attention for their ability to widen 
blockchain’s application scope. 
However, the security of contracts 
is vital to wide deployment. In this 
article from the May/June 2020 
issue of IEEE Intelligent Systems, 
the authors propose a multilevel 
smart contract modeling solution 
to analyze the security of a con-
tract. They improve the program 
logic rules for bytecode and apply 
the Hoare condition to create a 
Colored Petri Net (CPN) model. In 
addition, they design a highly auto-
mated modeling method, intro-
ducing custom call libraries and a 
path derivation algorithm based on 
backtracking, which improves the 
efficiency and pertinence of the 
dynamic simulation of CPN models.

An Interledger Blockchain 
Platform for Cross-Border 
Management of Cybersecurity 
Information

Cybersecurity certification is a core 

notion to support the mitigation 
of cybersecurity risks of informa-
tion and communication tech-
nologies (ICT). At the European 
Union (EU) level, the Cybersecu-
rity Act establishes a common 
cybersecurity certification frame-
work supporting the coexistence 
of different certification schemes 
across member states. However, 
its realization needs to be sus-
tained by technical approaches 
to enable ICT stakeholders from 
different sectors or countries to 
exchange cybersecurity informa-
tion and evaluate the up-to-date 
security level of an ICT system 
throughout its lifecycle. Toward 
this end, the authors of this arti-
cle from the May/June 2020 issue 
of IEEE Internet Computing pro-
pose a blockchain-based platform 
using a novel interledger design, 
where ledgers associated with 
ICT artifacts, cybersecurity cer-
tificates, and vulnerabilities are 
interconnected. 

OpenPiton at 5:  
A Nexus for Open and Agile 
Hardware Design

For five years, OpenPiton has pro-
vided hardware designs, build 
and verification scripts, and other 
infrastructure to enable efficient, 
detailed research into manycores 
and systems-on-chip. It enables 

open-source hardware develop-
ment through its open design and 
support of a plethora of open sim-
ulators and CAD tools. OpenPiton 
was first designed to perform cut-
ting-edge computer architecture 
research at Princeton University, 
and opening it up to the public has 
led to thousands of downloads 
and numerous academic publi-
cations spanning many subfields 
within computing. In this article 
from the July/August 2020 issue 
of IEEE Micro, the authors share 
some of the lessons learned dur-
ing the development of OpenPiton, 
provide examples of how Open-
Piton has been used to efficiently 
test novel research ideas, and dis-
cuss how OpenPiton has evolved 
due to its open development and 
feedback from the open-source 
community.

Leveraging Smart Devices  
for Scene Text Preserved 
Image Stylization: A Deep 
Gaming Approach

With the rapid advancement of real-
time rendering quality in digital 
art, the use of computer vision 
techniques has become popular in 
producing aesthetically pleasing 
stylized images of natural scenes. 
However, the processing time to 
produce a stylized image is high, 
especially in resource-constrained 
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environments, such as smart 
devices. Most stylized imaging 
approaches are unable to 
preserve the fine details of the 
natural scene images, such as 
text, symbols, and logos in the 
painted image, which leads to 
the loss of significant semantic 
information. In this article from 
the April–June 2020 issue of 
IEEE MultiMedia, the authors 
propose a fast image stylization 
framework (digital oil painting) 
using incremental histogramming 
that preserves the text content 
of natural scenes while efficiently 
painting it in resource-constrained 
environments. They design a 
stable multiplayer stochastic 
game with deep networks to 
classify regions into text or 
nontext using deep networks. 

Quantifying the Politics 
and Physics of Ubiquitous 
Sensing, Using Veillance Flux

Sensing plays a critical role for 
human biology, as well as for tech-
nological systems. As distributed 
sensing, mass surveillance, and 
body-worn sensors become wide-
spread, there is a need for a clear 
metric of sensing to enable design 
and regulation of sensory devices 
in line with privacy requirements. 
In this article from the April–June 
2020 issue of IEEE Pervasive Com-
puting, sensing is quantified using 
veillance flux to create a metric 
and visualization of the capacity-
to-sense. Tracking the capacity-
to-sense “emitted” from cameras 

and other sensors is conceptu-
alized in terms of physics—with 
applications in transportation 
vehicles and industrial control, in 
journalism and scientific discov-
ery, and in how human sensing 
might be protected, shielded, and 
enhanced—in the face of false 
information in our increasingly 
networked world.

One Giant Leap for  
Computer Security

Today’s computer systems trace 
their roots to an era of trusted 
users and highly constrained hard-
ware; thus, their designs funda-
mentally emphasize performance 
and discount security. This article 
from the July/August 2020 issue 
of IEEE Security & Privacy presents 
a vision for how small steps using 
existing technologies can be com-
bined into one giant leap for com-
puter security.

Software Engineering for  
Data Analytics

We are at an inflection point where 
software engineering meets the 
data-centric world of big data, 
machine learning, and artificial 
intelligence. In this article from 
the July/August 2020 issue of 
IEEE Software, the author sum-
marizes findings from stud-
ies of professional data scien-
tists and discusses perspectives 
on open research problems to 

improve data-centric software 
development.

Towards Explainability in 
Machine Learning: The Formal 
Methods Way

Classification is a central disci-
pline of machine learning, and 
classifiers have become increas-
ingly popular to support or replace 
human decisions. We encounter 
them as email spam detectors, 
decision support systems (for 
example in healthcare), and finan-
cial risk analyzers. For example, 
Facebook uses classifiers to pre-
dict the likelihood that users will 
navigate or click in a certain way, 
at scale, for millions and millions 
of users every day. Classifiers also 
play a significant role in various 
areas of computer vision, where 
traffic signals and other objects 
need to be identified in order to 
“read” a situation during assisted 
or autonomous driving. Read more 
in this article from the July/August 
2020 issue of IT Professional. 

Join the IEEE 
Computer 
Society
computer.org/join
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Editor’s Note

When HPC Predicts the Future

From forecasting the weather 
and simulating disaster sce-

narios to estimating climate 
trends and even guessing soc-
cer scores, high-performance 
computing (HPC) is helping us 
make more-accurate predictions 
about the world around us. In this 
ComputingEdge issue, two arti-
cles from Computing in Science 
& Engineering describe super-
computing-enabled techniques 
that are leading to better pre-
dictions in biology and geology 
applications.

In “Predicting the Risk of Can-
cer With Computational Electro-
dynamics,” a Northwestern Univer-
sity research team uses Argonne 
National Laboratory’s Mira super-
computer to analyze macromolec-
ular behavior and quantify cancer 
risk. In “Supercomputing Improves 
Predictions of Fluid Flow in Rock,” 
Oak Ridge National Laborato-
ry’s Titan supercomputer informs 
engineering decisions by model-
ing how oil and water might move 
through rock layers.

Hardware innovations can 
improve computer performance 
significantly. IEEE Micro’s “Back-
End-of-Line Compatible Transis-
tors for Monolithic 3-D Integration” 
explains how HPC could bene-
fit from chips that integrate high-
performance memory and logic in 
new ways. Computer’s “Accelera-
tors for Artificial Intelligence and 
High-Performance Computing” 
discusses hardware-based strat-
egies for advancing HPC, such as 
new interconnect protocols and 
software–hardware interfaces.

Accuracy is a goal in not only 
HPC but also affective comput-
ing. The authors of “Cross-Lingual 
Sentiment Quantification,” from 
IEEE Intelligent Systems, present 
an effective method for positive–
negative polarity detection and 
other forms of sentiment analysis. 
In “Love, Joy, Anger, Sadness, Fear, 
and Surprise,” from IEEE Software, 
the authors advise using custom-
ized tools for sentiment analysis 
on software-engineering data to 
improve accuracy. 

Finally, this ComputingEdge 
issue explores considerations in 
building computer science curric-
ulums. In IEEE Pervasive Comput-
ing’s “Multidisciplinary and Inter-
disciplinary Teaching in the Utrecht 
AI Program: Why and How?,” the 
authors recount their experience 
revising college courses to incor-
porate a mix of engineering and 
humanities content. Meanwhile, 
the author of IEEE Security & Priva-
cy’s “Blockchains and Stealth Tac-
tics for Teaching Security” advo-
cates teaching security principles 
in all computer science courses, 
not just the ones that focus solely 
on security. 

WWW.COMPUTER.ORG
/COMPUTINGEDGE
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DEPARTMENT: LEADERSHIP COMPUTING

Predicting the Risk of Cancer 
With Computational Electrodynamics
A Computational Science Project is Building a “Microscope in a Computer” 
to Help Target Future Cancer Therapeutics

Nils Heinonen,  Argonne National Laboratory

A major supercomputer is helping scientists 
gain unprecedented insight into macromo-
lecular behaviors and interactions in live 

cells. The work, being conducted by a Northwestern 
University research team, assists the prediction of 
cancer risk at extremely early stages, potentially 
transforming how we diagnose and treat various forms 
of the disease.

“Simply put, we will learn much more about what 
goes on inside a living cell because we will literally 
get to watch it change,” said Allen Taflove, Professor 
at Northwestern's McCormick School of Engineering, 
of his team's work on Mira, the 10-petaflops IBM Blue 
Gene/Q system at the U.S. Department of Energy's 
(DOE's) Argonne National Laboratory.

Taflove is using Mira to further develop a low-cost, 
high-throughput optical microscopy technique, 
partial wave spectroscopy (PWS), which can sense 
macromolecular alterations associated with signs of 
cancer. Taflove's team was allocated time on Mira at 
the Argonne Leadership Computing Facility (ALCF) 
through DOE's Innovative and Novel Computational 
Impact on Theory and Experiment program.

Static PWS probes the relationship between 
molecular motion and macromolecular structure, 
which traditionally becomes extremely difficult at the 
relevant nanometric scales, by performing analysis 
with a one-time snapshot. Taflove and his team are 

using an open-source simulation tool, called Angora, to 
establish a dynamic component to PWS that will reveal 
macromolecular behavior in live cells. By advancing 
from static analysis to that of live cells, dynamic PWS 
stands to substantially improve the sensitivity and 
selectivity of the PWS technique.

COMBINING EXPERTISE
Taflove's longtime colleague Vadim Backman, North-
western's Walter Dill Scott Professor of Biomedical 
Engineering and Co-Principal Investigator for the proj-
ect, was among the first researchers to validate what 
has been termed the “field effect.” The field effect 
posits that cancer detection can be accomplished by 
properly analyzing seemingly normal tissue located 
some distance from afflicted lesions. This would cre-
ate the possibility, for example, that physicians could 
use buccal swabs to identify lung cancer, or use Pap 
smears to detect ovarian and cervical cancer. Back-
man developed the PWS technique precisely to imple-
ment such field-effect analyses. By first measuring 
and then unfolding data for the color spectra of pix-
els in the backscattering microscope image of a bio-
logical cell, he proposed that PWS could determine 
the degree of randomness of nanometric fluctuations 
of density within the cell. The degree of randomness, 
in turn, could be correlated to the presence of a can-
cer deeper in the body whose “field” includes the cell 
under analysis.

Backman's proposal was the source of some con-
troversy given that the intracellular density fluctua-
tions in question—ranging from 20 to 50 nm in size—
are smaller than the classical diffraction limit at visible 

This article originally  
appeared in 

 

vol. 22, no. 1, 2020

Digital Object Identifier 10.1109/MCSE.2019.2931669 
Date of publication 19 August 2019; date of current version 
2 January 2020.
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wavelengths. Quelling skepticism, in 2013 Backman's 
group published in Physical Review Letters (PRL) a rig-
orous, first-principles theoretical and computational 
analysis of PWS microscopy (i.e., one derived from 
Maxwell's equations). This analysis demonstrated 
that PWS indeed can accurately characterize the sta-
tistics of subdiffraction-scale density fluctuations; in 
fact, the spatial extent of these fluctuations is limited 
at the low end only by the signal-to-noise ratio of the 
PWS instrument.

The Maxwell's equations computational solver 
employed in the 2013 PRL paper was named Angora. 
Developed over a ten-year period in Backman's lab 
under the supervision of Taflove, Angora is built upon 
a finite-difference time-domain (FDTD) physics kernel 
that solves Maxwell's equations on nanoscale voxels 
within a simulated biological cell for an arbitrary 
lens-focused, apertured illumination. Integral trans-
forms simulating refocusing lenses and apertures 
are applied to the FDTD-computed optical electro-
magnetic near-field, culminating in the synthesis of 
true-color microscope images.

“Rigorously solving Maxwell's equations on 
nanometer-size voxels ultimately allows Angora to 
create full-color pixels at the image plane. These pixels 
can then be analyzed for spectral content,” Taflove 
said. “After optimizing Angora for Mira, we have been 
able to solve for more than one trillion vector electro-
magnetic field components, which we think is unique 
among such software.” Furthermore, by distinguishing 
between 20-nm fluctuations and 50-nm fluctuations, 
Angora far exceeds the capabilities of conventional 
microscopes.

To date, the Backman group has used PWS to suc-
cessfully quantify the risk of cancer in seven different 
organs (lung, colon, pancreas, esophagus, prostate, 
ovary, and thyroid) across several hundred patients. 
While dynamic PWS has been employed in fewer than 
ten of these cases so far (the vast majority instead 
making use of static PWS), the team has plans to 
assess several thousand more patients so as to gain 
the reliable statistics needed for U.S. Food and Drug 
Administration approval.

TARGETING NEW THERAPIES
Of great interest is a possible next step: building upon 
the findings of PWS to explore the development of 

novel cancer therapies. Historically, the seven can-
cers studied with PWS have been considered dispa-
rate diseases, each requiring specially tailored treat-
ments. But PWS has shown that unusually heightened 
intracellular-media density fluctuations are common 
to all, particularly as regards the chromatin, or genome 
structure, within the nucleus.

In light of this discovery, Backman is investigating 
a potential broad-spectrum cancer treatment he calls 
chromatin-protection therapy (CPT). Underlying CPT 
is the hypothesis that if density fluctuations of chro-
matin within a cancer cell's nucleus could, via some 
apposite medication, be reduced to those of a normal 
cell, then the cancer cell would be more susceptible to 
deactivation executed through standard treatments 

such as radiation or chemotherapy. Tests of CPT 
have already progressed to include a small number 
of human patients. In support of the CPT hypothesis, 
Taflove and Backman are proposing a series of Angora 
FDTD simulations of dynamic PWS for living cancer 
cells using ALCF supercomputers. “Here, stochastic 
models for the folding and spatial reorganization of 
the chromatin within the cell's nucleus will provide 
high-spatial-resolution input data to Angora models of 
dynamic PWS,” Taflove explained.

A paper published in Nature Communications rep-
resents the team's most impactful work yet. Employ-
ing dynamic PWS, the researchers measured the 
intracellular nanoscale structure and macromolecular 
dynamics of living cells, sensitive to changes as small 
as 20 nm and achieving millisecond temporal resolu-
tion. FDTD computations performed with Angora were 
validated by comparing them with experimental mea-
surements involving nanosphere imaging phantoms. 
Applying this system in vitro enabled the researchers 

“RIGOROUSLY SOLVING MAXWELL’S 
EQUATIONS ON NANOMETER-
SIZE VOXELS ULTIMATELY ALLOWS 
ANGORA TO CREATE FULL-COLOR 
PIXELS AT THE IMAGE PLANE. THESE 
PIXELS CAN THEN BE ANALYZED FOR 
SPECTRAL CONTENT,” TAFLOVE SAID.
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to explore higher-order chromatin structure and 
dynamics changes attributable to cellular fixation, 
stem-cell differentiation, and ultraviolet (UV) irradia-
tion. In doing so, a new phenomenon was discovered: 
cellular paroxysm, a synchronous, nearly instanta-
neous burst of intracellular motion that occurs early in 
the process of UV-induced cell death.

“The combination of our experimental and Angora 
computational studies has given us confidence that 
dynamic PWS provides the means with which to 
obtain nanoscale-sensitive, millisecond-resolved 
information within living cells without the need 
for any staining,” said Taflove, who then noted the 
undesirability of staining techniques, some of which 
require cytotoxic dyes that can alter the cellular 
behavior. “The impressive spatial-temporal resolu-
tion capabilities of dynamic PWS open the door for 
high-fidelity, high-throughput, early stage cancer 
screening, and possibly even novel cancer therapies 
if the CPT hypothesis is proven.”
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Deep beneath the Earth's surface, oil and 
groundwater percolate through gaps in rock 
and other geologic material. Hidden from 

sight, these critical resources pose a significant chal-
lenge for scientists seeking to evaluate the state of 
such two-phase fluid flows.

Fortunately, the combination of supercomputing 
and synchrotron-based imaging techniques enables 
more accurate methods for modeling fluid flow in large 
subsurface systems like oil reservoirs, sinks for carbon 
sequestration, and groundwater aquifers.

From 2014 to 2018, researchers led by computa-
tional scientist James McClure of Virginia Tech used 
the 27-petaflop Cray XK7 Titan supercomputer at the 
US Department of Energy's (DOE's), Oak Ridge National 
Laboratory (ORNL) to advance the team's computa-
tional code for modeling fluid flow in complex, porous 
geometries. McClure's team was allocated time on 
Titan through DOE's Innovative and Novel Computa-
tional Impact on Theory and Experiment program.

“To better understand the processes influencing 
multiphase flow, we rely on the synergistic application 
of theory, experiment, and computation,” McClure said 
during the second year of his team's work on Titan.

The synergy McClure described is important for 
fusing information gained at different length scales. 
For industrial applications, such as oil recovery, fluid 
flow is modeled at the macroscale, or the size of res-
ervoirs often measured in cubic kilometers. These 
macroscale models inform engineering decisions 
for businesses and other stakeholders. However, 
the physics of fluid flow is better understood at the 
nano- or microscales, or the size of pores stippled 

throughout layers of rock. Microscale models best rep-
resent the physical properties at play, such as porosity 
and viscosity.

Experimental data, including x-ray synchrotron 
images of rock samples, are essential to connecting 
these large and small scales. But the effort to collect 
and analyze data for a range of geologic materials 
is time consuming and leaves researchers with only 
static images of the dynamic process of fluid flow.

That's where supercomputers come in.
Guided by synchrotron data, McClure's team mod-

els the complex geometries of rocks, then simulates 
fluid flow based on fundamental physics principles. 
By combining modeling and simulation with in situ (or 
real-time) analysis, the team can predict the proper-
ties important to large-scale modeling of reservoirs.

NEW GEOMETRIC MODEL
In 2018, Titan enabled the team to develop a geomet-
ric model that requires only a few key measurements 
to characterize how fluids are arranged within porous 
rock—that is, their geometric state. The results were 
published in Physical Review Fluids.

The new geometric model offers geologists a 
way to uniquely predict the fluid state and to over-
come a well-known shortcoming associated with 
computational models that have been used for more 
than 50 years.

This article originally  
appeared in 
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Although the team's geometric model is new, its 
mathematical foundations have been around for over 
a century. Now, supercomputing power is bringing this 
mathematical approach to the surface.

Around the turn of the 20th century, the German 
mathematician Hermann Minkowski demonstrated 
that 3-D objects are associated with four essential 
measures: volume, surface area, integral mean curva-
ture, and Euler characteristic. However, in traditional 
computational models for subsurface flow, the volume 
fraction provides the only measure of the fluid state 
and relies on observational data collected over time 
for greatest accuracy. Based on Minkowski's funda-
mental analysis, the traditional computational models 
for subsurface flow are incomplete.

To apply Minkowski's result to the complex, mul-
tiphase fluid configurations found in porous rock, 
McClure's team needed to generate a large amount of 
data, and Titan provided the extreme computational 
power needed.

Working with international collaborators, the 
team selected five microcomputed tomography 
(microCT) datasets collected by x-ray synchrotrons 
to represent the microscopic structure of real rocks. 
The datasets included two sandstones, a sand pack, a 
carbonate rock, and a synthetic porous system known 
as Robuglas. The team also included a simulated pack 
of spheres.

Within each rock, thousands of possible fluid con-
figurations were simulated and analyzed, totaling more 
than 250000 fluid configurations. Using the simulation 
data, the team was able to show that a unique relation-
ship exists among the four geometric variables, paving 
the way for a new generation of models that predict 
the fluid state from theory rather than by relying on a 
historical set of data.

“Relationships once thought to be inherently 
history-dependent can now be reconsidered based 
on rigorous geometric theory,” McClure said. Further-
more, the geometric result can be applied to nearly 
any system that involves complex structures and may 
be valid for characterizing systems, such as fuel cells, 
brain tumors, and neural structures.

GPUS FOR GEOLOGY
Developed by McClure, the team's Lattice Boltzmann 
for porous media (LBPM) code is named for the 
statistics-driven lattice Boltzmann method that calcu-
lates fluid flow across a range of scales. The method is 
particularly suited for GPUs.

On supercomputers with hybrid CPU–GPU archi-
tectures like Titan, calculations for modeling and simu-
lation can be performed entirely on GPUs, whereas in 
situ analysis is carried out by otherwise idle CPUs. In 
situ analysis—which uses the simulation data at short 
length scales to generate information at the reservoir 
scale for industry use—enables researchers to further 
converge the three pillars of theory, experiment, and 
computation.

“Lattice Boltzmann methods perform very well 
on GPUs,” McClure said. “In our implementation, the 
simulation runs on the GPUs, whereas the CPU cores 
analyze information or modify the state of the fluids.”

On Titan, the team has been able to analyze a 
domain size of 46 billion voxels (similar to 3-D pixels) 
every 1000 time steps, representing approximately 1 
min of computing time. The analysis framework within 
LBPM can churn through petabytes of data per hour, 
meaning that less data are written to disk and postpro-
cessing analyses are considerably more efficient.

Larger simulations on next-generation comput-
ers, such as the Oak Ridge leadership computing 
facility's (OLCF's) 200-petaflop IBM AC922 Summit 
system, ranked the world's fastest supercomputer 
in 2018—and future exascale systems, such as the 
OLCF's recently announced Frontier will be needed 
to model larger domain sizes, at which scientists 
can approach the same sample size as experiments 
with a much deeper understanding of the underlying 
physics. The OLCF is a DOE Office of Science User 
Facility located at ORNL.

“With each new generation of supercomputer, 
we can roughly double the domain size using LBPM,” 

“RELATIONSHIPS ONCE THOUGHT TO 
BE INHERENTLY HISTORY-DEPENDENT 
CAN NOW BE RECONSIDERED BASED 
ON RIGOROUS GEOMETRIC THEORY,” 
MCCLURE SAID.
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said Mark Berrill, the OLCF computational scientist 
who programmed LBPM's in situ analysis framework.

Titan, Summit, and eventually Frontier will all uti-
lize GPUs to boost calculation speed. Whereas Titan 
pairs each of its 18688 NVIDIA Kepler GPUs with a 
16-core AMD Opteron CPU on a single node, Summit 
couples multiple GPUs per CPU, with six NVIDIA Volta 
GPUs and two IBM Power9 CPUs per node for a total of 
27,648 GPUs.

“One of the biggest changes between Titan and 
Summit has been programming codes to leverage 
multiple GPUs,” Berrill said. “The in situ analysis had 
to be updated to improve performance because the 
GPUs are much more powerful and faster on Summit, 
and the analysis, which is controlled by the CPUs, has 
to keep up.”

As a powerful artificial intelligence machine, 
Summit may also allow the team to explore new 
techniques, such as machine learning for modeling a 
greater variety of rock types. Such models may help 
populate “digital rock” databases used by scientists 
and industry for reservoir-scale modeling where 
experimental data are lacking.

“The release of the Summit supercomputer enables 
larger simulations that will further push the boundar-
ies of our understanding of these complex, multiscale 
systems,” McClure said.

UT-Battelle LLC manages ORNL for DOE's Office 
of Science. The Office of Science is the single larg-
est supporter of basic research in the physical sci-
ences in the United States and is working to address 
some of the most pressing challenges of our time. For 

more information, please visit https://science.energy 
.gov. 
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Simulations of geometric states of fluid (red) in rock (tan). Using Titan, researchers validated a geometric model for character-
izing fluid flow in porous rock and geologic materials from theory. Image courtesy of James McClure.
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The manufacturers of high-performance logic have been ardent champions of Moore’s 
Law, which has resulted in exponential increase in aerial transistor density to 100 million 
transistors per square millimeter of silicon real estate. However, it is the memory chip 
makers who have taken the first step toward escaping the confines of scaling within the 
horizontal plane and have embraced the vertical or the third dimension. The dynamic 
random access memory manufacturers have adopted stacked capacitors that tower 
above the silicon plane that hosts the access and peripheral transistors, whereas the nand 
flash memory technologists can stack 128 layers of charge trap flash cells on top of each 
other in a monolithic fashion. To enable monolithic three-dimensional (M3D) integration of 
high-performance logic, one needs to solve the fundamental challenge of low temperature 
(<400 °C) in situ synthesis of high mobility n-type and p-type semiconductor thin films 
that can be utilized for fabrication of back-end-of-line (BEOL) compatible complementary 
MOS transistors under the constraint of limited thermal budget. This article discusses 
recent progress in the selection and optimization of semiconductor materials for BEOL 
compatible transistors to enable sequential M3D integration for a range of applications.

The invention and demonstration of the 
self-aligned planar gate silicon MOSFETs in the 
late 1960s laid the foundation of the semicon-

ductor integrated circuit (IC) industry. Gordon Moore's 
bold prediction that transistor count will double every 
two years1 in conjunction with Bob Dennard's scal-
ing guidelines,2 subsequently led to the exponential 
growth of the IC industry as transistor dimensions 
and supply voltage of operation shrunk proportionally 
until 2000. This period is often referred to as the era of 
geometric (or classical scaling).

Post 2000, the second era of equivalent (or effec-
tive) scaling continued enabled by the invention of 
the strained silicon and silicon-germanium channel 

transistors,3 the high-k/metal gate transistors,4 and 
the nonplanar tri-gate (or FinFET) transistors.5 During 
this era, the effective velocity of electrons and holes 
received a boost from the strain engineered channel, 
the electrical thickness of the gate oxide got thinned 
from the high permittivity of hafnium dioxide replac-
ing silicon dioxide, and the effective minimum width 
of the FinFET actually increased even as the physical 
footprint shrank thanks to taller fin height and tighter 
fin pitch. The IC industry is expected to continue with 
this exponential march for at least another decade and 
deliver on the targeted transistor density and perfor-
mance increase at the historical rate.

What takes place beyond 2030? Even if contin-
ued progress in transistor scaling leads to advances 
in processor core speed and energy efficiency, the 
overall system performance and energy efficiency 
may still stall due to the memory bottleneck. Memory 
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bottleneck is caused by the extraordinary volume of 
data traffic between the logic cores and the off-chip 
memory that forces the processor to spend an increas-
ing number of idle times waiting for data to be fetched 
from the memory.

There are several approaches to overcoming the 
memory bottleneck problem from both processor 
architecture changes and from process technology 
innovations. Architectural innovations include 1) 
data caching where frequently used data are stored 
in on-chip SRAM where it is more readily accessible 
than memory stored off-chip; 2) prefetching critical 
data into the cache memory before actual request 
comes through; 3) multithreading where multiple 
requests are handled simultaneously in separate 
threads; and, finally, 4) processing-in-memory where 
compute is moved to the edge of the memory block 
to take advantage of the data locality and mitigate 
data movement.

Process technology innovations that address 
the memory wall challenge include 1) increasing 
the capacity of on-chip SRAM block that delivers 
the highest bandwidth and energy efficiency; 2) 
constructing high bandwidth memory (HBM) by 
stacking multiple dynamic random access memory 
(DRAM) cells on top of each other and connecting 
them with through-silicon-via's (TSVs), and creating 
high bit rate connection between the HBM and the 
processing units using silicon interposer; and, finally, 
3) monolithic three-dimensional (M3D) integration of 
high-performance memory and logic on the same chip.

The rest of this article is organized as follows. The 
“Why M3D Integration” section discusses applications 
that will immediately benefit from the evolution from 
conventional 2-D to M3D integration. The “Achieving 
M3D Integration” section portrays the landscape of 
semiconductors, semiconducting oxides, and chal-
cogenides as channel material candidates for upper 
layer transistors to realize M3D ICs for specific appli-
cations. The “Recent Experimental Demonstration” 
section highlights recent experimental demonstration 
of upper layer transistors processed under a thermal 
budget of less than 400 °C. The Future Outlook sec-
tion concludes by identifying critical challenges that 
still remain before M3D integration becomes a main-
stream technology for high-performance data centric 
computing applications.

WHY M3D INTEGRATION
Identifying a killer application for M3D integration is 
nontrivial when one takes into consideration the pro-
cess complexity and the reliability/yield challenges. 
The performance and cost advantage arising from par-
titioning a chip into a multitude of functional blocks 
and stacking such blocks up vertically in multiple tiers 
requires careful analysis. The holy grail of M3D inte-
gration is the ability to ultimately construct the vari-
ous tiers of active components in a cost effective man-
ner using nanofabrication techniques that address 
many tiers at once (similar to 3-D nand flash memory). 
Tier-by-tier buildup of active layers with expensive pat-
terning and alignment steps applied to each layer does 

not necessarily improve the cost per transistor metric 
and may complicate the value proposition of M3D. In 
such a case, the performance and energy-efficiency 
advantage at the application level has to be extremely 
high to justify the migration from conventional 2-D to 
M3D system.

Figure 1 shows three potential applications where 
M3D integration offers quantifiable performance and 
energy efficiency advantages over the conventional 
2-D approach. Today, there is tremendous commercial 
interest in accelerating the information throughput 
for artificial vision and deep learning systems. Such 
applications are not only memory bound but also 
feature data access patterns that traverse the on-die 
SRAM along multiple logical dimensions (e.g., both row 
and column accesses within the array). Conventional 
SRAM-based memory systems offer easy access to 
data that are stored contiguously along the row direc-
tion. Thus, current approaches have to either retrieve 
the column data sequentially by accessing multiple 

THE HOLY GRAIL OF M3D 
INTEGRATION IS THE ABILITY 
TO ULTIMATELY CONSTRUCT 
THE VARIOUS TIERS OF ACTIVE 
COMPONENTS IN A COST EFFECTIVE 
MANNER USING NANOFABRICATION 
TECHNIQUES THAT ADDRESS MANY 
TIERS AT ONCE (SIMILAR TO 3-D NAND 
FLASH MEMORY).
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rows or first transpose column aligned data for sub-
sequent retrieval in a row-wise fashion. Both incur 
significant penalty in latency and energy consumption 
for every column read operation. Figure 1(a) illustrates 
an eight-transistor SRAM cell where two additional 
transistors are introduced for column read operation, 
at the expense of increased cell area footprint. M3D 
integration provides an opportunity to move the two 
additional transistors to the upper tier and preserve 
the same area as the original 6T SRAM cell. This is sig-
nificant die area saving since the SRAM covers almost 
70% of silicon real estate in today's processors. The 
M3D via necessary to access the storage node by the 
column read transistors is a critical technology com-
ponent and needs to exhibit low enough resistance 
and capacitance such that latency of the M3D SRAM 
cell is not compromised in the process. The proposed 
3-D SRAM cell can provide up to 5× power savings dur-
ing column wise data access with no degradation in 
cell stability and performance.6

In recent years, the scaling of DRAM has become 
extremely difficult because the aspect ratio of the 
storage capacitor increases exponentially. The relent-
less scaling of planar and FinFET-based DRAM access 
transistors through innovations like recessed channel 
array transistor for longer effective channel length, 

and junction grading for gate 
induced drain leakage current sup-
pression requires new transistor 
architectures such as the vertical 
gate-all-around FETs with superior 
electrostatics. Eventually, 2-D 
transistor scaling will slow but the 
need for high-density DRAM will 
continue unabated. M3D DRAM 
with the storage capacitor and 
the array transistor in the upper 
tier and peripheral logic transis-
tors underneath the memory 
array, prompts the investigation 
of back-end-of-the-line (BEOL) 
compatible channel materials for 
next generation 3-D DRAM array 
transistors. Assuming 60% array 
efficiency, such an M3D DRAM 
technology offers approximately 
70% more area per die for memory.

In the area of reconfigurable computing, the M3D 
approach can positively impact the performance, 
power, and area benchmarks for SRAM-based 
field-programmable logic array (FPGA). An FPGA 
comprises islands of configurable logic blocks (CLB) 
that are connected to each other via horizontal and 
vertical routing channels. The channels are interfaced 
to the CLB by connection blocks while the signals get 
routed between the channels by switch blocks (SBs). 
In FPGAs, the SBs need to be spaced out to accom-
modate the routing switches and channels, thereby 
leading to penalty in latency, energy consumption, and 
die area. Figure 1(c) illustrates the advantage of M3D 
FPGAs where the configuration memory and the rout-
ing switches are stacked directly over the CLB.7 It is 
estimated that a tenfold increase in logic density, four 
times improvement in latency, and fivefold reduction 
in dynamic power dissipation are achievable from the 
implementation of 3-D FPGA.8

ACHIEVING M3D INTEGRATION
There are two integration approaches, parallel and 
sequential, to add additional tiers of logic and memory 
and enable M3D integration. The multiple die stack-
ing approach using TSV is an example of the parallel 
integration scheme. In this scheme, the wafer to be 

FIGURE 1. Potential applications of M3D integration highlighting its advantage over 
traditional 2-D integration. (a) SRAM. (b) DRAM. (c) FPGA.
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stacked is processed separately and subsequently 
mounted on top of another processed wafer. The 
blocks reside in horizontal planes that are parallel to 
each other on the top and the bottom wafers, which 
are then electrically connected using high aspect ratio 
TSVs. In another approach, layer transfer technology, 
similar to “smart cut” process used to manufacture 
silicon-on-insulator (SOI) wafers, is used to stack thin 
silicon layers on top of prefabricated wafers and fabri-
cate transistors later on. Here, the interlayer vias pass 
through the thin active layer, and hence, can be much 
smaller in dimension and spacing than the conven-
tional TSVs, leading to high inter-tier via density. The 
achievable inter-tier connection density would be in 
the range of 10,000 to 100,000 via's per square millime-
ter. On the other hand, in the sequential M3D scheme, 
the transistors are processed using in situ semicon-
ductor thin film growth/deposition and nanofabrica-
tion techniques directly aligned with the bottom tier 
transistors. In principle, the sequential M3D integra-
tion scheme can enable inter-tier connection density 
at level commensurate with the lower level (metal 1 
through metal 4) interconnect and via pitch of a con-
ventional 2-D IC. Thus, sequential M3D ICs can provide 
inter-layer via density that is approximately two orders 
of magnitude more dense than the TSV density. This 
results in super high density and energy efficient com-
munication between the components residing in dif-
ferent tiers (see Figure 2).

There are fundamental challenges that need to 
be overcome before sequential M3D with extremely 
fine grained integration density becomes a reality 
for next-generation microsystems. The fabrication of 
transistors in the upper tiers under reduced thermal 
budget (less than 450 °C) is challenging since the 
performance and stability of the devices need to 
be guaranteed, while the electrical performance of 
the high-performance transistors in the bottom tier 
cannot be compromised. It is possible to deposit the 
amorphous thin films of semiconductors at low tem-
perature and crystallize them in situ in selective areas 
using BEOL compatible processing steps (such as laser 
induced recrystallization or metal-induced crystalliza-
tion of amorphous thin films). Compared to the layer 
transfer approach, the in situ selective active area 
growth approach is more cost effective and enables 
3-D configurations where the top tier transistors are 

fully or partially self-aligned with the bottom tier front 
end transistors (see Figure 3).

The choice of the materials to form the upper 
tier transistors and their respective synthesis routes 
ranges from amorphous or polycrystalline mate-
rial deposition and recrystallization using ultrafast 
anneal. Novel synthesis technique(s) beyond RF sput-
tering such as plasma-assisted atomic layer deposi-
tion and electron-enhanced atomic layer deposition 
can be used to form the channel of the upper layer 

FIGURE 2. Achievable inter-tier via density as a function 
of the specific 3-D integration scheme: Die stacking, layer 
transfer, in situ sequential integration.

FIGURE 3. Process flow for in situ nanofabrication of upper 
layer transistors under low thermal budget, which are aligned 
to the bottom tier transistors.
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transistors under thermal budget constraint. The 
optimal set of materials to serve as the channel for 
the upper layer transistors depend critically on the 
intended application.

Figure 4 shows the materials landscape available 
to form channels for the top layer transistors. The 
carrier mobilities span over three decades of mag-
nitude with carbon nanotubes (CNTs) exhibiting the 
highest values but also low energy bandgap values 
to date. The energy band gaps range from 0.6 eV (in 
the case of a single-walled CNT) to as high as 4.5 eV 
(for gallium oxide). Transistors fabricated with CNTs 
or gallium oxide will have off-state current specifica-
tions spanning across several tens of orders of mag-
nitude. Thus, the selection of the channel material will 
depend on the intended function of the upper layer 
transistors. For high performance M3D logic, CNTs, 
poly-crystalline Si, and polycrystalline germanium 
(or even polycrystalline compound semiconductors) 
make practical sense. On the other hand, for an access 
transistor for an M3D DRAM array, one may target in 
situ growth of high mobility transition metal oxides 
(TMO) and transition metal dichalcogenides as chan-
nels with energy bandgaps greater than 1.5 eV. In 
particular, TMOs feature conduction band states that 
are derived from the isotropic s-orbitals, show accept-
able electron transport property even in the presence 
of disorder and exhibit wide bandgap (> 3 eV), which 
make them quite promising for n-channel transistors 

in the upper layers and suitable for applications that 
demand extremely low off-state leakage current such 
as the DRAM access transistor or SRAM transistors. A 
p-channel transistor solution within the same material 
system would provide further flexibility to design and 
implement complementary 3-D circuits.

High mobility p-type TMO material remains elusive 
to date since the valence band states are derived from 
the oxygen p-orbitals. It is possible to “design” new 
materials where extended orbital electronic states 
derived from the metal s-orbital sit above the valence 
band minimum. These extended electronic states 
are typically derived from the transition metals when 
they are in the reduced valence state. Thus, it is pos-
sible to have TMOs with low enough hole effective 
masses in comparison to the large effective hole mass 
observed with the flat p-orbital, thereby providing high 
hole-mobility channel material options for BEOL com-
patible p-channel FETs.11

RECENT EXPERIMENTAL 
DEMONSTRATION

There have been feasibility demonstrations of experi-
mental prototypes of sequential M3D ICs using either 
layer transfer technique or in situ growth approach. 
For example, a four-tiered 3-D IC with two layers of 
CNT transistors and resistive RAM devices and two 
intermediate layers of interconnects on top of sili-
con CMOS logic has been demonstrated.9 Alterna-
tively, a low temperature (200 °C) molecular bonding 
process was utilized to attach a single crystal silicon 
active layer to the interlayer dielectric on a fully pro-
cessed SOI wafer.10 Here, the top layer MOSFETs were 
processed at low temperature (≤600 °C) using a novel 
solid phase epitaxy technique to activate the source 
drain dopants, without causing any detrimental impact 
to the performance of the prefabricated bottom layer 
transistors.

In our recent work, we have explored TMO material 
such as thin films of polycrystalline In2O3 doped n-type 
with 2.3% by weight WO3 (IWO). The role of tungsten 
(W) is to supply electrons to the wide bandgap In2O3 
making it a semiconducting oxide with a band gap of 
approximately 2.35 eV. Incorporating excess oxygen 
in the IWO thin film allows us to carefully tailor the 
electron concentration and create a nondegenerate 
depletable material suitable for transistor channel. 

FIGURE 4. Materials landscape for forming channels of BEOL 
compatible transistors to support M3D integration.
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We have experimentally achieved near room tempera-
ture deposition of 10-nm-thick IWO films on silicon 
wafers using RF sputtering technique. Hall transport 
measurements show that we can obtain an electron 
mobility of approximately 40 cm2V-1s-1 for a carrier 
concentration of 1011 cm-2. In the future, more care-
ful optimization of the microstructure of the thin film 
using ultrafast anneal schemes can further enhance 
the electron mobility.

In order to evaluate IWO as a potential candidate 
for BEOL compatible BEOL transistor channel for M3D 
DRAM application, we utilized a local back gate FET 
process flow to fabricate an IWO-based n-channel 
MOSFET with 200-nm physical gate length. It should 
be noted that the stability (in terms of threshold volt-
age drift) of the IWO FETs postfabrication is a serious 
concern. We have succeeded in stabilizing the tran-
sistor characteristics by plasma enhanced chemical 
vapor deposited SiO2 capping layer processed at 
250 °C—well below the thermal budget of less than 
400 °C. Figure 5(a) and (b) illustrates the schematic 
of the bottom gated IWO n-channel MOSFET and a 
top down scanning electron microscope image of the 
fabricated transistor. Figure 5(c) and (d) shows the 
transfer characteristics of the 200-nm gate length 
IWO n-channel MOSFET measured at 25° C and 85 °C, 
respectively. Extremely low off-state current IOFF 
of 1-fA/μm width is obtained with an on-state drive 
current ID, SAT  of 20 μA/μm at 1-V drain-to-source 
bias and a 3-V gate voltage swing. Figure 5(e) and 
(f) shows the output characteristics of the IWO 
n-channel MOSFET, showing excellent output satura-
tion at both 25° C and 85 °C operating temperatures. 
Interestingly, the on-state drive current is higher at 
85 °C, due to lower threshold voltage VT and improved 
channel transport characteristics due to screening 
of impurity scattering at higher temperature. The 
transistor shows negligible hysteresis and subthresh-
old slope approaches the near-ideal value of 60 mV/
decade. The demonstration of the IWO n-channel 
MOSFET with ID, SAT  to IOFF  ratio exceeding ten orders 
of magnitude (>1010) is a feasibility demonstration of 
a potential BEOL compatible transistor option suit-
able as access transistor for M3D DRAM.

New nanofabrication techniques, such as selec-
tive atomic layer deposition of metals and metal bar-
rier layers, need to be developed in parallel to address 

the challenge of filling high aspect ratio interlayer 
via's with ultralow resistivity conductors. The thermal 
dissipation bottleneck in M3D CMOS needs to be 
addressed. A large number of stacked active layers 
with co-located logic and memory solves the memory 
wall problem, but will inevitably lead to markedly 
enhanced compute density and, hence, higher power 
dissipation leading to elevated chip temperatures.

FUTURE OUTLOOK
Sequential M3D integration is a promising approach 
for delivering on the promise of Moore's Law of 
increasing transistor density at the historical pace. 
Vertical stacking of one or more layers of active com-
ponents on top of prefabricated high-performance 
transistors supported by inter-tier via density over 
tens of millions per square millimeter provides several 
advantages. First, it shrinks the die area while simul-
taneously providing for higher number of transistors. 

FIGURE 5. Schematic of the tungsten (W) doped Indium oxide 
In2O3 (IWO) n-channel MOSFET fabricated under stringent 
thermal budget of less than 250 °C. Measured transfer and 
output characteristics of the 200-nm gate length IWO MOS-
FETs at room temperature and at 85 °C.
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The reduced wire-length resulting from smaller die 
area and the shorter distance that signals need to tra-
verse between the blocks in the upper and lower tiers 
result in higher performance and power savings. Sev-
eral fundamental challenges remain before M3D inte-
gration becomes a commercial reality. From manu-
facturing and yield perspective, processing the top 
layer under restricted thermal budget requires break-
through advances in selective deposition of high qual-
ity semiconductor or semiconducting oxide and chal-
cogenide thin films, demonstration of stable, reliable 

BEOL transistors with performance specifications 
consistent with intended function, creation of dense 
inter-tier via's filled with high conductivity metals, 
seamlessly integrated thermal management struc-
tures and, last but not the least, M3D electronic design 
automation tool chain enablement. Parasitic resis-
tance and capacitance mitigation strategy for the 
BEOL transistors to enable fine grained M3D integra-
tion needs to be at the forefront of consideration dur-
ing process integration. 
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COLUMN: VIRTUAL ROUNDTABLE

Accelerators for Artificial 
Intelligence and High-
Performance Computing
Dejan Milojicic, Hewlett Packard Labs

Computer hosts a virtual roundtable to discuss artificial intelligence and high- 
performance computing.

In this virtual roundtable, we are looking at 
accelerators for artificial intelligence (AI) and 
high-performance computing (HPC). The round-

table was organized by Dejan Milojicic. Joining him are 
three experts in the field: Paolo Faraboschi, Satoshi 
Matsuoka, and Avi Mendelson.

Dejan Milojicic: We’re here to talk about HPC and AI, 
but let’s start with a little background. Tell us some-
thing about your experience in the field.

Paolo Faraboschi: I received my Ph.D. from the Uni-
versity of Genoa, Italy, in electrical engineering and 
computer science, in 1993. I am currently a Hewlett 
Packard Enterprise fellow, vice president, and lead 
researcher in the Systems Architecture Lab at Hewlett 
Packard Labs. My technical interests lie at the inter-
section of hardware and software and include HPC, 
workload-optimized systems-on-chip (SoCs), and 
highly parallel systems.

I was the lead hardware architect on The Machine 
Project (2014–2017), and I am now the technical prin-
cipal investigator of Hewlett Packard Enterprise’s 
PathForward project, in collaboration with the U.S. 
Department of Energy (since 2017), accelerating 
technology toward exascale computing. In the past, 
I was a key contributor to Hewlett Packard’s Project 
Moonshot on energy-efficient, software-defined 

servers (2009–2013); I led system-simulation activities 
(the COTSon simulator, 2004–2008); and I developed 
custom-instruction-level, parallel, very-long-instruction, 
word-embedded processors (the ST200/Lx family, 
1997–2003) and compilers.

Satoshi Matsuoka: I have been a researcher on HPC 
systems since my Ph.D. days. I’ve worked on vari-
ous system-software research on issues such as par-
allel programming languages and their runtime sys-
tems, resource-scheduling algorithms, large-scale 
system resilience, low-power computing in HPC, and 
scaling big data and machine learning on large HPC 
systems. Also, as a division leader of research infra-
structures at the Global Scientific Information Com-
puting Center, Tokyo Institute of Technology, since 
2001, I have designed, deployed, and operated a series 
of modern-leadership supercomputers, especially the 
Tsubame series, which became the fastest machines 
in Japan, in 2006; the first supercomputers to deploy 
graphics-processing units (GPUs) at scale, in 2008; the 
first petascale system in Japan, in 2011; and the “green-
est” supercomputer in the world multiple times, in 
2013–2014 as well as 2017.

In April 2018, I became a director of the Riken 
Center for Computational Science (R-CCS), Japan’s 
tier 1 supercomputing research and infrastructure 
center, hosting the leadership of the K computer and 
undertaking the development of the successor post-K 
machine with our corporate partners, which will be the 
first exascale machine in the world, to be deployed in 
2020. Furthermore, I am leading the R-CCS research on 

This article originally  
appeared in 

 

vol. 53, no. 2, 2020

Digital Object Identifier 10.1109/MC.2019.2954056 
Date of current version: 12 February 2020



www.computer.org/computingedge 23

the convergence of big data and modern AI with HPC 
as well as investigating the future of HPC hardware 
and software architectures, anticipating the arrival of 
the post-Moore era, in the late 2020s.

Avi Mendelson: I am active in different aspects of 
HPC systems, including research in processor archi-
tectures for HPC; accelerators for HPC, such as 
general-purpose GPUs; field-programmable gate 
arrays (FPGAs); and heterogeneous systems. I started 
my research while I was at Intel and continue it 
now that I am in academia. Recently, I expanded my 
research to hardware support for machine learning 
and security aspects in HPC infrastructure. I am also 
involved with innovation-related activities as part of a 
European Union project, Eurolab4HPC (https://www.
eurolab4hpc.eu/), that focuses on using open-source 
software and hardware in HPC and different forums 
that examine possible roadmaps in the field.

Milojicic: Let’s start with the current state of HPC in 
AI. What is the current state of the field? What has 
been accomplished to date?

Faraboschi: If I had to define the state of AI and HPC 
today, I would call it “the era of mainstream heteroge-
neity.” After decades of steady tick-tock gains driven 
by semiconductor-process improvements, we’ve seen 
a slowing of the traditional means of increasing pro-
cessor speeds through the mechanisms of Moore’s 
law. Today’s architectures (and those in the foresee-
able future) will need to rely a lot more on accelera-
tors to deal with specific problems. I think the jury is 
still out on whether these accelerators will continue 
to look like GPUs or something else, such as proces-
sors that are considerably more dedicated and spe-
cialized. My vote goes for something a bit more ded-
icated, still optimized to a domain rather than to a 
single application.

Because HPC is increasingly relying on massively 
parallel accelerated hardware, it is starting to force 
software developers to create parallel software and 
think hard about data-domain decomposition that 
weakly scales almost without limits. For the exascale 
generation, which should arrive in roughly 2021 or 2022 
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by the latest projections, we will be seeing applications 
that run a billion-way parallelism. This is an astounding 
number that was unthinkable only a few years ago, but 
it is now almost taken for granted.

Matsuoka: Until around 2004, achieving the highest 
single-threaded core/chip performance was techni-
cally feasible for HPC. As a result, a majority of sys-
tems still used hardware somewhat dedicated to HPC, 
such as Cray/NEC vector processors. The growth of 
the overall system parallelism was slow, and the sys-
tem software and applications were still tailored for 
such systems.

There was a rise of commodity-hardware–based 
clusters that began in 1993, but these clusters were 
rather low-end machines and no match for the 
leadership-class machines, such as the U.S. Acceler-
ated Strategic Computing Initiative machines and the 
Japanese Earth Simulator. However, when Dennard 
scaling ended around 2004, HPC quickly transitioned 
into increasing the parallelism as much as possible to 
achieve the highest performance with the lowest die 
area/power/cost. It attempted to utilize the overall 
IT-industry ecosystem, which went for parallelism for 
performance acceleration, including multicore CPUs 
and many-core GPUs, and algorithms, software, and 
applications adapting to the change.

The transition from the custom instruction-level/
vector parallel machines to massively parallel machines 
has been remarkably successful. It has continued the 
so-called Moore’s law, which projects an exponential 
increase in system performance, roughly a factor of 1,000 
every 10 years. It has enabled the solutions to many 
difficult scientific problems that were deemed imprac-
tical at massive scale. We see examples in the ACM 
Gordon Bell awards, where scientific breakthroughs 
are achieved with multipetaflop performances. Now, 
we are on the verge of achieving exascale, where 
machines that are 50–100 times more powerful than 
those of the early 2010s are being planned. As Paolo 
noted, these will be deployed in roughly the 2020–2023 
timeframe, and they will be enabled by large-scale 
projects in respective regions of the world, including 
the United States, Japan, China, and Europe.

Mendelson: I believe that, from the system point of 
view, we are at a kind of inflection point. On one hand, 

we already reached the “endpoint” of some technol-
ogies. For example, we cannot significantly increase 
clock speeds anymore. We can use a huge amount of 
main memory, but we don’t know how to manage it 
efficiently. Thus, it seems like a major change is about 
to happen, but it is not clear when it will happen, how 
the “new computational world” will look, and how 
long the transition will take. We need to examine this 
change from two different points of view: the system 
point of view and the usage-model point of view.

From the system point of view, people are using the 
term “end of Moore’s law” to indicate that the technol-
ogy doesn’t scale anymore. It doesn’t scale anymore, 
but that doesn’t mean that we can’t increase speeds. 
The main problem is that achieving a new stage of 
power/performance does not depend anymore on a 
single factor but on many factors.

In the past, you could trust that frequency scaling 
and architecture enhancements would double the per-
formance of software. Today, we improve performance 
mainly by using accelerators and many cores. Thus, to 
take advantage of the potential of the next generation 
of hardware, you also need to change your software 
stack or the optimization that you are using and, in 
many cases, the algorithm. For example, you may need 
to replace floating-point operations with quantization. 
This has caused the pace of change to significantly 
slow down and the cost of development to signifi-
cantly increase, and even more significantly, it makes 
the market move from general-purpose systems to 
domain-specific solutions. But domain-specific sys-
tems have a smaller market, and they reduce the inter-
est of large companies to invest in new ideas, except 
for applications such as machine learning.

From the usage-model point of view, we are facing 
another major challenge; the market is moving from a 
computational-centric point of view (for example, what 
is the best way to compute) to a data-centric view or a 
combination of both. For example, it is known that the 
quality of many machine-learning algorithms depends 
on the amount (and quality) of data available to train 
them. It is also known that much of the energy we are 
spending for computation depends on the data move-
ment and not only on the computations. Thus, building 
an efficient system requires a deep understanding of 
the data structure, memory subsystem, communica-
tion subsystem, and processor architecture.
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Milojicic: So those are the problems. What are the 
challenges that we are facing? What problems do we 
need to solve to continue to expand HPC?

Faraboschi: It’s like what Avi just said. One of the key 
challenges I see is preserving a system balance that 
helps programmers’ productivity without requiring 
heroic, one-off, unportable coding efforts for each 
acceleration flavor du jour. In 2022, after the world will 
have recovered from the exascale “race to the Moon,” 
we may end up with a handful of unbalanced machines. 
I expect that the scientific community, which is the 
real stakeholder for HPC, will take a step back and 
start asking for more balanced, possibly smaller, sys-
tems that deal with sparsity, irregular computation, 
and more complex workloads.

Two examples of clearly imbalanced areas that 
come to mind are memory and fabric. Since most AI 
and HPC algorithms are bandwidth hungry, we are see-
ing systems moving to an all-high-bandwidth-memory 
(HBM) configuration. That will happen very soon. 
However, it comes at the expense of memory capacity, 
so developers will find themselves having to search for 
locality in places where there may be none. When it’s 
possible to trade compute for memory capacity, this 
state of affairs will lead to better algorithms, but, in 
other cases, it may slow down the science. So we will 
have to find better ways to keep bandwidth and capacity 
in balance. Similarly, on the interconnect, we are seeing 
trends that try to keep the interconnect cost and power 
under control by lowering the ratio between the fabric 
injection and computation. This again exacerbates the 
imbalance between local and remote computation.

Matsuoka: As Paolo said, there are several problems 
facing the field. Most of them are related to the slow-
ing down of semiconductor advances or approaching 
the so-called end of Moore’s law, where there would 
no longer be a free lunch in increasing the number of 
transistors over time while sustaining the chip power. 
Thus, the days of an ever-increasing number of cores is 
starting to end. The expansion of many-core architec-
tures is already starting to slow, as we can no longer 
facilitate cores without the corresponding rise in the 
die area, power, and cost.

The problem spans all of IT but affects the HPC field 
the most, as it is the most performance-conscious 

domain. There are various solutions being worked on, 
but there is no single panacea to the problem, and 
discovering some sort of discipline that can sustain 
a continued speed-up over time, something that will 
replace lithographic techniques for shrinking elements 
and thereby increase in the cores, is been sought, not 
just one-time solutions that cannot be repeated.

In fact, we’re starting to see that some strate-
gies for increasing performance cause another set 
of problems to appear. For example, if you customize 
the architectures to tackle heterogeneous workloads, 
you can easily find that the limit on the total number of 
transistors can be a serious problem. For example, HPC 
recently helped to resurrect AI by accelerating deep 
learning over several orders of magnitude to make it 
practical. When it was invented in the 1980s, it was 

totally impractical. However, further recent research 
has shown that architectures more aggressively 
tuned for deep learning can achieve further dramatic 
acceleration, such as the use of very-low-precision 
arithmetic. However, this kind of change will not help 
the majority of HPC workloads that fundamentally 
require high precision.

Another problem with heterogeneous comput-
ing is how to develop appropriate heterogeneous 
algorithms and enable effective programming across 
multiple architectures while maintaining some degree 
of portability. We have devoted a great deal of R&D to 
using GPUs in AI and seen a lot of success. However, it 
has taken a lot of research to learn how to use these 
processors across many disciplines. With architec-
tures that require a customized program to be able to 
accelerate diverse applications, we will find that effec-
tive programming will be a challenge.

Mendelson: There are many technical issues we need 
to address, including better handling power, massive 

THE EXPANSION OF MANY-CORE 
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parallel systems, treating security as a first-class citi-
zen, and more. But on top of all of the technical prob-
lems, I think that the next main challenge is the need for 
multidisciplinary understanding, training, and experi-
ence. Our current educational system, the industry, 
and even the professional organizations, including the 
Association for Computing Machinery and IEEE, are 
organized around single disciplines, such as computer 
science, electrical engineering, movie makers, perfor-
mance art, and so on. But building sophisticated new 
user interfaces may involve all of them. I believe that 
such a major restructuring of our professional commu-
nities is a key for future success.

Milojicic: Let’s get into the details. What are the tech-
nical problems that we need to solve to make HPC 
advance?

Faraboschi: We’ve already mentioned keeping the 
system balance. On the technology side, this requires 
a different way to compose memory and fabric 
resources, which, in turn, requires lower cost and 
energy technologies. For example, at Hewlett Pack-
ard Labs, we have been investing in optical inter-
connects for more than a decade, and we have been 
advocating new interconnect protocols (like Gen-Z) 
that enable far more flexible and richer sets of sys-
tem configurations. While we cannot overcome the 
laws of physics (the speed of light latency comes to 
mind), we can definitely make it cheaper and more 
efficient to increase the bandwidth per unit of com-
putation. We can enable multiple tiers of memory and 
make storage more composable. We can utilize differ-
ent accelerators to be able to share scarce resources 
(such as memory and interconnects) much more effi-
ciently and through a shallower software stack than 
we do today.

Matsuoka: In addition to system balance, we need to 
cope with increasing heterogeneity in the machine and 
massive parallelism to control complexity and enable 
us to use them effectively. Another problem is to find 
alternative methods of sustained speed-up. In the 
short to mid term, we will saturate the floating-point 
operations per second (FLOPS) in the system, and in 
the long term, we’ll need to look to increase the speed 
of the system by increasing the bandwidth and devel-
oping algorithms, system software, and applications 
to exploit that bandwidth. For example, we can use 
high-bandwidth systems to utilize implicit solvers to 
get acceleration rather than using direct solvers that 
require more FLOPS. The former will achieve a far 
greater time to solution and higher performance over 
time as the system bandwidth increases.

In the longer term, we have to strive toward 
alternative device technologies to speed up beyond 
the CMOS, but this is currently deemed very difficult 
as those technologies are typically associated with 
undesirable properties, such as the further demand 
for increased parallelism possibly being curtailed by 
the Amdahl’s law. Also, we need to look at alterna-
tive forms of computing, including neuromorphic and 
quantum, but they are still far away from being practi-
cal. At the moment, they’re not practical for a couple of 
reasons. It is difficult to create appropriate hardware, 
especially quantum hardware, to surpass the current 
performance achieved by conventional CMOS-based 
computing. It is also hard to broaden the domain of 
specialized hardware to much larger problem domains; 
currently, their applicability is so narrow that, even 
with a machine that could exhibit supremacy in some 
problem domain, it would be quite infeasible to deploy 
it widely, let alone use it to solve practical problems.

Mendelson: We need to focus on data centricity. To 
enable systems to be more data centric, we need to 
move more computations toward the data, that is, to 
make the computation where the data are rather than 
moving the data to the compute engine. To support it, 
we need to create new software/hardware interfaces 
and have a better software/hardware codesign. From 
the hardware point of view, we need to develop better 
integration technologies, better communication sys-
tems inter- and intra-system, different cooling tech-
niques, new protection mechanisms, and more.

RESEARCH HAS SHOWN THAT 
ARCHITECTURES MORE AGGRESSIVELY 
TUNED FOR DEEP LEARNING CAN 
ACHIEVE FURTHER DRAMATIC 
ACCELERATION, SUCH AS THE USE OF 
VERY-LOW-PRECISION ARITHMETIC.
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From the software point of view, we need to 
increase parallelism, reduce the serialization parts, 
and massively reduce the communication cost by 
increasing locality, reducing the number of bits needed 
to represent data, using new compression techniques 
(in software and hardware), and moving to approximate 
computing whenever possible. On the top of all these 
“traditional” factors, security and privacy will play a 
major role. Unfortunately, there are many times when 
security and the optimal utilization of resources con-
tradict each other, so new algorithms and hardware 
need to be developed to cope with the challenges.

Milojicic: Let’s talk about some concrete technolo-
gies, such as application-specific integrated circuits 
(ASICs) and GPUs. Why might one of these technolo-
gies be better than the other? Why might ASICs domi-
nate over GPUs (or vice versa)?

Faraboschi: First, let me define what I think ASIC 
means in this context. I think of an ASIC as a highly 
optimized computing element with limited program-
mability. The tradeoff between ASICs and more pro-
grammable components (such as GPUs and CPUs) 
has been studied for a long time. ASICs are intrinsi-
cally more energy and cost-efficient because they 
save the fetch-decode-execute overhead. Depend-
ing on the algorithm, they can be up to 10 times more 
efficient. Because they are usually dedicated to a sin-
gle application, they can be cheaper than a full pro-
cessor. However, because the nonrecurring engineer-
ing cost of developing the ASIC is spread over only a 
single application, that cost burden can be high, espe-
cially given the astronomical costs of leading-edge sil-
icon processes.

To summarize, ASICs have traditionally been suc-
cessful when the time-to-market value is high (they 
can hit production faster than a general-purpose 
processor), when the application field is more or less 
standard (engineers can customize them without 
fear of the ground moving under their feet), and the 
volumes are high enough to amortize the nonrecur-
ring engineering (NRE). For example, Google’s tensor 
processing unit (TPU), as described in a recent article, 
is a great example of an ASIC where all of the criteria 
match. In other cases, I can see the argument becom-
ing much weaker.

Matsuoka: I agree. Obviously, any customized hard-
ware can achieve the utmost efficiency, both in abso-
lute performance as well as power, but this comes at 
the cost of a lack of flexibility and associated design 
and fabrication expenses, which can be quite high. 
That said, when one could identify some functions that 
were applicable to a significant number of chips and/or 
applications such that the NRE costs could be amor-
tized, it would be effective, and this has been the trend 
for modern architectures, especially in mass-market 
devices, including cell phone SoCs. For example, for 
every generation of Apple iPhone SoCs, the number 
and area of the fixed-function units are increasing. 
This is a favorable development, as the SoCs achieve 
high functionality, such as facial recognition with very 
low power, and their cost can be amortized over the 
multimillions of iPhones that are sold.

Mendelson: The ASIC is an excellent example of 
special-purpose versus general-purpose computing. It 
was proven that a good software/hardware co-design 
and special hardware that support it can provide a fac-
tor of tens to hundreds of times better performance 
and/or power over a general-purpose GPU implemen-
tation. On the flip side, it may take you a long time to 
develop it and significant effort to maintain it.

One way to compromise between efficiency and 
the time to market is the use of FPGAs as an interme-
diate step since, although FPGAs are less efficient 
than ASICs, they are much more flexible for designing 
and debugging. More than that, modern developing 
environments for FPGA systems include support for 
high-level programming languages (for example, HTTP 
live streaming and Open Computing Language) that 
ease the migration from general-purpose to FPGA. 
After the algorithm is “stabilized” and seems to work 
correctly, it can be optimized and transferred to ASICs 
in a relatively fast and easy way.

Milojicic: Of all of the alternative technologies we’ve 
considered, which one stands the best chance to sup-
plement existing accelerators and general-purpose 
computers?

Faraboschi: I already mentioned richer interconnects, 
and I will also highlight converged interconnects that 
can, for example, capture the convergence of storage, 
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messaging, and memory traffic. This is exactly why I’m 
a big fan of technology like Gen-Z that is designed from 
the ground up to be versatile for all these use cases.

New storage elements may actually start to 
become real soon. The industry has been predict-
ing software-configuration management (SCM) to 
mature for a decade, and I think we’re finally starting 
to see some promising life signs. That will do to Flash 
what Flash did to disks (that is, push them to a lower 
tier). And due to the nature of SCM [be it 3D XPoint, a 
power-train control module, resistive random-access 
memory (ReRAM), or something entirely different], it 
will be usable as extended memory and, hence, allevi-
ate the pressure of an all-HBM system. Many of the 
AI workloads are very data intensive, so they will be 
able to take advantage of a better data-provisioning 
system right away.

Finally, I want to mention mixed-precision arith-
metic. Gone are the days when all that mattered was 
the 64-bit floating point. New science is looking (about 
time!) into using lower-precision arithmetic, possibly 
even analog computation, to solve some of the prob-
lems that engineers are dealing with, starting with 
some of the deep-learning inference techniques

Matsuoka: As indicated, the key to performance 
increases in the middle term is to increase the band-
width in the system, memory, interconnects, input/
output (I/O), and so on using new device and pack-
aging technologies. This is where there is still signif-
icant headroom for growth. As an example, the new 
A64FX advanced reduced-instruction-set comput-
ing machine (ARM) chip that the R-CCS developed 
with Fujitsu, despite being general purpose with many 
cores and a standard ARMv8 set enabling it to run gen-
eral workloads, is several times faster compared to any 
mainstream server CPU of the same generation. This 
is because its memory bandwidth is almost an order 
of magnitude faster, at 840 GB/s using 2.5-D HBM 
technologies, compared to the latter using conven-
tional double-data-rate-4 memory, at approximately 
100 GB/s, and most HPC applications, such as com-
putational fluid dynamics, are memory-bandwidth 
bound. By achieving a further performance increase 
via low-power memory devices that enable multi-
layer 3D stacking, packaging technologies that facili-
tate multiple vias in 3D for an even greater bandwidth 

increase, and photonic interconnects that facilitate 
sustained high-bandwidth-across chips, we should 
be able to achieve continued increase even after the 
FLOPs saturate due to the end of the Moore’s law.

Mendelson: Process-in-memory and process-near- 
memory. Both of them facilitate off-loading computa-
tions from general processors and even from accel-
erators. Another aspect that can significantly help to 
accelerate computations are new techniques for fast 
and wide (bandwidth) communication between chips 
and systems. Applying that may also enable us to con-
vert many current algorithms from being optimized to 
the locality of the references to distributed computa-
tions where locality is mainly preserved at the differ-
ent nodes.

Milojicic: What specific industry verticals offer the 
most promising applications for the new accelerators? 
Where do you think the early applications will be found?

Faraboschi: First, at the edge (including mobile devices 
and embedded systems), accelerators have been the 
norm for at least the past two decades, so I don’t think 
anything has significantly changed recently.

When I think about the data center, historically, 
accelerators have mostly been successful in what I 
call “high-value” computation. For example, financial 
services, oil and gas, and drug discovery are three 
verticals where any computational advantage directly 
translates into (very large) financial benefits right 
away. Consider, for example, the cost of drilling for 
oil in the wrong place, starting a phase three trial of 
the wrong drug, or the cost of slowing the reaction 
time for low-latency trading. It should be clear that 
these areas (and a few others with similar properties) 
can tolerate very expensive components and large 
software-optimization efforts, which is what many 
accelerators require.

More recently, large service providers are finding 
themselves increasingly looking at accelerators for 
another reason: the large amount of processing that 
they have to sustain (in terms of “free products”) to get 
to the single revenue-generating click on an advertise-
ment link. That is probably the reason why the hyper-
scale service providers are among the first to truly 
embrace acceleration at scale, be it GPUs, dedicated 
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ASICs (like Google’s TPU), or FPGAs (like Microsoft’s 
Catapult).

Matsuoka: Accelerators, by definition, are narrow in 
their applicability and have been avoided for data cen-
ter workloads. If we have killer application areas where 
acceleration is economically feasible or new technol-
ogies that enable sets of heterogeneous accelerators 
to be easily reconfigured dynamically, such as with 
FPGAs with appropriate workloads, or we can achieve 
a much faster design cycle with a modern tool chain, 
then we may see their proliferation. This is already hap-
pening with areas including AI and security. We may 
see other areas of acceleration, such as I/O, which will 
enable many data center workloads to be accelerated, 
as many applications are I/O bound.

Mendelson: I believe that, in the future, we will see 
more SoC-like designs that integrate ASICs, GPUs, and 
general-purpose processors. All of the applications 
that need high performance and low power will enjoy 
it, including automotive systems, autonomous cars, 
cellular phones, robots, and so on.

Milojicic: Can we compare three different groups of 
high-performance technology? The first would be 
reconfigurable coarse-grain architectures, including 
FPGAs. A second would be more static architectures, 
such as ASICs. Finally, we have to look at the more 
general-purpose accelerators, including GPUs. How 
should we compare these three classes of technology?

Faraboschi: As someone once told me, “FPGA will 
always be a very promising technology.” Reconfigurabil-
ity, whether it is coarse or fine grain, comes at a cost, 
and unless that cost is justified by providing sufficient 
value over time, it will always be greater than the cost 
of solving the same problem using nonreconfigurable 
logic. Nonconfigurable logic will always have a funda-
mental cost, energy, and performance advantage.

I see the role of FPGAs increasing as prototyp-
ing vehicles and some applications that require field 
upgrades where it is too expensive to replace the part. 
For example, for AI at the edge, FPGAs may be a great 
technology (at the right cost structure). This said, the 
increasing cost of leading-edge silicon processes may 
give FPGAs an edge that changes the fundamental 

equation. Let’s postulate that the development of 
a 5-nm ASIC design will become so expensive that it 
requires hundreds of millions of parts to amortize 
the NRE. In that case, an FPGA, which can spread the 
NRE of a single part over several market segments, 
may have a fundamental advantage that is not there 
today. So, I’m keeping my eyes open and tracking the 
reconfigurable field, but it will take a couple of process 
generations to cross that point, I think.

Matsuoka: In the modern volume market with ASIC/
CPU hybrids in an SoC, such as cell phones, turn-
ing specific application-programming interface (API) 
functions into ASIC hardware evolves over time; cer-
tain functions are initially implemented in software. 
When the API is stable and there is sufficient motiva-
tion in terms of performance and power so that such 
a function will be made into customized hardware, 
it will be done in the future generation of chips. One 
can envision that there could be an intermediary step 
where the API functions in software would be imple-
mented as hardware in an embedded FPGA and even-
tually turned into an ASIC portion. As such, FPGAs will 
be used as an intermediary prototyping vehicle for 
testing fixed hardware with very specialized functions 
until they become sufficiently stable. This will actually 
be more motivating for data centers and HPC, where 
the volume is lower and the workload more diverse, 
such that the conversion of APIs into hardware will 
occur during the much longer range and be a challenge.

Mendelson: The use of ASICs and GPUs heavily depends 
on the hardware/software interfaces and characteris-
tics of the software that it executes; for example, GPUs 
assume that the software has a huge amount of par-
allelism that can be exposed. The main advantage of 
general-purpose processors is their flexibility to meet 
different software characteristics, but their main dis-
advantage is the amount of power they consume.

The use of reconfigurable general-purpose 
architectures enables us to achieve the flexibility 
of general-purpose processors with the power con-
sumption near to ASICs. Now, since the reduction 
of power and energy can be “translated” to a higher 
frequency and better performance, it can also serve 
to close the performance gap between ASICs and 
general-purpose computing engines.
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Milojicic: So far, we have been talking about exist-
ing accelerator technology. When do you think a new 
accelerator technology will appear? What do you think 
it might look like?

Faraboschi: By definition, accelerators appear when 
new important applications do. Right now, we’re at 
the peak of the hype curve for deep learning, machine 
learning, and AI, so it’s a natural consequence that 
we’re seeing an abundance of AI accelerators. Natural 
selection will run its course, and in a few years, we’ll 
probably be left with just a handful.

As for new acceleration technologies, I consider 
ideas that attempt to take advantage of the approxi-
mate nature of AI the most promising. With traditional 

technology, we are spending a lot of transistors to 
attempt to solve, very accurately, (for example, with 
64-b precision) problems that are intrinsically very 
inaccurate. The world of deep learning has found that 
out, and it’s pushing for new digital formats (8 and 
16 bit) that greatly enhance the throughput without 
compromising accuracy. However, this is just the 
beginning, and there is a batch of new analog-inspired 
technology that attempts to use other forms of non-
digital computation to reach similar accuracy. At 
Hewlett Packard Labs, we’ve been developing one 
of these (we call it the “dot product engine”) using a 
ReRAM (memristor) crossbar for matrix multiply, and 
I’m aware of a few other efforts following a similar 
approach.

Matsuoka: Acceleration is a means to an end; thus, 
the right question to ask would be, “What applica-
tion areas will blossom toward the future the most, 
and do these areas need to be accelerated beyond 
the IDC and switched-capacitator technologies and 
infrastructures we have today?” The most important 

direction that I believe the IT infrastructure must 
achieve is ubiquitous intelligence, an intelligence that 
is far more than we see with today’s AI technologies. 
It is debatable whether the extensions of the current 
AI technologies based on (engineered) deep learning 
will achieve the goal of ubiquitous intelligence or those 
based on computing paradigms that resemble brains 
to a greater degree (for example, neuromorphic com-
puting) will become more dominant. There is ongoing 
research in both directions. In both cases, accelerat-
ing the processing of neural networks, plus the abil-
ity to move, digest, and generate massive data, will be 
subject to acceleration.

There are other areas that require HPC to be further 
accelerated beyond today’s parallel processing and 
architectural customization. These areas may be sub-
ject to new computing paradigms, especially quantum 
computing. Unfortunately, due to the fundamental char-
acteristics of quantum computing, especially its inabil-
ity to digest large amounts of data, quantum will likely 
have a restricted utility, even if the so-called quantum 
supremacy were to be achieved. Quantum may become 
a niche accelerator for very narrow sets of problems, 
including quantum chemistry and cryptography.

Mendelson: I define “accelerator” as any technol-
ogy that helps to speed the performance of an appli-
cation. Using this definition, I believe that the first 
“next-generation” technology that will impact massive 
computations, such as machine learning, will focus on 
better communication and memory subsystems.

Accelerating computations will come next since, 
in most of the cases, the acceleration of comput-
ing requires the development of new applications, 
languages, optimizations, and hardware features and 
materials. Changing so many components requires a 
long time, maybe even 10–15 years.

Milojicic: As you’re thinking about new technologies, 
might it be possible to combine existing silicon-based 
technologies and new ones (neuromorphic) to pro-
duce something new?

Faraboschi: Definitely. One set of interesting tech-
nologies that can enable this combination falls into 
the category of copackaging, which some people call 
silicon-scale integration. For example, through silicon 

WE’RE AT THE PEAK OF THE HYPE 
CURVE FOR DEEP LEARNING, 
MACHINE LEARNING, AND AI, SO IT’S 
A NATURAL CONSEQUENCE THAT 
WE’RE SEEING AN ABUNDANCE OF AI 
ACCELERATORS.
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interposer layers, it’s possible to integrate digital, ana-
log, and optical mixed-signal components in the same 
package. Interfaces within the package can be very 
parallel (thousands of wires per channel), energy effi-
cient (single-ended), and low latency (no need to seri-
alize and deserialize or worry too much about sig-
nal integrity). For example, at Hewlett Packard Labs, 
we’ve been working on copackaged optics for almost 
a decade. Once that technology and the supply chain 
complexity are mastered, nothing prevents putting 
together other combinations, including neuro-inspired 
circuitry, when they become available.

Matsuoka: Indeed, we will likely need materials to 
enable effective neuromorphic computing, since it 
is fundamentally analog in nature and, as such, not a 
good fit for CMOS, which is more appropriate for dig-
ital circuits. In that case, however, the major problem 
will be how to interface with the digital CMOS portions 
of the ASIC. Converting from analog to digital is expen-
sive with respect to power. That problem may nullify 
any advantage that neuromorphic computing might 
have in power efficiency.

Mendelson: New technologies are integrated as part 
of the SoC design. At that point, we consider them as 
accelerators and not as a paradigm shift.

Milojicic: Let’s look to the future. Where do you think 
the field be in 2025?

Faraboschi: The year 2025 is closer than people think. 
First, the advantage of new silicon processes will be 
much smaller than in the past, so the incentive to move 
to the leading-edge node will greatly diminish. Only 
massive-volume, high-value products will be able to 
afford the latest and greatest semiconductor node. By 
2025, I expect the mainstream node of silicon technol-
ogy to be 5 nm, with very few high-end designs pushing 
toward 3 nm. Using terminology that I believe Bob Col-
well first introduced, I would characterize 2025 as the 
era of clean-up and specialization at the tail end of sil-
icon scaling. So, essentially, there will be nothing truly 
novel, but there will be a more judicious use of differ-
ent silicon processes and definitely a lot more special-
ization for all of the designs that can’t afford jumping 
on the new node. I expect it will take another decade 

before we can see a truly novel paradigm that is not 
based on CMOS transistors.

Matsuoka: I expect 2025 to be a transitional period 
when everybody admits that Moore’s law is end-
ing, and, moreover, some of the low-hanging fruits 
in achieving architectural efficiency will have been 
exploited, such as low-precision computing. Thus, the 
field really needs to start thinking about novel con-
cepts for acceleration into the 2030s, when Moore’s 
law is completely expired, and, hopefully, develop 
novel research and systems, in particular, to increase 
the system bandwidth to achieve continued accel-
eration, as well as novel architectural concepts for 
extreme heterogeneity.

Mendelson: Five years is a long enough time to 
improve existing hardware components and optimize 
the new software stack that will use it, which may 
take another 10–15 years. Based on that, I assume 
that in 2025 we will have significantly more inte-
grated devices that will use memory-over-logic and 
logic-over-logic (over memory) and make wider use 
of SoC technologies. Great emphasis will be given to 
the security-related aspects, and I hope that some of 
the new technologies will enable increasing the num-
ber of transistors on the die, better communication 
(for example, graphene), and new types of memories 
(such as memristors) that facilitate performing com-
putations within the memory. I also assume a huge 
improvement in compiler technologies for heteroge-
neous systems and libraries that enables the better 
use of massive parallel systems, including heteroge-
neous architectures.

Milojicic: It’s time to bring this virtual roundtable to a 
close. Each of you must have some final thoughts on 
the subject.

Faraboschi: I think we live in interesting times for 
computer architects, due to the increase in hetero-
geneity (some compare it to the “Cambrian explosion” 
of new species during the Paleozoic era). This, in turn, 
creates new needs in interconnects, memory systems, 
storage systems, and, of course, software. We can’t 
expect developers to explicitly program for specializa-
tion, so either compilers, runtimes, or new frameworks 
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will have to become a lot smarter to deal with vari-
ety. After decades of “boring” architectures, I find this 
quite exciting and a phenomenal opportunity to inno-
vate at the hardware-software boundary.

Matsuoka: Again, the biggest challenge is not only in 
hardware but how to maintain the ecosystem for soft-
ware development. For bandwidth increases, we may 
use conventional programming, but the algorithm itself 
must be changed (say, from explicit methods that are 
FLOPS bound to implicit methods that are more band-
width bound) as well as the software system to exploit 
the bandwidth because the bandwidth in the system 
will also be heterogeneously diverse. For heteroge-
neous architectures, this will be a big challenge, and 
methodologies whereby software and hardware gen-
erations are transparently handled will be necessary.

Mendelson: We are facing a new revolution in the 
way we build systems. It will be based on multidisci-
pline software/hardware/application co-design and 

require out-of-the-box thinking. Thus, I expect that it 
will require 10–15 years before we start seeing systems 
that are based on new concepts. The main question 
is if the industry and the interest of academia will last 
that long before we can declare victory.

Milojicic: Thank you all. 
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Sentiment Quantification is the task of estimating the relative frequency of sentiment-related 
classes—such as Positive and Negative—in a set of unlabeled documents. It is an important 
topic in sentiment analysis, as the study of sentiment-related quantities and trends across a 
population is often of higher interest than the analysis of individual instances. In this article, 
we propose a method for cross-lingual sentiment quantification, the task of performing 
sentiment quantification when training documents are available for a source language , but 
not for the target language , for which sentiment quantification needs to be performed. Cross-
lingual sentiment quantification (and cross-lingual text quantification in general) has never 
been discussed before in the literature; we establish baseline results for the binary case by 
combining state-of-the-art quantification methods with methods capable of generating cross-
lingual vectorial representations of the source and target documents involved. Experiments 
on publicly available datasets for cross-lingual sentiment classification show that the 
presented method performs cross-lingual sentiment quantification with high accuracy.

In cross-lingual text classification, documents 
may be expressed in either a source language 
or a target language , and training documents 

are available only for  but not for ; cross-lingual text 
classification thus consists of leveraging the training 
documents in the source language in order to train a 
classifier for the target language, also using the fact 
that the classification scheme  is the same for both 

 and . Cross-lingual text classification has been 
widely investigated in the literature.1,2 A companion 
task which instead has never been tackled, and which 
is the object of this article, is cross-lingual text quanti-
fication, the task of performing “quantification” across 
a source language  and a target language . Quan-
tification is a supervised learning task that consists 
of predicting, given a set of classes  and a set D (a 
sample) of unlabeled items drawn from some domain 

, the prevalence (i.e., relative frequency) pc(D) of each 
class c   in D. Put it another way, given an unknown 
distribution pC(D) of the members of D across  (the 

true distribution), quantification consists in generat-
ing a predicted distribution p�C(D) that approximates 
pC(D) as accurately as possible.3

Quantification is especially important for applica-
tion fields characterized by an interest in aggregate 
(rather than individual) data, such as the social sci-
ences, market research, political science, and epi-
demiology. These disciplines often face the need to 
label data in highly dynamic scenarios,4 i.e., scenarios 
in which the distribution of data in the unlabeled set 
may be very different from the distribution of data 
in the training set. In such contexts, accurate class 
prevalence estimation may be challenging, due to 
the fact that the “iid assumption” on which standard 
learning methods are based (i.e., the assumption that 
the training set and the test set are identically and 
independently sampled from the same data distribu-
tion) is obviously not verified.

Sentiment quantification5 is the task of interest in 
all contexts in which the results of sentiment analysis 
are to be analyzed at the aggregate level. For instance, 
hardly anyone among those who perform sentiment 
analysis for Twitter data are interested in determin-
ing the sentiment conveyed by a single tweet; in most 
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such applications, figuring out the percentage and the 
intensity6 of tweets that exhibit a certain sentiment 
is the real goal, which shows that quantification (and 
not classification) should be the task to focus on.7 
This article adds cross-linguality to the picture, thus 
addressing those application contexts characterized 
by the absence of training data for the “target” lan-
guage of interest, and the presence of training data for 
a different “source” language. Everything we say in this 
article straightforwardly extends to dealing with the 
simultaneous presence of several source languages 
and/or several target languages.

In principle, quantification can be straightfor-
wardly solved via classification, i.e., by training a 
classifier h using training data labeled according to , 
classifying the unlabeled data in D via h, and count-
ing, for each c  , how many items in D have been 
attributed to c (the “classify and count” method). 
However, research has conclusively shown8–11 that 
this approach leads to suboptimal quantification 
accuracy. To see this consider that a binary classifier 
h1 for which FP = 20 and FN =20 (FP and FN standing 
for the “false positives” and “false negatives,” respec-
tively, that it has generated on a given dataset) is 
worse, in terms of classification accuracy, than a 
classifier h2 for which, on the same dataset, FP = 18 
and FN = 20. However, h1 is intuitively a better binary 
quantifier than h2; indeed, h1 is a perfect quantifier, 
since FP  and FN are equal and thus, when it comes 
to class frequency estimation, compensate each 
other, so that the distribution of the test items across 
the class and its complement is estimated perfectly. 
Since classification and quantification pursue differ-
ent goals, quantification should be tackled as a task 
of its own, using different evaluation measures and, 
as a result, different learning algorithms.

In this article, we establish baseline results for 
(binary) cross-lingual sentiment quantification by 
combining a number of quantification methods with 
state-of-the-art cross-lingual projection methods. 
For performing this latter task, we explore structural 
correspondence learning (SCL)1 and distributional 
correspondence indexing (DCI)2, since 1) SCL is argu-
ably the most representative cross-lingual projec-
tion method in the literature (and, thus, a mandatory 
baseline in lab experiments of related research), while 
DCI is a cross-lingual projection method that has 

recently demonstrated state-of-the-art performance 
in cross-lingual text classification,12 2) both methods 
provide a general procedure for projecting source and 
target documents onto a common vector space, and 
3) the code implementing both methods is publicly 
available and easily modifiable. Other cross-lingual 
methods proposed in the literature learn representa-
tions that are dependent on the set of unlabeled docu-
ments to classify (in lab experiments: the test set). 
This implicitly means that each new unlabeled set to 
quantify upon would require retraining from scratch, 
something that would prove prohibitive in the experi-
mental setting of quantification.

METHOD
Different quantification methods have been proposed 
that exploit the classification outcomes that a previ-
ously trained classifier delivers on unlabeled data. We 
explore different cross-lingual sentiment quantifica-
tion methods that result from the combination of a 
cross-lingual projection method, a “classify and count” 
policy, and an estimate correction method. In this arti-
cle, we only address the binary case, where the classes 
{Positive, Negative} are indicated as  = { , }.

Cross-Lingual Document 
Representations
In cross-lingual applications, SCL and DCI rely on the 
concept of pivot term (or simply pivot)13 in order to 
bridge the gap between the different feature spaces 
which the different languages generate. In such con-
texts, pivots are defined as highly predictive pairs of 
translation-equivalent terms which behave in a sim-
ilar way in their respective languages. Typical exam-
ples of pivots for sentiment-related applications are 
adjectives with domain-independent meaning such as 
“excellent” or “poor,” and partially domain-dependent 
terms such as “fancy” (as found, e.g., in the arts and 
crafts domain and in the clothing domain) or “mas-
terpiece” (as found, e.g., in the book domain, movie 
domain, and music domain), with their respective 
translations in other languages.

A common strategy to select the pivots automati-
cally consists of taking the top elements from a list of 
terms ranked according to their mutual information to 
the label representing the domain (as computed from 
source-language training data), and filtering out those 
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candidates whose translation equivalent shows a sub-
stantial prevalence drift in the target language. A word 
translation oracle, with a fixed budget of allowed calls, 
is assumed available.

Once pivots are selected, different methods can 
be defined in order to produce cross-lingual vectorial 
representations. Both SCL and DCI first represent 
documents as vectors x in a (weighted) bag-of-words 
model of dimension |V| (with V being the vocabulary), 
and then apply a linear projection (parameterized 
by a matrix   |V|L) of type x , thus mapping |V|-
dimensional vectors into L-dimensional vectors in a 
cross-lingual latent space. To achieve this, the unla-
beled collections from the source and target domains 
are inspected. The matrix can be subsequently used 
to project source documents (to train a classifier) and 
target documents (to classify them).

SCL builds the projection matrix by resolving 
an auxiliary prediction problem for each pair of 
translation-equivalent pivot terms. Each problem con-
sists of predicting the presence of a pivot term based 
on the observation of the other terms. By solving the 
auxiliary problems (via linear classification), structural 
correspondences among terms and pivots are captured 
and collected as a matrix of correlations. This matrix is 
later decomposed using truncated SVD to generate 
the final projection matrix . DCI relies instead on 
the distributional hypothesis to directly model cor-
respondences between terms and pivots. Each row of 
the projection matrix DCI computes represents a term 
profile, where each dimension quantifies the degree of 
correspondence (as measured by a distributional cor-
respondence function) of the term to a pivot.

Classifying and Counting
An obvious way to solve quantification is by aggregat-
ing the scores assigned by a classifier to the unla-
beled documents.

In connection to each of SCL and DCI, we experi-
ment with two different aggregation methods, one that 
uses a “hard” classifier (i.e., a classifier h  :   {0,1} that 
outputs binary decisions, 0 for  and 1 for ) and one 
that uses a “soft” classifier (i.e., a classifier s :   [0,1]  
that outputs posterior probabilities Pr( |x), repre-
senting the probability that the classifier attributes 
to the fact that x belongs to the  class). Of course, 
Pr( |x)=(1-Pr( |x)).

The (trivial) classify and count (CC) quantifier then 
comes down to computing

 (1)

while the probabilistic classify and count quantifier 
PCC)9 is defined by

 (2)

Of course, for any method M we have p�M(D)=(1– p� M 
(D)).

Adjusting the Results of 
Classify and Count
A popular quantification method consists of apply-
ing an adjustment to the prevalence p� (D) estimated 
via “classify and count.” It is easy to check that, in the 
binary case, the true prevalence p (D) and the esti-
mated prevalence p� (D) are such that

 (3)

where tprh and fprh stand for the true positive rate 
and false positive rate of the classifier h  used to 
obtain  p�cc. The values of tprh and fprh are unknown, 
but can be estimated via k-fold cross-validation on 
the training data. In the binary case, this comes down 
to using the results h (x) obtained in the k-fold 
cross-validation (i.e., x ranges on the training docu-
ments) in equations

 (4)

We obtain estimates of p ACC (D), which define the 
adjusted classify and count method11 (ACC) by replac-
ing tprh and fprh in (3) with the estimates of (4), i.e.,

 (5)

If the soft classifier, s (x) is used in place of h (x), ana-
logues of tpr� h and  fpr� h from (4) can be defined as

 (6)

We obtain pPACC (D) estimates, which define the prob-
abilistic adjusted classify and count method (PACC),9 
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by replacing all factors in the right-hand side of (5) 
with their “soft” counterparts from (2) and (6), i.e.

 (7)

ACC and PACC define two simple linear adjustments 
to the aggregated scores of general-purpose classi-
fiers. We also investigate the use of a more recently 
proposed adjustment method based on deep learn-
ing, called QuaNet.10 QuaNet models a neural non-
linear adjustment by taking as input all estimated 
prevalences from (1), (2), (5), and (7) (i.e., p�CC, p� ACC, 
p�PCC, p�PACC ), several statistics [tpr� h, fpr� h, tpr� s, fpr� s, 
estimates from (4) and (6)], the posterior probabilities 
Pr( |x) for each document x, and the document vec-
tors themselves. QuaNet relies on a recurrent neural 
network to produce “sample embeddings” (i.e., dense, 
multidimensional representations of the information 
relevant to quantification observed from the input 
data), which are then used to generate the final prev-
alence estimates.

EXPERIMENTS
We tested each of the 2 × 5 = 10 combinations resulting 
from two approaches to generating cross-lingual pro-
jections (SCL and DCI) and 5 approaches to performing 
quantification (CC, PCC, ACC, PACC, and Quanet). The 
code to replicate all these experiments is available from 
GitHub.* Note that a dataset for sentiment classifica-
tion is also a dataset for sentiment quantification, since 
one can compute the true class prevalences p (D) and 
p (D) by simply counting the assigned labels.

System Setup
We use the Nut package† for SCL and the PyDCI‡ pack-
age12 for DCI in order to generate the vectorial rep-
resentations of all training and test documents. As 
the hard classifiers, we stick to the ones used by the 
original proponents of SCL and DCI, i.e., a linear clas-
sifier trained via Elastic Net14 (implemented via the 
Bolt package)§ for SCL, and a linear classifier trained 

* https://github.com/HLT-ISTI/cl-quant
† https://github.com/pprett/nut
‡ https://github.com/HLT-ISTI/pydci
§ https://github.com/pprett/bolt

via SVMs (implemented via the Scikit-Learn pack-
age)15 for DCI. As the soft classifier, we instead use 
one trained via logistic regression (in its Scikit-Learn 
implementation) for both SCL and DCI, since such 
classifiers are known to return “well-calibrated” poste-
rior probabilities.

The last point is fundamental for (2), (6), and (7) to 
return accurate values, since “well calibrated prob-
abilities” is essentially a synonym of “good-quality 
probabilities.” Posterior probabilities Pr(c|x) are said to 
be well calibrated when, given a sample D drawn from 
some population

Intuitively, this property implies that, as the size of 
the sample D goes to infinity, e.g., 90% of the docu-
ments x  D that are assigned a well calibrated pos-
terior probability Pr(c|x)=0.9 belong to class c. Some 
classifiers (e.g., those trained via logistic regression)16 
are known to return well calibrated probabilities. The 
posterior probabilities returned by some other classi-
fiers (e.g., those trained via naïve Bayesian methods )17 
are known instead to be not well calibrated. Yet some 
other classifiers (e.g., those trained via SVMs) do not 
return posterior probabilities, but generic confidence 
scores. In these two last cases it is possible to map the 
obtained posterior probabilities/confidence scores 
into well calibrated posterior probabilities by means of 
some “calibration” method.16,18

We set all the hyperparameters in SCL (number 
m of pivots, minimum support frequency  for pivot 
candidates, dimensionality k of the cross-lingual rep-
resentation, and the Elastic Net coefficient ) to (m = 
450,  = 30, k = 100,  = 0.85), i.e., to the values found 
optimal in previous literature1 when optimizing for the 
German book review task. Along with previous work,12 
in DCI, we set the number of pivots and minimum sup-
port to m = 450 and  = 30. The dimensionality is k = 
450 by definition, since in DCI each pivot corresponds 
to a dimension. In preliminary experiments, we had 
used the same value k = 450 both for DCI and SCL, 
on grounds of “fairness.” The results for SCL were 
slightly worse with respect to using k = 100; for SCL  
we thus decided to stick to the k = 100 value originally 
used by the creators of SCL.1 As the distributional 
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correspondence function, we use cosine, since it is 
the best performer in previously published experi-
ments.12 For each setup, we independently optimize 
the parameter C (which controls the regularization 
strength in the SVM and in the logistic regressor) via 
grid search in the log space defined by C  {10 i}i=–5, 
and via 5-fold cross-validation. The classifiers with the 
optimized hyperparameters are then used in a 10-fold 
cross-validation run on the training data to produce 
the tpr�h^ and fpr� h estimates.

For the neural correction of QuaNet, we use its 
publicly available implementation linked from the 
original paper.¶ We optimize the hyperparameters of 
QuaNet using the German book review task (as done 
by Prettenhofer and Stein);1 we end up using 64 hid-
den units in the recurrent cell of a two-layer stacked 
bidirectional LSTM, 1024 and 512 hidden units in the 
next-to-last feed-forward layers, and a drop probabil-
ity of 0. We set the rest of the parameters to the same 
values as in the original QuaNet paper.10

Experimental Setting
We use the Webis-CLS-10 dataset1 as the benchmark 
for our experiments. Webis-CLS-10 is a dataset origi-
nally proposed for cross-lingual sentiment classifica-
tion experiments, and consisting of Amazon product 
reviews written in four languages (English, German, 
French, and Japanese) and concerning three product 
domains (Books, DVDs, and Music). There are 2000 train-
ing documents, 2000 test documents, and a number of 
unlabeled documents ranging from 9000 to 50000 for 
each combination of language and domain. The exam-
ples of  and  (which indicate positive and negative 
sentiment, respectively) are perfectly balanced (i.e., 
50% each) in all sets (training, test, unlabeled). Follow-
ing a consolidated practice in cross-lingual text classi-
fication, we always use English as the source language. 
We use the preprocessed version of the dataset,** 
where terms correspond to unigrams.

As the measures of quantification error, we use 
Absolute Error (AE), Relative Absolute Error (RAE), and 
the Kullback-Leibler Divergence (KLD), defined as

¶ https://github.com/HLT-ISTI/quanet
** http://www.uni-weimar.de/medien/webis/corpora/corpus 
-webis-cls-10/cls-acl10-processed.tar.gz

 (8)

 
(9)

 (10)

since they are the most frequently used measures for 
evaluating quantification error.19

The evaluation of a quantifier cannot be carried 
out on the basis of one single set of test documents. 
The reason is that, while in text classification experi-
ments a test set consisting of n documents enables 
the evaluation of n different decision outcomes, in 
quantification the same test set would only allow to 
validate one single prevalence prediction. In order to 
allow statistically significant comparisons, Forman11 
proposed to run quantification experiments on a set 
of test samples, randomly sampled from the original 
set of test documents at different prevalence levels. 
Along with Forman,11 as the range of prevalences 
for the  class we use {0.01, 0.05, 0.10, ..., 0.90, 0.95, 
0.99}. Similarly to previous work,10 we generate 100 
random samples for each of the 21 prevalence lev-
els, and report quantification error as the average 
across 21 × 100 = 2100 test samples. All samples 
consist of 200 documents. For each target language 
(German, French, and Japanese) and product domain 
(Books, DVD, and Music) the samples are the same 
across the different methods, which will enable us 
to evaluate the statistical significance of the dif-
ferences in performance; to this aim, we rely on the 
nonparametric Wilcoxon signed-rank test on paired 
samples.

For each combination of target language and 
product domain, Table 1 reports quantification error 
(for each CLTQ method and for each evaluation mea-
sure) as an average across the 2100 test samples; we 
recall that English is always used as the source lan-
guage, so that, e.g., the “German Books” experiment 
is about training on English book reviews and testing 
on German book reviews. Since QuaNet depends on 
a stochastic optimization, Table 1 reports the average 
and standard deviation across 10 runs.
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Results
Overall, the results indicate that the combination DCI 
+ PACC  is the best performer in terms of AE and RAE, 
while DCI + QuaNet seems to behave slightly better 
in terms of KLD. Given recent theoretical results on 
the properties of evaluation measures for quantifi-
cation,19 that indicate that AE and RAE are to be pre-
ferred to KLD, this leads us to prefer DCI + PACC.

A substantial superiority of DCI over SCL, as wit-
nessed by the fact that, for each combination of evalu-
ation measure, target language, and domain, the best 
performer always uses DCI and not SCL. This confirms 
previous results2 that showed the superiority of DCI over 
SCL in monolingual sentiment classification contexts.

In both SCL and DCI the “hard” classifier tends 
to work comparatively better than the “soft” logistic 
regressor, as indicated by the fact that  CC tends to 
outperform PCC and ACC tends (with some excep-
tions) to outperform PACC. As expected, ACC (the 
“adjusted” version of CC) performs substantially bet-
ter than CC in all cases. What comes as a surprise, 
though, is the fact that the remarkable benefit PACC  
brings about in DCI with respect to its unadjusted 
variant PCC, is not consistently mirrored in the case of 
SCL (where the effect of adjusting is instead harmful, 
and especially so in terms of KLD).

The neural, nonlinear adjustment of QuaNet, when 
applied to DCI vectors, performs somehow similarly 
to the best performer in several cases, and actually 
delivers the lowest average KLD error. That QuaNet 
does not perform as well with SCL can be explained by 
two facts (which are not independent of each other), 
i.e., the importance of the estimated posterior prob-
abilities within QuaNet, and the suboptimal ability 
(as shown by the PCC and PACC results) in delivering 
accurate posterior probabilities for SCL vectors that 
the logistic regressor has shown.

CONCLUSION
The experiments we have performed show that struc-
tural correspondence learning  SCL) and distributional 
correspondence indexing (DCI), two previously pro-
posed methods for cross-lingual text classification, 
can effectively be used in cross-lingual text quantifi-
cation, a task that had never been tackled before in the 
literature. The tested methods yield quantification pre-
dictions that are fairly close to the true prevalence; in 

terms of AE (arguably the most easy-to-interpret error 
criterion), and on average, the class prevalences pre-
dicted by DCI + PACC differ from the true prevalences 
by a margin of 3.3% on average, while this difference 
is 5.4% for SCL + ACC. These results are encouraging, 
especially if we consider the fact that the quantifier is 
trained on a language different from the one on which 
quantification is performed (for which no training data 
are assumed to exist), and that a range of true preva-
lences different (and even extremely different) from 
the ones of the training set are tested upon.

Note also that these results are a further confirma-
tion of the fact that, when our interest in automati-
cally labeled data is at the aggregate level only (and 
not at the individual level), using “real” quantification 
methods (instead of standard classification methods 
in a “classify and count” fashion) is the way to go. To 
witness, in terms of AE the use of DCI + PACC allows 
to cut down quantification error to 3.3% on average, a 
substantial improvement with respect to the 9.2% on 
average obtained by just using DCI with a “classify and 
count” approach.

The combination of transfer learning (of which 
cross-lingual transfer is an instance) with quantifica-
tion is an interesting task in general, that should prompt 
a body of dedicated research. We believe end-to-end 
approaches for cross-lingual quantification, not neces-
sarily relying on classification as an intermediate step, 
would be worth exploring. Likewise, a natural extension 
of this work would be to explore applications of transfer 
learning to sentiment quantification different from the 
cross-lingual one, such as cross-domain sentiment 
quantification. Also note that, while this article con-
centrates on a very narrow aspect of sentiment analy-
sis (namely, Positive–Negative polarity detection), 
approaches such as the ones championed here can be 
in principle extended to deal with other labeling tasks 
in affective computing and sentiment analysis,20 such 
as finer-grained polarity detection (e.g., using ordinal 
scales)21 or joint topic-sentiment detection.22 
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French 0.383 (±0.025) 0.159 0.330 (±0.026)

French 0.543 (±0.019) 0.938 0.176 1.284 0.144 0.223 (±0.016)

French 0.817 (±0.026) 0.834 0.138 1.803

1.935

0.208 0.276(±0.039)†

Japanese 1.122 (±0.026) 1.196 0.450 0.639 0.570(±0.032)
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KLD
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DVDs 0.110 0.056 0.174 0.113 0.037 0.117

0.174

Music 0.119 0.060 0.178 0.090

Books 0.127 0.072 0.194 0.124 0.064

DVDs 0.131 0.079 0.329 0.485

Music 0.118 0.059 0.242 0.377

Books

Books

0.888 0.164 0.878 0.807

DVDs 0.104 0.045 0.221 0.331

1.135 0.246 1.411

DVDs 1.086 0.267

0.268

1.047 1.733

Music 1.056 0.194†

1.021 0.313 1.041 0.666

DVDs 1.307 0.682 1.642 0.475

Music 1.310 0.496 2.099 1.181

Books 1.423 0.781 2.287 1.572

DVDs 1.392 0.785 0.833 0.947

Music 1.232 0.304 0.910 0.806

Books 0.041 0.016 0.194 1.778

DVDs 0.050 0.013 0.172 0.987

Music 0.045 0.017††

Books 0.046 0.010††

DVDs 0.055 0.019 0.111 0.055
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Love, Joy, Anger, Sadness, Fear, 
and Surprise
SE Needs Special Kinds of AI: A Case Study on Text Mining and SE

Nicole Novielli, Fabio Calefato, and Filippo Lanubile

Do you like your code? What kind of code 
makes developers happiest? What makes 
them angriest? Is it possible to monitor the 

mood of a large team of coders to determine when and 
where a codebase needs additional help?

Answering these questions is the task of text min-
ing or, more specifically, sentiment analysis. Sentiment 
analysis is the automatic processing of comments to 
map and capture the polarity of emotions and opin-
ions. Much recent work has explored sentiment analy-
sis in software engineering (SE) using ready-made 
artificial-intelligence (AI) tools to mine emotions and 
opinions in collaborative development platforms and 
app stores. The use of sentiment analysis in SE is 
greatly facilitated by the maturity of its methodologies 
and techniques, which has resulted in a plethora of 
publicly available tools.

To assess the merits of sentiment analysis, the 
case studies of this article look at six basic emotions, 
namely: love, joy, anger, sadness, fear, and surprise, as 
conveyed in questions, answers, and comments about 
code within two data sources. First, we look at the 
Stack Overflow programmer discussion site. Second, 
we consider the Jira site. For all of these data, the goal 
is to explore more than 10,000 questions, answers, and 
comments, annotated by emotion polarity.

Based on the data, we write to warn against using 
publicly available AI/machine-learning tools off the 

shelf (i.e., without modification).1 Such tools have 
been trained in domains that are far from software 
development. Jongeling et al.2 have shown how 
general-purpose sentiment-analysis tools produce 
unreliable results in SE. We have shown3 that uncus-
tomized sentiment-analysis tools perform worse than 
tools (described in “SE-Specific Sentiment Analysis 
Tools”) tuned to the specifics of SE data.

SE NEEDS SPECIAL KINDS OF AI

Does SE-Specific Tuning 
Enhance Sentiment Analysis?
To answer this question, we evaluated the perfor-
mances of the Senti4SD, SentiCR, and SentiSt-
rengthSE classifiers on two publicly available data sets 
specifically built to investigate the role of emotions in 
software development, the Stack Overflow data set, 
which was originally used for training Senti4SD, and 
the Jira data set by Ortu and colleagues.4 Both data 
sets have been annotated following a model-driven 
approach: the human raters were trained to label the 
text to capture the polarity of six basic emotions: love, 
joy, anger, sadness, fear, and surprise.
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The Stack Overflow data set includes 4,423 ques-
tions, answers, and comments annotated by emotion 
polarity. The Jira data set includes approximately 
2,000 issue comments and 4,000 sentences from pop-
ular open source software projects, such as Apache, 
Spring, JBoss, and CodeHaus. We split each data set 
into train (70%) and test (30%) sets. We used the train 
set to retrain the supervised classifiers Senti4SD and 
SentiCR, and we then assessed the performance on 
the test set.

To enable a fair comparison, we used the same test 
partition to assess SentiStrengthSE, as it leverages a 
lexicon-based approach and cannot be retrained. As 
a baseline, we refer to the performance of SentiSt-
rength, a general-purpose tool widely used in social 
computing research.

We measured performance in terms of precision, 
recall, and F-measure for all three polarity classes (see 
Table 1). We also report the average precision, recall, 
and F1-measure to enable a quick comparison of the 
overall performance of each classifier. In addition, we 
report the weighted Cohen kappa ( ) to measure both 
the agreement with gold labels and the agreement 
among the three tools (see Table 2). We distinguish 
between mild disagreement (between negative/
positive and neutral annotations) and strong disagree-
ment (between positive and negative judgments). As 
such, we assigned a weight of two and one to strong 
and mild disagreement, respectively, to compute the 
weighted . The agreement is considered substantial if 

0.61 ≤  ≤ 0.80 and almost perfect if 0.81 ≤  ≤ 1. For the 
sake of completeness, we also provide the percentage 
of observed agreement.

The results show that the SE-specific tools 
outperform the general-purpose baseline (SentiSt-
rength), thus suggesting that the customization of 
sentiment-analysis tools to the software develop-
ment domain successfully improves the classification 
accuracy (see Tables 1 and 2). Specifically, the high 
recall/low precision for negative class and the high 
precision/low recall for neutral class observed for 
SentiStrength on the Stack Overflow data set indicate 
a bias of general-purpose tools toward the recognition 
of negative sentiments. This is mainly due to SentiSt-
rength misclassifying sentences using neutral techni-
cal lexicon as negative: for example, “I want to kill this 
process” is erroneously labeled as negative.

This bias is corrected by the semantic features in 
Senti4SD. In the presence of unbalanced training data, 
the use of resampling techniques is also beneficial. In 
the case of the Jira data set (68% of neutral cases), we 
observe the best performance using SentiCR, probably 
due to the synthetic minority oversampling technique 
optimization it performs on the training set.

Another issue with general-purpose tools is that 
they do not agree with each other, thus making senti-
ment analysis tool dependent when applied to SE. Con-
versely, the  agreement for SE-specific tools ranges 
from substantial to perfect for all couples of tools (see 
Table 2). Mild disagreement is the main cause of the 

TABLE 1. The performance of sentiment-analysis tools for model-driven annotations.

The values highlighting the best performances are given in bold.
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difference in performance. Strong disagreement is 
never observed on the Jira data set and is equal to only 
3% in the worst case, indicating the general reliability 
of SE-specific tools.

Do We Need a Theoretical 
Model of Affect?
When using ready-made sentiment-analysis tools, 
we run the risk that a mismatch exists between the 
tool builders and our goals. Indeed, the implementa-
tion choices made by tool designers are driven by the 
intended use of the classification output. Let us con-
sider, for example, the sentence “This method is slow, 
and I would not recommend using it.” This text conveys 
a negative opinion, which might be relevant if our goal 
is to build a recommender system. Conversely, if our 
focus is on emotions, such as for community modera-
tion purposes or for early intervention to prevent burn-
out, the very same comment should be labeled as neu-
tral because it does not convey any emotional content.

In fine-tuning sentiment-analysis tools, we need to 
keep in mind the role played by the theoretical model of 
affect in preparing the gold standard for the training, in 
the case of supervised classifiers, or in fine-tuning the 
lexical resources, in case of rule-based approaches. To 

investigate the impact of referring to a clear conceptu-
alization of affect on the final performance, we replicate 
the benchmarking study using two additional data sets 
for which ad hoc annotation was performed: the corpus 
of code reviews used for training SentiCR (hereafter 
called Code Review) and a Java Libraries data set.5

These data sets were labeled by simply asking the 
raters to annotate the positive, negative, or neutral 
semantic orientation of a text based on their subjec-
tive perception and without any further guidance 
or training. The Code Review corpus includes 2,000 
review comments from 20 popular open source soft-
ware projects using Gerrit. The Java Libraries data set 
was collected in the scope of a broader study aiming 
at developing a recommender for software libraries 
that leverages sentiment analysis for mining crowd-
sourced opinions. It includes 1,500 sentences randomly 
extracted from Stack Overflow.

We repeated the same train test setting imple-
mented for the Stack Overflow and Jira data sets 
(model driven). In Table 3, we report the overall clas-
sification performance in terms of average precision, 
recall, and F1-measure. Compared to the model-driven 
annotation, we observe a drop in performance for the 
ad hoc annotation data sets. The lower performance 

TABLE 2. The agreement of SE-specific tools with manual labeling and with each other for model-driven annotations.

SentiStrength is included as a baseline. The percentages may not add up to 100% due to rounding.



44 ComputingEdge  November 2020

SE FOR AI

on the ad hoc annotation data sets is also reflected in 
values of  ranging from slight to moderate agreement, 
with the highest values of  = 0.50 observed for Sen-
tiCR on the Code Review comments. After performing 
an error analysis, we discovered that the main cause 
for misclassification for ad hoc annotation data sets is 
due to “polar facts,” which are inherently desirable or 
not. Therefore, they usually invoke, for most people, a 
positive or negative feeling.

This is the case, for example, of a problem report for 
which the reported event is inherently negative but the 
emotional tone of the sentence is neutral, as in, “I tried 
the following and it returns nothing.” Such cases are 
consistently annotated as neutral in the model-driven 
data sets; conversely, they are often labeled as either 
positive or negative in the ad hoc data sets, based on 
the subjective perception of the human rater, thus 
introducing noise into the training. This is the main 
cause for misclassification for ad-hoc-annotation data 
sets, with 61% and 89% of misclassified texts for Code 
Review and Java libraries, respectively.

Conversely, we observe this error only in 7% and 
12% of misclassified texts for the Stack Overflow and 
Jira data sets, respectively. This evidence provides an 
indication of the importance of grounding sentiment 
analysis in a theoretical model of affect that clearly 
represents the phenomenon we would like to identify 
in text.

SE-specific sentiment-analysis tools represent a 
considerable step forward, compared to using 

general-purpose solutions for analyzing content from 
the software-development domain. Still, these are not 
“general enough” to be used tout court, as the intended 
use and the data set lexicon may vary. To make them 
usable for SE, we offer four easy-to-follow guidelines 
to make sure that researchers and practitioners (re)
use existing sentiment-analysis solutions correctly 
and obtain reliable results.

 › Use SE-specific tools: Reliable sentiment analysis 
in SE is possible provided that SE-specific tools 
are used. Customization of sentiment-analysis 
tools produces better classification accuracy 
versus general-purpose tools trained on corpora 
from different domains, such as news or social 
media. This is particularly useful for solving the 
negative bias of general-purpose tools, which 
tend to classify neutral sentences containing 
technical lexicon as negative.

 › Use training data from your target platform: 
Supervised tools, namely, Senti4SD and SentiCR, 
outperform SentiStrengthSE, which imple-
ments a lexicon-based approach. However, 
the customization might produce a different 
performance on different data sources due to 
platform-specific jargon and communication 
style. For example, the use of negative lexicon 
in Stack Overflow might be simply due to the 
intended use of the platform, which is reporting 
problems. Similarly, approval messages, such 
as “Looks good to me,” might be expected on 
code-review platforms used to approve a code 
change. As such, we recommend retraining 
supervised tools using a gold standard from the 
same domain and data source being targeted. 
Although manually labeling data sets is costly, 
Senti4SD produces optimal performance even 
with a minimal set of training documents.6

 › If you cannot retrain, perform a sanity check: 
When a manually annotated gold standard is not 
available for retraining, unsupervised tools are the 
only option. In such cases, we recommend testing 
the selected tool on a representative sample of 
your target data and manually investigate the 
output to assess if it is in line with your intended 
use. In our benchmark study, we observed that 
the performance of SentiStrengthSE is compa-
rable to that of supervised tools (see Table 1).

TABLE 3. The performance of sentiment-analysis tools on ad-hoc annotation.

Values highlighting the best performances are given in bold.
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 › Define your goal first, then select the tool: One of 
the most dangerous hidden assumptions when 
reusing AI components is that, by reusing tools 
and data sets, you are also implicitly inheriting 
the original goals and conceptualization of 
sentiment of its creators. In fact, based on 
the specific goals addressed, one might be 
interested in detecting specific emotions (e.g., 
frustration, anger, sadness, joy, satisfaction), 
opinions (i.e., positive or negative evaluations), 
or interpersonal stances (i.e., friendly versus 
hostile attitude).

The comparison of performances between 
model-driven and ad hoc annotated data sets shows 
that retraining on SE data sets still might not be 
enough to guarantee a satisfactory accuracy for all 
polarity classes when ad hoc annotation is adopted 
for building the gold standard. This provides further 
evidence that good training data are as important as 
good tools and that the absence of clear guidelines 
for the annotation of sentiment leads to noisy gold 
standards. Thus, we underline the need to distinguish 
between the task of identifying the affective content 
conveyed by a text (i.e., sentiment analysis) and the 

SOFTWARE-ENGINEERING-SPECIFIC SENTIMENT-
ANALYSIS TOOLS

SENTI4SD
Senti4SD is a polarity classifier specifically trained to 
support sentiment analysis in developers’ communica-
tion channels. It leverages a suite of features based 
on bag of words, sentiment lexicons, and semantic 
features based on word embeddings trained on more 
than 20 million technical texts from Stack Overflow. 
It is publicly available for research purposes and is 
distributed with a classification model trained and 
validated on a gold standard of about 4,000 questions, 
answers, and comments extracted from Stack Over-
flow. The Senti4SD toolkit provides a training method 
for customizing the classifiers using an annotated gold 
standard as input. The Stack Overflow gold standard is 
also distributed. Website: https://collab-uniba.github 
.io/EMTk/

SENTICR
SentiCR is a supervised sentiment-analysis toolkit, 
specifically trained and evaluated for code-review 
comments. SentiCR implements preprocessing to nor-
malize text, handle negations and emoticons, remove 
stop words (i.e., articles, prepositions, conjunctions, 
and pronouns), derive word stems, and remove code 
snippets. Furthermore, it performs a synthetic minority 
oversampling technique to address the problem of 
class imbalance in the training data. SentiCR has been 
evaluated using eight supervised algorithms in a 10-fold 

cross-validation setting. The currently distributed 
version includes the original gold-standard data set of 
code-review comments and allows retraining. Website: 
https://github.com/senticr/SentiCR

SENTISTRENGTHSE
SentiStrengthSE implements a set of heuristics leverag-
ing the sentiment lexicons, that is, large collections 
of words annotated with their prior polarity (i.e., the 
positive or negative semantic orientation of the word). 
The overall sentiment of a text is computed based on 
the prior polarity of the words composing it under the 
assumption that words with negative prior polarity 
convey negative sentiment, and vice versa. Specifically, 
SentiStrengthSE is built on application programming 
interface of SentiStrength, a general-purpose tool 
widely used in social computing research. It implements 
a rule-based approach that assigns a score for both 
positive and negative sentiment to the input text. The 
scores are computed based on a manually adjusted 
version of the original SentiStrength lexicon, that is, 
lists of positive and negative words in the lexicon whose 
sentiment scores were manually adjusted to reflect 
the semantics and neutral polarity of technical words, 
such as support or default. SentiStrengthSE has been 
optimized using a gold standard of manually annotated 
sentences from Jira. Website: https://laser.cs.uno.edu/
Projects/Projects.html
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task of identifying the objective report of (un)pleasant 
facts in the developers’ comments. 
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Multidisciplinary and interdisciplinary edu-
cation can provide relevant insights into 
ubiquitous computing and other fields.1 In 

this article, we share our experience with multidisci-
plinary and interdisciplinary teaching in the two-year 
Artificial Intelligence Research Master's program at 
Utrecht University, the Netherlands. In particular, we 
zoom in on our motivation for, and experience with, 
revising courses in which nonengineering topics can 
be related to a more engineering inclined audience, 
and vice-versa.

ABOUT UTRECHT'S AI PROGRAM
Utrecht University was the first Dutch University to 
start a degree program in Artificial Intelligence (AI). 
Since its inception in 1988, the program has been mul-
tidisciplinary and interdisciplinary, both in content and 
organization. Currently, both the Bachelor's2 and Mas-
ter's program3 are jointly coordinated by representa-
tives from four departments: computer science, phi-
losophy, linguistics, and psychology.

This diversity is also reflected in the student popu-
lation of the Master's program. While the majority of 
our students have a Bachelor's degree in a STEM field 
or AI, we also have students with backgrounds in, for 
example, psychology, linguistics, philosophy, logic, 
industrial design, and medicine. In addition, approxi-
mately one-third of students completed a Bachelor's 
degree at a non-Dutch university.

The diversity of our student population presents 
specific challenges with regards to teaching. Until 
about five years ago, our program had around 40 
students a year, allowing for sufficient one-on-one 

interaction to overcome potential cross-disciplinary 
boundaries. With the increasing popularity of AI and 
the growth of the AI job market, we have also seen a 
growth in our enrollment numbers. This year, around 
120 new Master's students started, and yearly enroll-
ment numbers are still growing. Given this growth, the 
question arises how one can maintain multidisciplinary 
and interdisciplinary training, while maintaining depth. 
And how can one engage students with diverse top-
ics at a time when machine learning and engineering 
applications seem to dominate the field of AI?

Our approach has been to build a curriculum in 
which a small set of required courses teach students 
the fundamental methods and (philosophical) theo-
ries from AI and its contributing disciplines. In addi-
tion, elective courses have been revised to zoom in 
on various subdisciplines, while maintaining a clear 
AI focus. The authors of this article revised courses at 
the intersection of AI and social sciences and linguis-
tics. We reflect on those efforts here.

TEACHING “NONENGINEERING” 
TOPICS TO STUDENT OF 
ENGINEERING AND OTHER 
DISCIPLINES

What we Aimed to Change
We started our changes in 2016. At the time, the courses 
within the AI Master's program were largely rooted in 
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the parent disciplines. For example, they focused on 
experimental methods and a diversity of psychological 
theories. Due to the small number of students at the 
time, there was room for customization to the student 
population each year, and to also highlight the engi-
neering components within each area and course.

Due to the student growth, such small-scale 
customization is no longer feasible today. Based on 
our own impressions, and through discussions with 
students, alumni, and employers of our graduates, we 
noticed several other trends that we wanted to tackle:

1. Although most of our classes had engineer-
ing components, these were not sufficiently 
visible to our students. Moreover, we noticed 
that cognitive modeling (a core component 
of AI since its inception)4 was not sufficiently 
integrated into the core of the courses.

2. Students did not always perceive the relevance 
of more “traditional” techniques such as experi-
mentation, despite its potential for practice—
including engineering and data science. Some 
students incorrectly classified these topics as 
not relevant enough for engineers, or as too 
easy for them.

3. Alumni and employers expressed a desire 
to have more training on how psychological 
and linguistic theories and methods can be 
implemented in computer software, especially 
using programming languages that are freely 
available such as R and Python.

In other words, despite the relevance of the pro-
gram for students’ careers, they did not see its full 
potential.

How we Changed it: Embracing 
Diversity With Engineering 
Prominently as Part of the Core
In response to our observations, we introduced three 
new courses: (1) Cognitive Modeling, (2) Experimenta-
tion in Psychology, Linguistics, and AI, and (3) Machine 
Learning for Human Vision and Language. As an exam-
ple, textbox 1 shows the outline of the course on cog-
nitive modeling. Although the courses differ in con-
tent, each course adheres to six important core 
characteristics:

1. Courses are taught by multidisciplinary and 
interdisciplinary staff. Each course is taught 
by AI staff members from both psychology and 
linguistics. This allows us to teach engineering 
principles and associated psychological and 
linguistic theories and methods, while also 
focusing on their impact on both science 
and industry. As all of the teaching staff also 
have an interdisciplinary or multidisciplinary 
background, our lectures focus explicitly on the 
impact that the topic of the class has on dif-
ferent disciplines. Through our joint teaching, 
we also learn to overcome our own potential 
disciplinary biases.

2. Engineering techniques and theory are used 
hand-in-hand. For example, in the courses 
Cognitive Modeling and Machine Learning for 
Human Vision and Language, a large compo-
nent is the implementation of cognitive models 
in code, for example, using state-of-the-art 
artificial neural networks. In Experimentation 
in Psychology, Linguistics, and AI, students 
implement and analyze a variety of experiments 
ranging from reaction time experiments to 
the collection and analysis of large web-based 
data sets. We have noticed that the coupling 
of theory with coding has multiple benefits. 
For students that have a strong background 
in engineering, implementing psychological 
theories in code helps them to better ground 
the concepts. For students with less (software) 
engineering experience, the coupling of the 
programming assignments with theories helps 
them to become more comfortable with their 
programming skills.

3. Choice and differentiation. The examination 
in each course balances practical (lab) and 
written (exam) components. We noticed that 
students from different countries and pro-
grams vary in their skills and experience—some 
have hardly programmed, others have hardly 
had essay exams. Using both components 
allows students to excel in areas where they 
have strengths, while also exposing them to 
new forms of examination. For programming 
assignments, we typically have a basic assign-
ment that all students need to complete, and 
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bonus assignments for students that excel at 
this skill. In this way, there is an appropriate 
challenge for everyone. For student presenta-
tions, we allow students to pick a topic of their 
own interest (within the boundaries of the 
course), which encourages ownership, enthusi-
asm to learn, and ability to transfer knowledge 
to a domain of interest.

4. Highlight relevance to practice and industry. In 
our course descriptions, lectures, and assign-
ments, we emphasize both the relevance of the 
material for science and theory, as well as for 
industry. For example, experimental methods 
are useful to test new technological interven-
tions and are frequently used in industry (e.g., 
A/B-testing) and statistical techniques are 
needed to benchmark the performance of 
(machine learning) algorithms. For example, 
in our introductory class on experimental 
methods, we highlight experiments from 
applied engineering studies that are presented 
at the CHI and UIST conferences. This helps the 
students understand that these techniques are 
not only for psychology or linguistics but useful 
for engineering and industry.

5. Highlight multidisciplinary origins. Machine 
learning allows for a variety of perspectives. 
In our course, we explain how it can be practi-
cally used in, for example, natural language 
processing applications as well as what the 
relationship is between machine learning (espe-
cially artificial neural networks) algorithms and 
processing and learning in the human brain. 
This complements the perspectives that our 
computer science colleagues give in other 
courses that focus on the mathematical origins 
of machine learning. Together, these courses 
help our students appreciate the multidisci-
plinary origins of this field.

6. Balancing levels. As our students have different 
educational backgrounds, we think carefully 
about how to pair them for team assignments. 
For assignments where multidisciplinary and 
interdisciplinary collaboration is needed, we 
create teams with students that have different 
backgrounds, encouraging them to actively 
learn from each other. In other courses, we 

try to pair students that have a similar skill 
level (e.g., comparable programming skills), 
to minimize chances of free-riding. A benefit 
of our large international influx is that we can 
have in-class discussions about intercultural 
differences. For example, in the demonstration 
of linguistic applications, our students help us 
test performance for different languages.

In sum, our program aims to embrace and use the 
diversity of our student population and the field of AI. 
For us, as lecturers, it requires identification of poten-
tial challenges for specific disciplinary backgrounds 
but also embracing the fact that students come with 
different perspectives and solutions. For in-class dis-
cussions, in particular, this allows for a fruitful wide 
perspective.

Results: Well-Rounded 
Interdisciplinary Professionals
Our efforts have paid off in multiple ways. We teach 
relevant theories and skills. Our student evaluations 
have been consistently positive, with students explic-
itly expressing their appreciation of the breadth in con-
tent (e.g., multiple theoretical perspectives) and prac-
tical work (e.g., presentations, labs). This has led to an 
influx in student numbers in our courses at a growth 
rate that is higher than that of the program.

Students now better see the value of AI within the 
larger fields of, for example, psychology and linguis-
tics. This shows in the increasing number of students 
that pick topics within these domains for their disser-
tation research. Within our labs, our AI students work 
jointly with psychologists and linguists (and others) 
and can provide unique skills when it comes to, for 
example, experimental coding or model verification. 
Our psychology and linguistics colleagues that do not 
work within AI, also see the value of these students 
for their teams.

Our alumni are also performing well. In general, 
AI graduates have good job prospects in the Nether-
lands.5 What we have noticed is that the graduates 
from our specialized area now more frequently end up 
in “coding intensive” positions. For example, they work 
as engineers at international software companies, 
as Ph.D. students in a variety of fields (e.g., AI, HCI, 
robotics, linguistics, sociology), or as (tech or science) 
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 EXAMPLE COURSE: COGNITIVE MODELING 

 T he course Cognitive Modeling has two aims. 
Students learn to:    

1.  implement components of cognitive models in com-
puter simulations, and     

2.  critically evaluate scientifi c literature on cognitive 
modeling.    

 The scientifi c motivation is that computer imple-
mentations help to understand theories through the 
process of building.  4   The applied motivation is that 
models are useful to predict human behavior in intelli-
gent “user models” (e.g., intelligent interfaces, intelli-
gent tutors, user profi ling).  8   

 The course runs for 8 weeks, with 2 hours for lec-
tures and 4 hours for computer labs per week. We cover 
three broad modeling techniques: cognitive processing, 
machine learning, and Bayesian. This demonstrates the 
breadth, overlap, and complementarity of techniques. 

 Each lecture covers the fundamentals of a tech-
nique, examples from science and industry, and trends 
in the fi eld. Each lecture is accompanied by a paper 
that discusses the technique in more depth. The set of 
papers varies in their origin (e.g.,  Psychological Review, 
PNAS ) and writing style (e.g., more or less mathemati-
cal), thereby teaching students the bleeding edge using 
varied terminology from the fi eld. Recently, we started 
video recording our lectures. This allows students to 
revisit a specifi c topic and aids especially students for 
whom a discipline is new, or who are not native speak-
ers of English. 

 For the computer laboratory, we use R as a pro-
gramming environment, given its increasing use in, 
for example, data science. Assignments are routed in 
theory and practice and range from fi tt ing an existing 
processing model of driver distraction to building a 
machine learning representational similarity analysis 
from scratch. The assignments help students gain con-
fi dence in their programming skills, while also training 
important theoretical and methodological concepts 
such as overfi tt ing and model selection, and how clas-
sical (hypothesis-driven) statistics complement (data-
driven) machine learning. 

 We also organize a “mini-conference,” where stu-
dents present existing modeling research on a poster 
[see Figure 1(a) and (b)]. Students are free to pick a 
paper of their liking within constraints set by the lectur-
ers (e.g., particular modeling style). The chosen topics 
refl ect their diverse backgrounds and interests, ranging 
from clinical studies and health to engineering and 
human–computer interaction. Each student presents 
one paper-based poster as a team but also peer-
reviews three other posters and the associated papers. 
Eff ectively, this expands the variety of encountered 
research, increases engagement, and trains students 
to evaluate a wide variety of scientifi c work. 

 FIGURE 1.   Students in the course Cognitive Modeling 
with their poster presentations 
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consultants for commercial and noncommercial par-
ties. It has been especially rewarding to see students 
that entered the program with an interest in developing 
their technical abilities, but perhaps less confidence in 
those abilities, flourish in technical roles soon after 
graduation. Moreover, what we have noticed is that 
our students tend to be critical about what methods 
they use in their work. Due to their multidisciplinary 
exposure, they quickly pick up new trends and meth-
ods and are also willing to challenge existing dogmas 
within their company or institute by introducing meth-
ods that are less familiar to their peers, but which our 
graduates learned from another discipline.

FUTURE: FURTHER EXPANSION 
AND DIVERSITY?

Some challenges remain. In particular, how to main-
tain this quality level with a still increasing student 
population and an even wider diversity of students. 
Largely, the entry requirements of our Master's pro-
gram (e.g., experience with programming and other AI 
techniques) already maintain a sufficient base-level. 
However, each student is unique and brings their own 
strengths and weaknesses. We continue to play on 
these strengths and help to overcome weaknesses, 
but acknowledge that these are harder to identify with 
growing student numbers.

Similar to our student population, the field of AI 
is also still expanding into new fields and domains. 
Here we mostly see opportunities. First, within 
the scientific community, there is more and more 
appreciation to consider humans and human inter-
action with AI, and the need for multidisciplinary 
and interdisciplinary perspectives on topics such as 
human-automation interaction.6 As our curriculum 
explicitly has a multidisciplinary and interdisciplinary 
focus, we believe our graduates have a pivotal role to 
play in the years to come.

Second, as AI applications are being used in more 
domains, there is a growing interest from different 
fields to employ our graduates. At the moment, this is 
productive and interesting for our graduates. However, 
there is the risk of going through another “AI winter,”7 
where the field under-delivers on its promised poten-
tial. Again, we believe that our multidisciplinary and 
interdisciplinary perspective will help. Our students do 
not take a specific technique (e.g., machine learning) 

as the sole solution to problems, but have training in 
and experience with a variety of techniques (e.g., also 
through courses from our philosophy and computer 
science colleagues that teach modern approaches to 
logic and agent technology). We are confident that 
our students are ready to enter the job market with a 
broad knowledge of multiple state-of-the-art AI theo-
ries and techniques so that they can benefit from, but 
not blindly follow, any particular hype.

CONCLUSION
So, why do we teach a multidisciplinary and interdis-
ciplinary program? It is not just because our student 
body demands it. By embracing teaching that crosses 
disciplinary lines as well as the science-engineering 
divide, our program has delivered well-rounded pro-
fessionals that have valuable roles to play in science, 
practice, and society. 
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COLUMN: FROM THE EDITORS

Blockchains and Stealth Tactics 
for Teaching Security
Paul C. van Oorschot, Associate Editor in Chief

A s a university professor, I am in the habit of 
encouraging all computer science and engi-
neering students to take courses on, and if 

truly interested follow up with research in, computer 
security and applied cryptography. Of course, given 
that students do not have an infinite amount of avail-
able time, this often means, in essence, choosing 
security courses ahead of alternatives. And some of 
these alternatives are at times very appealing; higher 
on student priority lists; or appear to offer greater 
excitement, adventure, or coolness. Is computer secu-
rity in a position to compete? As it turns out, we are 
in a fantastic position, compared to almost all other 
technical subject areas.

Practical applications of security and privacy 
technology are numerous, compelling, and easily 
explained. There is a deep—and sadly, ever-growing—
pool of case studies to draw on, offering real-world 
examples of how security failures have had severe 
adverse impacts. And there are also many examples 
of how security has enabled new services and capa-
bilities. These points are easy to convey after students 
are already in our courses but may not always be clear 
before students make a choice to take a security and 
privacy course. So there is a danger (from the view-
point of those of us trying to save the world, i.e., teach 
security) that we may never get the opportunity to 
present our case to students, should they predecide 
to bypass security-focused courses. Can we still save 
them, and the rest of the world, by finding a way to 
teach core aspects of security?

The approach I discuss here is what we might call 
teaching security by stealth—that is, working security 
into the curriculum so that students get it as a side 
effect of their desire to learn something else. We might 

liken this to mixing vitamins into their food—for their 
own benefit, of course—without them even knowing 
it. If we are to do this, however, we must specifically 
tailor the security content, trimming it down to the 
core parts specifically needed to support a primary 
subject matter and, ideally, deliver the security in 
modular, just-in-time fashion.

I will give one example for concreteness, to convey 
the idea and method. Rather than advertising your new 
course on the fundamentals of applied cryptography, 
consider instead convincing your department chair to 
allow you to offer an undergrad course on blockchains 
and smart contracts. (Caution: be sure to reserve 
some spots for the computer science and engineering 
students, lest the business students fill all the seats.) 
Let’s set aside for the moment that blockchains have 
been overhyped to the point that they are viewed as 
the single answer to world hunger and every other 
open problem known to humankind. Instead, we will 
join the chorus and leverage this situation to advance 
our own agenda.

In our example, we first engage students with the 
idea of inventing a new cryptocurrency. Has that ever 
been done successfully? Indeed it has. Dispensing 
with the early academic history of Chaum and oth-
ers, we can cut straight to the chase with the story 
of a mythical character, intellectually named Satoshi 
Nakamoto.1 Does this person exist? No one seems to 
know, even after 12 years, but whoever he or she is, this 
person seems certain to be rich. We can ask students 
to look into the pizza bought in May 2010 with 10,000 
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bitcoins, setting up a two-part exam question. 1) What 
were the toppings? 2) Discuss whether the buyer or 
the seller got a better deal, given that 1 bitcoin is now 
worth on the order of US$10,000.

Leaving discussion of Bitcoin’s genesis block to 
the Department of Religious Studies, we can move 
directly to more interesting topics, like what modern 
tools are used for mining coins? Hint: they are not 
shovels. Rather, this involves something called hash 
functions. It seems we will need a small side detour for 
a few minutes to learn about the algorithm SHA-256 
and what properties are needed from these special 
functions. But I promise to return directly to the main 
topic of our course.

Many students interested in Bitcoin would, as 
they say, rather eat chopped liver than sign up for a 
mathematics course. And that is fine. The design 
of the Bitcoin system is remarkably interesting and 
innovative—and math and cryptography are at our 
service here. We view them like electricity: absolutely 
essential as well as important to know how to use 
safely, lest you electrocute yourself. But thankfully, 
we can outsource the wiring of our electrical panel to 
master electricians, rather than spend 10 years learn-
ing how for ourselves (unless, of course, it becomes 
our true passion). This approach allows us to become 
familiar with useful tools without making them our 
prime focus. A subset of students may also decide to 
learn more in a dedicated course on cryptography or 
security.

But let’s get back to the majority of students. 
They want to know Bitcoin. Its design cleverly uses 
incentives to align stakeholder interests, resulting in 
a system that offers properties previously unattained. 
It works surprisingly well in practice, despite eluding 
precise theoretical analysis—this is even viewed as a 
badge of honor by some students. Of course, along the 
way, we need another detour to teach just a few minor 
technical details about the general concept of digital 
signatures (since we need them to secure our transfer 
of coins) and the properties of public and private keys 
so that we understand Bitcoin better.

Oh yes, and because Bitcoin user wallets, in which 
coins are stored (through private keys), rely on some 
efficiency tricks, it turns out that we must spend a few 
minutes discussing Merkle hash trees. Since these 
were really just a part of one chapter of Merkle’s 1979 

thesis,2 it need not take long to discuss. (You say 
these data structures actually interest you? Well then, 
perhaps we can spend a bit more time on them, as an 
extra project, when we move on to Ethereum, where 
Merkle Patricia tries are used. But let’s remember, 
we are not here to learn about algorithms but rather 
about cryptocurrencies, and perhaps the Silk Road, 
the underground economy, and how to become rich 
founding new startup companies. Of course, if you are 
also interested in a tiny bit of algorithm analysis, we 
will not deny you that pleasure.)

We will likely also want to mention to our students 
the difference between SHA-256 and RIPEMD-160 
since both algorithms are used in deriving Bitcoin 
addresses from public keys. And Bitcoin scripting 
is of course an opportunity to remind students how 
simple stack-based machines work. And if some stu-
dents believe that their future lies in mining their own 
bitcoins, it will be helpful to teach them that efficient 
Bitcoin hashing is best done on customized hardware 
and that there are important differences between 
CPUs and graphics processing units (GPUs) and those 
things called application-specific integrated circuits 
(ASICs) that the professional miners use.

In other words, with apologies, we will have to take 
a short detour to review a little bit about hardware.3 At 
this point, we may as well also mention memory-hard 
hash functions, such as Ethereum’s Ethash.4 By the 
way, perhaps we should take a minute to review the 
simple idea of proof of work based on practical com-
putation as this tends to come up fairly often. But let 
me remind you, we’re doing this only to understand 
the Bitcoin economy.

Now, moving ahead, some people are more excited 
about Ethereum5 than Bitcoin, so we’ll discuss the 
idea of smart contracts.6 Ethereum extends the idea 
of Bitcoin scripts to general computability while still 
relying on the basis of a blockchain to avoid the need 
to rely on specific trusted authorities (and thus gaining 
protection from possibly untrustworthy authorities). 
But now that we are interested in these cryptocurren-
cies, blockchains, and smart contracts, it seems that 
some details about trust and threat models, security, 
and, yes, cryptographic algorithms are worth under-
standing a bit better. What is it that delivers the confi-
dence in currency transactions being authentic? How 
do these things called hash pointers, a fundamental 



www.computer.org/computingedge 55

FROM THE EDITORS

part of blockchain security, really work? And why does 
Ethereum use a heaviest-chain mining model,7 instead 
of a longest-chain model, to produce new blocks 
every 13–14 seconds, instead of every 10 minutes for 
Bitcoin? Perhaps we should take a few minutes to see 
how distributed consensus is achieved in practice.8

Now that we have a basic understanding, further 
questions arise. What happens if an Ethereum con-
tract has programmatic flaws in it or, indeed, the Ethe-
reum system has flaws—can we lose money? (Yes.) 
Can we lose a lot of money? (Well that depends—do 
you consider US$50 or 100 million to be a lot of money? 
Don’t worry, losses that large happen only occasion-
ally, not every day.9)

This may motivate us to learn how to improve 
the security of individual smart contracts and 
smart-contract systems, given that, by design, smart 
contracts are meant to be self-governing and take 
autonomous decisions once deployed. Perhaps we 
should learn how to prove various properties of these 
short programs? I didn’t plan to spend much time 
on fundamentals and theory in this cryptocurrency 
course, but if you are really so interested, perhaps 
you would like to come back next term so that we can 
study those things in greater detail. We offer some 
interesting security courses that may help satisfy 
your newfound curiosity. And by the way, there are 
some excellent careers in this field and a shortage of 
experts. I really had no idea that you would find these 
topics so interesting.

And thus, stealth tactics for teaching computer 
security were born. We should add to this a few 
notes.10 The first is that students who learn via the 
stealthy path (path one) may be overconfident in their 
ability to understand security, without the benefit of 
follow-up, dedicated security courses (path two); path 
one allows a high-level understanding but is insuf-
ficient to build a system or analyze technical risks. A 
second comment is that computer science instruc-
tors of a cryptocurrency course may find that they 
themselves lack background in the broader aspects 
of a strongly interdisciplinary subject area, including 
economic and business models, aside from human 
factors, networking, and systems engineering.

Beyond our running cryptocurrency example, 
among numerous other candidate application top-
ics on which to base a stealthy security course is 

contact tracing in the context of COVID-19. This 
is itself a highly interdisciplinary topic spanning 
privacy, social issues, and epidemiology. Our belief, 
however, is that both students and professors have 
much to gain from studying real systems and chal-
lenges beyond single-pillar, artificially constrained 
academic problems. 
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mandates, including Plan S. 



Publish your work in the IEEE Computer Society’s fl agship journal, IEEE 
Transactions on Computers (TC). TC is a monthly publication with a wide 
distribution to researchers, industry professionals, and educators in the 
computing fi eld. 

TC seeks original research contributions on areas of current computing 
interest, including the following topics:

• Computer architecture
• Software systems
• Mobile and embedded systems 

• Security and reliability
• Machine learning
• Quantum computing

All accepted manuscripts are automatically considered for the monthly 
featured paper and annual Best Paper Award.

Learn about calls for papers and submission details at 
www.computer.org/tc.

Call for Papers: 

IEEE Transactions 

on Computers
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CAREER OPPORTUNITIES

� e Department of Computer 
Science invites applicants 

for several full-time, 
tenure-track positions as 
Assistant Professors of 

Computer Science 
with the appointments 

beginning in August 2021. 
For a complete description 

of the department, the 
position, quali� cations, and 

to apply, please visit 
https://careers.pageuppeople.
com/873/� /en-us/job/497808/

assistant-professor-of-
computer-science.

IEEE Pervasive Computing 

seeks accessible, useful papers on the latest 

peer-reviewed developments in pervasive, 

mobile, and ubiquitous computing. Topics 

include hardware technology, software 

infrastructure, real-world sensing and 

interaction, human-computer interaction, 

and systems considerations, including 

deployment, scalability, security, and privacy. 

 Call  
  for Articles

Author guidelines: 

www.computer.org/mc/ 

pervasive/author.htm

Further details: 

pervasive@computer.org

www.com
puter.o

rg/perv
asive
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IEEE MultiMedia serves the community of 
scholars, developers, practitioners, and students 
who are interested in multiple media types and 

work in fields such as image and video processing, 
audio analysis, text retrieval, and data fusion. 

Read It Today!
www.computer.org/multimedia

https://careers.pageuppeople.com/873/fl/en-us/job/497808/assistant-professor-of-computer-science


Join the IEEE Computer Society 
for subscription discounts today!
www.computer.org/product/journals/cal

IEEE Computer Architecture Letters is a forum for fast 
publication of new, high-quality ideas in the form of 
short, critically refereed technical papers. Submissions 
are accepted on a continuing basis and letters will be 
published shortly after acceptance in IEEE Xplore and in 
the Computer Society Digital Library.

Submissions are welcomed on any topic in computer 
architecture, especially:

• Microprocessor and multiprocessor systems
• Microarchitecture and ILP processors
• Workload characterization
• Performance evaluation and simulation techniques
• Interactions with compilers and operating systems
• Interconnection network architectures
• Memory and cache systems
• Power and thermal issues at the architectural level
• I/O architectures and techniques
• Independent validation of previously published results
• Analysis of unsuccessful techniques
• Domain-specifi c processor architecture 

(embedded, graphics, network)
• High-availability architectures
• Reconfi gurable computer architectures

www.computer.org/cal



Software and Cybersecurity ■ Big Data: Privacy Versus Accessibility ■  Resiliency in Cloud Computing

November/December 2018
Vol. 16, No. 6

CYBERSECURITY AND 
PRIVACY ISSUES IN BRAZIL
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E-Currency and Fairness  ■ Ransomware Defense  ■  A National Cybersecurity Policy

May/June 2018
Vol. 16, No. 3
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March/April 2019
Vol. 17, No. 2
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Blockchain Technologies  ■ The Fuzzing Revival  ■  Cybersecurity for the Public Interest

January/February 2019
Vol. 17, No. 1

Resiliency in Cloud Computing

November/December 2018
Vol. 16, No. 6

Join the IEEE Computer Society 
for subscription discounts today!
www.computer.org/product/magazines/security-and-privacy

IEEE Security & Privacy is a bimonthly magazine 
communicating advances in security, privacy, 
and dependability in a way that is useful to a 
broad section of the professional community. 

The magazine provides articles with both a 
practical and research bent by the top thinkers in 
the fi eld of security and privacy, along with case 
studies, surveys, tutorials, columns, and in-depth 
interviews. Topics include:

• Internet, software, hardware, and systems security
• Legal and ethical issues and privacy concerns
• Privacy-enhancing technologies
• Data analytics for security and privacy
• Usable security
• Integrated security design methods
• Security of critical infrastructures
• Pedagogical and curricular issues in security education
• Security issues in wireless and mobile networks
• Real-world cryptography
• Emerging technologies, operational resilience, 

and edge computing
• Cybercrime and forensics, and much more

www.computer.org/security



CALL FOR PAPERS

Special Issue on

Deadlines:

Topics of interest include:

Guest editor(s):

Submission guidelines: Contact the guest editor(s) at

IEEE Computer Graphics and Applications

Real VR

Submissions due: 10 December 2020
First revisions due: 18 March 2021

Today’s proliferating virtual reality (VR) technology is setting the stage for the next revolution in visual
entertainment. Real VR will make it possible to experience live-action movies, sports broadcasts, and music events
via head-mounted displays (HMDs) with an unprecedented sense of “being there.” By being able to elicit intensive
personal experiences, prospective real VR applications range well beyond entertainment and include tourism,
training, and psychotherapy.

For real VR to become reality, various aspects of computer graphics, vision, video technology, and applied
perception must come together and work in concert. This special issue addresses the interdisciplinary research
challenges toward creating complete, perceptual immersion into recorded and/or remote live-action scenes.

- Omni-directional live-action capture
- Dynamic, omni-directional scene reconstruction,
representation, coding, and transmission
- Advanced rendering methods for head-mounted
displays
- Perceptual issues of immersive displays

www.computer.org/cg/author-information cga3-2021@computer.org

- Marcus Magnor, TU Braunschweig
- Susana Castillo, TU Braunschweig
- Alexander Sorkine-Hornung, Facebook Zurich

Final version due: 6 May 2021
Publication: July/August 2021

- Visio-aural immersion
- HMD user capture, avatar generation, and animation
- Enhancing the social experience of HMD use
- Applications for live-action content in immersive
displays
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Conference Calendar

IEEE Computer Society conferences are valuable forums for learning on broad and dynamically shi� ing top-
ics from within the computing profession. With over 200 conferences featuring leading experts and thought 

leaders, we have an event that is right for you. Questions? Contact conferences@computer.org.

DECEMBER
1 December

• ICRC (IEEE Int ’ l  Conf. on 
Rebooting Computing), virtual 

• RTSS (IEEE Real-Time Systems 
Symposium), virtual

2 December 
• CSDE (IEEE Asia-Pacifi c Conf. 

on Computer Science and Data 
Eng.), Gold Coast, Australia

• IEEE InTech (A Forum on the 
Response and Resiliency to 
COVID-19), virtual

• ISM (IEEE Int’l Symposium on 
Multimedia), virtual

4 December
• BigDIA (Int’l Conf. on Big Data 

and Information Analytics), 
Shenzhen, China

6 December 
• HOST (IEEE Int’l Symposium 

on Hardware-Oriented Secu-
rity and Trust), virtual

7 December
• ASONAM (IEEE/ACM Int’l Conf. 

on Advances in Social Net-
works Analysis and Mining), 
virtual

• BDCAT (IEEE/ACM Int’l Conf. on 
Big Data Computing, Applica-
tions and Technologies), virtual

• UCC (IEEE/ACM Int’l Conf. on 
Utility and Cloud Computing), 
virtual

9 December 
• CC (IEEE Int’l Conf. on Conver-

sational Computing), virtual
• AIKE (IEEE Int’l Conf. on Arti-

ficial Intelligence and Knowl-
edge Eng.), virtual

10 December 
• BigData (IEEE Int’l Conf. on Big 

Data), virtual
11 December

• TASE (Int’l Symposium on The-
oretical Aspects of Software 
Eng.), Hangzhou, China

14 December
• AIVR (IEEE Int’l Conf. on Arti-

ficial Intelligence and Virtual 
Reality), virtual

• CloudCom (IEEE Int’l Conf. on 
Cloud Computing Technol-
ogy and Science), Bangkok, 
Thailand

• DependSys (IEEE Int’l Conf. 
on Dependability in Sensor, 
Cloud, and Big Data Systems 
and Application), virtual

• HPCC (IEEE Int’l Conf. on High 
Performance Computing and 
Communications), virtual

16 December 
• BIBM (IEEE Int’l Conf. on Bio-

informatics and Biomedicine), 
virtual

• HiPC (IEEE Int’l Conf. on High-
Performance Computing, Data, 

and Analytics), virtual
18 December

• ICISCE (Int’l Conf. on Informa-
tion Science and Control Eng.), 
Changsha, China

19 December
• STI (Int’l Conf. on Sustainable 

Technologies for Industry 4.0), 
Dhaka, Bangladesh

29 December 
• BigDataSE (IEEE Int’l Conf. on 

Big Data Science and Eng.), 
Guangzhou, China

• CSE (IEEE Int’l Conf. on Com-
putational Science and Eng.), 
Guangzhou, China

• EUC (IEEE Int’l Conf. on Embed-
ded and Ubiquitous Comput-
ing), Guangzhou, China

• iSCI (IEEE Int’l Conf. on Smart 
City and Informatization), 
Guangzhou, China

• TrustCom (IEEE Int’l Conf. on 
Trust, Security and Privacy in 
Computing and Communica-
tions), Guangzhou, China

2021

JANUARY
5 January 

• WACV (IEEE Winter Conf. on 

https://icrc.ieee.org/
http://2020.rtss.org/
http://ieee-csde.org/
https://www.ieee-ism.org/
https://tc.computer.org/intechforum/
https://bigdia2020.scimeeting.cn/en/web/index/
https://sei.ecnu.edu.cn/tase2020/
http://www.hostsymposium.org/
https://www.cs.le.ac.uk/events/UCC2020/
http://asonam.cpsc.ucalgary.ca/2020/
https://www.cs.le.ac.uk/events/BDCAT2020/index.htm
http://www.conversationalcomputing.org/
https://www.ieee-aike.org
http://bigdataieee.org/BigData2020/index.html
http://cse.stfx.ca/~dependsys/2020/
https://aivr.science.uu.nl/
https://2020.cloudcom.org/
http://cse.stfx.ca/~hpcc/2020/
http://ieeebibm.org/BIBM2020/
https://hipc.org/
https://hipc.org/
http://www.icisce.org/
http://fse.green.edu.bd/sti-2020/
http://ieee-trustcom.org/CSE2020/
http://www.ieee-trustcom.org/BigDataSE2020/
http://ieee-trustcom.org/EUC2020/
http://ieee-trustcom.org/TrustCom2020/
http://www.isci-conf.org/iSCI2020/
http://wacv2021.thecvf.com/home


Applications of Computer 
Vision), virtual

10 January
• ICPR (Int’l Conf. on Pattern 

Recognition), Milan, Italy
13 January

• ICOIN (Int’l Conf. on Informa-
tion Networking), Jeju Island, 
South Korea

17 January 
• BigComp (IEEE Int’l Conf. on 

Big Data and Smart Comput-
ing), Bangkok, Thailand

27 January 
• IC SC (IEEE Int ’ l  Conf. on 

Semantic Computing), Laguna 
Hills, USA

FEBRUARY
27 February

• CGO (IEEE/ACM Int’l Sympo-
sium on Code Generation and 
Optimization), virtual

• HPCA (IEEE Int’l Symposium 
on High-Performance Com-
puter Architecture), virtual

MARCH
22 March

• PerCom (IEEE Int’l Conf. on 
Per vasive Computing and 
Communications), Kassel , 
Germany

• MIPR (IEEE Int’l Conf. on Mul-
timedia Information Process-
ing and Retrieval),  Tok yo, 
Japan

27 March 
• IEEE VR (IEEE Conf. on Virtual 

Reality and 3D User Inter-
faces), Lisbon, Portugal

28 March
• ISPASS (IEEE Int’l Symposium 

on Performance Analysis of 
Systems and So� ware), Stony 
Brook, USA

APRIL
12 April

• ICST (IEEE Conf. on Software 
Testing, Verification and Vali-
dation), virtual

19 April
• ICDE (IEEE Int’l Conf. on Data 

Engineering), Chania, Greece
21 April 

• SELSE (IEEE Workshop on Sil-
icon Errors in Logic - System 
Eff ects), Los Angeles, USA

25 April
• VTS (IEEE VLSI Test Sympo-

sium), San Diego, USA

MAY
10 May

• CCGrid (IEEE/ACM Int’l Sym-
posium on Cluster, Cloud and 
Internet Computing), Mel-
bourne, Australia

17 May
• IPDPS (IEEE Int’l Parallel and 

Distributed Processing Sym-
posium), Portland, Oregon, 
USA

23 May 
• SP (IEEE Symposium on Secu-

rity and Privacy), San Fran-
cisco, USA

25 May 
• ISMVL (IEEE Int’l Symposium 

on Multiple-Valued Logic), 
Nur-Sultan, Kazakhstan

JUNE
7 June

• BCD (IEEE/ACIS Int’l Conf. on 
Big Data, Cloud Computing, 
and Data Science Eng.), Macao

14 June
• ARITH (IEEE Int’l Symposium 

on Computer Arithmetic), 
virtual

21 June
• CSF (IEEE Computer Secu-

rity Foundations Symposium), 
Dubrovnik, Croatia

• DSN (IEEE/IFIP Int’l Conf. on 
Dependable Systems and Net-
works), Taipei, Taiwan 

Learn more 
about IEEE 
Computer 
Society 
conferences
computer.org/conferences
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http://www.icoin.org/main.php
http://wacv2021.thecvf.com/home
https://www.icpr2020.it/
http://www.bigcomputing.org
https://www.ieee-icsc.org
https://conf.researchr.org/home/cgo-2021
https://hpca-conf.org/2021/
http://www.percom.org/
https://mipr2021.org/
http://ieeevr.org/
http://ieeevr.org/
http://www.ispass.org/ispass2021/
https://icst2021.icmc.usp.br/
https://icde2021.gr/
http://www.selse.org/
https://tttc-vts.org/public_html/new/2021/
http://arith2021.arithsymposium.org/
http://www.ieee-security.org/TC/CSF2021/
http://dsn2021.ntu.edu.tw/
http://www.mvl.jpn.org/ISMVL2021/
http://cloudbus.org/ccgrid2021/
http://www.ipdps.org/
http://www.ieee-security.org/TC/SP2021/
http://www.computer.org/conferences/
http://acisinternational.org/conferences/bcd-2021/





