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CS FOCUS

T he IEEE Computer 
Society’s lineup of 12 
peer-reviewed tech-

nical magazines covers cut-
ting-edge topics ranging from 
software design and computer 
graphics to Internet comput-
ing and security, from scien-
tifi c applications and machine 
intelligence to visualization 
and microchip design. Here are 
highlights from recent issues.

Computer

Predicting Personality 
Traits from Physical 
Activity Intensity 
Call and messaging logs 
from mobile devices have 

successfully been used to pre-
dict personality traits. Yet accel-
erometer data have not been 
applied for this purpose. In this 
article from the July 2019 issue 
of Computer, the authors use 
accelerometer data, along with 
data from call and messaging 
logs, to predict fi ve key person-
ality traits.

Computing in Science & 
Engineering

Heterogeneous Hierarchical 
Workfl ow Composition
Workfl ow systems promise sci-
entists an automated end-to-
end path from hypothesis to 
discovery. However, expecting 

any single workfl ow system 
to deliver such a wide range 
of capabilities is impractical. 
A more practical solution is to 
compose the end-to-end work-
fl ow from more than one sys-
tem. With this goal in mind, 
this article from the July/August 
2019 issue of Computing in Sci-
ence & Engineering explores the 
integration of task-based and 
in situ workfl ows. The result 
is a hierarchical heterogeneous 
workfl ow composed of sub-
workfl ows, with diff erent levels 
of the hierarchy using diff er-
ent programming, execution, 
and data models. Materials sci-
ence use cases demonstrate 
the advantages of such hetero-
geneous hierarchical workfl ow 
composition.

IEEE Annals of the 
History of Computing

A Brief History of Search 
Results Ranking
The theory and practice of 

Magazine 
Roundup
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search results ranking, as cur-
rently off ered by most web search 
engines, is older than one might 
think. The fi rst proposal for a sys-
tem of ranking was in a JACM 
paper in 1960. Through the 
remainder of the twentieth century, 
extensive research work was done 
on ranking systems—on devis-
ing methods of ranking, on the 
use of learning methods in asso-
ciation with ranking, and on the 
comparative evaluation of alter-
native methods. The web search 
engines of the tail end of the cen-
tury made much use of this paper. 
Read more in the April–June 2019 
issue of IEEE Annals of the History 
of Computing. 

IEEE Computer Graphics 
and Applications

Perceptual Adversarial 
Networks with a Feature 
Pyramid for Image 
Translation
This article from the July/August 
2019 issue of IEEE Computer 
Graphics and Applications investi-
gates image-to-image translations 
problems where the input image 
is translated into its synthetic 
form with the original structure 
and semantics preserved. Widely 
used methods compute the pixel-
wise MSE loss and are often 
inadequate for high-frequency 
content, tending to produce overly 
smooth results. Concurrent works 
that leverage recent advances in 
conditional generative adversarial 
networks (cGANs) are proposed 
to enable a universal approach to 
diverse image translation tasks that 
traditionally require specifi c loss 

functions. Despite the impressive 
results, most of these approaches 
are notoriously unstable to train 
and tend to induce blurs. In this 
article, the authors decompose 
the image into a set of images by a 
feature pyramid and elaborate sep-
arate loss components for images 
of specifi c bandpass. The overall 
perceptual adversarial loss is able 
to capture not only the semantic 
features but also the appearance.

IEEE Intelligent Systems

Automatic Vehicle Tracking 
with Roadside LiDAR Data 
for the Connected-Vehicles 
System
The existing connected-vehicle 
deployments obtain the real-time 
status of connected vehicles, 
but without knowing the uncon-
nected traffi  c. It is urgent to fi nd 
an approach to collecting the 
high-resolution real-time status 
of unconnected road users. This 
article from the May/June 2019 
issue of IEEE Intelligent Systems 
introduces new-generation light 
detection and ranging (LiDAR) 
enhanced connected infrastruc-
tures that actively sense the high-
resolution status of surrounding 
traffi  c participants with roadside 
LiDAR sensors and broadcast con-
nected-vehicle messages through 
DSRC roadside units. This article 
presents the LiDAR data process-
ing procedure—including back-
ground fi ltering, object clustering, 
vehicle recognition, lane identifi -
cation, and vehicle tracking—and 
evaluates the performance of the 
proposed data processing proce-
dure with the fi eld-collected data.

IEEE Internet Computing

Approaches for Dialog 
Management in 
Conversational Agents
Dialog agents, like digital assis-
tants and automated chat inter-
faces (chatbots), are becoming 
 more popular as users adapt to 
conversing with their devices as 
they do with humans. In this article 
from the March/April 2019 issue 
of IEEE Internet Computing, the 
authors present approaches and 
available tools for dialog manage-
ment (DM), a component of dialog 
agents that handles dialog con-
text and decides the next action 
for the agent to take. They estab-
lish an overview of the fi eld of DM, 
compare approaches and state-
of-the-art tools in industry and 
research work on a set of dimen-
sions, and identify directions for 
further research work.
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MAGAZINE ROUNDUP

IEEE Micro

Language Support for Memory 
Persistency
Memory persistency models enable 
maintaining recoverable data 
structures in persistent memories, 
and prior work has proposed ISA-
level persistency models. In addi-
tion to these models, the authors 
of this article from the May/June 
2019 issue of IEEE Micro argue 
for extending language-level mem-
ory models to provide persistence 
semantics. They present a tax-
onomy of guarantees a language-
level persistency model could 
provide and characterize their pro-
grammability and performance.

IEEE MultiMedia

Coping with the Challenges of 
Delivering Multiple Sensorial 
Media
Multiple Sensorial Media (Mul-
SeMedia) systems transcend the 
traditional senses of sight and 
hearing, adding smell, touch, and 
taste into multimedia applications 
to create more immersive expe-
riences for users. In this article 
from the April–June 2019 issue of 
IEEE MultiMedia, the authors pro-
vide a picture of the challenges 
and requirements for MulSeMedia 
delivery and present a solution to 
cope with software and hardware 
heterogeneity.

IEEE Pervasive Computing

Ensuring Confi dentiality in 
the Cloud of Things
Leveraging low-cost public clouds 

for gathering and processing data 
from large numbers of devices is 
an appealing approach to unleash 
the potential of the Internet of 
Things (IoT). This combination 
of clouds with the IoT-dubbed 
Cloud of Things (CoT) is, how-
ever, built on insecure foun-
dations. Public clouds exhibit 
inherent security vulnerabilities 
due to multitenancy, and adding 
resource-constrained IoT devices 
deployed in the wild further com-
plicates cyber trust. A promising 
avenue consists in intelligently 
utilizing partially homomorphic 
encryption to compute on data in 
an encrypted form in an untrusted 
cloud. This article from the Janu-
ary–March 2019 issue of IEEE 
Pervasive Computing summarizes 
experiences gathered while tran-
sitioning this vision for confi den-
tiality-preserving CoT to practice 
for processing continuous queries 
on streams of sensitive data gen-
erated by IoT devices.

IEEE Security & Privacy

Exposing Cookie Policy 
Flaws through an Extensive 
Evaluation of Browsers and 
Their Extensions
Online abuses give browser users 
an incentive to employ third-party 
cookie policies. These policies, 
built directly into the browser or 
provided through extensions, are 
intended to enhance the user’s 
security and privacy. Unfortu-
nately, virtually every policy can be 
bypassed. Read more in the July/
August 2019 issue of IEEE Security 
& Privacy. 

IEEE Software

Let Me in: Guidelines for the 
Successful Onboarding of 
Newcomers to Open Source 
Projects
Many community-based open 
source software (OSS) projects 
depend on a continuous infl ux of 
newcomers for their survival and 
continuity, yet newcomers face 
many barriers to contributing to a 
project. The authors of this article 
from the July/August 2019 issue of 
IEEE Software provide guidelines 
based on their previous work for 
both OSS communities and new-
comers to OSS projects.

IT Professional

Matrix Barcode-Based Secure 
Authentication without 
Trusting Third Party
The user creates a JavaScript-
enabled bookmark fi le once and 
opens this fi le to generate a QR 
code every time to use secure serv-
ers. The mobile device generates 
a secret to encrypt his or her cre-
dentials and saves it so that the 
browser can be accessed, thus 
enabling him or her to log on to 
secure servers. Read more in the 
May/June 2019 issue of IT Profes-
sional. 
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EDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTE

H igh-performance computing (HPC) typ-
ically involves high-precision arithme-
tic and can achieve speeds of several 

petafl ops. But emerging hardware technologies—
such as tensor cores and resistive memory—could 
soon open the fl oodgates to new possibilities in 
HPC. This issue of ComputingEdge highlights the 
work of computational scientists and researchers 
who are utilizing these cutting-edge technologies 
to bring HPC to the next level.  

The author of Computing in Science & Engineer-
ing’s “Mixed Precision: A Strategy for New Science 
Opportunities” argues for shifting the focus of cer-
tain HPC problems from precision to effi  ciency, 
which could lead to quicker scientifi c discoveries. 
IEEE Micro’s “Memristive Accelerators for Dense 
and Sparse Linear Algebra: From Machine Learn-
ing to High-Performance Scientifi c Computing” 
proposes using in situ accelerators for energy-
effi  cient supercomputing.

HPC-enabled projects can produce data that 
provides scientifi c insights. This ComputingEdge
issue features two examples from Computing 
in Science & Engineering. “Data-Driven Molecu-
lar Engineering of Solar-Powered Windows” 
aims to develop a robust chemical database for 
solar-cell dye material discovery with help from 

supercomputing. “Uncovering Magic Isotopes 
with the Power of HPC” describes how simulating 
nuclei can give us a better understanding of sub-
atomic particles.

Data security and integrity are paramount 
in the modern world, and businesses, govern-
ments, and other organizations are at the front 
lines of preventing breaches and corruption. IT 
Professional’s “What’s Your IT Risk Approach?” 
promotes a strategy called enterprise risk man-
agement for organization-wide data security. 
IEEE Software’s “Convergence of Enterprise IT 
and Embedded Systems” discusses how compa-
nies are adapting to IT changes and challenges, 
including increasing amounts of data from embed-
ded devices.

This ComputingEdge issue closes with two 
articles about smart health from IEEE Pervasive 
Computing. The authors of “Making Everyday 
Interfaces Accessible: Tactile Overlays by and for 
Blind People” employ crowdsourcing and com-
puter vision to help blind people use appliances 
without in-person sighted assistance. “Strategies 
for Inclusion in the Design of Pervasive Comput-
ing for Health and Wellbeing” focuses on ways to 
address the needs of diverse populations when 
creating healthcare technology.  

New Ideas in Supercomputing
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Mixed Precision: A
Strategy for New Science
Opportunities

Jonathan Hines
Oak Ridge National
Laboratory

Editors:
James J. Hack
OakRidgeNational Laboratory
jhack@ornl.gov

Michael E. Papka
Argonne National Laboratory
papka@anl.gov

Since the days of vector supercomputers,

computational scientists have relied on high-precision

arithmetic to accurately solve problems. But changes

to hardware, spurred by the demand for more

computing capability and growth in machine learning,

have researchers considering lower precision

alternatives.

Since the days of vector supercomputers, computational scientists have relied on high-precision
arithmetic to accurately solve a wide range of problems, from modeling nuclear reactors to predicting
supernova physics to measuring the forces within an atomic nucleus.

But changes to hardware, spurred by the demand for more computing capability and growth in
machine learning, have researchers rethinking the balance between the number of digits needed to
perform a given calculation and computational efficiency. For portions of a calculation that do not
require 64-b double-precision arithmetic—the longtime floating-point number standard in
high-performance computing (HPC)—lower precision alternatives may provide enough accuracy.
The tradeoff could lead to scientific discoveries that would otherwise remain years away.

A glimpse into this brave new mixed-precision world was previewed at the launch of the Summit
supercomputer at the U.S. Department of Energy’s (DOE’s) Oak Ridge National Laboratory (ORNL)
in June 2018. Named the fastest system in the world by the TOP500 list upon its debut, Summit
derives 95% of its computing power from its more than 27 000 NVIDIATesla V100 GPUs. For
standard double-precision problems, Summit’s peak performance maxes out at 200 petaflops, or
200 million billion double-precision calculations per second. Application developers who can utilize
low-precision arithmetic, however, will find that the IBM AC922 system has an extra gear—one that
peaks at more than 3 exaops, or 3 billion billion mixed-precision calculations per second.

DEPARTMENT: LEADERSHIP COMPUTING

Computing in Science & Engineering
November/December 2018 67

Copublished by the IEEE CS and the AIP
1521-9615/18/$33.00 �2018 IEEE
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This capability stems from a specialized NVIDIA integrated circuit called a tensor core designed to
boost deep-learning research by executing a simple matrix operation quickly. By building the feature
directly into hardware, NVIDIA gifted deep-learning researchers with a technology that can train and
run neural networks several times faster than the speed that would otherwise be expected.

A part of the reason that tensor cores operate so quickly—around 16 times faster than standard
computation—is because they support 16-b, half-precision arithmetic, a floating-point format that
accommodates only a fraction of the digits compared with double precision. A secondary step of
tensor cores’ matrix operation runs at 32-b single precision. On Summit, researchers have already
demonstrated the value of tensor cores by obtaining speeds surpassing 1 mixed-precision exaop for
distributed neural networks.

Although the usefulness of tensor cores for supercharging low-precision deep learning is obvious, its
relevance for flavors of scientific computing that require more accuracy remains less so. However, that
has not stopped some computational scientists from experimenting with this new technology.

SEARCH FOR ACCELERATION
As one of the few researchers with early access to Summit, ORNL computational scientist Wayne
Joubert has gotten a head start in this respect.

Since NVIDIA announced the tensor core GPU architecture in May 2017, Joubert has wondered if the
feature could be useful for more than training neural networks. “Whenever hardware has some new
feature, scientists are going to ask whether it is useful for their science,” Joubert said.

Working as the lead methods developer for a comparative genomics project called Combinatorial
Metrics (CoMet) in 2018, Joubert entertained the idea of accelerating the code to use Summit’s
low-precision capabilities to boost analysis of genomic datasets. Just a year earlier, he had ported
CoMet to the Titan supercomputer, fine-tuning the application to take advantage of the Cray XK7’s
GPU acceleration. The resulting speedup contributed to research led by ORNL computational systems
biologist Dan Jacobson on regulatory genes of plant cell walls that can be manipulated to enhance
biofuels and bioproducts.

One CoMet algorithm that Joubert thought might be particularly well suited for tensor cores was the
custom correlation coefficient (CCC) method, which specializes in comparing variations of the same
genes, known as alleles, present in a given population. Tensor core-enhanced performance of CCC
could potentially allow researchers to analyze datasets composed of millions of genomes—an
impossible task for current leadership-class systems—and study variations among all possible
combinations of two or three alleles at a time (see Figure 1). Scientists could then use this information
to uncover hidden networks of genes in plants and animals that contribute to observable traits, such as
biomarkers for drought resistance in plants or disease in humans.

In conversations with colleagues on the systems biology team and in HPC circles, Joubert discussed
the CCC algorithm in depth. He studied the algorithm’s description in old research papers and
considered possible reformulations that could map to low-precision hardware. “It’s going back to
mathematics and asking if there is some way to rearrange the pieces and get the same result,”
Joubert said.

COMPUTING IN SCIENCE & ENGINEERING
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ACHIEVING EXAOPS
Mixed-precision arithmetic is not new to HPC. Scientists have been using it regularly to selectively
boost application performance when it makes sense. For example, in 2008, an ORNL team achieved
the first sustained petaflop simulation using a materials science application called DCAþþ that
utilized a combination of single and double precision. In that instance, the team employed single
precision for a portion of its code concerning a quantum Monte Carlo calculation that solved
embedded material clusters and did not require double precision. The arrangement resulted in a
twofold speedup for that portion of the code—the typical performance gain expected in the switch
from double to single precision.

New types of accelerators such as tensor cores, however, raise the reward substantially for application
developers who can successfully recast their problem. Instead of factors of two, the potential exists for
acceleration approaching factors of 10. For Joubert, a deep dive into CCC’s mathematics—examining
how the genomic data translates into bits, or sequences of numbers, and how these sequences are
compared across a population—proved to be the key.

“The heart of the method is to count the number of occurrences of certain combinations of these 2-b
pairs, which represent different alleles within a gene,” Joubert said. “You compare the bits, get counts
of the number of occurrences of these combinations across your population, and calculate the result.
It occurred to me that we can actually take these 2-b values and insert them into the half-precision
format.”

Normally, mapping 2 b into a 16-b floating-point number would be inefficient—like ferrying boat
passengers two at a time on a vessel that could otherwise hold the entire group. Joubert, however,
intuited that the speed of the tensor cores would more than make up for this unconventional data
packaging.

From the moment inspiration struck him, Joubert spent 2 weeks writing his idea into code. He spent
another month optimizing it. The performance gains on Summit became apparent immediately—
delivering a machine-to-machine 37-fold speedup compared with the Titan implementation. Testing
the algorithm across 4000 nodes using a representative dataset, the genomics application team
achieved a peak throughput of 1.88 mixed-precision exaops—faster than any previously reported

Figure 1. One component of a correlation network mapping variations in single nucleotides that
occur at the same location in the genome across a population. These correlations can be used
to identify genetic markers linked to complex observable traits. Image: Dan Jacobson, Oak
Ridge National Laboratory.

LEADERSHIP COMPUTING

November/December 2018 69 www.computer.org/cise
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science application. With some additional fine-tuning, the algorithm leaped to 2.36 mixed-precision
exaops running on 99% of Summit (4560 nodes). The final result was a rate of science output four to
five orders of magnitude beyond the current state of the art. The journey that started with a low-
precision puzzle had opened a new frontier in a comparative genomics analysis.

Joubert said close collaboration with Jacobson and his systems biology colleagues played a large role
in the team’s technical triumph. “We speak different languages,” he said. “At the start of the project I
didn’t know anything about their science problem and they knew very little about GPUs. I think you
need to have multidisciplinary interaction to find these new opportunities.”

Wayne Joubert. Image: Carlos Jones, Oak Ridge National Laboratory.

HOW LOW CAN HPC GO?
With machine learning continuing to drive processor architectures, opportunities for researchers to
push into lower precisions will likely expand in the future. Low-precision calculations have the
potential to benefit not only deep learning and data science applications but also modeling and
simulation, where linear algebra dominates computation.

Developing HPC libraries that allow scientists to automatically exploit lower precisions with minimal
or no additional work is an ongoing area of research that could dramatically expand use of mixed
precision. The Innovative Computing Laboratory (ICL) at the University of Tennessee, Knoxville
(UTK) is playing a leading role in creating such a tool.

In 2007, ICL, which was founded by UTK–ORNL distinguished researcher Jack Dongarra, added an
algorithm to its Linear Algebra PACKage (LAPACK) that could automatically switch between double
and single precision when advantageous. The technique involves the generation of a fast low-precision
solver, followed by an iterative process to derive high-precision accuracy.

“What you get is a solver that is as fast as single precision with the accuracy of double precision,” said
Stan Tomov, an ICL research director and a UTK research assistant professor.

Extending this capability to a tensor core-like accelerator that operates at even lower precisions adds
an additional series of mathematical challenges. ICL has made progress nonetheless, developing new
mixed-precision solvers that can quadruple the speed of conventional double-precision solvers.
An ICL-led paper on this topic, presented at the 2017 International Conference for High Performance
Computing, Networking, Storage and Analysis (SC17), and a poster shared at the 2018 ISC
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the first sustained petaflop simulation using a materials science application called DCAþþ that
utilized a combination of single and double precision. In that instance, the team employed single
precision for a portion of its code concerning a quantum Monte Carlo calculation that solved
embedded material clusters and did not require double precision. The arrangement resulted in a
twofold speedup for that portion of the code—the typical performance gain expected in the switch
from double to single precision.

New types of accelerators such as tensor cores, however, raise the reward substantially for application
developers who can successfully recast their problem. Instead of factors of two, the potential exists for
acceleration approaching factors of 10. For Joubert, a deep dive into CCC’s mathematics—examining
how the genomic data translates into bits, or sequences of numbers, and how these sequences are
compared across a population—proved to be the key.

“The heart of the method is to count the number of occurrences of certain combinations of these 2-b
pairs, which represent different alleles within a gene,” Joubert said. “You compare the bits, get counts
of the number of occurrences of these combinations across your population, and calculate the result.
It occurred to me that we can actually take these 2-b values and insert them into the half-precision
format.”

Normally, mapping 2 b into a 16-b floating-point number would be inefficient—like ferrying boat
passengers two at a time on a vessel that could otherwise hold the entire group. Joubert, however,
intuited that the speed of the tensor cores would more than make up for this unconventional data
packaging.

From the moment inspiration struck him, Joubert spent 2 weeks writing his idea into code. He spent
another month optimizing it. The performance gains on Summit became apparent immediately—
delivering a machine-to-machine 37-fold speedup compared with the Titan implementation. Testing
the algorithm across 4000 nodes using a representative dataset, the genomics application team
achieved a peak throughput of 1.88 mixed-precision exaops—faster than any previously reported

Figure 1. One component of a correlation network mapping variations in single nucleotides that
occur at the same location in the genome across a population. These correlations can be used
to identify genetic markers linked to complex observable traits. Image: Dan Jacobson, Oak
Ridge National Laboratory.
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High Performance Conference have been downloaded more than 12 000 times, an indication of the
high interest surrounding low-precision solvers.

“The bottom line is that there are a number of algorithms already that have proven to be successful,”
Tomov said. “As more people get interested, it becomes more likely that there will be even further
progress.”

In the meantime, computational scientists like Joubert continue to experiment with the latest
architectures that technology vendors put on the market, searching for promising strategies to harness
hardware in the name of science’s most pressing questions.

“To run our science faster and move forward, I think we need to be open to all kinds of ideas,”
Joubert said.
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& COMPUTATIONAL MODELS OF complex systems

are essential to our ability to interpret and

understand the world. These models take many

forms, including neural networks to interpret

and classify vast amounts of real world data,1

and high fidelity simulations of dynamic systems

using partial differential equations.2 Although

these models differ, they utilize many of the

same basic computational kernels from linear

algebra. Therefore, improvements to the under-

lying linear algebra kernels can have a significant

impact on a wide variety of workloads, including

machine learning, scientific computing,2 graph

analytics,3 and emerging augmented and virtual

reality (AR/VR) applications.4

One major obstacle to energy efficient linear

algebra is data movement. Over the past decade,

the energy cost of moving operands for a double

precision floating-point operation across an IC

has risen to over 10� the energy of the operation

itself.5 At the same time, to meet the rising de-

mand for memory bandwidth, the transmission

rate of the off-chip interconnects has increased

faster than energy per bit has fallen, resulting in

higher peak power consumption.6 Based on these

trends, the U.S. Department of Energy has labeled

energy efficient data movement as one of the ten

greatest challenges to exascale computing.7 The

high cost of data movement is especially acute

when dealing with large working sets, typical of

linear algebra workloads for scientific computing

and machine learning. The AlexNet deep neural

network, for instance, has 240 MB of weights, well

beyond typical sizes of last level caches, necessi-

tating numerous off-chip accesses.8 (Even com-

pressed versions require 6.9 MB.)9 In scientific

computing, the workloads are even larger, and are

often distributed across multiple clusters in a

supercomputer.

To ameliorate these problems, recent work

has focused on a class of in situ accelerators

that leverage the availability of dense, CMOS-

compatible resistive memories.10–14 In situ acc-

eleration exploits the analog properties of a resis-

tive memory array, often a crossbar, to perform

computation in the analog domain such that the

result of a dot product can be read from the bit-

lines of an array directly. Recent work has focused

on in situ matrix-vector multiplication (MVM);

however, other accelerators for applications

including associative computing with content

addressablememories have also beenproposed.15

In situ acceleration differs from the process-

ing in memory (PIM) concept that has been

widely explored as a potential solution to the

data movement challenge.16 PIM-based solutions
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colocate process-

ing and memory

to reduce the dis-

tance that data

must travel. How-

ever, PIM still fol-

lows the same

basic framework as

conventional archi-

tectures, where

operands are read

individually from

memory and processed, thereby neglecting a

potentially significant source of data movement

within the memory array. In situ acceleration,

by contrast, performs computation within the

array in the analog domain, and reads out the

result of the computation with an analog-to-digital

converter (ADC).

IN SITUMVM ACCELERATORS
In an in situ MVM accelerator, each resistive

memory element in a memory array is pro-

grammed inversely proportional to a correspond-

ing matrix coefficient. Although many emerging

memory technologies have significant write laten-

cies, the overhead can be amortized over many

computations that use the same matrix. Once the

values have been programmed into the array, a

voltage proportional to a vector coefficient is

applied to each wordline of the memory array

using a digital-to-analog converter (DAC), energiz-

ing the entire array simultaneously. Within the

analog domain, the currents through each ele-

ment in a column sum together, and the resulting

current is quantized through anADC.

The explanation above assumes high precision

ADCs and DACs, and cells that can be pro-

grammed reliably to tens of bits of precision, all of

which are costly at best, and potentially inf-

easible. To remedy this limitation, prior work on

in situ MVM leverages a technique called bit

slicing.10 The matrix is split into bit planes

where each plane contains the data residing at a

particular bit position of every matrix coefficient.

Each in situ operation produces the product

between a matrix bit slice and a vector bit slice,

the results of which are combined outside the

array using a shift and add reduction network. As

a result, the total number of crossbar operations

required for a computation is equal to the product

of the number ofmatrix and vector bit slices.

CHALLENGES
The first architecture papers on in situ MVM

acceleration10–13 focused on machine learning

and optimization problems since the require-

ments of these applications are well suited to in

situ acceleration. The accelerators rely on three

properties of the workloads they accelerate: 1)

the inherent error tolerance of the applications; 2)

the ability to perform computation using narrow,

fixed-point operands; and 3) the dense structure

of the weight matrices involved in the computa-

tions. Although machine learning and combinato-

rial optimization are important, the utility of in

situ acceleration would be limited if these were

the only possible use cases. To enable a wider

range of applications, including scientific comput-

ing and graph analytics, requires three additional

capabilities: reliable computation, floating-point

support, and efficient handling of sparsematrices.

Reliability

Error accumulation in the analog domain has

been a consistent issue with analog computing

since the noise margins are much smaller than in

a conventional digital system. These smaller noise

margins make parasitic noise sources within the

memory arrays an even more pressing problem

than in conventional memory array design. Addi-

tionally, Hamming Codes and other stronger

forms of ECC typically used in von-Neumann

systems cannot directly be applied to in situ com-

putation. Hamming Codes require the values to be

read, then corrected, and finally used for compu-

tation; in in situ computation, however, a dot-

product is first computed within the memory

array, then read, and only corrected at the end.

Therefore, ECC for in situ computation must be

preserved under addition operations.

There have been several proposals to improve

the reliability of computation using in situ acceler-

ators. Hu et al.17 demonstrated that by using

the continuous programmability of memristive

devices, each array element can be programmed

to compensate for the specific parasitic effects

it is subject to. To support error correction,

Feinberg et al.18 propose applying AN codes,

a type of arithmetic code where operands are

In situ acceleration

exploits the analog

properties of a resistive

memory array, often a

crossbar, to perform

computation in the ana-

log domain such that

the result of a dot prod-

uct can be read from

the bitlines of an array

directly.
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encoded through

multiplication by a

carefully selected

integer. This tech-

nique preserves

addition through

the distributive

property, with

detection and corr-

ection capabilities

respectively imple-

mented as division

and remainder operations. Further improvements

to AN codes can be achieved by exploiting

the strong state dependence of transient errors in

resistive memory devices, and by allocating the

correction capabilities tominimize the probability

of errors.

Floating Point
In situ computation is fundamentally based

on a fixed-point representation, which creates

significant challenges for efficiently perform-

ing floating-point calculations. Because values

must be aligned prior to addition in fixed-point

emulation of floating-point, the mantissa values

must be padded based on the difference

between the exponents of the two values. This

padding can significantly increase the size of the

operands at the cost of storage, energy, and

latency. In the worst case, double precision float-

ing-point values require 2100 bits (2046 pad bits,

a 53 bit mantissa, and a sign bit), and by exten-

sion 21002 crossbar operations, assuming single

bit DACs and memory cells. To mitigate these

prohibitive overheads, Feinberg et al.19 propose

several techniques. These techniques leverage

the properties of floating-pointmatrices, including

exponent range locality, to reduce the overheads

to an acceptable level. Exponent range locality is

the observation that although the worst-case

exponent range requires 2100 bits, the range of

exponents within a matrix, or a portion of a matrix,

canbecapturedwith significantly fewerbits.

Sparse Matrices

Densematrices (i.e., matrices with very few zero

coefficients) are the ideal case for in situ computa-

tion. In analog MVM with a crossbar, the entire

memory array is charged regardless of the contents

of the matrix, consuming a largely fixed amount of

power regardless of the matrix density. Therefore,

when operating on sparse matrices with a large

number of zeros, the efficiency of in situ computa-

tion is greatly diminished. Conventional techniques

for handling sparsematrices rely heavily on indirec-

tion, encoding nonzeros as <coordinate, value>

tuples to allow zeros to be skipped; however, there

is no analog to this capability in in situ systems.

Blocking, where the matrix is split into contig-

uous blocks and blocks of all-zeros are discarded,

is a natural analog to mapping the matrix to a set

of memory arrays. However, the choice of block

size is essential to achieving efficient blocking.

GraphR14 selects smaller arrays of 8 � 8, using

the arrays as a form of MVM functional unit, and

streaming a sparse matrix representation of a

graph through the arrays. Alternatively, Feinberg

et al.19 propose using a set of larger arrays with

different sizes to capture the dense blocks within

the matrix, processing some of the remaining val-

ues that are ill-suited to blocking with a conven-

tional von-Neumann processor.

CONCLUSION
Initial research shows that in situ accelera-

tors can be architected to meet the require-

ments of applications beyond machine learning

while still preserving the performance and

energy benefits of in situ acceleration. However,

challenges remain to improve the efficiency of

these techniques. Although memristive accelera-

tors significantly reduce data movement, coordi-

nating computation, and marshaling data within

a large accelerator, or between systems of multi-

ple accelerators, remains largely unexplored.

Additionally, many proposed in situ accelerators

rely on the matrix being written infrequently

such that writes can be amortized over a large

number of MVM operations, limiting the appl-

icability to workloads with infrequent matrix

updates. If these challenges are addressed, in

situ memristive computation can provide bene-

fits to an enormous number of applications with

linear algebra at their core.
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memory array is charged regardless of the contents

of the matrix, consuming a largely fixed amount of

power regardless of the matrix density. Therefore,

when operating on sparse matrices with a large

number of zeros, the efficiency of in situ computa-

tion is greatly diminished. Conventional techniques

for handling sparsematrices rely heavily on indirec-

tion, encoding nonzeros as <coordinate, value>

tuples to allow zeros to be skipped; however, there

is no analog to this capability in in situ systems.

Blocking, where the matrix is split into contig-

uous blocks and blocks of all-zeros are discarded,

is a natural analog to mapping the matrix to a set

of memory arrays. However, the choice of block

size is essential to achieving efficient blocking.

GraphR14 selects smaller arrays of 8 � 8, using

the arrays as a form of MVM functional unit, and

streaming a sparse matrix representation of a

graph through the arrays. Alternatively, Feinberg

et al.19 propose using a set of larger arrays with

different sizes to capture the dense blocks within

the matrix, processing some of the remaining val-

ues that are ill-suited to blocking with a conven-

tional von-Neumann processor.

CONCLUSION
Initial research shows that in situ accelera-

tors can be architected to meet the require-

ments of applications beyond machine learning

while still preserving the performance and

energy benefits of in situ acceleration. However,

challenges remain to improve the efficiency of

these techniques. Although memristive accelera-

tors significantly reduce data movement, coordi-

nating computation, and marshaling data within

a large accelerator, or between systems of multi-

ple accelerators, remains largely unexplored.

Additionally, many proposed in situ accelerators

rely on the matrix being written infrequently

such that writes can be amortized over a large

number of MVM operations, limiting the appl-

icability to workloads with infrequent matrix

updates. If these challenges are addressed, in

situ memristive computation can provide bene-

fits to an enormous number of applications with

linear algebra at their core.
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Further improvements

to AN codes can be

achieved by exploiting

the strong state depen-

dence of transient

errors in resistive
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by allocating the
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to minimize the

probability of errors.
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Data-Driven Molecular 
Engineering of Solar-
Powered Windows 

 

Buildings are the centerpiece of modern living, with more 
than half of the world’s population now living in urban en-
vironments. This demographic evolution has led to build-
ing use becoming the main drain of our energy resources. 
According to the US Energy Information Administration, 
in 2016, 40 percent of the total energy consumption in the 
United States came from building use. However, we could 
overcome this energy drain by embedding new environ-
mental technologies into future cities to realize energy-sus-
tainable buildings.  

“Smart windows” that generate electricity from sunlight hold exciting prospects for meeting en-
tire cities’ building energy demands in a fully sustainable fashion. The dye-sensitized solar 
cell—a next-generation photovoltaic technology that mimics photosynthesis—is a particularly 
strong contender for smart windows, given its transparent and low-cost nature.1 Yet, like so 
many solar-cell technologies, a lack of suitable materials for these devices is holding up innova-
tion. In particular, the discovery of new types of dye molecules that absorb just a little more light 
than current dyes could transform the innovation prospects for this solar-powered window tech-
nology. A modest boost in photovoltaic performance is all that is required, because price-to-per-
formance governs solar-cell industry economics. Additionally, manufacturing dye-sensitized 
solar cells is very cheap relative to other solar-cell technologies. 

Research at the Argonne Leadership Computing Facility (ALCF) at Argonne National Labora-
tory, a US Department of Energy Office of Science User Facility, seeks to realize such dye dis-
covery through a new initiative in data science. In 2016, the ALCF Data Science Program 
(ADSP) provided a significant award of computing time on ALCF resources and personnel sup-
port for a project aimed at discovering new dye materials that would be suitable for dye-sensi-
tized solar cells. The central idea behind this project is to develop a new design approach: one 
that marries the latest technical capabilities in natural language processing, machine learning, 
and quantum-chemical calculations to the world-leading supercomputing resources available at 
Argonne. The overarching concept is to search through a representative set of all possible chemi-
cal molecules and use artificial intelligence to target the chemicals whose molecules have optical 
properties that would yield optimum device function in dye-sensitized solar cells. 
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MINING THE SCIENTIFIC LITERATURE 
The first step in this dye discovery process is to produce a large dataset of chemical molecules 
that includes their molecular structure and optical properties. Such data are available from the 
scientific literature in a fragmented form. For example, an isolated data entry might arise from an 
academic research article about the synthesis of a new chemical, and that article might give a 
general characterization of the chemical’s optical absorption properties but not specify a particu-
lar optical application. The sheer volume of literature containing such information would require 
several lifetimes of human effort to manually curate a database that assembled all molecular 
structures paired with their optical properties. 

Fortunately, such human effort can now be avoided thanks to a new text-mining software tool 
called ChemDataExtractor, which auto-generates materials databases.2 ChemDataExtractor uses 
natural language processing to mine user-specified chemical data types (chemical records) from 
documents; custom-built chemical dictionaries enable high precision and recall in data extrac-
tion. The tool also uses unsupervised and supervised learning algorithms, as well as rule-based 
knowledge classifiers, to improve upon its chemical cognition. For example, the tool uses clus-
tering methods to classify common themes in chemical words by apportioning them the same 
binary code, such as 10011011101 for words containing the chemical descriptor “nano” (nano-
particles, nanocrystals, nanowires, and so on). 

This ADSP project is using ChemDataExtractor to auto-generate a materials database of tens of 
thousands of chemicals with their paired optical absorption property information, as shown in 
Figure 1. These property data manifest in the literature as optical absorption spectral data, which 
feature parameters such as the wavelength of light at which a chemical most absorbs and the in-
tensity of this absorption. 

 
Figure 1. Hundreds of thousands of documents from the scientific literature are fed into the text-
mining software tool ChemDataExtractor to automatically assemble a chemical database. This 
database contains tens of thousands of unstructured data of molecular structures with their paired 
optical property information. Reprinted with permission from M. C. Swain and J. M. Cole.2 Copyright 
2016 American Chemical Society. 

MINING THE RESULTING DATABASE 
The second step in this dye discovery process is to mine the materials database by embedding 
algorithms into the search engine. These algorithms use encoded forms of structure-property re-
lationships that are good for solar-cell dyes, explaining the underlying physics and chemistry in a 
way that a computer can read. These relationships are established using case studies on known 
solar-cell dyes, which come from a range of materials characterization efforts to support this dye 
discovery process. For example, the case study on a dye molecule that is known to function well 
in dye-sensitized solar cells has recently been studied at the ALCF to develop new molecular de-
sign rules to aid the predictive power of its dye discovery program.3 

The research team used the quantum-chemical calculation software package NWChem on its 
newly released supercomputer, a Cray XC40 named Theta, to simulate the molecular structure of 
solar-cell working electrode device interfaces that feature this known high-performance dye.4 
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These computer simulations were complemented by synchrotron-based experiments that re-
vealed the molecular structure of this dye at exceptionally high resolution. The combined results 
of theory and experiment enabled the formation of new structure-property relationships for solar-
cell dyes to add to the growing knowledge base of molecular design rules that will help ongoing 
dye material prediction efforts (see Figure 2).5 

 
Figure 2. (left) Results from quantum-chemical calculations that employ density functional theory 
on Theta to produce the electronic structure of the working electrode of a dye-sensitized solar cell. 
This comprises the MK-44 dye molecule adsorbed onto the surface of titanium dioxide, as modeled 
using a (TiO2)38 cluster; the arrow highlights the small orange circle between two atoms in the dye 
molecule, which denotes a “bond critical point” that proves the discovery of a new type of chemical 
bond between sulfur and carbon atoms. (right) The Laplacian map of a plane of the MK-44 
molecule from experimental data that shows this bond critical point of this newly discovered 
chemical bond at high atomic resolution. This new discovery about chemical bonding helped 
formulate new structure-property relationships that can be encoded into molecular design rules to 
aid dye discovery through this data science program. Reprinted with permission from J. M. Cole et 
al.3 Copyright 2017 American Chemical Society. 

TYING IT TOGETHER 
Machine learning aids the dye discovery process at various stages. For example, consider the 
case of missing data. The process relies on optical property information being available in the 
academic literature, but sometimes only partial information about a given chemical is available. 
In such cases, the missing data stand to prevent that chemical from being included in the data-
base. Yet, machine learning can come to the rescue. A machine-learning algorithm can use the 
information that is already in the database as training data and exploit chemical similarity as the 
learning heuristic to populate missing data for the affected chemicals. 

The ALCF supercomputers are also auto-generating a vast array of computational data on the 
chemical molecules in the database to complement the largely experimental data that ChemDa-
taExtractor is collating from the literature. High-throughput density functional theory and time-
dependent density functional theory are the basis of the quantum chemical calculations that form 
these computational data. Such a computer-intensive task necessitates the supercomputing re-
sources of Theta and Mira, ALCF’s IBM Blue Gene/Q.  

This combination of computational and experimental data will create an ideal data source for 
mining. A short list of predicted dye materials will go forward for experimental validation; these 
dyes will be synthesized, fabricated in dye-sensitized solar-cell devices, and tested for photovol-
taic performance. Results from this dye discovery process—good or bad—will be fed back into 
the cognition part of the workflow as a positive feedback loop, such that subsequent cycles of 
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dye discovery can proceed with, hopefully, better and better accuracy in materials prediction. 
The ultimate goal is to use data science to engineer new molecules that are tailored to a given 
device application. 
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Uncovering Magic 
Isotopes with  
the Power of HPC 
 

Where do elements come from? How does the strong force 
bind subatomic particles into nuclei? What can scientists 
understand from nuclei with unusual proton–neutron ra-
tios? Nuclear physicists at the US Department of Energy’s 
(DOE’s) Oak Ridge National Laboratory (ORNL) are 
seeking answers to such questions with the help of power-
ful supercomputers. 

The element tin is of particular interest to ORNL. In 2010, 
ORNL researchers discovered that the nucleus of a tin iso-

tope, tin-132, was doubly “magic.” Isotopes are deemed magic when they have nucleons (posi-
tively charged proton particles or neutrally charged neutron particles) that complete a shell 
within the nucleus, making the magic isotopes much more strongly bound than those that are not 
magic. Isotopes with 2, 8, 20, 28, 50, 82, or 126 neutrons or protons are considered magic. A 
doubly magic isotope has two of these special numbers—one that describes its number of pro-
tons and one that describes its number of neutrons. Tin-132, for example, has 50 protons and 82 
neutrons. 

The discovery of new magic isotopes can significantly affect the chart of nuclides, a table that 
orders the radioactive behaviors of isotopes. Because magic isotopes are more strongly bound, 
their structure impacts entire regions of the chart of nuclides and the limit of how many nuclei 
can exist. 

AN ISOTOPE WITH UNIQUE PROPERTIES 
Now a team of nuclear physicists at ORNL and collaborators have simulated tin-100, an isotope 
that researchers have long sought to understand. Tin-100 is not only doubly magic but also pos-
sesses the same number of protons and neutrons (50 each). On the chart of nuclides, tin-100 ex-
ists in a region where, if a proton is added, a proton is ejected from the nucleus in the same way 
that someone might be eliminated from a game of musical chairs. 

Using the Cray XK7 Titan supercomputer at the Oak Ridge Leadership Computing Facility 
(OLCF), a DOE Office of Science User Facility at ORNL, the team computed the structure of 
the tin-100 nucleus (and its neighbors), a configuration consisting of 100 strongly interacting 
particles, and determined that the isotope does, in fact, have a doubly magic nature. The team 

Rachel Harken 
Oak Ridge National 
Laboratory 

Editors: 
James J. Hack, 
jhack@ornl.gov; Michael E. 
Papka, papka@anl.gov 

107
Computing in Science & Engineering Copublished by the IEEE CS and the AIP

1521-9615/18/$33 ©2018 IEEEJuly/August 2018



www.computer.org/computingedge 23

  

 

 COMPUTING IN SCIENCE & ENGINEERING 

collaborated with researchers at TRIUMF in Canada, the Institut für Kernphysik at TU Darm-
stadt in Germany, and Reed College in Oregon to complete the simulations (see Figure 1). 

Scientists have previously computed tin-100—but from the nucleus strontium-88 instead. This 
distinction is crucial because previous simulations have consisted of only 12 particles, or “bod-
ies,” rather than 100. The team at ORNL is the first to solve a problem where every single body 
was active, meaning there were 100 strongly interacting particles to account for. 

“We are the first to provide a realistic solution of a nuclear 100-body problem starting from 
forces that describe how two and three nucleons interact with each other,” said Titus Morris, a 
postdoctoral researcher in ORNL’s Quantum Information Group. “There were so many strongly 
interacting particles, we really needed a supercomputer so we could describe them as exactly as 
possible.” 

Heavy elements tend to have more neutrons to keep the charged protons apart and lower the en-
ergy of the nucleus. Therefore, although tin-100’s equal number of protons and neutrons makes 
it neutron-deficient and weakly bound, the nuclear force is strong enough to bind it. The results 
led scientists closer to an understanding of astrophysical phenomena and the elements’ origins. 
They also provided a look into some of the most fundamental aspects of subatomic particles, 
which could inform larger simulations of even heavier nuclei. 

 
Figure 1. 3D rendered image of tin-100 in the nuclear structure and decay chart. Tin-100 sits in the 
region where alpha decay is a competing mechanism to beta decay. Image: Andrew Sproles, Oak 
Ridge National Laboratory. 

HEAVY NUCLEI, HEAVY COMPUTATIONS 
On the basis of early calculations used to anticipate particle behavior, the team modeled the tin-
100 nucleus on Titan under the OLCF’s Innovative and Novel Computational Impact on Theory 
and Experiment, or INCITE program, to find out what is really happening inside this heavy ex-
otic isotope. 

“We already know how the nuclear force works in light systems,” said Gaute Hagen, a re-
searcher at ORNL. “But we were able to link this much heavier, 100-body system to nuclear 
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forces that were only known well enough in very light nuclei. So it’s a tremendous extrapolation 
and works surprisingly well at this scale.” 

The findings show how scientists can use high-performance computing (HPC) resources to un-
cover crucial details about atomic nuclei.  

“Our simulations of tin-100 can give us a base for studying interactions in even heavier nuclei,” 
said Thomas Papenbrock, a researcher at the University of Tennessee and ORNL. Because the 
simulations consisted of 100 strongly interacting nucleons, the project demanded HPC resources. 
Each of the team’s many runs used up to 3,000 of Titan’s nodes, and the project consumed tens 
of millions of core hours.  

The ORNL team used the NUCCOR code, a nuclear physics application that allows scientists to 
recreate the structure and reactions of atomic nuclei, to complete the simulations. NUCCOR is 
one of 13 codes selected for the OLCF’s Center for Accelerated Application Readiness (CAAR) 
project. With the recent arrival of the OLCF’s new leadership-class supercomputer, the IBM 
AC922 Summit, CAAR teams are continuing to optimize their codes to ensure their performance 
on the system when it is fully available to users in 2019. 

A NEW MAGIC NUMBER 
Hagen, Morris, and Gustav Jansen, a computational scientist in the Scientific Computing Group 
at the OLCF, also recently used NUCCOR on Titan to decipher how well a given particle inter-
action predicts the energy and the radius of a nucleus.  

The team gathered observable data—such as the charge radius, the amount of energy required to 
remove nucleons, or the effect on nuclei when more nucleons are added—for carbon isotopes 
and also performed new measurements. The team studied the chain of isotopes up to even more 
neutron-rich isotopes and discovered that the proton number six is also magic. This magicity, the 
quality of carrying a magic number of protons, prevailed through all the neutron-rich carbon iso-
topes, confirming the results of previous experiments. 

With the help of Titan, the team was able to use different nuclear forces to model these isotopes. 
For this modeling, the researchers used effective field theory (EFT), a theory that allows for the 
inclusion of the physics that occur at the desired scales while ignoring those that occur outside of 
this range. EFT is rooted in quantum chromodynamics, a theory that describes the interactions 
between the fundamental particles. The team simulated dozens of interactions to see which ones 
better described the energy and radius of a given isotope. The data from these kinds of simula-
tions can lead researchers to regions on the chart of nuclides that could contain yet-to-be-discov-
ered magic numbers of nucleons. 

“There is a big family of interactions that describes how we think neutrons and protons interact,” 
Morris said. “They are a little bit different from each other, and we aren’t sure how to make the 
process of describing these completely robust. Using resources like Titan, we can gain new in-
sights into these interactions.” 

DELVING INTO THE UNKNOWN 
The findings from these studies can help researchers better understand the strong force that binds 
protons and neutrons into nuclei. They can also allow researchers to study heavier elements 
much more readily.  

“If we understand tin-100, then we understand all the nuclei that are a little bit heavier,” Pa-
penbrock said. “We can subtract 100 particles, because they don’t react much. That’s why this 
nucleus is important.” 

The research can also lead to an understanding about where elements heavier than iron are 
formed. A process called rapid proton capture occurs in space when many hot protons are contin-
ually “captured” by an element, leading to the formation of heavy elements. The process is 
unique because it occurs on the proton-rich side of the chart of nuclides rather than the neutron-
rich side.  
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A decay process called alpha decay typically stabilizes heavy nuclei by emitting a helium nu-
cleus. Tin-100, though, exists in a region on the chart where alpha decay competes with a pro-
cess called beta decay, which occurs when protons simply decay into neutrons. The reason for 
this anomaly is that tin-100 has a much lower neutron-to-proton ratio than is typical of heavy el-
ements. In fact, no other heavier doubly magic nucleus has an equal number of protons and neu-
trons. 

“People have measured the mass of tin-100, so they know it exists,” Papenbrock said. “And 
they’ve measured its beta decay and know it’s one of the shortest-lived isotopes with a strong 
beta decay. But they don’t know its structure, and therefore our results will be useful to the ex-
perimentalists who will determine some of these unknowns.” 
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 LEADERSHIP COMPUTING 

forces that were only known well enough in very light nuclei. So it’s a tremendous extrapolation 
and works surprisingly well at this scale.” 

The findings show how scientists can use high-performance computing (HPC) resources to un-
cover crucial details about atomic nuclei.  

“Our simulations of tin-100 can give us a base for studying interactions in even heavier nuclei,” 
said Thomas Papenbrock, a researcher at the University of Tennessee and ORNL. Because the 
simulations consisted of 100 strongly interacting nucleons, the project demanded HPC resources. 
Each of the team’s many runs used up to 3,000 of Titan’s nodes, and the project consumed tens 
of millions of core hours.  

The ORNL team used the NUCCOR code, a nuclear physics application that allows scientists to 
recreate the structure and reactions of atomic nuclei, to complete the simulations. NUCCOR is 
one of 13 codes selected for the OLCF’s Center for Accelerated Application Readiness (CAAR) 
project. With the recent arrival of the OLCF’s new leadership-class supercomputer, the IBM 
AC922 Summit, CAAR teams are continuing to optimize their codes to ensure their performance 
on the system when it is fully available to users in 2019. 

A NEW MAGIC NUMBER 
Hagen, Morris, and Gustav Jansen, a computational scientist in the Scientific Computing Group 
at the OLCF, also recently used NUCCOR on Titan to decipher how well a given particle inter-
action predicts the energy and the radius of a nucleus.  

The team gathered observable data—such as the charge radius, the amount of energy required to 
remove nucleons, or the effect on nuclei when more nucleons are added—for carbon isotopes 
and also performed new measurements. The team studied the chain of isotopes up to even more 
neutron-rich isotopes and discovered that the proton number six is also magic. This magicity, the 
quality of carrying a magic number of protons, prevailed through all the neutron-rich carbon iso-
topes, confirming the results of previous experiments. 

With the help of Titan, the team was able to use different nuclear forces to model these isotopes. 
For this modeling, the researchers used effective field theory (EFT), a theory that allows for the 
inclusion of the physics that occur at the desired scales while ignoring those that occur outside of 
this range. EFT is rooted in quantum chromodynamics, a theory that describes the interactions 
between the fundamental particles. The team simulated dozens of interactions to see which ones 
better described the energy and radius of a given isotope. The data from these kinds of simula-
tions can lead researchers to regions on the chart of nuclides that could contain yet-to-be-discov-
ered magic numbers of nucleons. 

“There is a big family of interactions that describes how we think neutrons and protons interact,” 
Morris said. “They are a little bit different from each other, and we aren’t sure how to make the 
process of describing these completely robust. Using resources like Titan, we can gain new in-
sights into these interactions.” 

DELVING INTO THE UNKNOWN 
The findings from these studies can help researchers better understand the strong force that binds 
protons and neutrons into nuclei. They can also allow researchers to study heavier elements 
much more readily.  

“If we understand tin-100, then we understand all the nuclei that are a little bit heavier,” Pa-
penbrock said. “We can subtract 100 particles, because they don’t react much. That’s why this 
nucleus is important.” 

The research can also lead to an understanding about where elements heavier than iron are 
formed. A process called rapid proton capture occurs in space when many hot protons are contin-
ually “captured” by an element, leading to the formation of heavy elements. The process is 
unique because it occurs on the proton-rich side of the chart of nuclides rather than the neutron-
rich side.  
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DEPARTMENT: CYBERSECURITY 

What’s Your IT Risk 
Approach? 
 

Risk is the likelihood that a loss will occur. Losses occur 
when a threat exposes vulnerability. To identify risks, you 
need to identify the threats and vulnerabilities and then 
estimate the likelihood of a threat-exploiting vulnerability. 
Risk management starts with an understanding of the 
threats and vulnerabilities, after which the appropriate 
mitigation action is identified. It is a series of coordinated 
activities to direct and control challenges or threats to 
achieving an organization’s goals. Enterprise Risk 
Management (ERM) is an organization-wide approach to 
addressing the full spectrum of the organization’s 

significant risks by understanding the combined impact of risks as an interrelated portfolio, 
rather than addressing risks only within silos. 

Cybersecurity risk is the risk to an organizational operation’s mission, function, image, 
reputation, organizational assets, individuals, and the nation due to the potential for unauthorized 
access, use, disclosure, disruption, modification, or destruction of information and/or 
information systems. Information system–related security risks are those that arise through the 
loss of confidentiality, integrity, or availability of information systems. Cyber risk, like any other 
type of risk, cannot be eliminated—it must be managed. Effective cybersecurity demands the 
shared responsibility of all. The management of organizational risk is a key element of an 
enterprise-wide information security program that provides an effective framework for 
minimizing risks from security threat.  

The objective of a cybersecurity risk-management program is to provide an integrated view of IT 
risk across the entire organization and to ensure that risk issues are integrated into the strategic 
decision-making process to further the achievement of performance goals. Within the US 
Department of Education’s Federal Student Aid (FSA) cybersecurity risk-management program, 
the objective is to strengthen information technology systems’ security through effective risk 
management, understand the threats and vulnerabilities, and then mitigate the risks or reduce the 
potential impacts. Effectively managing cybersecurity risk is a continuous activity and requires 
communication across all levels of an organization.  

OMB Circular A-123’s Management’s Responsibility for Enterprise Risk Management and 
Internal Control1 requires all federal agencies to implement an ERM capability. ERM is the 
discipline that identifies, assesses, and manages risks to all concentration of efforts toward key 
points of failure and reduces or eliminates potential disruptive events. ERM is part of the overall 
governance process and is an integral part of cybersecurity risk management, ensuring that 
actions taken support the enterprise mission and goals. It provides a holistic approach to 
managing risk opportunistically to achieve maximum results for the enterprise. 

Linda Wilbanks 
US Department of Education  

Editors: 
Rick Kuhn, NIST; 
d.kuhn@nist.gov 

Tim Weil, Alcohol 
Monitoring Systems; 
tweil.ieee@gmail.com  
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CYBER RISK MANAGEMENT FRAMEWORK (CRMF) 
NIST Special Publication (SP) 800-37, Guide for Applying the Risk Management Framework to 
Federal Information Systems: A Security Life Cycle Approach,2 shifts the focus away from a 
certification and accreditation compliance approach toward continually assessing risk and 
security authorization—a more active monitoring of the system through its system development 
lifecycle.  

The Cyber Risk Management Framework (CRMF) builds flexibility into the overall information 
security lifecycle to address the increasing nature and scope of threats in real time, providing a 
number of key advantages that include the following:  

• continually evaluating the organization’s risk posture and maintaining situational 
awareness of its cybersecurity posture; 

• understanding the state and maturity of an agency’s cybersecurity program; 
• evaluating cybersecurity programs at key vulnerability points: people, processes, and 

technology; 
• maintaining a focus on the security program lifecycle; and 
• addressing the key functions (governance, risk, management, compliance, operations) of 

a security program. 

The CRMF emphasizes three main principles: 

• integrating information security into the system development lifecycle and applying best 
practices for secure development and engineering up front and throughout the lifecycle 
of an information system; 

• monitoring and maintaining ongoing situational awareness of information system status 
through both manual and automated means, and continuously improving upon reporting 
processes to achieve greater situational awareness; and 

• making informed risk decisions (and accepting risk) based on a complete understanding 
of the impact to operations and assets, individuals, other organizations, and the nation.  

To establish a robust CRMF that is supportive of an organization’s mission, the CRMF must 
utilize the ERM and be integrated into the business processes. Cybersecurity risk management 
cannot be effective in a silo. 

Organizationally, the CRMF is designed to support the management of cybersecurity risk at 
multiple organization levels. The intent is not to escalate or elevate all cybersecurity risk 
decisions to the most senior levels, but to establish clear boundaries and business processes to 
enable the flow of risk information for decisions to be made at the appropriate levels. 
Establishment of thresholds for decision making that are based on 
organizational risk associated with system weaknesses and 
vulnerabilities is essential for effective CRMF operation.  

To ensure that critical risk information is reaching the appropriate 
organizational stakeholders responsible for the development of policy, 
planning, and execution of cybersecurity resources and assets, the 
organization must implement a strong but agile governance and 
oversight model utilizing ERM. The CRMF governance and oversight 
model supports the flow of information between organizational levels, 
promotes transparency in decisions, and provides the mechanisms 
necessary for information assurance and security to be fully integrated 
into the business processes such that it is a true enabler of the mission 
and is not perceived as an inhibitor to progress. 

The 2017 Presidential Executive Order “Strengthening the Cybersecurity of Federal Networks 
and Critical Infrastructure”3 requires federal agencies to utilize the CRMF and to explicitly 
document cybersecurity risk mitigation and acceptance choices, including any decisions to not 
mitigate known vulnerabilities in a timely manner.  

Cybersecurity risk 

management cannot 

be effective in a silo. 
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CYBERSECURITY RISK INDICATOR (CSRI) 
The US Department of Education’s FSA has an ERM program that provides strategic direction 
for assessing, monitoring, and managing risk and includes strategies for managing risk that 
conform to the risk profile and risk appetite; capabilities and methods for identifying, assessing, 
quantifying, and managing risks; and formalized methodologies for risk assessments at all levels 
within FSA. Cybersecurity risk management presents unique challenges in evaluating and 
determining risks. FSA has more than 90 systems in its inventory—some are Federal 
Information Security Management Act (FISMA)–reportable and some are classified as mission 
critical by federal guidelines. However, these are isolated pieces of information about the 
systems; there is no clear methodology for comprehensively determining a system’s 
cybersecurity risk. 

FSA determined that a quantifiable methodology was needed to measure system cybersecurity 
risk. The concern was that without a quantifiable methodology to evaluate cybersecurity risks, 

• systems identified as highest risk could be based on knowledge of the system and/or 
experience with it and unknown systems might not be considered high risk, 

• system cybersecurity risk might not be considered during resource evaluations, and 
• systems that have higher cybersecurity risks might not be properly protected or receive 

the necessary resources. 

In response, I developed the Cybersecurity System Risk Indicator (CSRI), a cybersecurity 
evaluation methodology that is utilized within FSA and the US Department of Education to 
assist in resource allocations and identify systems that might pose a higher risk to vulnerabilities 
or threats. The CRSI focuses only on the risks posed by aspects of information technology. 

For each FSA system, the CSRI utilizes 26 risk factors that can indicate whether a system is a 
higher risk using federal indicators (such as FISMA reportable), IT architecture (such as 
interconnections, cloud-based, personally identifiable information), FSA-specific risk factors 
(such as physical location of the system and external partners), and known system vulnerabilities 
and accepted risks.  

Each of the 26 factors is weighed because not all factors indicate the same level of risk. A scale 
of 1 to 4 is used—higher weight indicates higher risk. The factors and weights are shown in 
Table 1. These were developed for FSA systems—each company will need to identify the 
appropriate factors and weights based on their organization’s level of acceptable risk.  

For each factor, the possible responses were identified (shown in parentheses) and assigned a 
value between 1 and 5 (5 indicating the higher risk response). As this is a new process and is still 
being modified and the system inventory is being updated, many factors were rated yes/no until 
further information is entered into the inventory. 

Table 1. Risk factor per system. 

DHS high-value asset (yes/no) 4 

Authority to operate status (3 years or ongoing) 3 

Classification system type (major, minor, GSS) 3 

Cloud-based system (yes/no) 3 

Criticality rating (mission critical) 3 

External partner security management (yes/no) 3 

FIPS-199 rating (major, minor) 3 

FISMA reportable (yes/no) 3 
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Cybersecurity risk 

management cannot 

be effective in a silo. 
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Interconnections (yes--number/no) 3 

Past-due plan of actions and milestones (POAMs) (count, criticality, 
aging) 

3 

Accepted risks (count, criticality, aging) 3 

Personally identifiable information (yes/no) 3 

System outside of FSA (external partner site) (yes/no) 3 

Date of last audit (1 years, 2 years…) 2 

E-authentication utilized (yes/no) 2 

Non-POAMs (count, criticality) 2 

Number of users (count) 2 

Servers public facing or in DMZ 2 

Sub-systems/minor applications within system boundary (yes--count/no) 2 

Systems PIV-enabled (yes/no) 2 

User base (internal, external) 2 

Web-based system (yes/no) 2 

Continuous monitoring (yes/no) 1 

COTS-based (yes/no) 1 

MOU expiration date (1 year, 2 years…) 1 

Recovery time objective (hours) 1 
 

The CSRI for each system is calculated as follows. 

a.) Utilizing the data for the factors using the FSA system inventory, score each of the 
26 factors. 

b.) Multiply each score by the weight for that factor. 
c.) Results of b.) are summed for the system’s CSRI result. 

The result is a list of scores for each system (see Table 2). 

Table 2. Sample Cybersecurity Risk Indicator (CSRI) results. 

System CSRI score 

A 237 

B 190 

C 168 

D 111 

E 67 
 

The scores alone have no value at all; the value of the CSRI is in the comparison of the scores 
when determining, based on cybersecurity risk, where resources should be allocated to best 
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protect the company’s assets. Applying the methodology also helps identify the specific 
cybersecurity risks to each system.  

The methodology was reviewed by IT and cybersecurity subject matter experts within FSA and 
the US Department of Education. Changes were made and the final methodology has been 
utilized for three quarters and continues to be revised to clearly articulate the cybersecurity risks. 

CONCLUSION 
Risk management is the recognition that you cannot protect against everything—it is about 
prioritization and the acceptance of risk. Governance is important and a framework is critical. IT 
systems are the heart of any company. Advance planning and risk management are the keys to 
appropriately protecting your networks, systems, and data—your company’s critical assets. 
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TECHNOLOGY

CONVERGENCE IS CURRENTLY 
melding entire disciplines to fully new 
business models and technologies across 
industries. What used to be embedded 
systems, on the one hand, with their 
specific constraints from the physical en-
vironments, and IT, on the other hand, 
are combining.1,2 This will impact edu-
cation programs as well as classic indus-
try boundaries.

What exactly is convergence? It 
is the awareness that, with increas-
ing connectivity and autonomy, the 
historic divide of enterprise IT versus 

embedded systems no longer makes 
sense. With industry, home, medi-
cal, and automotive applications be-
ing major drivers, IT will converge 
with embedded systems, such as the 
Internet of Things (IoT). At the same 
time, embedded industries will evolve 
toward IT with cloud solutions and 
dynamic over-the-air services. Take, 
for example, industry robots, medi-
cal surgery systems, or autonomous 
cars. Their distributed embedded in-
telligence is connected and driven by 
cloud-based IT systems. Software is 
flexibly moving from cloud to embed-
ded devices with a bidirectional data 
flow. Cloud-based IT systems provide 

the intelligence for the embedded de-
vices, while the embedded devices fa-
cilitate distributed low-cost sensors, 
actors, and ubiquitous intelligence.

With enterprise IT being interwo-
ven with embedded systems, it does 
not make much sense anymore to 
distinguish the two as separate disci-
plines. Because of computing power 
being cheaper, we will often see in-
stances where intelligence will not 
only be catered by cloud-based com-
putation but also by the edge devices, 
also known as embedded systems,5

named the Internet of Thinking. Of 
course, requirements are different 
depending on how such systems are 

From the Editor

Today, the IT-driven convergence of previously separated domains is the mega-

trend across industries. Systems and services become smart by being aware of 

their environment. Enterprise IT, on the other hand, needs to connect with many 

distributed devices and systems. Ubiquitous computing and the Internet of Things 

are transforming and converging entire industries, as is underlined by the slogan 

that a car is a computer on wheels. Alpana Dubey of Accenture and I provide in-

dustry insights and the latest software trends. I look forward to hearing from both 

readers and prospective department authors regarding the technologies you want 

to know more about. —Christof Ebert
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deployed. A nanodevice implanted in a 
human has different physical, qual-
ity, energy, and IT requirements than 
a server farm. However, it depends 
on shared software and information, 
diminishing the previous tangible 
boundaries between embedded and 
back office applications.

Figure 1 shows this fast-evolving 
convergence with the example of au-
tomotive IT. The left side shows the 
three-tier reference architecture, which 
we will see in all converging systems 
in the future. These three tiers have 
fast become a reference as it ties into 
layered IT structures and allows us to 
abstract the three major functions of 
cloud, performance, and devices. In 
its implementation, these abstract tiers 
disappear like the seven Open Systems 
Integration tiers in networks. They 
help to design efficient systems with 
strong vertical interconnection.

A case in point is the classic tele-
communication industry. It used to 
be based on distributed embedded 
technologies. With the advent of the 
Internet and growing IT services, the 
discipline simply disappeared some 
10 years ago. Once proud indus-
try leaders, such as Alcatel, Lucent, 
and Motorola, have ceased to ex-
ist. Other companies, such as Cisco, 
Huawei, Nokia, and Siemens, have 
reinvented themselves and trans-
formed to convergence companies 
that master both IT and embedded 
systems. Today, only historians would 
still speak of telecommunications as 
an industry segment.

Education programs are keeping 
pace with this industry convergence. 
Computer science, once the theoreti-
cal arm of software education, and 
engineering domains, such as me-
chanical and electrical engineering, 
are converging to systems and soft-
ware engineering disciplines with 
new curricula. Industry is looking 

for graduates who master both the 
software, with algorithms and the 
underlying theoretical foundations, 
along with the engineering, as a dis-
ciplined approach with empirical 
methods and systems understanding 
from domains as diverse as automo-
tive, chemical, medical, and trans-
port. We are witnessing the creation 
of fully new engineering curricula 
based on artificial intelligence (AI) 
and data science applications to em-
bedded technology.

Convergence is the prerequisite 
for digital transformation and en-
ables the real-time observation and 
control of infrastructure, services, 
systems, and processes. It is the link 
between the real and digital worlds. 
This includes data acquisition, analy-
sis, and modeling as well as the nec-
essary information technology and 
networking. Autonomous driving, 
predictive maintenance, IoT, and In-
dustry 4.0 are current application ar-
eas that are all based on convergence. 

Such convergence is also pushing 
businesses toward solutions/products 
that require agile and scalable busi-
ness partnerships where each partner 
provides a set of unique capabilities 
that, once integrated with others, can 
lead to disruptive use cases. An ex-
ample is the Adidas partnership with 
Siemens for fast production of cus-
tomized shoes.6

Industry Survey: The Two 
Forces of Competitiveness 
and Innovation
To better understand how conver-
gence impacts current challenges, let 
us briefly look at some feedback from 
an industry survey that Vector Con-
sulting performed in early 2019.3 We 
asked almost 2,000 decision mak-
ers in companies in the worldwide 
business-to-business (B2B) context 
about the top three challenges that 
they face.

For more than a decade, companies 
worldwide have been very successful 
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CONVERGENCE IS CURRENTLY 
melding entire disciplines to fully new 
business models and technologies across 
industries. What used to be embedded 
systems, on the one hand, with their 
specific constraints from the physical en-
vironments, and IT, on the other hand, 
are combining.1,2 This will impact edu-
cation programs as well as classic indus-
try boundaries.

What exactly is convergence? It 
is the awareness that, with increas-
ing connectivity and autonomy, the 
historic divide of enterprise IT versus 

embedded systems no longer makes 
sense. With industry, home, medi-
cal, and automotive applications be-
ing major drivers, IT will converge 
with embedded systems, such as the 
Internet of Things (IoT). At the same 
time, embedded industries will evolve 
toward IT with cloud solutions and 
dynamic over-the-air services. Take, 
for example, industry robots, medi-
cal surgery systems, or autonomous 
cars. Their distributed embedded in-
telligence is connected and driven by 
cloud-based IT systems. Software is 
flexibly moving from cloud to embed-
ded devices with a bidirectional data 
flow. Cloud-based IT systems provide 

the intelligence for the embedded de-
vices, while the embedded devices fa-
cilitate distributed low-cost sensors, 
actors, and ubiquitous intelligence.

With enterprise IT being interwo-
ven with embedded systems, it does 
not make much sense anymore to 
distinguish the two as separate disci-
plines. Because of computing power 
being cheaper, we will often see in-
stances where intelligence will not 
only be catered by cloud-based com-
putation but also by the edge devices, 
also known as embedded systems,5

named the Internet of Thinking. Of 
course, requirements are different 
depending on how such systems are 

From the Editor

Today, the IT-driven convergence of previously separated domains is the mega-

trend across industries. Systems and services become smart by being aware of 

their environment. Enterprise IT, on the other hand, needs to connect with many 

distributed devices and systems. Ubiquitous computing and the Internet of Things 

are transforming and converging entire industries, as is underlined by the slogan 

that a car is a computer on wheels. Alpana Dubey of Accenture and I provide in-

dustry insights and the latest software trends. I look forward to hearing from both 

readers and prospective department authors regarding the technologies you want 

to know more about. —Christof Ebert

 Convergence of 
Enterprise IT and 
Embedded Systems
Christof Ebert and Alpana Dubey

Digital Object Identifier 10.1109/MS.2019.2896508
Date of publication: 16 April 2019



34 ComputingEdge November 2019

SOFTWARE TECHNOLOGY

94 IEEE SOFTWARE  |  W W W.COMPUTER.ORG/SOFT WARE   |  @IEEESOFT WARE

and in continuous growth. Since 
mid-2018, the global economy has 
darkened. Global economics are at a 
turning point. Reasons are manifold, 
be it global trade restrictions, changes 
to long-time political relationships, 
or local industry impacts. In a recent 
study from the strategy consulting firm 
McKinsey, more than half of execu-
tives say global economic conditions 
are worse now than six months ago.1,4 
The picture is similar in developed 
economies as well as emerging econo-
mies. Looking to 2019, economic con-
ditions are forecasted by executives to 
be lower than they have been during 
past years, both in their own sectors 
but also globally speaking.

Such gloomy trends also impact 
the challenges as they are perceived in 
our industry survey. Figure 2 provides 
the survey results of the Vector study. 
The horizontal axis provides perceived 
short-term challenges, and the vertical 
axis shows more midterm challenges. 
Because each reply allowed up to five 
challenges in both dimensions, the sum 
is more than 100%. The validity is 
given with a response rate of 4% cov-
ering different industries worldwide. It 
thus represents different B2B business 
models but also regions in the world.

When compared with previous 
years, we see three significant changes, 
as underlined by the red arrows in Fig-
ure 2, which show the trend direction 
when compared with our survey from 
last year.

• Competencies have emerged as 
the single-most short-term chal-
lenge, even in front of efficiency 
and quality. The reason is simple 
to grasp. Companies struggle 
to get the right competencies on 
board, specifically for the new 
and challenging topics of IT and 
embedded systems. We face that 
in our consulting projects, which 
increasingly demand competence 
programs, such as digital trans-
formation and agile software.

• Distributed teams are growing in 
relevance for all types of develop-
ment projects. Hardly any product 
is developed in one place. Instead, 
most teams capture several sites, 
often even with heavy time zone 
differences. Where there were two 
rather close time zones with, for 
instance, Europe and India, we 
now see Europe, the Americas, 
and China. With such a split, it is 
hard to find even an appropriate 

single hour when all teams would 
be reachable at the same time. To-
day, we are coaching many virtual 
teams to ramp up agile and scale 
it for the needs of high criticality 
in distributed projects.

• Compliance has increased its 
short-term relevance. Although 
in previous years, companies 
were still of the opinion that the 
process acumen of the past was 
sustainable, it is now obvious that 
process maturity has decreased. 
During 2018, we had more client 
task forces than ever needing to 
master a fast recuperation from 
basic flaws such as configuration 
management and requirements 
engineering. Often agile develop-
ment had been used as a synonym 
for “everything goes,” which 
translated into reduced process 
focus. Documentation became 
insufficient, architecture decisions 
went undocumented, and test 
strategies faded. With an increas-
ing risk of product liability, for 
instance, in functional safety 
and cybersecurity, our customers 
now need to quickly recuperate in 
compliance topics.

When connecting the dots, we see 
two areas that dominate industry. 
These two areas—competitiveness and 
innovation—can be depicted as two 
forces that determine success in the 
high-tech sector across industries.

Competitiveness 
Competitiveness refers to the urgent 
need to deliver with competitive cost 
and quality, while at the same time com-
peting on competencies. This is clearly 
a short-term need and reflects the cur-
rently increasingly perceived economic 
weakness across sectors. Only with the 
right amount of quality, efficiency, com-
petencies, and mastering of distributed FIGURE 2. Industry challenges in global product development.
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teams will companies be able to survive 
the upcoming tough times.

Innovation
Innovation refers to the demand for 
new solutions from markets regard-
ing connectivity, autonomy, digital 
transformation, and so on. Markets 
expect innovative products. Digi-
tal transformation and related tech-
nical topics are driven by industry 
leaders that increasingly have their 
roots in the classic IT business. Am-
azon, Apple, Google, and Microsoft 
all approach the service industries. 
They will not stop in front of previ-
ously incumbent territories, such as 
Google with its Waymo mobility ser-
vices and autonomous cars.

Productivity and innovation are 
mandatory at the same time to sur-
vive in uncertainty and competitive-
ness. Many companies that we talked 
with reported a push to reduce prices 
more than 10–20% for the same 
products year to year. This pattern 
has been recurring in volatile environ-
ments, starting in the late 1960s, but 
it was also visible, for instance, in the 
2008–2009 global industry crisis.

Global product development today 
is challenged with extreme short-term 
pressure on both efficiency and cost. 
This is indicated by the pole at the 
right side of Figure 2, where efficiency 
and cost are by far the biggest short-
term challenges. Companies spend a 
lot of energy to become faster and stay 
competitive in the costs of product de-
velopment. Virtual teams and short-
term allocation facilitate time and cost 
advantages in an increasingly competi-
tive market but demand a sustainable 
agile setup.

The real challenge is quality, here 
emphasized with two major quality 
drivers, i.e., safety and security. We 
have chosen these two because they 
are pivotal in this converging software 

industry. Cybersecurity is mandatory 
to ensure reliable and trusted con-
nectivity and related mobile and dis-
tributed services. Functional safety 
represents the growing awareness of 
product liability where specifically 
embedded devices must ensure the ab-
sence of hazards to users and environ-
ment. The recent growth of lawsuits in 
medical, transportation, and industry 
shows that the relevance of functional 
safety is growing fast. Understanding 
that there is no safety in distributed IT 
systems without cybersecurity makes 
this pair of qualities indispensable.

It is important to balance the two 
poles of efficiency versus innovation. 
This is where product management 
meets product development to iden-
tify the best technical solutions that 
satisfy market needs.

Connecting Competitiveness 
and Innovation
Convergence drives competitiveness 
and innovation. The two forces of 
competitiveness and innovation from 
our survey create challenges that de-
mand fully new solutions in busi-
ness, R&D, and engineering. We have 
never seen such a strong simultaneous 
push for efficiency, quality, and com-
petency. Convergence leverages the 
two forces of competitiveness and in-
novation toward sustainable business 
prospects for technology companies. 
Innovation with IT convergence needs 
a focus on different topics, which we 
will briefly highlight here.

Business Models
Markets today want to have sustain-
able networks of suppliers. The tradi-
tional concept of the supply chain is 
disappearing. Suppliers are subject to 
continuous replacement where neces-
sary. The success of a supplier depends 
on how well it can create communi-
ties and business models together with 

customers and other suppliers. For in-
stance, software has such low entry 
levels that a new competitor is simply 
a mouse click away. Friction-free de-
liveries further add to this competitive 
trap. Crowdsourcing with networks of 
stakeholders developing and maintain-
ing components and wikinomics to ef-
ficiently get access to and manage big 
data are two recent examples.

Value With Customers
Value-oriented engineering will grow 
rapidly, i.e., improving the evaluation 
of requirements within a business case 
from a portfolio management perspec-
tive. This implies dynamic segmen-
tation down to the single buyer. It is 
about speed to needs. Customers are 
not interested in features but in satis-
fying their needs. Customers’ relation-
ships with organizations will not end 
at the delivery or sale of the product 
or service. Instead, an organization 
would need to continuously cocreate 
value for the customers.

Artificial Intelligence
AI is the technology trend dominating 
all others. Although they have been 
around for decades, converging IT sys-
tems can now allow AI to control ubiq-
uitous distributed embedded systems. 
Each software engineer must ramp up 
the necessary AI competencies and con-
nect with his or her respective industry 
domains. Topics such as data science 
and machine learning facilitate new ser-
vices, such as predictive maintenance, 
and tailored solutions for a single-buyer 
segment. This demands data qual-
ity (see “Data Quality”), trusted data 
sources along cybersecurity and trans-
parency. Algorithmic transparency will 
be demanded by policy makers for au-
tonomous systems and machine learn-
ing to ensure fairness and compliance 
with laws. To support this, AI experts 
must become socially responsible and, 
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darkened. Global economics are at a 
turning point. Reasons are manifold, 
be it global trade restrictions, changes 
to long-time political relationships, 
or local industry impacts. In a recent 
study from the strategy consulting firm 
McKinsey, more than half of execu-
tives say global economic conditions 
are worse now than six months ago.1,4 
The picture is similar in developed 
economies as well as emerging econo-
mies. Looking to 2019, economic con-
ditions are forecasted by executives to 
be lower than they have been during 
past years, both in their own sectors 
but also globally speaking.

Such gloomy trends also impact 
the challenges as they are perceived in 
our industry survey. Figure 2 provides 
the survey results of the Vector study. 
The horizontal axis provides perceived 
short-term challenges, and the vertical 
axis shows more midterm challenges. 
Because each reply allowed up to five 
challenges in both dimensions, the sum 
is more than 100%. The validity is 
given with a response rate of 4% cov-
ering different industries worldwide. It 
thus represents different B2B business 
models but also regions in the world.

When compared with previous 
years, we see three significant changes, 
as underlined by the red arrows in Fig-
ure 2, which show the trend direction 
when compared with our survey from 
last year.

• Competencies have emerged as 
the single-most short-term chal-
lenge, even in front of efficiency 
and quality. The reason is simple 
to grasp. Companies struggle 
to get the right competencies on 
board, specifically for the new 
and challenging topics of IT and 
embedded systems. We face that 
in our consulting projects, which 
increasingly demand competence 
programs, such as digital trans-
formation and agile software.

• Distributed teams are growing in 
relevance for all types of develop-
ment projects. Hardly any product 
is developed in one place. Instead, 
most teams capture several sites, 
often even with heavy time zone 
differences. Where there were two 
rather close time zones with, for 
instance, Europe and India, we 
now see Europe, the Americas, 
and China. With such a split, it is 
hard to find even an appropriate 

single hour when all teams would 
be reachable at the same time. To-
day, we are coaching many virtual 
teams to ramp up agile and scale 
it for the needs of high criticality 
in distributed projects.

• Compliance has increased its 
short-term relevance. Although 
in previous years, companies 
were still of the opinion that the 
process acumen of the past was 
sustainable, it is now obvious that 
process maturity has decreased. 
During 2018, we had more client 
task forces than ever needing to 
master a fast recuperation from 
basic flaws such as configuration 
management and requirements 
engineering. Often agile develop-
ment had been used as a synonym 
for “everything goes,” which 
translated into reduced process 
focus. Documentation became 
insufficient, architecture decisions 
went undocumented, and test 
strategies faded. With an increas-
ing risk of product liability, for 
instance, in functional safety 
and cybersecurity, our customers 
now need to quickly recuperate in 
compliance topics.

When connecting the dots, we see 
two areas that dominate industry. 
These two areas—competitiveness and 
innovation—can be depicted as two 
forces that determine success in the 
high-tech sector across industries.

Competitiveness 
Competitiveness refers to the urgent 
need to deliver with competitive cost 
and quality, while at the same time com-
peting on competencies. This is clearly 
a short-term need and reflects the cur-
rently increasingly perceived economic 
weakness across sectors. Only with the 
right amount of quality, efficiency, com-
petencies, and mastering of distributed FIGURE 2. Industry challenges in global product development.
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at the same time, deliver algorithms 
that are explainable.

Quality
The increasing amount of IT for so-
phisticated services and autonomous 
systems raises the bar for quality. 
This includes safety and cybersecu-
rity but also performance and usabil-
ity. Product liability will force strict 
governance rules to prove that qual-
ity standards have been observed. 
Quality is a habit that must continu-
ously evolve. Last year’s best practices 
might still meet standards but may 
not be safe in the future or most ef-
ficient. We often face companies that 

even move backward, assuming that 
once they implement high process ma-
turity, it will last forever. The result is 
degrading quality, specifically in the 
quest to save engineering capacity.

Competence
In a world of fast-paced, innovation-
driven change, the criticality of learning 
will continue to grow. Learning must 
be continuous and blend foundations 
with hands-on experiences. Conver-
gence means a fully new skill set ranging 
from systems engineering to architec-
ture of both enterprise and embedded 
systems, down to implementation, tech-
nologies, and a wealth of methods to 

ensure cybersecurity, performance, and 
functional safety. High-potential em-
ployees prefer challenging assignments 
that provide opportunities for learning  
and growth. In previous years, such 
challenging assignments along with 
continuous learning were key success 
factors for retaining good engineers. 
Even with weaker economic conditions, 
the most valuable employees should still 
feel from their assignments and learn-
ing that they can grow.

Knowledge Management
Knowledge is the currency of the 21st 
century. With global development teams 
and constantly  changing markets, tech-
niques for capturing widespread knowl-
edge on customers, markets, products, 
and technologies are necessary. Compe-
tencies and knowledge are our primary 
assets. Their management must depend 
on people to mature products and 
product management in an ever-chang-
ing environment. Appropriate data san-
itization and debiasing, at scale, would 
be required. Organizations would need 
to build a provenance into the models 
they train from the data. The models 
along with the data used for training 
need to be curated and labeled.

The convergence of IT and embed-
ded systems allows value generation by 
innovatively combining state-of-the-art 
communication technologies using AI, 
data analytics, and big data. It is open-
ing the doors for technology innovation, 
new business models, and collaboration 
schemes across industries. Multimodal 
mobility will connect previously sepa-
rated domains such as cars and public 
transportation. New services, such as 
sharing, create completely new ecosys-
tems and business models that are far 
away from the classic buy-your-own-
product approach.

Convergence will transform once 
isolated systems, such as a car or a 
medical implant, into a distributed IT 

DATA QUALITY

Data are the new oil. Data fuel industries and are impacting all business 
models. Let us look as a case in point to the enterprise-embedded conver-
gence and its impacts in the automotive market. More than 100 embedded 
controllers, real-time connectivity, cloud services, and increasing autono-
mous functions make automotive software the most complex across all of 
today’s industries. Automotive original equipment manufacturers are equip-
ping next-generation production processes and vehicles with connected 
embedded sensors and actuators to obtain better intelligence and control. 
They adopt information and communication technology workflow from their IT 
systems to each single car. With a car becoming a computer on wheels, the 
sanity of data is becoming ever more important.

Because of businesses and even society being dependent on data for criti-
cal functions, the risk of data being manipulated is ever increasing. Artificial 
intelligence models trained on biased data have already shown unfairness and 
a lack of inclusive practices. According to a survey performed by the Accenture 
Technology Vision team, 79% of executives feel that many of the critical func-
tions of the organizations are based on data, yet there is not much investment 
on verifying the truth within the data. This leads to wrong insights and a further 
wrong set of decisions and actions.

Ensuring safety and security implies that the AI models, used for performing 
critical functions, are trained from the right data. In our data science projects, 
such as for predictive maintenance or testing of autonomous vehicles, Accen-
ture and Vector are looking to several parameters, namely, provenance, i.e., 
verifying the history of data from its origin through its lifecycle, context-con-
sidering circumstance around data use, and its integrity.
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system with cloud access, over-the-air 
functional upgrades, and high-band-
width access to map services, media 
content, other devices, and surround-
ing infrastructure (see “IEEE Interna-
tional Conference on Global Software 
Engineering”).

A lthough all companies will 
struggle against the weak 
economic outlook, tech-

nological advances are consistently 
changing in the world, while some 
companies are not making any prog-
ress. Success is not guaranteed for 
those who invest in R&D, but it may 
be for those who balance the two 
forces of competitiveness and innova-
tion. Technology strategist Hermann 
Kahn observed several decades ago: 
“Everybody can learn from the past. 
Today it’s important to learn from 
the future.” This is the wake-up call 
to use convergence against the weak 
economic outlook. One who takes no 
ownership nor risks will not survive 
in our competitive business.
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Quality
The increasing amount of IT for so-
phisticated services and autonomous 
systems raises the bar for quality. 
This includes safety and cybersecu-
rity but also performance and usabil-
ity. Product liability will force strict 
governance rules to prove that qual-
ity standards have been observed. 
Quality is a habit that must continu-
ously evolve. Last year’s best practices 
might still meet standards but may 
not be safe in the future or most ef-
ficient. We often face companies that 

even move backward, assuming that 
once they implement high process ma-
turity, it will last forever. The result is 
degrading quality, specifically in the 
quest to save engineering capacity.
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ture of both enterprise and embedded 
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nologies, and a wealth of methods to 
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and growth. In previous years, such 
challenging assignments along with 
continuous learning were key success 
factors for retaining good engineers. 
Even with weaker economic conditions, 
the most valuable employees should still 
feel from their assignments and learn-
ing that they can grow.
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assets. Their management must depend 
on people to mature products and 
product management in an ever-chang-
ing environment. Appropriate data san-
itization and debiasing, at scale, would 
be required. Organizations would need 
to build a provenance into the models 
they train from the data. The models 
along with the data used for training 
need to be curated and labeled.

The convergence of IT and embed-
ded systems allows value generation by 
innovatively combining state-of-the-art 
communication technologies using AI, 
data analytics, and big data. It is open-
ing the doors for technology innovation, 
new business models, and collaboration 
schemes across industries. Multimodal 
mobility will connect previously sepa-
rated domains such as cars and public 
transportation. New services, such as 
sharing, create completely new ecosys-
tems and business models that are far 
away from the classic buy-your-own-
product approach.

Convergence will transform once 
isolated systems, such as a car or a 
medical implant, into a distributed IT 
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Data are the new oil. Data fuel industries and are impacting all business 
models. Let us look as a case in point to the enterprise-embedded conver-
gence and its impacts in the automotive market. More than 100 embedded 
controllers, real-time connectivity, cloud services, and increasing autono-
mous functions make automotive software the most complex across all of 
today’s industries. Automotive original equipment manufacturers are equip-
ping next-generation production processes and vehicles with connected 
embedded sensors and actuators to obtain better intelligence and control. 
They adopt information and communication technology workflow from their IT 
systems to each single car. With a car becoming a computer on wheels, the 
sanity of data is becoming ever more important.

Because of businesses and even society being dependent on data for criti-
cal functions, the risk of data being manipulated is ever increasing. Artificial 
intelligence models trained on biased data have already shown unfairness and 
a lack of inclusive practices. According to a survey performed by the Accenture 
Technology Vision team, 79% of executives feel that many of the critical func-
tions of the organizations are based on data, yet there is not much investment 
on verifying the truth within the data. This leads to wrong insights and a further 
wrong set of decisions and actions.

Ensuring safety and security implies that the AI models, used for performing 
critical functions, are trained from the right data. In our data science projects, 
such as for predictive maintenance or testing of autonomous vehicles, Accen-
ture and Vector are looking to several parameters, namely, provenance, i.e., 
verifying the history of data from its origin through its lifecycle, context-con-
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Making Everyday 
Interfaces Accessible 
Tactile Overlays by and for Blind People 

Making a physical environment accessible to blind 

people generally requires sighted assistance. VizLens 

and Facade put blind users at the center of a 

crowdsourced, computer-vision-based workflow that 

lets them make the environment accessible on their 

own terms. 

The world is full of physical interfaces that are inaccessible to blind people. Microwaves, toast-
ers, and coffee machines help us prepare food; printers, fax machines, and copiers help us work; 
and checkout terminals, public kiosks, and remote controls help us with daily activities. Despite 
their ubiquity, few interfaces are self-voicing or have tactile labels. As a result, blind people can-
not easily use them—they typically must rely on sighted assistance either to use the interface or 
to label it with tactile markings. However, tactile markings often cannot be added to interfaces 
on public devices, such as those in an office kitchenette or checkout kiosk at the grocery store, 
and static labels cannot make dynamic interfaces accessible. Sighted assistance may not always 
be available, and relying on co-located sighted assistance reduces independence. 

Making physical interfaces accessible has been a long-standing challenge.1,2 Solutions have gen-
erally involved making a device self-voicing, modifying the interface (for example, adding tac-
tile markers), or using computer vision (CV). Accessibility can be built into new devices, but not 
all devices are likely to be covered due to cost. In addition, CV approaches are usually brittle and 
interface or task specific.2 The Internet of Things might remedy this situation eventually; as more 
devices are interconnected and can be controlled remotely, the problem becomes one of digital 
accessibility, which is easier to solve. For example, users might access a device through a cus-
tomized interface on their own smartphone.3,4 However, current solutions are unlikely to make 
most new physical interfaces accessible or address the significant legacy problem even in the 
medium term. 

We conducted a pair of user studies to better understand how blind people currently use and 
adapt to everyday home and office appliances. To meet such users’ needs, we first built 
VizLens,5 a robust and interactive screen reader for real-world interfaces. VizLens users take a 
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picture of a desirable interface, which is interpreted quickly by multiple crowd workers in paral-
lel; the system then uses CV to provide real-time feedback and guidance on using the interface. 
However, VizLens will never be as good as an interface built from the start to be accessible. We 
therefore created Facade,6 which combines a crowdsourced interpretation pipeline with CV and a 
3D printing application to let blind users produce tactile overlays that turn inaccessible interfaces 
into accessible ones.  

UNDERSTANDING USER NEEDS 
To understand blind users’ needs, we first went to the home of a blind individual and observed 
how she cooked a meal and used home appliances. We then conducted semi-structured inter-
views with six blind participants about their appliance use and strategies for accommodating in-
accessible appliances.  

Participants felt that interfaces are becoming much less accessible as flat digital touchpads re-
place physical buttons, which can at least be easily found by fingers once the locations of differ-
ent functions are memorized. They did not generally have problems locating the control area of 
the appliances, but they did have problems finding the specific buttons contained within it. We 
identified four design requirements for a system to generate augmented physical interfaces for 
nonvisual access.  

First, blind people often rely on in-person sighted assistance to identify the original functions 
and apply the labels for home appliances. The solution for tactile labeling should let blind users 
independently augment and access their appliances. Second, blind people have different prefer-
ences for labeling their appliances, such as reading medium or what buttons to label. The solu-
tion should also support rich tactile feedback, diverse labeling strategies, and preferences to 
address a wide range of individual needs. Third, because blind people cannot remember all the 
abbreviations and functions, they often choose to only label a few functions, which limits their 
access. The solution should allow for learning and memorization of the interface. Finally, when 
the labels they applied wear off because of repeated use, which happens a lot with kitchen appli-
ances, they lose access to the functions and need help again. The solution should support easy 
attachment and easy reproduction. Of note, static tactile markings cannot make dynamic inter-
faces accessible. Many interfaces include dynamic components, such as self-checkout terminals 
in which the full screen changes when the user presses a button. For these types of interfaces, a 
dynamic solution is required.  

VIZLENS: A ROBUST AND INTERACTIVE SCREEN 
READER FOR REAL-WORLD INTERFACES  
Just as the first digital screen readers interpreted the visual information a computer seeks to dis-
play,7 VizLens interprets the visual information of existing physical interfaces (see Figure 1). To 
work robustly, it combines on-demand crowdsourcing like that found in VizWiz8 and Region-
Speak9 with real-time CV such as that used by Access Lens10 and VizWiz::LocateIt.11 The sys-
tem’s workflow tightly integrates the strengths of the end user (knowledge of the problem and 
context, and access to the interface), the crowd (sight and general intelligence), and CV (speed 
and scalability). 

When blind users encounter an inaccessible interface for the first time, they use a smartphone 
camera to capture a picture of the device and then send it to the crowd. This picture becomes a 
reference image. Within a few minutes, crowd workers rate the image quality (whether it is 
blurry and whether the interface area is partially cropped), mark the layout of the interface, anno-
tate its elements (for example, buttons or other controls), and describe each element (for exam-
ple, labeling buttons “baked potato” or “start/pause”). These results are combined using majority 
vote. Later, when blind users want to use the interface, they open the VizLens mobile app, point 
the phone toward the interface, and hover a finger over the screen. CV matches the crowd-la-
beled reference image to the real-time image. VizLens detects what element the user is pointing 
at and uses instantaneous audio feedback to guide the user. 
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Figure 1. VizLens users take a picture of an interface they would like to use, such as that of a 
microwave oven. This image is interpreted quickly by crowd workers in parallel. The system then 
uses computer vision to give instantaneous interactive feedback and guidance on using the 
interface through a mobile (left) or wearable device (right). 

A user study of VizLens we conducted with 10 blind participants found the crowdsourced label-
ing workflow to be fast (8 minutes), accurate (99.7 percent), and inexpensive ($1.15). Based on 
the participants’ feedback, we added functionalities to VizLens that enable it to adapt to inter-
faces that change state (common with touchscreen interfaces), read dynamic information with 
crowd-assisted optical character recognition (OCR), and benefit from head-mounted cameras. 
The resulting system is nearly as robust as a person in interpreting the user interface and nearly 
as quick and low-cost as a pure CV system, making it feasible to deploy today. 

FACADE: AUTO-GENERATING TACTILE 
INTERFACES FOR APPLIANCES 
Two downsides of VizLens are that real-time CV is computationally expensive, and users will 
not always want to hold or wear the device. We therefore created a way for blind users to inde-
pendently produce tactile overlays to physical interfaces. Built atop VizLens, Facade adds 3D-
printed augmentation to buttons on the original panel (Figure 2).  

 
Figure 2. Facade’s crowdsourced fabrication pipeline enables blind people to independently make 
physical interfaces accessible by producing a 3D-printed overlay of tactile buttons. 
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Blind users first capture a photo of an inaccessible interface along with a readily available fidu-
cial marker such as a dollar bill as a size reference. The Facade mobile app uses CV to provide 
aiming feedback to the user in real time. After the user takes a picture, the backend server can 
warp the image to the front perspective and retrieve the size information. Similar to VizLens, this 
image is sent to crowd workers to rate its quality and to segment the area that contains the inter-
face. Crowd workers are asked to segment the interface region aligned with the control panel’s 
physical boundaries to make it easier for blind users to attach the overlay by themselves. In par-
allel, the crowd workers then label the individual buttons by drawing a bounding box of each 
button and providing a text annotation for it.  

Users can then customize the buttons’ shape and labels using the Facade mobile app. A virtual 
version of the interface is displayed on the touchscreen that supports learning and memorization 
of the interface. Users can also set preferences for reading medium, word abbreviation strategy, 
whether to include a legend on the side, and so on. Using the crowd-generated labels and users’ 
preferences, Facade then generates a 3D model for a layer of tactile, pressable buttons that fits 
over the original controls.  

Finally, a home 3D printer or mail-order 3D printing service can be used to fabricate the layer, 
which the blind person aligns and attaches to the interface. Printed overlays from a service such 
as 3D Hubs (https://3dhubs.com) cost about $10, and they will get cheaper over time. Figure 3 
shows several printed overlays and legends generated by Facade with various 3D printing mate-
rial combinations. 

 
Figure 3. Example printed tactile overlays and legends generated by Facade. (a)–(d) Different 3D 
printing material combinations tested in system design iterations: NinjaFlex Braille label, NinjaFlex 
+ polylactic acid (PLA) Braille label, NinjaFlex + PLA Braille cover, and NinjaFlex + PLA embossed 
letter cover. (e) Facade users can choose to print a legend for the abbreviations. (f) and (g) If a 
user does not have a 3D printer at home, overlays can be printed by a commercial mail-order 
service such as 3D Hubs using PolyFlex or SemiFlex materials. 

A study with 11 blind participants showed that Facade enables blind people to independently 
create and affix tactile overlays for appliance interfaces, and that the overlays provide rich and 
usable feedback. Comparing Facade with the traditional method of applying Braille labels, one 
participant commented that “I like [Facade] much better. I can do it myself, to me it’s huge. I 
don’t need to wait for someone to come over and label things for me. If the template gets dam-
aged, I can create a new one. With the [traditional] labels I made, things start peeling off soon. I 
think this is neat.” 

Unlike traditional embossed labelers, Facade does not require in-person sighted assistance, pro-
vides richer tactile feedback using different reading mediums and button shapes, and reduces 
memory load by providing a legend and in-app support. In addition, as home 3D printers become 
faster, blind users will be able to use Facade to generate tactile overlays to home appliances in 
just minutes. 

69April–June 2018 www.computer.org/pervasive

 

 MAKER TECH 

 
Figure 1. VizLens users take a picture of an interface they would like to use, such as that of a 
microwave oven. This image is interpreted quickly by crowd workers in parallel. The system then 
uses computer vision to give instantaneous interactive feedback and guidance on using the 
interface through a mobile (left) or wearable device (right). 

A user study of VizLens we conducted with 10 blind participants found the crowdsourced label-
ing workflow to be fast (8 minutes), accurate (99.7 percent), and inexpensive ($1.15). Based on 
the participants’ feedback, we added functionalities to VizLens that enable it to adapt to inter-
faces that change state (common with touchscreen interfaces), read dynamic information with 
crowd-assisted optical character recognition (OCR), and benefit from head-mounted cameras. 
The resulting system is nearly as robust as a person in interpreting the user interface and nearly 
as quick and low-cost as a pure CV system, making it feasible to deploy today. 

FACADE: AUTO-GENERATING TACTILE 
INTERFACES FOR APPLIANCES 
Two downsides of VizLens are that real-time CV is computationally expensive, and users will 
not always want to hold or wear the device. We therefore created a way for blind users to inde-
pendently produce tactile overlays to physical interfaces. Built atop VizLens, Facade adds 3D-
printed augmentation to buttons on the original panel (Figure 2).  

 
Figure 2. Facade’s crowdsourced fabrication pipeline enables blind people to independently make 
physical interfaces accessible by producing a 3D-printed overlay of tactile buttons. 

68April–June 2018 www.computer.org/pervasive



42 ComputingEdge November 2019

 

 MAKER TECH 

CONCLUSION 
VizLens and Facade solve the long-standing challenge of making everyday interfaces accessible 
by tightly integrating the complementary strengths of the end user, the crowd, CV, and fabrica-
tion technology.  

We envision that the Facade approach can work at scale. For example, a sighted partner or a 
building manager can quickly collect images and automatically produce tactile labels and aug-
mentations to make a space accessible, which is more efficient than manual labeling. Facade also 
makes end-user fabrication more inclusive by enabling blind users themselves to be makers in 
the 3D modeling process, shifting the inaccessible component to a crowd interpretation pipeline 
and an automated model generation tool.  

REFERENCES 
1. T. Morris et al., “Clearspeech: A Display Reader for the Visually Handicapped,” IEEE 

Trans. Neural Systems and Rehabilitation Eng., vol. 14, no. 4, 2006, pp. 492–500. 
2. G. Fusco et al., “Using Computer Vision to Access Appliance Displays,” Proc. 16th 

Int’l ACM SIGACCESS Conf. Computers & Accessibility (ASSETS 14), 2014, pp. 
281–282. 

3. G. Vanderheiden and J. Treviranus, “Creating a Global Public Inclusive 
Infrastructure,” Proc. 6th Int’l Conf. Universal Access in Human-Computer Interaction 
(UAHCI 11), 2011, pp. 517–526. 

4. A.A. de Freitas et al., “Snap-To-It: A User-Inspired Platform for Opportunistic Device 
Interactions,” Proc. 2016 CHI Conf. Human Factors in Computing Systems (CHI 16), 
2016, pp. 5909–5920. 

5. A. Guo et al., “VizLens: A Robust and Interactive Screen Reader for Interfaces in the 
Real World,” Proc. 29th Ann. Symp. User Interface Software and Technology (UIST 
16), 2016, pp. 651–664. 

6. A. Guo et al., “Facade: Auto-generating Tactile Interfaces to Appliances,” Proc. 2017 
CHI Conf. Human Factors in Computing Systems (CHI 17), 2017, pp. 5826-5838. 

7. J. Thatcher, “Screen Reader/2: Access to OS/2 and the Graphical User Interface,” 
Proc. 1st Ann. ACM Conf. Assistive Technologies (ASSETS 94), 1994, pp. 39–46. 

8. J.P. Bigham et al., “VizWiz: Nearly Real-Time Answers to Visual Questions,” Proc. 
23nd Ann. ACM Symp. User Interface Software and Technology (UIST 10), 2010, pp. 
333–342. 

9. Y. Zhong et al., “RegionSpeak: Quick Comprehensive Spatial Descriptions of 
Complex Images for Blind Users,” Proc. 33rd Ann. ACM Conf. Human Factors in 
Computing Systems (CHI 15), 2015, pp. 2353–2362. 

10. S.K. Kane, B. Frey, and J.O. Wobbrock, “Access Lens: A Gesture-Based Screen 
Reader for Real-World Documents,” Proc. 2013 ACM SIGCHI Conf. Human Factors 
in Computing Systems (CHI 13), 2013, pp. 347-350. 

11. J.P. Bigham et al., “VizWiz:: LocateIt—Enabling Blind People to Locate Objects in 
Their Environment,” Proc. 2010 IEEE Computer Society Computer Vision and Pattern 
Recognition Workshops (CVPR 10), 2010, pp. 65-72. 

ABOUT THE AUTHORS 
Anhong Guo is a PhD Student at Carnegie Mellon University’s Human–Computer Interac-
tion (HCI) Institute. Contact him at anhongg@cs.cmu.edu.  

Jeffrey P. Bigham is an associate professor at Carnegie Mellon University’s HCI Institute 
and Language Technologies Institute. Contact him at jbigham@cs.cmu.edu.  

70April–June 2018 www.computer.org/pervasive

This article originally appeared in 
IEEE Pervasive Computing, vol. 17, no. 2, 2018.



2469-7087/19 © 2019 IEEE Published by the IEEE Computer Society November 2019 43

18mprv01-marcu-2898485.3d (Style 5) 25-04-2019 15:51

Strategies for Inclusion in
the Design of Pervasive
Computing for Health and
Wellbeing

Gabriela Marcu
University of Michigan

Karina Caro
Autonomous University of Baja California

Juan Fernando Maestre
Indiana University

Kay H. Connelly
Indiana University

Robin Brewer
University of Michigan

Christina N. Harrington
Northwestern University

Department Editors: Jesus Favela [favela@cicese.mx] , Gabriela Marcu [gmarcu@umich.edu]

& PARTICIPATORY DESIGN HAS become a popular

method in pervasive computing for health and

wellbeing. Involving end users as participants

in the design of a technology helps to ensure fea-

sibility, acceptability, and usability—key factors

that promote the uptake of pervasive computing

for improving health. These factors are particu-

larly important for emerging technologies, as we

are still learning how they fit into users’ lives.

Pervasive computing researchers have a

unique opportunity to include many voices in

influencing the design and implementation of

emerging technologies. Approaching the concep-

tualization of pervasive systems, applications,

and use cases as inclusively as possible will

ensure our innovations reach their full potential.

If we do not include different perspectives in the

process of innovation, we risk contributing to

inequity and exacerbating existing social divides.

We also limit our capacity for innovation.

Participatory design commonly involves elicit-

ing input and inviting codesign through sketching

and iterative prototyping. This process is meant to

enable meaningful design experiences for both par-

ticipants and researchers, but these broad activi-

ties can be difficult to apply in practice. Moreover,

the activities of participatory design become more

difficult to apply effectively across a variety of pop-

ulations. Pervasive computing has notably tackled

challenging health and social issues affecting a

diverse range of populations—including children

with autism, older adults experiencing physical or

cognitive impairments, individuals with traumatic

brain injury, individuals with limited technology
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experience, residents of low-income communities,

and patients with varying literacy.

As we continue to engage diverse populations

in the participatory design process, we need to

critically reflect on how inclusive and effective our

methods are. From the early stages of the design

process, how do we engage a specific population

in ideation, iteration, prototyping, and evaluation?

Howdoweprovide equitable andmeaningful expe-

riences for participants, while ensuring rigorous

and innovative data collection for researchers?

There has been some population-specific

guidance for applying participatory design tech-

niques—such as cooperative inquiry, which

focuses on children as partners in design.2

However, once in the wild, these methods and

approaches must still be tailored based on the

characteristics of the population. Madsen et al.3

report lessons learned while conducting partici-

patory design with adolescents with autism. Their

participants were not able to articulate difficulties

they had with the system being evaluated, so sev-

eral methods were used to document usability

issues and optimize the feedback loop during

design. For example, clinicians familiar with the

adolescents observed each of the participants

and served as proxies to communicate feedback

on the design according to what they perceived

the children found engaging.

Adapting participatory design methods to the

needs and preferences of specific populations is

an effective strategy. Rather than relying on

standards and guidelines, it has been suggested

that designers develop empathy with their user

groups5 through uniquely tailored strategies for

conducting participatory design. For example,

Sahib et al.6 show a scenario-based approach for

conducting participatory design with blind users.

Still, an open question remains as to how we can

create tasks and activities that positively engage

individuals fromdiverse populations.

ADAPTING METHODS TO EACH
POPULATION

A group of 14 researchers met on May 21st,

2018, during the International Conference on

Pervasive Computing Technologies for Health-

care (PervasiveHealth), to share experiences

and strategies for adapting participatory design

methods to fit the needs of diverse populations.

The aim was to discuss the challenges that

emerge when conducting participatory design

with diverse populations, and share creative

methods and techniques that can overcome

these challenges. The researchers brought per-

spectives from working with populations such

as low-income African-American older adults,

people with vision impairments, and individuals

with Down syndrome. Combining experiences

with a range of diverse populations, the follow-

ing aspects and challenges of the participatory

design process were discussed.

� Building rapport: How do you introduce

researchers (i.e., yourself) and the participa-

tory design process (i.e., your work)? What

phrases are effective for encouraging partici-

pants to provide ongoing, detailed and honest

input?
� Prompts: When is it useful to provide narra-

tive prompts such as scenarios or stories for

participants to respond to? How are these

prompts generated and integrated into the

design process?
� Activities: What activities are appropriate

and effective for specific populations? What

types of activities can maximize enjoyment

for participants while optimizing data collec-

tion for facilitators?
� Tools/artifacts: What tools or artifacts are

helpful to participants and/or facilitators?

When does high tech work well? When does

low tech work well?
� Technology experience: How much relevant

technology experience should participants

have? Do different amounts of experiences

lead to different types of contributions?
� Allies: When and how do you utilize gate-

keepers, champions, or advocates for a spe-

cific population? When and how do you

enlist caregivers, clinicians, or proxies for a

specific population? What are the advantages

of these points of view, and when do they

outweigh the potential risks of not engaging

the population directly?

Three themes emerged from the discussion,

representing key challenges to conducting

an effective and equitable participatory design

Pervasive Healthcare
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process. We were able to align these themes

roughly with chronological phases of the process.

We present the key challenge in each phase

through an example of working with a specific

population:

1. Gaining access, recruiting, and ensuring partici-

pation can be particularly challenging when

working with stigmatized populations who

may be hesitant to trust researchers.

2. Planning for a mutually beneficial relationship

before, during, and after the design process is criti-

calwhenworkingwithunderservedpopulations,

otherwise we risk making these individuals feel

used and abandoned after data collection.

3. Creating engaging research experiences for par-

ticipants while also gaining rich insights is espe-

cially helpful when working with populations

who do not perceive themselves as designers.

These three key challenges can help us all

think critically about how inclusive and equita-

ble we are in engaging a diverse range of popula-

tions in participatory design.

GAINING ACCESS
It is not always easy to recruit certain popu-

lations and engage them in the participatory

design process. The reasons could be varied,

but more frequently this happens due to

researchers being perceived as outsiders and

due to a lack of trust in their research agenda.

Example: Stigmatized Populations

It can be particularly challenging to reach indi-

viduals for the purpose of doing research around

a stigmatized trait or condition. Many people are

able to hide stigmatized conditions, such as

depression or HIV, and are careful to whom they

disclose related personal information. Privacy

and confidentiality therefore become key barriers

to engaging these individuals in research. Strate-

gies for overcoming these concerns include find-

ing community partners and using computer-

mediated platforms to collect data.

Community partners are individuals already

embedded within the population, such as sup-

port group administrators, advocacy leaders,

care providers, and social workers who have a

deep understanding of the needs and concerns

of those with the stigmatized condition. Commu-

nity partners can serve as a liaison through

which researchers might safely approach the

population. Researchers should share the

details of their research agendas with these com-

munity partners and ask for their advice and

support about gaining access and recruiting

study participants. Community partners can

also help researchers learn how best to interact

with individuals during their research (e.g., lan-

guage use, privacy concerns). For instance, in

the case of people living with a chronic illness

like HIV, such community partners could be

social workers or healthcare providers who are

interacting with patients on a regular basis in a

clinical or supportive setting.

In addition, methods of collecting data online

may also be considered as a way of reducing the

burden and risk of participation in research. For

instance, one commonmethod has been to extract

posts from social media sites and perform content

analysis of messages, images, or discourse. Other

online methods like using asynchronous remote

communities have also been employed to conduct

participatory design activities remotely.4

PLANNING THE RELATIONSHIP
It is important to determine and communicate

clearly—from the start of a relationship—the ben-

efits for all stakeholders during the stages of the

participatory design process. Researchers should

be cautious not to take from the participants

without giving or producing something useful in

return.

Example: Underserved Populations

There can be a feeling of abandonment in cer-

tain communities once data has been collected

and researchers leave a field site. This effect can

be particularly destructive for individuals who

live in communities that are underserved and

under-resourced. Although the nature of partici-

patory design features the collaborative involve-

ment of key individuals that may be impacted by

the development of a health technology, it may

be hard for the immediate realization of these

technologies, or any other potential outcomes of

the participatory design process. Therefore,

researchers are tasked with making research
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process, how do we engage a specific population
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and innovative data collection for researchers?

There has been some population-specific

guidance for applying participatory design tech-

niques—such as cooperative inquiry, which

focuses on children as partners in design.2

However, once in the wild, these methods and

approaches must still be tailored based on the

characteristics of the population. Madsen et al.3

report lessons learned while conducting partici-

patory design with adolescents with autism. Their

participants were not able to articulate difficulties

they had with the system being evaluated, so sev-

eral methods were used to document usability

issues and optimize the feedback loop during

design. For example, clinicians familiar with the

adolescents observed each of the participants

and served as proxies to communicate feedback

on the design according to what they perceived

the children found engaging.

Adapting participatory design methods to the

needs and preferences of specific populations is

an effective strategy. Rather than relying on

standards and guidelines, it has been suggested

that designers develop empathy with their user

groups5 through uniquely tailored strategies for

conducting participatory design. For example,

Sahib et al.6 show a scenario-based approach for

conducting participatory design with blind users.

Still, an open question remains as to how we can

create tasks and activities that positively engage

individuals fromdiverse populations.

ADAPTING METHODS TO EACH
POPULATION

A group of 14 researchers met on May 21st,

2018, during the International Conference on

Pervasive Computing Technologies for Health-

care (PervasiveHealth), to share experiences

and strategies for adapting participatory design

methods to fit the needs of diverse populations.

The aim was to discuss the challenges that

emerge when conducting participatory design

with diverse populations, and share creative

methods and techniques that can overcome

these challenges. The researchers brought per-

spectives from working with populations such

as low-income African-American older adults,

people with vision impairments, and individuals

with Down syndrome. Combining experiences

with a range of diverse populations, the follow-

ing aspects and challenges of the participatory

design process were discussed.

� Building rapport: How do you introduce

researchers (i.e., yourself) and the participa-

tory design process (i.e., your work)? What

phrases are effective for encouraging partici-

pants to provide ongoing, detailed and honest

input?
� Prompts: When is it useful to provide narra-

tive prompts such as scenarios or stories for

participants to respond to? How are these

prompts generated and integrated into the

design process?
� Activities: What activities are appropriate

and effective for specific populations? What

types of activities can maximize enjoyment

for participants while optimizing data collec-

tion for facilitators?
� Tools/artifacts: What tools or artifacts are

helpful to participants and/or facilitators?

When does high tech work well? When does

low tech work well?
� Technology experience: How much relevant

technology experience should participants

have? Do different amounts of experiences

lead to different types of contributions?
� Allies: When and how do you utilize gate-

keepers, champions, or advocates for a spe-

cific population? When and how do you

enlist caregivers, clinicians, or proxies for a

specific population? What are the advantages

of these points of view, and when do they

outweigh the potential risks of not engaging

the population directly?

Three themes emerged from the discussion,

representing key challenges to conducting

an effective and equitable participatory design

Pervasive Healthcare
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activities mutually beneficial for the communi-

ties that they work with. Establishing the overall

end goal of a participatory design experience

with the research participants is one way that

participants can feel a part of the research

agenda and not just a subject of the study. It

may be that this goal is related to the research

agenda, or more closely related to the needs of

the community being asked to participate in the

codesign process.

Researchers can also find ways to share out-

comes of participatory design work to ease the

researcher-participant relationship to lessen this

feeling of abandonment post data collection. This

may be seen through identifying existing commu-

nity resources or small-scale solutions readily

available that align with participant needs. Addi-

tionally, following up on points of action to actual-

ize brainstormed concepts past participatory

design activitiesmay be valuable to lessening par-

ticipants’ perceptions of abandonment.

In addition to the perception of abandonment

of a community following data collection at the

field site, there may be an effect of technology or

intervention abandonment. Despite the potential

of pervasive technologies to address health chal-

lenges, there can be significant barriers of technol-

ogy proficiency, sustainability, and lack of financial

access. Therefore, it is important to consider

the maintenance of technologies conceptualized

during participatory design particularly when

workingwith underserved populations.

CREATING ENGAGING EXPERIENCES
The process of design can and should be

engaging for participants. Not all populations may

immediately perceive themselves as designers, or

understand how much their lived experience can

contribute to a design process. Researchers can

even create research experiences that enrich

communities and empower individuals.

Example: Older Adults With Age-Related

Disability

Older adults (ages 65þ) are often excluded

from the design process with the assumption

that they are uninterested in newer technologies

and lack the technology proficiency to engage

in participatory design. Beyond skill level and

generational differences, other considerations

become critical for designing for and engaging an

aging population, such as age-related disability.

Researchers in human–computer interaction, per-

vasive computing, and accessibility spaces have

discussed the importance of designing for older

adults, but engaging them in the design process

can be challenging. Older individuals may not feel

they have the creative skills or digital self-efficacy

to be designers in such a youth-dominated design

space. In a participatory design environment

where people are asked to make design contri-

butions in a group space, engagement is key,

yet self-imposed age stereotyping or percep-

tions of failure may impede upon engagement

levels and contribute to feelings of disempow-

erment in interactions with researchers.1 Such

disempowerment may be exacerbated with

older adults with age-related disabilities such

as late-life vision loss or mild dementia.

One of the most important aspects of engag-

ing older adults in the design process is to first

find appropriate ways to engage with their com-

munity. To achieve this, some researchers spend

several months volunteering or performing dif-

ferent activities with residential living facilities

or care centers. These activities are not always

research related, but can be influential in under-

standing how to engage older adults in the

research process. For example, a research team

could visit a senior center once a week and play

card or board games with older adults. Over

time, conversations during these visits could

expand to other forms of gameplay and could fit

well with a participatory design activity centered

around a game or play-related activity. As a

result, participants would feel more at ease

engaging with the researcher in conversation

and it would be easier for the research team to

continue with codesign activities in which con-

versation is important.

Participatory design materials and activities

can also be adapted such that older adults feel

more capable of engaging in the design process.

A potential barrier to this population feeling

that they can be effective design partners is

the perception of intimidating or unfamiliar

materials or the lack of experience with design

thinking. Leveraging familiar technology and

using different methods of concept visualization

Pervasive Healthcare

92 IEEE Pervasive Computing



www.computer.org/computingedge 47

18mprv01-marcu-2898485.3d (Style 5) 25-04-2019 15:51

to explain the goal of the activities can help to

overcome these barriers. Implementing design

activities such as collaging or storyboarding

that resemble leisure activities that older adults

are familiar with (arts and crafts or storytelling,

respectively), may support engagement. If the

participatory design activities include using

high tech concepts or devices, technical jargon

should be avoided, and the tech devices must be

introduced progressively.

CONCLUSION
Pervasive computing researchers should

strive to include many voices in the design of

emerging technologies, so the systems they cre-

ate can benefit diverse populations. This paper

summarizes strategies that can be applied in

three phases of participatory design—recruiting,

developing relationships, and creating engaging

experiences:

� engage a member of the community in the

research team;
� facilitate peer mentorship;
� make the mutual benefits of engaging in

research clear;
� seek research advocates within communities;
� develop trust over time starting with non-

research related activities;
� find methods of concept visualization that

are accessible.

Designing for and with diverse populations is

a challenging process. We hope that the strate-

gies and challenges discussed in this paper can

help other researchers to enrich their design

work and innovation with a broader range of

populations.
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activities mutually beneficial for the communi-

ties that they work with. Establishing the overall

end goal of a participatory design experience

with the research participants is one way that

participants can feel a part of the research

agenda and not just a subject of the study. It

may be that this goal is related to the research

agenda, or more closely related to the needs of

the community being asked to participate in the

codesign process.

Researchers can also find ways to share out-

comes of participatory design work to ease the

researcher-participant relationship to lessen this

feeling of abandonment post data collection. This

may be seen through identifying existing commu-

nity resources or small-scale solutions readily

available that align with participant needs. Addi-

tionally, following up on points of action to actual-

ize brainstormed concepts past participatory

design activitiesmay be valuable to lessening par-

ticipants’ perceptions of abandonment.

In addition to the perception of abandonment

of a community following data collection at the

field site, there may be an effect of technology or

intervention abandonment. Despite the potential

of pervasive technologies to address health chal-

lenges, there can be significant barriers of technol-

ogy proficiency, sustainability, and lack of financial

access. Therefore, it is important to consider

the maintenance of technologies conceptualized

during participatory design particularly when

workingwith underserved populations.
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The process of design can and should be

engaging for participants. Not all populations may

immediately perceive themselves as designers, or

understand how much their lived experience can

contribute to a design process. Researchers can

even create research experiences that enrich

communities and empower individuals.

Example: Older Adults With Age-Related

Disability

Older adults (ages 65þ) are often excluded

from the design process with the assumption

that they are uninterested in newer technologies

and lack the technology proficiency to engage

in participatory design. Beyond skill level and

generational differences, other considerations

become critical for designing for and engaging an

aging population, such as age-related disability.

Researchers in human–computer interaction, per-

vasive computing, and accessibility spaces have

discussed the importance of designing for older

adults, but engaging them in the design process

can be challenging. Older individuals may not feel

they have the creative skills or digital self-efficacy

to be designers in such a youth-dominated design

space. In a participatory design environment

where people are asked to make design contri-

butions in a group space, engagement is key,

yet self-imposed age stereotyping or percep-

tions of failure may impede upon engagement

levels and contribute to feelings of disempow-

erment in interactions with researchers.1 Such

disempowerment may be exacerbated with

older adults with age-related disabilities such

as late-life vision loss or mild dementia.

One of the most important aspects of engag-

ing older adults in the design process is to first

find appropriate ways to engage with their com-

munity. To achieve this, some researchers spend

several months volunteering or performing dif-

ferent activities with residential living facilities

or care centers. These activities are not always

research related, but can be influential in under-

standing how to engage older adults in the

research process. For example, a research team

could visit a senior center once a week and play

card or board games with older adults. Over

time, conversations during these visits could

expand to other forms of gameplay and could fit

well with a participatory design activity centered

around a game or play-related activity. As a

result, participants would feel more at ease

engaging with the researcher in conversation

and it would be easier for the research team to

continue with codesign activities in which con-

versation is important.

Participatory design materials and activities

can also be adapted such that older adults feel

more capable of engaging in the design process.

A potential barrier to this population feeling

that they can be effective design partners is

the perception of intimidating or unfamiliar

materials or the lack of experience with design

thinking. Leveraging familiar technology and

using different methods of concept visualization
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FACULTY POSITIONS
Department of Computer Science

The Department of Computer Science at Virginia Tech is growing rapidly. Thanks to 
substantial multi-year investments from the Commonwealth of Virginia combined 
with significant infrastructure investments by Virginia Tech, we anticipate hiring 
multiple faculty members at all ranks and in all areas for the next several years. 
The majority of new positions will be at our main campus in Blacksburg, VA. We 
also seek outstanding candidates for our program in Northern Virginia, which 
is rapidly expanding due to Virginia Tech’s exciting new Innovation Campus, 
(https://vt.edu/innovationcampus/index.html) in Alexandria, VA, where comp-
uter science academic and research programs will play a central role.

We seek candidates at all ranks and in all areas of computer science. The positions 
offer competitive packages and resources to enable success. Candidates with 
core research interests in AI/ML, NLP, computer systems, human-computer 
interaction, cybersecurity, blockchain systems, high-performance computing, 
computational science, computational biology and bioinformatics, and quantum 
computing are especially encouraged to apply. Successful candidates will have 
the opportunity to leverage the department’s highly-focused faculty development 
and mentoring program, as well as numerous successful collaborations with 
government, national labs, and industry partners.

Candidates for all positions must have a Ph.D. in computer science or a related 
field at the time of appointment and a rank-appropriate record of scholarship and 
collaboration in computing research. Successful candidates should give evidence 
of commitment to issues of diversity in the campus community. Virginia Tech 
is committed to building a culturally diverse faculty and strongly encourages 
applications from traditionally underrepresented communities. Tenured and 
tenure-track faculty will be expected to teach graduate and undergraduate 
courses, mentor graduate students, and develop a sustainable research group 
that is internationally recognized for excellence. The positions require occasional 
travel to professional meetings. Selected candidates must pass a criminal 
background check prior to employment.

The department currently has 52 faculty members, including 46 tenured or tenure-
track faculty, 14 early career awardees, and numerous recipients of faculty awards 
from IBM, Intel, AMD, Microsoft, Google, Facebook, and others. CS faculty also 
provide leadership in several interdisciplinary research centers, such as the Center 
for Human-Computer Interaction, (hci.vt.edu) and the Discovery Analytics 
Center, (dac.cs.vt.edu). The department is home to over 1,000 undergraduate 
majors and 300 graduate students, with university commitments to grow all 
programs significantly. The department is in the College of Engineering, whose 
undergraduate program ranks 13th and graduate program ranks 31st among all 
U.S. engineering schools (USN&WR). Virginia Tech’s main campus is located in 
Blacksburg, VA, in a region consistently ranked among the country’s best places 
to live. Our growing program in Northern Virginia offers graduate education and 
research with one-of-a-kind proximity to government and industry partners.

Applications must be submitted online to jobs.vt.edu for position job 510994. 
Candidates with a clear campus preference (Blacksburg or Northern Virginia) 
should indicate this in their cover letter. Inquiries should be directed to Dr. Ali R. 
Butt, search committee chair, at facdev@cs.vt.edu.

Virginia Tech is an equal opportunity/affirmative action institution.
A criminal background check is the condition of employment with Virginia Tech.

IEEE TRANSACTIONS ON

BIG DATA

For more information 
on paper submission, 
featured articles, calls for 
papers, and subscription 
links visit:

www.computer.org/tbd

SUBSCRIBE 
AND SUBMIT

TBD is financially cosponsored 
by IEEE Computer Society, IEEE 
Communications Society, IEEE 

Computational Intelligence Society, 
IEEE Sensors Council, IEEE Consumer 

Electronics Society, IEEE Signal 
Processing Society, IEEE Systems, 
Man & Cybernetics Society, IEEE 
Systems Council, IEEE Vehicular 

Technology Society

TBD is technically cosponsored by 
IEEE Control Systems Society, IEEE 
Photonics Society, IEEE Engineering 
in Medicine & Biology Society, IEEE 
Power & Energy Society, and IEEE 

Biometrics Council

SUBMIT
TODAY
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The School of Electrical and Computer Engineering at Purdue University 
is seeking applications for tenured or tenure-track positions at the Assistant or Associate Professor level in any area of 
Computer Engineering. We are particularly interested in candidates in computer systems and computer security. All 
aspects of computer systems will be considered such as computer networks, mobile computing, operating systems, 
dependability, and embedded systems. Similarly, all aspects of computer security will be considered including data 
security and privacy, network security, software security, and systems security. 

Successful candidates must hold a Ph.D. degree in Electrical and Computer Engineering, Computer Science, or a related 
discipline. They should demonstrate an excellent potential to build an independent research program at the forefront of 
their field, and to educate and mentor students. Successful candidates will conduct original research, advise graduate 
students, teach undergraduate and graduate level courses, and perform service both at the School and University levels. 

These positions are part of a continued expansion in a large-scale hiring effort across key strategic areas in the College 
of Engineering. Purdue Engineering is pursuing significant new growth and initiatives in Computer & Information 
Systems Engineering within ECE. These are evidenced by recent strategic investments by the college, ECE, and 
external sponsors in centers such as C-BRIC, PurPL, and CRISP.

The School is an integral part of Purdue’s College of Engineering. Purdue Engineering is one of the largest and highest-
ranked engineering colleges in the nation (8th for graduate programs and 9th for undergraduate per US News and 
World Report, 2019) and renowned for top-notch faculty, students, unique research facilities, and a culture of collegiality 
and excellence. The College goal of Pinnacle of Excellence at Scale is guiding strategic growth in new directions, by 
investing in people, exciting initiatives, and facilities.

Submit applications online at https://tinyurl.com/purdue-ecesystems2019, including curriculum vitae, teaching and 
research plans, names of three references, and copies of the two most significant publications. For information/questions 
regarding applications, contact the Office of Academic Affairs, College of Engineering, at coeacademicaffairs@purdue.edu. 
Review of applications will begin on September 16, 2019. Applications received after the date will continue to be reviewed 
until the positions are filled. A background check will be required for employment in this position.

Purdue University is an EOE/AA employer. All individuals, including minorities, women, individuals with disabilities, and 
veterans are encouraged to apply.

CALIFORNIA INSTITUTE OF TECHNOLOGY
The Computing and Mathematical Sciences (CMS) Department at the California Institute 
of Technology (Caltech) invites applications for tenure-track faculty positions in all 
areas of applied mathematics, computer science, and related disciplines. 

Areas of interest include (but are not limited to) algorithms, data assimilation and in-
verse problems, dynamical systems and control, geometry, machine learning, mathe-
matics of data science, networks and graphs, numerical linear algebra, optimization, 
partial differential equations, probability, scientific computing, statistics, stochastic 
modeling, and uncertainty quantification.  Application foci include computational 
physical and life sciences, distributed systems, economics, graphics, quantum com-
puting, and robotics and autonomous systems. The CMS Department is part of the 
Division of Engineering and Applied Science (EAS), comprising researchers working in 
and between the fields of aerospace, civil, electrical, environmental, mechanical, and 
medical engineering, as well as materials science and applied physics. The Institute 
as a whole represents the full range of research in biology, chemistry, engineering, 
physics, and the social sciences.

A commitment to world-class research, as well as high-quality teaching and mento-
ring, is expected, and appointment as an assistant professor is contingent upon the 
completion of a PhD degree in applied mathematics, computer science, engineering, 
or the sciences. The initial appointment at the assistant professor level is four years 
and is contingent upon completion of a PhD degree.  Reappointment beyond the ini-
tial term is contingent upon successful review conducted prior to the commencement 
of the fourth year.

Applications will be reviewed beginning 15 November 2019 but all applications re-
ceived before 15 January 2020 will receive full consideration.  For a list of documents 
required, and full instructions on how to apply online, please visit https://applications.
caltech.edu/jobs/cms.  Questions about the application process may be directed to 
search@cms.caltech.edu.

Caltech is an equal opportunity employer and all qualified applicants will receive con-
sideration for employment without regard to race, color, religion, sex, sexual orienta-
tion, gender identity, national origin, disability status, protected veteran status, or any 
other characteristic protected by law. The University at Albany is an  

EO/AA/IRCA/ADA Employer.

Faculty Positions in  
Computer Science

The College of Engineering and Applied 
Sciences, University at Albany seeks 
applicants for faculty positions, open rank, 
beginning August 2020, in its Department 
of Computer Science. Applicants are 
encouraged to apply online. 

Applicants must have a Ph.D. in Computer 
Science or a closely related discipline 
from a college or university accredited 
by the U.S. Department of Education or 
an internationally recognized accrediting 
organization.  Applicants must be committed 
to teaching, research, and service.  To apply, 
please submit a complete CV, including a 
list of publications, a research statement, 
and a teaching statement, along with the 
names and contact information for at least 
three references.

For a complete job description and 
application procedures, visit:  

https://albany.interviewexchange.com/
jobofferdetails.jsp?JOBID=104698

Questions regarding the position may be 
addressed to the Search Committee at 
CSfacultysearch@albany.edu.
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University of Illinois at Urbana-Champaign
The Department of Electrical and Computer Engineering at the University of Illinois 
at Urbana- Champaign (ECE ILLINOIS) invites applications for full-time faculty positions. 
While senior and mid-career faculty are encouraged to apply, all qualified candidates will 
be considered at all levels and in all areas of electrical and computer engineering, broadly 
defined, with particular emphasis in the areas of Computational and Physical Aspects 
of Electronics and Electromagnetics; Power and Energy Systems; Quantum Information 
Science; Bioacoustics and Bioimaging; Circuits - System on a Chip; AI/Autonomous Systems; 
Robotics; Machine Vision; Embedded Computing Systems and the Internet of Things; Data- 
Centric Computer Systems and Storage; Networked and Distributed Computing Systems. 
Applications are encouraged from candidates whose degrees and research programs are in 
core as well as broad interdisciplinary areas of electrical and computer engineering. Ideal 
candidates include those who demonstrate evidence of a commitment to diversity, equity, 
and inclusion through research, teaching, and/or service endeavors.

Of particular interest is quantum information science, including quantum computing, 
quantum communication, quantum sensing, and the development of novel hardware 
and architectures for quantum information processing. This position is part of a $15M 
investment in the new Illinois Quantum Information Science and Technology (IQUIST) center, 
which also includes multiple hires in Physics, Computer Science, and Mathematics.

Applicants for all positions at the assistant professor level must have an earned Ph.D. 
or equivalent degree, excellent academic credentials, and an outstanding ability to teach 
effectively at both the graduate and undergraduate levels. Successful candidates will be 
expected to initiate and carry out independent research and to perform academic duties 
associated with our B.S., M.S., and Ph.D. programs.

Qualified senior candidates may also be considered for tenured Associate and Professor 
positions as part of the Grainger Engineering Breakthroughs Initiative (GEBI), which is 
backed by a $100-million gift from the Grainger Foundation.

ECE ILLINOIS is in a period of intense demand and growth, serving over 3000 students 
and averaging 7 new tenure-track faculty hires per year in recent years. Faculty in the 
department carry out research in a broad spectrum of areas and are supported by world-
class interdisciplinary research facilities, including the Coordinated Science Laboratory, the 
Information Trust Institute, the Parallel Computing Institute, the Nick Holonyak Jr. Micro and 
Nanotechnology Laboratory, the Beckman Institute for Advanced Science and Technology, 
the Carl R. Woese Institute for Genomic Biology, as well as several industrial centers and 
programs that foster international collaborations. The ECE Department also supports 
and encourages faculty involvement with the Nation’s first engineering-based College of 
Medicine that has opened on campus. The plans are to facilitate transition from engineering 
breakthroughs into translational medical practices. The department has one of the very top 
programs in the world, granting approximately 450 B.S. degrees, 100 M.S. degrees, 80 
M.Eng. degrees, and 75 Ph.D. degrees annually. ECE ILLINOIS is housed in its new 235,000 
sq. ft. net-zero energy building.

In order to ensure full consideration by the Search Committee, applications must be received 
by December 1, 2019. Applications will be reviewed until suitable candidates are identified. 
Interviews and offers may take place before the deadline but all applications received by the 
deadline would receive full consideration. Salary will be commensurate with qualifications. 
Preferred starting date is August 16, 2020, but is negotiable. Applications can be submitted 
by going to http://jobs.illinois.edu and uploading a cover letter, CV, research statement, 
teaching statement, and statement on commitment to diversity, along with names of three 
references. The statement on diversity should address past and /or potential contributions 
to diversity, equity, and inclusion through research, teaching, and/or service. For inquiry, 
please call 217-333-2302 or email ece-recruiting@illinois.edu.

The University of Illinois conducts criminal background checks on all job candidates upon 
acceptance of a contingent offer.
The University of Illinois is an Equal Opportunity, Affirmative Action employer. Minorities, 
women, veterans and individuals with disabilities are encouraged to apply. For more 
information, visit http://go.illinois.edu/EEO. To learn more about the University’s commitment 
to diversity, please visit https://engineering.illinois.edu/about/diversity.html.
We have an active and successful dual-career partner placement program and a strong 
commitment to work-life balance and family-friendly programs for faculty and staff (http://
provost.illinois.edu/faculty- affairs/work-life-balance/).

Southern Methodist University,  
Computer Science Department, 
Open Rank Faculty Positions

The Computer Science Department at 
Southern Methodist University invites 
applications for several faculty posi-
tions beginning Fall 2020. Outstand-
ing candidates with experience and 
research interests in all areas of com-
puting will be considered including 
but not limited to cybersecurity, soft-
ware engineering, machine learning, 
CS education, systems, and theory/
algorithms. Candidates at all ranks 
will be considered. 

Learn more at https://apply. 
interfolio.com/67665. 

To ensure full consideration, please 
apply before Dec. 1, 2019. Early sub-
mission before November 15, 2019 is 
strongly encouraged.

Announcement of an open position at the 
Faculty of Informatics, TU Wien, Austria 

FULL PROFESSOR 
of  

ARTIFICIAL INTELLIGENCE 
TECHNIQUES

The TU Wien (Vienna University of Technology) 
invites applications for a Full Professor position 
at the Faculty of Informatics. 
The applicant is required to have an outstanding 
academic record in Artificial Intelligence. In 
particular, the focus of the professorship will be 
on techniques and tools for Artificial Intelligence 
Systems. Topics of interest include but are 
not restricted to: Heuristic Problem Solving 
and Search, Question Answering, Algorithmic 
Decision Making, Probabilistic Models and 
Reasoning, Planning and Scheduling, Natural 
Language Understanding, Engineering of 
Intelligent Systems.
We offer excellent working conditions in an 
attractive research environment in a city with 
an exceptional quality of life.
For a more detailed announcement and 
information on how to apply, please go to: 
http://www.informatics.tuwien.ac.at/jobs
Applications (in English) should be sent to the 
Dean of the Faculty of Informatics, Prof. Dr. 
Hannes Werthner, in digital form as a single pdf 
file to: dekanat@informatik.tuwien.ac.at 
Application Deadline: December 1, 2019
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Head and Professor
Department Of Computer Science
National University of Singapore (NUS) seeks to appoint a 
distinguished scholar, with outstanding academic and administrative 

leadership record as Head, Department of Computer Science. The new Head will build upon 
the strengths and illustrious achievements of the Department and lead the Department in all 
administrative and academic matters, including strategic planning, research and program 
development and funding.
The Department of Computer Science, with over 80 faculty members, has a long track record in 
grooming leaders for the digital economy. The Department currently has approximately S$160 
million of funded research from various granting agencies and its’ internationally recognized faculty 
members conduct research in the areas of Artifi cial Intelligence, Database Management, Media, 
Systems and Networking, Computational Biology, Theoretical Computer Science, Programming 
Languages and Software Engineering. 
Established in 1998, NUS School of Computing has two Departments: Computer Science and 
Information Systems & Analytics. It has a student population of about 4,400, out of which 800 are 
graduate students. For more information, please visit: www.comp.nus.edu.sg
NUS is Singapore’s fl agship university which offers a global approach to education and research 
with a focus on Asian perspectives and expertise. Its 17 faculties and schools provide a broad-based 
curriculum underscored by multi-disciplinary courses and cross-faculty enrichment. Its transformative 
education includes programmes such as student exchange, entrepreneurial internships at 11 NUS 
Overseas Colleges, as well as double degree, concurrent degree, and joint degree programmes with 
some of the world’s top universities. 
NUS is an equal opportunity employer that offers highly competitive salaries and is situated in 
Singapore, an English-speaking cosmopolitan city that is a melting pot of many cultures, both the 
east and the west.  Singapore offers high-quality education and healthcare at all levels, as well as 
very low tax rates.
Please send applications and nominations, with detailed curriculum vitae with a list of publications, 
research and teaching statements together with the names/contacts of at least three references by 
15 December 2019 to Distinguished Professor Ooi Beng Chin, Chair of Head Search Committee at 
the e-mail address cshodrec@comp.nus.edu.sg.

CALL FOR ARTICLES
IT Professional seeks original submissions on technology 
solutions for the enterprise. Topics include 

•	 emerging technologies,
•	 cloud computing,
•	 Web 2.0 and services,
•	 cybersecurity,
•	 mobile computing,
•	 green IT,
•	 RFID,

•	 social software,
•	 data management and mining,
•	 systems integration,
•	 communication networks,
•	 datacenter operations, 
•	 IT asset management, and
•	 health information technology.

We welcome articles accompanied by web-based demos.  
For more information, see our author guidelines at  
www.computer.org/itpro/author.htm.

WWW.COMPUTER.ORG/ITPRO
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The department particularly seeks to recruit in the areas of 1) cryptology (e.g. post-
quantum, key management and protocols, cryptanalysis - including quantum computing-
supported, mathematical foundations), 2) cyber-physical system security (e.g. distributed 
embedded systems, Internet of Things, real time systems, side channels, hardware security), 
3) privacy (e.g. privacy enhancing technologies, differential privacy, k-anonymity/ 
l-diversity, Internet anonymity) and 4) open source intelligence (big data, data mining,  
visualization, metadata, analysis of social bots).
For each professorship, the Bundeswehr University Munich is looking for a professor who, 
in addition to having outstanding scientific qualifications, will also contribute actively 
to the CODE research institute. Besides excellent research work, the new professor is 
expected to develop demanding courses for the master‘s program in Cyber Security and 
to provide excellent teaching in her or his respective specialist area. The applicant is also 
expected to carry out teaching in the bachelor‘s programs in computer science and to 
cooperate closely in research with other departments at Bundeswehr University Munich. 
As the first German IBM Q-Hub, CODE has access to an IBM quantum computer. Faculty 
members at Bundeswehr University are eligible to apply for funding via the usual routes, 
such as DFG, EU, BMBF, but in addition are able to collaborate with several federal  
institutions. 
Courses at the Bundeswehr University Munich are taught in small groups. The professor-
ship will be provided with superbly equipped laboratories housed in a new building that 
will be built in the near future. The candidate must have an excellent scientific track 
record, as demonstrated by a habilitation or equivalent scientific achievement, as well as 
relevant publications in academic journals and conferences. Proven teaching experience 
in her or his respective specialist area is highly desired. The new professor should have an 
international perspective, e.g. based on participation in international research projects, 
as well as experience in acquiring third-party funding. The duties will also include 
participation in the academic self-administration of the university. Further, the candidate 
will be expected to assume a gender equality based leadership role.
The Bundeswehr University Munich offers academic programs directed primarily at 
officer candidates and officers, who can obtain bachelor‘s and master‘s degrees in a 
trimester system. Study programs are complemented by an integrated program entitled 
“studium plus”, which consists of interdisciplinary seminars, tutorials and training in key 
professional qualifications.
The recruitment requirements and the employment status of professors are governed by 
the Federal Civil Service Act (Bundesbeamtengesetz). To become an appointed civil servant 
(Beamter), candidates must be no older than 50 on the date of their appointment.
The university seeks to increase the number of female professors and thus explicitly invites 
women to submit applications. Severely disabled candidates with equal qualifications will 
receive preferential consideration.
Please direct any questions about the process and the offered positions to Ms. Stefanie 
Molnar (+49-89-6004-2634, stefanie.molnar@unibw.de). 
Please submit your application documents, marked as Confidential Personnel Matter, 
to the Dean of the Department of Computer Science, Professor Dr. Oliver Rose, Bundeswehr 
University Munich, D-85577 Neubiberg, or via email to dekanat.inf@unibw.de, by 07th January 
2020.

Four Full Professorships (W3) in Information Security

The research institute for Cyber Defence (CODE) at the Bundeswehr University Munich 
has been substantially expanded to become the research institute for „Cyber Defence 
and Smart Data“ of the Bundeswehr and the Federal Government institutions. CODE was 
established in 2013 with the objective of bringing together experts from different faculties 
and scientific disciplines as well as expertise from industry and government agencies 
to conduct research in cyber and information space. CODE pursues a comprehensive, 
integrated and interdisciplinary approach to implementing technical innovations and 
concepts for the protection of data, software, and ICT infrastructures in accordance with 
legal and commercial framework conditions. It has already established important strategic 
partnerships in this area. The objective of the expansion is to unite the Bundeswehr‘s and 
the Federal Government‘s research initiatives in the area of Cyber Defence and Smart Data 
and to establish the CODE research institute as the primary point of contact in the cyber 
and information domains of the Bundeswehr and the Federal Government. 
Research and teaching in the area of cyber security is already being carried out as part of 
the bachelor‘s and master‘s programs in the Department of Computer Science. A new  
independent master‘s program in Cyber Security was launched on January 1st 2018.
As part of the expansion of CODE, the Department of Computer Science at Bundeswehr 
University Munich seeks to appoint, at the earliest possible date:

IEEE Software seeks practical, readable 

articles that will appeal to experts and 

nonexperts alike. The magazine aims 

to deliver reliable, useful, leading-edge 

information to software developers, engineers, 

and managers to help them stay on top of 

rapid technology change. Topics include 

requirements, design, construction, tools, 

project management, process improvement, 

maintenance, testing, education and training, 

quality, standards, and more.

Author guidelines: 

www.computer.org/software/author

Further details: software@computer.org

www.computer.org/software

IEEE

Call
Articlesfor



Publish your work in the IEEE Computer Society’s fl agship journal, IEEE 
Transactions on Computers (TC). TC is a monthly publication with a wide 
distribution to researchers, industry professionals, and educators in the 
computing fi eld. 

TC seeks original research contributions on areas of current computing 
interest, including the following topics:

• Computer architecture
• Software systems
• Mobile and embedded systems 

• Security and reliability
• Machine learning
• Quantum computing

All accepted manuscripts are automatically considered for the monthly 
featured paper and annual Best Paper Award.

Learn about calls for papers and submission details at 
www.computer.org/tc.

Call for Papers: 

IEEE Transactions 

on Computers



IEEE 
Computer 
Society Has 
You Covered!
WORLD-CLASS CONFERENCES —
Stay ahead of the curve by attending 
one of our 200+ globally recognized 
conferences.

DIGITAL LIBRARY — Easily access over 
700k articles covering world-class peer-
reviewed content in the IEEE Computer 
Society Digital Library.

CALLS FOR PAPERS — Discover 
opportunities to write and present your 
ground-breaking accomplishments.

EDUCATION — Strengthen your resume 
with the IEEE Computer Society Course 
Catalog and its range of offerings.

ADVANCE YOUR CAREER — Search 
the new positions posted in the 
IEEE Computer Society Jobs Board.

NETWORK — Make connections that 
count by  participating in local Region, 
Section, and Chapter activities.

Explore all of the member benefi ts 
at www.computer.org today!
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Join the IEEE Computer Society 
for subscription discounts today!
www.computer.org/product/magazines/internet-computing

IEEE Internet Computing delivers novel content 
from academic and industry experts on the 
latest developments and key trends in Internet 
technologies and applications.

Written by and for both users and developers, 
the bimonthly magazine covers a wide range 
of topics, including:

• Applications
• Architectures
• Big data analytics
• Cloud and edge computing
• Information management
• Middleware
• Security and privacy
• Standards
• And much more

In addition to peer-reviewed articles, 
IEEE Internet Computing features industry 
reports, surveys, tutorials, columns, and news. 

www.computer.org/internet
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Keep up with the latest IEEE Computer Society publications and activities wherever you are. 

Follow us:

stay connected.
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  | youtube.com/ieeecomputersociety

 | instagram.com/ieee_computer_society
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I EEE Computer Society conferences are valuable forums for learning on broad and dynamically 
shifting topics from within the computing profession. With over 200 conferences featuring leading 

experts and thought leaders, we have an event that is right for you. 

DECEMBER 
3 December

• RTSS (IEEE Real-Time Systems Symposium) ▲
4 December

• IREHI (IEEE Int’l Rural and Elderly Health Infor-
matics Conf.) ■

9 December
• AIVR (IEEE Int’l Conf. on Artifi cial Intelligence 

and Virtual Reality) ◗
• Big Data (IEEE Int’l Conf. on Big Data) ◗
• CDKE (IEEE Int’l Conf. on Conversational Data 

& Knowledge Eng.) ◗
• ISM (IEEE Int’l Symposium on Multimedia) ◗

10 December
• ISSPIT (IEEE Int’l Symposium on Signal Pro-

cessing and Information Technology) ▲

2020

January
13 January 

• ICCPS (Int’l Conf. on Cyber-Physical Systems) ●

February
3 February

• ICSC (IEEE 14th Int’l Conf. on Semantic Com-
puting) ◗

18 February
• SANER (IEEE 27th Int’l Conf. on Software Anal-

ysis, Evolution and Reengineering) ◗
19 February

• BigComp (IEEE Int’l Conf. on Big Data and 
Smart Computing) ▲

22 February
• CGO (IEEE/ACM Int’l Symposium on Code 

Generation and Optimization) ◗

March
2 March

• WACV (IEEE Winter Conf. on Applications of 
Computer Vision) ◗

9 March
• DATE (Design, Automation & Test in Europe 

Conf. & Exhibition) ●
• IRC (4th IEEE Int’l Conf. on Robotic Comput-

ing) ▲
16 March

• ICSA (IEEE Int’l Conf. on Software Architec-
ture) ★ 

22 March 
• VR (IEEE Conf. on Virtual Reality and 3D User 

Interfaces) ◗
23 March 

• ICST (13th IEEE Conf. on Software Testing, 
Validation and Verifi cation) ●

Conference Calendar
Questions? Contact conferences@computer.org

Find a region: Africa ■
Asia ▲

Australia ◆
Europe ●

North America ◗
South America ★

http://2019.rtss.org
http://ieee-rural-elderly-health.com/2019/
http://aivr.science.uu.nl
http://bigdataieee.org/BigData2019/
https://www.cdke.org
http://www.wikicfp.com/cfp/servlet/event.showcfp?eventid=84607&copyownerid=135733
http://www.isspit.org/isspit/2019/
https://waset.org/conference/2020/01/zurich/iccps
https://www.ieee-icsc.org/
https://saner2020.csd.uwo.ca
https://icst2020.info
http://ieeevr.org/2020/
http://icsa-conferences.org/2020/
http://irc.asia.edu.tw/2020/
https://www.date-conference.com/
http://wacv20.wacv.net
https://cgo-conference.github.io/cgo2020/
http://www.bigcomputing.org


 • PerCom (IEEE Int’l Conf. on Pervasive Com-
puting and Communications) ◗

April
5 April

 • ISPASS (Int’l Symposium on Performance 
Analysis of Systems and Software) ◗

14 April
 • PacificVis (IEEE Pacific Visualization Sympo-
sium) ▲

20 April
 • ICDE (IEEE 36th Int’l Conf. on Data Eng.) ◗

May
3 May

 • FCCM (IEEE 28th Annual Int’l Symposium 
on Field-Programmable Custom Computing 
Machines) ◗

4 May
 • HOST (IEEE Int’l Symposium on Hardware 
Oriented Security and Trust) ◗

18 May
 • SP (IEEE Symposium on Security and Pri-
vacy) ◗

 • FG (IEEE Int’l Conf. on Automatic Face and 
Gesture Recognition) ★

 • IPDPS (IEEE Int’l Parallel and Distributed Pro-
cessing Symposium) ◗

23 May
 • ICSE (IEEE/ACM 42nd Int’l Conf. on Software 
Eng.) ▲

30 May
 • ISCA (ACM/IEEE 47th Annual Int’l Sympo-
sium on Computer Architecture) ●

June
14 June

 • CVPR (IEEE Conf. on Computer Vision and 
Pattern Analysis) ◗

16 June
 • EuroS&P (IEEE European Symposium on 
Security & Privacy) ●

19 June
 • JCDL (ACM/IEEE Joint Conf. on Digital Librar-
ies) ▲

29 June
 • DSN (50th Annual IEEE/IFIP Int’l Conf. on 
Dependable Systems and Networks) ●

30 June
 • MDM (21st IEEE Int’l Conf. on Mobile Data 
Management) ●

July
6 July

 • ICME (IEEE Int’l Conf. on Multimedia and 
Expo) ●

8 July
 • ICDCS (IEEE 40th Int’l Conf. on Distributed 
Computing Systems) ▲

13 July
 • COMPSAC (IEEE Annual Computer Software 
and Applications Conference) ●

August
31 August

 • RE (IEEE 28th Int’l Requirements Eng. Conf.) 
●

September
21 September

 • ASE (35th IEEE/ACM Int’l Conf. on Automated 
Software Eng.) ◆

28 September
 • ICSME (IEEE Int’l Conf. on Software Mainte-
nance and Evolution) ◆

 • SecDev (IEEE Secure Development) ◗ 

Learn more about 
IEEE Computer 
Society Conferences
www.computer.org/conferences
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http://percom.org
http://www.ispass.org/ispass2020/
http://www.wikicfp.com/cfp/program?id=2286&f=IEEE
https://utdallas.edu/icde/index.html
https://www.fccm.org
http://www.hostsymposium.org
http://www.ieee-security.org/TC/SP2020/
http://2020.jcdl.org
http://cvpr2020.thecvf.com
https://fg2020.org
http://www.ipdps.org
http://www.icse-conferences.org
https://iscaconf.org
https://dsn2020.webs.upv.es
https://mdm2020.github.io
https://icdcs2020.sg
https://re20.org
https://icsme2020.github.io
http://www.ieee-security.org/TC/EuroSP2020/
http://www.2020.ieeeicme.org/
https://ieeecompsac.computer.org/2020/


ANNOUNCING 21 IPDPS 2020 WORKSHOPS 

ipdps.org

GENERAL CO-CHAIRS
Anu Bourgeois (Georgia State University, USA)
Ramachandran Vaidyanathan (Louisiana State University, USA)

PROGRAM CHAIR 
Yuanyuan Yang (NSF and Stony Brook University, USA)

WORKSHOPS CHAIR and VICE-CHAIR
Erik Saule (University of North Carolina Charlotte, USA)
Jaroslaw Zola (The State University of New York at Buffalo, USA)

STUDENT PARTICIPATION CHAIRS
Edson Borin (University of Campinas, Brazil)
Jay Lofstead (Sandia National Laboratories, USA)

PhD FORUM & STUDENT MENTORING 
This event will include traditional poster presentations by PhD 
students enhanced by a program of mentoring and coaching in 
scientific writing and presentation skills and a special opportunity for 
students to hear from and interact with senior researchers attending 
the conference.

INDUSTRY PARTICIPATION 
There are several ways for industry to partner with IPDPS and share 
the benefits of associating with our international community of top 
researchers and practitioners in fields related to parallel processing 
and distributed computing. IPDPS is a “walk-up-and-talk” venue 
that encourages industry partners to use the conference as a way to 
introduce their technology in an informal setting.

IMPORTANT DATES
Conference Preliminary Author Notification       
•  December 9, 2019 
Workshops’ Call for Papers Deadlines              
•  Most Fall After December 9, 2019

IPDPS 2020 VENUE 
New Orleans is one of the most eccentric and lively cities in the world. 
Whatever your interests are, New Orleans has you covered. From its  
diverse culture, distinctive cuisine, rich history, colorful celebrations, live 
music, vibrant nightlife, and world-class restaurants, there is something  
for everyone. Join IPDPS in 2020 to find out what makes New Orleans  
so unique and special.

 
IPDPS Workshops are the “bookends” to the three-day conference technical 
program of contributed papers, invited speakers, student programs, and industry 
participation. They provide the IPDPS community an opportunity to explore 
special topics and present work that is more preliminary or cutting-edge than the 
more mature research presented in the main symposium. Each workshop has its 
own website and submission requirements, and the submission deadline for most 
workshops is after the main conference author notification dates.

WORKSHOPS MONDAY 18 May 2020
HCW   Heterogeneity in Computing Workshop
RAW   Reconfigurable Architectures Workshop
HiCOMB   High Performance Computational Biology
GrAPL   Graphs, Architectures, Programming, and Learning
EduPar   NSF/TCPP Workshop on Parallel and Distributed Computing Education
HIPS   High-level Parallel Programming Models and Supportive Environments
HPBDC   High-Performance Big Data and Cloud Computing
AsHES   Accelerators and Hybrid Exascale Systems
PDCO   Parallel / Distributed Combinatorics and Optimization
APDCM   Advances in Parallel and Distributed Computational Models

WORKSHOPS FRIDAY 22 MAY 2020 
JSSPP   Job Scheduling Strategies for Parallel Processing
CHIUW   Chapel Implementers and Users Workshop
PDSEC   Parallel and Distributed Scientific and Engineering Computing
iWAPT   Automatic Performance Tuning
MPP     Parallel Programming Models - Special Edition Machine Learning 

Performance and Security
SNACS   Scalable Networks for Advanced Computing Systems
PAISE   Parallel AI and Systems for the Edge
RADR   Resource Arbitration for Dynamic Runtimes
ScaDL   Scalable Deep Learning over Parallel and Distributed Infrastructures
HPS   High-Performance Storage
ParSocial   Parallel and Distributed Processing for Computational Social Systems
 




