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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge topics rang-

ing from software design and computer graphics to Internet computing and security, from scientific appli-

cations and machine intelligence to visualization and microchip design. Here are highlights from recent issues.

Understanding and Fixing 
Complex Faults in Embedded 
Cyberphysical Systems

Embedded systems are becoming 

ubiquitous companions in all our 

lives. This article from the January 

2021 issue of Computer reviews 

the terminology and modern 

understanding of complex anom-

alies and state-of-the-art debug-

ging. It details sophisticated omni-

scient debugging and runtime 

verification and describes a novel 

technique to combine the benefits 

of those processes.

Cloud Computing for 
COVID-19: Lessons Learned 
From Massively Parallel 
Models of Ventilator Splitting

A patient-specific airflow simula-

tion was developed to help address 

the pressing need for an expan-

sion of the ventilator capacity in 

response to the COVID-19 pan-

demic. The computational model 

provides guidance regarding how 

to split a ventilator between two or 

more patients with differing respi-

ratory physiologies. To address 

the need for fast deployment and 

identification of optimal patient-

specific tuning, there was a need 

to simulate hundreds of millions of 

clinically relevant parameter com-

binations in a short time. This task, 

driven by the dire circumstances, 

presented unique computational 

and research challenges. The 

authors of this article from the 

November/December 2020 issue 

of Computing in Science & Engi-

neering present their guiding prin-

ciples and lessons learned.

A Three-Person Teaching 
Machine Designed for Crisis: 
The Geromat III in Berlin 
and Ulm

This article from the October–

December 2020 issue of IEEE 

Annals of the History of Computing 

discusses the Geromat III teach-

ing machine developed at the Ber-

lin Institute for Cybernetics in 

relationship to the Geromat III pro-

totypes developed at Ulm School 

of Design in the 1960s. The Gero-

mat III was an electro-mechanical 

teaching machine that could train 

up to three students at three sepa-

rate multimedia consoles. The sys-

tem required all learners to answer 

correctly to progress through the 

instructional program; if they did 

not, the students were required 

to speak to each other to reach 

agreement. This article analyzes 

archival material and first-hand 

accounts with the Geromat III to 

understand how this teaching 

machine came to be. 

Slave Voyages: Reflections on 
Data Sculptures

This article from the January/Feb-

ruary 2021 issue of IEEE Computer 

Graphics and Applications pres-

ents the development of a data 

sculpture, followed by reflections 

inspired by Research through 

Design (RtD) and Dahlstedt’s pro-

cess-based model of artistic cre-

ativity. The authors use the notion 

of negotiation between concept 

and material representation to 

reflect on the ideation, design 

process, production, and exhibi-

tion of “Slave Voyages”—a set of 

data sculptures that depicts slave 
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traffic from Africa to the American 

continent. 

General Learning Modeling 
for AUV Position Tracking

In this article from the November/

December 2020 issue of IEEE Intel-

ligent Systems, the authors pro-

pose a nonlinear model based on 

hidden-layer neural networks and 

local Gaussian process regres-

sion. The hidden-layer neural net-

works have short training time, 

whereas the local Gaussian pro-

cess regression is more suitable 

for nonlinearity. According to the 

abovementioned advantages of 

hidden-layer neural network and 

local Gaussian process regres-

sion, the authors get the measure-

ment learning model and global 

process learning model offline 

and local process learning model 

online. Then, the proposed learn-

ing-based models are applied to 

extended Kalman filter-simulta-

neous localization and mapping 

(EKF-SLAM), Rao-Blackwellised 

particle filter formulation of simul-

taneous localization and map-

ping (FastSLAM), and unscented 

Kalman filter-simultaneous local-

ization and mapping (UKF-SLAM) 

for autonomous underwater vehi-

cles position tracking with field 

experiments. 

TURP: Managing Trust for 
Regulating Privacy in Internet 
of Things

Internet of Things (IoT) applica-

tions promise useful services to 

users. Most of these services rely 

heavily on sharing and aggregating 

information among devices, raising 

privacy concerns. Contrary to tra-

ditional systems, where privacy of 

each user is managed through well-

defined policies, the scale, dyna-

mism, and heterogeneity of IoT sys-

tems make it impossible to specify 

privacy policies for all possible sit-

uations. The authors of this arti-

cle from the November/December 

2020 issue of IEEE Internet Com-

puting argue that handling of pri-

vacy has to be reasoned by the IoT 

devices, depending on the norms, 

context, and trust among enti-

ties. They present a technique in 

which an IoT device collects infor-

mation from others and evaluates 

the trustworthiness of the infor-

mation sources to decide the suit-

ability of sharing the information.

Configurable Network 
Protocol Accelerator (COPA)

Today’s field-programmable gate 

arrays (FPGAs) not only offer 

programmable acceleration capa-

bilities but also include advanced 

features that are on par with 

a mainstream processor plat-

form. However, rather than being 

deployed as autonomous accel-

eration nodes, they are generally 

deployed as second-class citizens 

under the control of a standard 

processor platform. The configu-

rable network protocol acceler-

ator (COPA) framework enables 

FPGAs to support custom inline/

lookaside accelerators and attach 

directly to a 100-Gb/s Ethernet 

network. The hardware compo-

nent provides the necessary net-

working/accelerator infrastruc-

ture. The software component 

supports an open standard API 

that enables applications/middle-

ware to use the integrated accel-

erators with network communica-

tion. Read more in this article from 

the January/February 2021 issue 

of IEEE Micro.

Multilabel Text Classification 
With Incomplete Labels: 
A Safe Generative Model 
With Label Manifold 
Regularization and 
Confidence Constraint

In multi-label text classification, 

the label information of training 

instances may be incomplete. To 
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tackle the problem of incomplete 

labels, the authors of this article 

from the October–December 2020 

issue of IEEE MultiMedia exploit 

label correlations and jointly lever-

age manifold regularization and 

label confidence constraint. On 

one hand, the label manifold regu-

larization preserves the local label 

structure to handle the high-level 

incomplete labels. On the other 

hand, the label confidence con-

straint, following the likelihood 

theory, avoids overestimating the 

weights of negative labels, leading 

to a safer inference.

Attending Doctoral Events—
Experiences and Lessons

This article from the October–

December 2020 issue of IEEE Per-

vasive Computing reports on 

three doctoral consortia: the 

IEEE International Conference on 

Pervasive Computing and Com-

munications, the International 

Conference on Association for 

Autonomous Machines and Multi-

agent Systems, and the Inter-

national BCS Human-Computer 

Interaction Conference.

Privacy Regulations, Smart 
Roads, Blockchain, and 
Liability Insurance: Putting 
Technologies to Work

Smart streets promise widely 

available traffic information to 

help improve people’s safety. 

Unfortunately, gathering that data 

may threaten privacy. The authors 

of this article from the January/

February 2021 issue of IEEE Secu-

rity & Privacy describe an architec-

ture that exploits a blockchain and 

the Internet of Vehicles. They also 

show its compliance with the Gen-

eral Data Protection Regulation.

Scientific Software  
Testing Goes Serverless: 
Creating and Invoking 
Metamorphic Functions

In this article from the January/

February 2021 issue of IEEE Soft-

ware, the authors’ function-as-a-

service (FaaS) framework trans-

forms users’ questions into 

automated tests for scientific soft-

ware. The case study illustrates the 

FaaS-ification of scientific soft-

ware testing and the importance of 

value-driven evaluations by focus-

ing on real-world defect detection.

Modernizing Legacy  
Software as Context-
Sensitive and Portable 
Mobile-Enabled Application

Mobile systems support porta-

ble, context-sensitive, and inter-

active computing that empowers 

users to perform complex compu-

tations and communications on 

the go. The majority of software 

systems run on web or worksta-

tion-based (traditional comput-

ing) platforms, lacking the capa-

bilities of mobile systems, and are 

referred to as legacy software. 

The primary contribution of this 

article from the January/Febru-

ary 2021 issue of IT Professional is 

a process-centric approach that 

enables automation and user deci-

sion support to modernize legacy 

software as context-sensitive and 

portable mobile-enabled appli-

cation. Case study-based valida-

tion complements the moderniza-

tion process with scenario-based 

demonstration of the solution 

and qualitative evaluation of the 

modernized application. Evalua-

tion results suggest that modern-

ized application supports portable 

and context-sensitive computa-

tions, efficient utilization of device 

resources, and ease of use. 

Join the IEEE 
Computer 
Society
computer.org/join
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Editor’s Note

Applying Computer Vision

Whether employed in 

healthcare, information 

security, or autonomous vehicles, 

computer-vision technology is rec-

ognizing patterns and detecting 

anomalies in visual data—some-

times faster or better than humans 

do. More industries are leverag-

ing automated image captioning, 

scene reconstruction, and facial 

or object recognition, giving com-

puter vision the potential to affect 

myriad aspects of people’s lives. 

This ComputingEdge issue opens 

with exciting examples of cutting-

edge computer-vision applications 

and tools.

The author of Computer’s “Kin-

ship Verification” discusses a type 

of facial recognition that aims to 

determine whether people in pho-

tographs are genetically related—

which could have applications in 

genealogy and criminal investi-

gations. Computing in Science 

& Engineering’s “Hands-on with 

IBM Visual Insights” presents a 

web-based deep-learning platform 

that scientists can use for image 

labeling and model training. The 

authors describe using the tool to 

classify images in a chest X-ray 

dataset as normal, COVID-19, bacte-

ria pneumonia, or viral pneumonia.

There are many ways to cap-

ture or create visual data. In IEEE 

Computer Graphics and Applica-

tions’ “Synthetic Aperture Imag-

ing With Drones,” the authors pro-

pose an aerial imagery technique 

that is effective at revealing arti-

facts such as buildings obscured 

by a dense forest. In IT Profession-

al ’s “‘All Around Me Are Synthetic 

Faces’: The Mad World of AI-Gener-

ated Media,” the authors examine 

the current state of manipulated 

photos and videos such as deep-

fakes and consider related threats 

and opportunities.

Computer scientists and engi-

neers are thinking creatively in 

all aspects of the field, including 

assistive technology. The author 

of “DIY Assistive Technology Pro-

totyping Platforms: An Interna-

tional Perspective,” from IEEE 

Pervasive Computing, describes 

low-cost tools for designing cus-

tomized interfaces for people with 

disabilities. The authors of “Knowl-

edge Graphs to Empower Human-

ity-Inspired AI Systems,” from 

IEEE Internet Computing, envision 

advanced, artificially intelligent 

systems for assisting the elderly. 

The final two articles in this 

issue of ComputingEdge cover 

cryptographic systems—how they 

work and why they sometimes 

fail to protect us against cyberat-

tacks. IEEE Annals of the History 

of Computing’s “On the Origin of 

Kerberos” provides background 

on a cryptographic authentication 

and key distribution protocol that 

is in most major operating sys-

tems. The author of IEEE Security 

& Privacy’s “Layered Insecurity” 

argues for addressing security at 

all layers of a system. 
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EDITOR: Ron Vetter, University of North Carolina Wilmington, vetterr@uncw.edu

DEPARTMENT: SPOTLIGHT ON TRANSACTIONS

Kinship Verification
Karl Ricanek, Jr., University of North Carolina Wilmington

This installment of Computer’s series highlighting the work published in IEEE Computer Society 

journals comes from IEEE Transactions on Pattern Analysis and Machine Intelligence.

The goal of kinship verification is to determine 
whether there is a kin relationship between 
people shown in photos. This is significant for 

many real-world applications, such as forensic inves-
tigations, family photo-album organization, social 
media analysis, and missing-person cases. A recent 
paper1 proposes a solution and provides experimental 
results that show how the proposed method compares 
to existing state-of-the-art methods.

Kinship verification is challenging due to the lack 
of large kinship data sets and the types of variations 
that exist in family member images, as opposed to 
most traditional image-classification problems. The 
authors describe these challenges as follows.

Pre-existing datasets for visual kinship-based 

tasks are not large enough to capture the 

true data distributions of a family and their 

members. What’s more, modern-day data driven 

models (i.e., deep learning) need big data.1

Kin relations in the visual domain are less discrimi-

nant than other more conventional problems of its 

kind (e.g., facial recognition or object classification), 

as it contain more complex hidden factors affecting 

the facial appearances among family members.1

To solve these challenges, the authors introduce a 
unified framework that is split into two pieces:

1. translate the parents to their younger ages to 
mitigate the age gap

2. use sparse discriminative metric (SDM) loss to 
guide the deep-learning architecture.

Experimental results using the kinship benchmark 
“Families in the Wild” data set show additional perfor-
mance improvement by introducing the young version 
of parents and SDM loss to guide deep learning.

This type of face recognition is only one set of the 
challenges that researchers are tackling in the larger 
domain of face processing, including face recogni-
tion (matching images), facial analytics (determining 
attributes about the person, such as age, gender, 
race, and body mass index), facial attributes (deter-
mining characteristics about the face, including type 
of nose, size of lip, and color of eyebrow), and facial 
generative models (generate synthetic alterations 
to the face or entirely new faces). Facial generative 
models are the hottest area of research because 
they show promise to greatly improve the factors of 
face processing mentioned earlier by using adver-
sarial neural networks.

Generative adversarial neural networks are 
composed of two types of neural networks, 

a generator and a detector. As the names indicate, 
these networks compete against each other, thereby 
improving them both. The benefit of these generative 
models is the need for substantially less data than 
traditional convolutional neural network methods. 
The generator learns how to create an endless supply 
of data used to fool (“teach”) the detector networks. 

This article originally  
appeared in 

 

vol. 53, no. 1, 2020

Digital Object Identifier 10.1109/MC.2019.2952537 

Date of current version: 15 January 2020
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I am investigating the use of these models to mitigate 
model (algorithm) negative bias in face recognition 
and facial analytics. In addition, my laboratory is 
exploiting these generative models to detect others, 
known as deep fakes. 

REFERENCE
1. S. Wang, Z. Ding, and Y. Fu, “Cross-generation kinship 

verification with sparse discriminative metric,” IEEE 

Trans. Pattern Anal. Mach. Intell., vol. 41, no. 11, pp. 

2783–2790, 2019.

KARL RICANEK, JR., is a professor of computer science at 
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DEPARTMENT: NOVEL ARCHITECTURES

Hands-on with IBM  
Visual Insights
Shirui Luo and Volodymyr Kindratenko, National Center for Supercomputing Applications  
(NCSA), University of Illinois

Deep learning (DL) has emerged as a powerful 
tool to solve a variety of complex problems 
that have been difficult to solve with tradi-

tional methods. However, domain experts attempting 
to apply DL methodology have to learn to code in order 
to use it. Numerous frameworks have been developed, 
such as TensorFlow and PyTorch, that simplify the 
task of building and training complex DL models, yet 
their efficient use requires a good working knowledge 
of Python language. Consequently, a variety of tools 
have been developed that provide easier to use DL 
models, ranging from the Keras API built on top of Ten-
sorFlow that still requires coding, to tools such as H2O 
that provide a point-and-click web-based interface 
to configure and train prebuilt models. Among this 
new breed of tools, IBM Visual Insights (formerly IBM 
PowerAI Vision)1 (IBM Visual Insights Version 1.2.0, n.d.) 
and Google's AutoML Vision2 (Google Cloud AutoML, 
accessed July 9, 2020) have taken this concept further 
by providing a web-based graphical user interface 
(GUI) for configuring and training a variety of models, 
as well as tools and APIs for deploying these models 
on a variety of platforms. Both IBM Visual Insights and 
Google AutoML Vision implement complex workflows 
that connect together many services and computa-
tional resources to deliver complex functionality that 
until recently required a substantial coding effort. The 
functionality of these tools is still limited to just a few 
prearranged models that work well only for specific 
problems. The users are also restricted to tweak only 
some model parameters while leaving majority of the 

decisions to the computer. Yet these tools democratize 
access to complex DL models and empower domain 
scientists to take advantage of this new methodol-
ogy. In this short article, we walk through an example 
of using IBM Visual Insights to train a DL model on a 
chest X-ray image dataset. Google's AutoML Vision's 
applicability to medical problems has been discussed 
by Faes et al.3

SYSTEM ARCHITECTURE
IBM Visual Insights consists of hardware, resource 
management, deep learning computation, service 
management, and application service layers. The infra-
structure layer includes the actual hardware needed 
to run the tools, such as CPUs, GPUs, storage, and net-
work. The resource management layer is responsible 
for coordinating and scheduling all these resources 
to carry out a particular sequence of operations. The 
deep learning calculation layer includes the implemen-
tation of actual DL algorithms as well as data process-
ing, model, and prediction modules. DL models imple-
mented in this layer include GoogLeNet for image 
classification, Faster R-CNN, tiny YOLO V2, Detectron, 
Single Shot Detector (SSD) for object detection, and 
structured segment network (SSN) for action detec-
tion. Custom models can also be imported. The service 
management layer enables user project management 
via a graphical interface and the application service 
layer is responsible for managing application-related 
services built on top of other layers.

IBM Visual Insights runs as a collection of pods in a 
Kubernetes environment (a pod is a group of contain-
ers with shared storage and network resources that 
are created and managed together). The IBM Visual 
Insights stand-alone deployment version 1.2.0 used 

This article originally  
appeared in 

 

vol. 22, no. 5, 2020
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Date of current version 14 August 2020.
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NOVEL ARCHITECTURES

here consists of 20 Docker images. These images are 
used by pods that provide Kubernetes infrastructure 
to run the IBM Visual Insights and pods to run the 
actual IBM Visual Insights applications.

Of course users do not need to be aware of these 
details, the entry point for them is just a web link to 
the web-based GUI through which a model can be 
selected and trained. Once logged into the interface, 
the user can upload data (images and videos, includ-
ing annotated Common Objects in Context, or COCO, 
datasets), label them, and train a model (classifica-
tion, object detection, and action recognition models 
are currently supported). The example application 
described below will walk step-by-step through the 
process of training a classification model. Once the 
model is trained, it can be deployed for production use 
through a variety of tools, including REST APIs and a 
mobile application.

For this article, our instance of IBM Visual Insights 
runs on an IBM 8335-GTH AC922 server4 (IBM Power 
System AC922 Technical Overview and Introduction, 
n.d.). This is principally the same architecture used 
in Summit and Sierra supercomputers. The server 
contains two 20-core 2.4 GHz IBM POWER9 CPUs, 256 
GB DDR4 RAM, and four NVIDIA V100 GPUs with 16 
GB HBM2 memory each. As of version 1.2.0, IBM Visual 
Insights supports the ×86 platform as well.

EXAMPLE APPLICATION
We use classification of COVID-19 chest X-ray images 
as an example application to demonstrate the IBM 
Visual Insights streamlined processes for image label-
ing, model training, and model deployment. With the 
recent availability of annotated X-ray image datas-
ets, good progress has been made using convolutional 
neural networks (CNN) for medical diagnosis by Abbas 
et al.5 and Hassanien et al.6 The models can detect 

the prominent pneumonia pattern of chest scans as 
a key COVID-19 indicator, but models applied in these 
previous studies involve some advanced algorithms, 
such as transfer learning from other generic object 
recognition tasks, which makes them less intuitive to 
deploy for subject matter experts with limited coding 
and DL skills. In the following, we show how IBM Visual 
Insights helps train an advanced model relatively eas-
ily, allowing domain experts to easily manage data and 
train models using a streamlined interface. 

Importing the Dataset
The dataset used in this example is from a Github 
repository publicly released by Skytells.7 Figure 
1 shows example scans from four categories of 
X-ray images. This dataset contains 860 normal, 
60 COVID-19, 650 bacteria pneumonia, and 412 viral 
pneumonia images. All images are the same size 
(400×300 pixels) and are stored in the JPEG format. 
The dataset is imbalanced in the sense that the num-
ber of COVID-19 images is far less than images in other 
three categories. A good supplement is another data-
set by Cohen et al.8 that contains 660 COVID-19 and 
other viral and bacterial pneumonia cases scraped 
from the web.

Once the images are downloaded, the first step is 
to import them into the platform and assign proper 
categories to each image. The images can be imported 
one category at a time and assigned labels (such as 
covid19, bacterial, viral, and normal in our case). The 
interface for importing and categorizing images is 
shown in Figure 2. Images with format JPEG, PNG, 
and DICOM are supported. The models used by IBM 
Visual Insights have limitations on the size and reso-
lution of images (1–2 megapixels). High-resolution 
images need to be divided into smaller subimages 
if they require fine details, or downsampled if they 

FIGURE 1. Sample of X-ray images from four categories.
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have coherent structural information that can not be 
divided. During the training, the images will be auto-
matically scaled to the appropriate dimensions for the 
model to use. For example, the 400×300 pixels images 
will be scaled to meet the GoogLeNet requirement of 
224×224 pixels.

Training the Model
Figure 3 shows the schematic representation of 
the model architecture for the classification of 
COVID-19 samples. The model includes two parts: 
1) a pretrained CNN model for feature extraction 
and 2) a fully-connected network for classification. 
Under pretrained models, users can bring their own 
TensorFlow-based custom models or use system 
default models for different computer vision tasks 
(image classification, object detection, and action 
detection). The default model for classification is 

GoogLeNet, which is a convolutional neural net-
work with 22 layers. Users have access to a pool of 
the GoogLeNet base models pretrained on various 
datasets (Link). These datasets include different 
categories of images for action, flower, food, land-
scape, scene, and vehicle. In this project, we loaded a 
GoogLeNet base model pretrained on the ImageNet 
dataset. Besides the many choices for pretrained 
models, users can also change the model hyperpa-
rameters in the advanced settings. These hyperpa-
rameters include model features such as max iter-
ations, learning rate, weight decay, and so on. The 
dataset will be automatically split for internal valida-
tion of the model's performance during training; the 
default split is 80/20.

After the model is initiated, a progress bar will 
show how much time remains for the training to fin-
ish. Once finalized, users have the option to check 

FIGURE 2. Interface for importing and categorizing images.

FIGURE 3. Schematic representation of pretrained models for the prediction of COVID-19  patients and normal cases.
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the model details, deploy the model, and export the 
model. The model details include model hyperparam-
eters, a plot of loss versus iteration, and performance 
metrics results as shown in Figure 4. 

Model Performance
The very first model that we tried achieves an accuracy 
of 81% for differentiating COVID-19 X-ray images from 
normal and two other respiratory infection cases. Spe-
cifically, the precision and recall for the COVID-19 cat-
egory are 90.9% and 100%, meaning that the model 
performs very well when differentiating COVID-19 
images from others. However, the model did consid-
erably worse when differentiating images of viral and 
bacterial pneumonia. 

The first thing that is worth trying is data aug-
mentation. A larger dataset with more variety of rep-
resentative objects will train a more accurate model. 
The exact number of images and objects cannot be 
specified, but some guidelines recommend as many 
as 1000 representative images for each class. We 
mentioned previously that the dataset is imbalanced 
with only 60 COVID-19 cases, thus we can add more 
COVID-19 images by referring to other data sources. 
However, most of the time the dataset is indeed lim-
ited and obtaining more images is either impossible 
or too difficult. Data augmentation can attenuate this 
challenge by artificially generating more images while 
preserving the same pattern. The augmentation filters 
available in IBM Visual Insights include blur, sharpen, 
vertical and horizontal flips, rotation with different 
angles, and noise. We applied the vertical and horizon-
tal flip and rotation with 90o to augment our COVID-19 

dataset, thus increasing the number of cases from 60 
to 480. The updated model achieves an overall accu-
racy of 84%, with precision and recall for the COVID-19 
category are 95.4% and 98.8%. The results suggest 
that DL with X-ray imaging may extract significant 
biomarkers related to the COVID-19 disease. Users 
can also choose other base models and conduct the 
hyperparameter tuning to get a better model. 

Deployment
After training the model can be deployed on an accel-
erator (such as GPU or Xilinx FPGA). An API end-
point will be generated at the same time as deploy-
ment. When using the API, the smaller the confidence 
threshold is specified, the more results are returned. 
For example, when specifying 0, all results will be 
returned because there is no filter based on the con-
fidence level of the model. A visualization in terms of 
a heatmap is also presented in the results, as shown 
in Figure 5. The heatmap quantifies the “importance” 
of individual pixels with respect to the classification 
decision. The heatmap shows that most “important” 
pixels are near the lung regions, indicating that the 
model indeed extracts some significant biomarkers 
for COVID-19 detection. 

In conclusion, we used an X-ray image classifica-
tion example to show how IBM Visual Insights helps 
train a DL model only with a few clicks, using a stream-
lined interface. The platform can manage datasets and 
perform data augmentation. The platform offers use-
ful built-in models that are already trained as a starting 
point to reduce the time required to train models and 
improve trained results. 

FIGURE 4. Screenshot from the IBM Visual Insights, (left) Loss versus Iteration during the training; (right) model’s performance, 

the result is from a classifier for only two categories, viral and normal X-ray.
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DEPARTMENT: APPLICATIONS

Synthetic Aperture Imaging 
With Drones
Uncovering Tower #16 of the Maximilanic Fortification

Oliver Bimber, Indrajit Kurmi, and David C. Schedl, Johannes Kepler University

Synthetic apertures sample the signal of wide aperture sensors with either arrays of static 
or single moving smaller aperture sensors whose individual signals are computationally 
combined to increase the resolution, depth-of-field, frame rate, contrast, and signal-to-noise 
ratio. This principle has been used for radar, telescopes, microscopes, sonar, ultrasound, 
laser, and optical imaging. With airborne optical sectioning (AOS), we apply camera 
drones for synthetic aperture imaging to uncover the ruins of a 19th century fortification 
system that is concealed by dense forest and shrubs. Compared to alternative airborne 
scanning technologies (such as LiDAR), AOS is cheaper, delivers surface color information, 
achieves higher sampling resolutions, and (in contrast to photogrammetry) does not 
suffer from inaccurate correspondence matches and long processing times.

On the occasion of the Napoleonic Wars 
(1797–1813), when Napoleonic troops invaded 
Austria, the emperorship decided to fortify 

the Danube area. Archduke Maximilian Joseph of 
Austria-Este, therefore, proposed an imperial fortifica-
tion system in which strategically important places 
were to be defended by a line of defense towers. How-
ever, only the fortification of Linz was realized during 
the years of 1831–1834, which consisted of 32 defense 
towers built on the two mountains (Pöstlingsberg and 
Kürnberg) through which the Danube flows to Linz. 
Today, this fortification system is an archaeological 
site whose ruins have also been investigated with 
modern airborne scanning technologies (cf., Figure 1) 
for which several options exist.

Airborne photogrammetry1 relies on images 
recorded from displaced flying positions. For the 
retrieval of topography, a large baseline between imag-
ing positions is desirable, as targets will be displaced 
relative to each other based on their three-dimensional 
(3-D) positions, similar to stereo imaging. The parallax 

measurements are obtained by feature matching in 
this case. While photogrammetry is efficient for the 
reconstructions of regular surfaces, such as buildings 
in cities, it leads to unusable results for more complex 
scenes, such as forests.

Airborne laser scanning (ALS)2 utilizes light detec-
tion and ranging (LiDAR)3 for remote sensing of land-
scapes. In addition to many other applications, ALS 
is used to make archaeological discoveries in areas 
concealed by trees4 to support forestry in forest 
inventory and ecology,5 and to acquire precise digital 
terrain models.6 LiDAR measures the round-trip travel 
time of reflected laser pulses to estimate distances at 
frequencies of several hundred kilohertz, and for ALS 
it is operated from airplanes, helicopters, balloons, or 
drones.7 It delivers high-resolution point clouds that 
can be filtered to remove vegetation or trees when 
inspecting the ground surface.8 Although LiDAR has 
clear advantages over photogrammetry when it comes 
to partially occluded surfaces, it also has limitations: 
For small areas, the operating cost is disproportion-
ally high; the huge amount of 3-D point data requires 
massive processing time for registration, triangula-
tion, and classification; it does not provide surface 
color information per se; and its sampling resolution is 
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limited by the speed and other mechanical constraints 
of laser scanners and recording systems.

In this paper, we will present a promising alterna-
tive technique: airborne optical sectioning (AOS). AOS 
allows us to reveal and inspect artifacts occluded by 
dense structures, such as forests, using low-cost, 
off-the-shelf camera drones. Since it is entirely 
image-based and does not reconstruct 3-D points, it 
has very low processing demands and can, therefore, 
deliver real-time 3-D visualization results after only 
a short amount of image preprocessing. In contrast 
to photogrammetry, AOS does not suffer from inac-
curate correspondence matches and long process-
ing times. Like drone-based LiDAR, it is particularly 
efficient for capturing small areas of several hundred 
square meters, but it has the potential to provide a 
higher sampling resolution and surface reflectance 
information.

AIRBORNE OPTICAL SECTIONING
Rather than measure, compute, and render 3-D point 
clouds or triangulated 3-D meshes as in LiDAR or pho-
togrammetry, AOS records an unstructured light field 
and applies image-based rendering for 3-D visualiza-
tion. It samples the optical signal of wide SA (30–100 m 
diameter) with video images recorded from a low-cost 

camera drone to support optical sectioning by image 
integration. The wide-aperture signal results in a shal-
low depth of field and, consequently, a strong blur of 
out-of-focus occluders, while images of points in focus 
remain clearly visible. Shifting focus computationally 
toward the ground allows optical slicing through dense 
occluder structures (such as leaves, tree branches, 
and coniferous trees) and discovery and inspection of 
concealed artifacts on the surface.

Figure 3 outlines the visualization technique of 
AOS20 implemented as a form of image-based render-
ing.21 We define a virtual camera (green triangle) within 
a wide aperture span (black interval line). Synthetic 
images are rendered by ray integration for each point 
s,t at the desired focal plane (black circle), defined 
by a ray (blue) through the virtual camera's projec-
tion center (gray circle) and a pixel x,y in the virtual 
camera's image plane (blue circle) within its field of 
view FOVv. Only the rays (green) from the actual small 
aperture camera images that pass through points u,v 
at the SA plane corresponding to the virtual camera's 
aperture Av are integrated. This is repeated for all pix-
els in the virtual camera's image plane to render the 
entire image. The extremely shallow depth of field that 
results from the synthetic wide aperture blurs not only 
occluders, such as trees, but any points of the ground 

FIGURE 1. One sample/m2 LiDAR scan (top left) and a satellite scan (top right) of the fortification system on Pöstlingberg expos-

ing the position of tower #16. Ground photos taken at the site show that the ruins of tower #16 are concealed by dense forest 

and shrubs.
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target that are not located in the synthetic focal 
plane. The focal plane can be moved higher or lower by 
increasing or decreasing the shift between the actual 
small aperture camera images along the drone flight 
path as they are being combined.

Figure 4 illustrates the application of AOS based on 
the example of scanning tower #16 of the Maximilanic 
fortification.

During flight planning, the shape of the SA is first 
outlined by drawing its base points [red pins in Figure 

SYNTHETIC APERTURES

Synthetic apertures (SA) approximate the signal of 
a single hypothetical wide aperture sensor with 

either an array of static small aperture sensors or a 
single moving small aperture sensor whose individual 
signals are computationally combined to increase the 
resolution, depth-of-field, frame rate, contrast, and 
signal-to-noise ratio. This principle has been used for 
radar, tele scopes, microscopes, sonar, ultrasound, 
laser, and optical imaging (cf., Figure 2).

Synthetic aperture radar (SAR)9 is a widely used 
technique that relies on moving radar systems. In 
conventional radar, electromagnetic waves in the 
microwave range are emitted and their backscattered 
echoes are recorded by an antenna. Longer wavelengths 
(compared to the visible spectrum) penetrate scattering 
media (i.e., clouds, vegetation, and partly soil). While in 
classical radar, the achievable resolution is determined 
by the displacement of emitter and receiver, with SAR 
the antenna is virtually elongated by a moving detector. 
Today, SAR sensors are placed on spaceborne systems 
(e.g., satellites) that orbit the earth and provide high-res-
olution, day-and-night, weather-independent images [cf., 
Figure 2(a)]. Furthermore, planes and even drones can be 
equipped with SAR devices.10 Evaluating the phase dif-
ference of multiple SAR recordings (a technique known 
as interferometry) can even be used to reconstruct 
depth information and enables finer resolutions.11

Synthetic aperture radio telescopes (SART)12 apply 
similar principles to observe objects in outer space. 
Large virtual antennas can be physically composed from 
arrays of smaller telescopes to achieve desired resolu-
tions. Image formation is again achieved by means of 
interferometry. For telescope arrays, this leads to sub-
sampling in the Fourier domain which must be corrected 
by deconvolution. Furthermore, an even higher sampling 
rate can be achieved by making use of the earth’s own 
rotation [cf., Figure 2(b)]. Various observations, ranging 
from the discovery of the cosmic microwave background 
radiation to pulsars, have been made with the help of 

radio telescopes. Atmospheric turbulence, however, 
requires constant calibration and limits interferometry, 
especially for visible-light wavelengths. Instead of ordi-
nary interferometry (observing amplitude and phase), 
intensity interferometry (observing the second-order 
coherence of light) can be used and has been demon-
strated in telescope laboratory setups.13

Synthetic aperture sonar (SAS) applies the principle 
of SA to sonar, for which many classical SAR techniques 
and algorithms can directly be applied [cf., Figure 2(c)]. 
The main limitations of SAS are the slow speed of sound 
in water, the higher bandwidths of those waves, and the 
high costs compared to ordinary sonar. SAS is mainly 
used in military applications.14

Synthetic aperture ultrasound (SAU)15 applies SA to 
ultrasound imaging. Similar to sonar, imaging is achieved 
by means of sound waves. Compared to conventional 
ultrasound recordings, the frame rate and the depth of 
field are improved with an SA. Typically, an ultrasound 
device consists of multiple nonmoving transducers that 
emit and receive ultrasound signals. For SAU, however, 
a single transducer emits sound waves, while all sensors 
record a low-resolution ultrasound image. Multiple 
low-resolution ultrasound images are then combined 
to a high-resolution version [cf., Figure 2(d)]. Recently, 
moving SA ultrasound devices have been proposed that 
increase the SA beyond the device size.16 Other medical 
imaging techniques such as computed tomography 
also reconstruct synthetic images. In particular, linear 
tomography, also known as focal plane tomography,17 
reconstructs narrow depth-of-field cross-sectional X-ray 
images in a manner similar to SA imaging.

Synthetic aperture LiDAR (SAL) or synthetic aperture 
imaging laser (SAIL) applies 2-D synthetic imaging to 
shorter wavelengths (i.e., optical light). However, SAL/
SAIL has—to our knowledge—only been shown in 
experimental setups so far. In theory, SAL will provide 
resolutions beyond the diffraction limit. Due to the 
shorter wavelengths, only a limited amount of aperture 
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4(a)] on a satellite image of the site. We apply ArduPi-
lot's Mission Planner  (http://ardupilot.org/planner/), 
which delivers the corresponding list of waypoints with 
latitude, longitude, and defined altitude (35 m in our 
case). These geocoordinates are then imported into 

a custom Python script that rasterizes the aperture. 
Given a desired aperture resolution, a sampling path is 
computed that discretizes the aperture shape at equi-
distant sampling positions. For the tower #16 scan, for 
instance, the chosen lateral distance between two 

motion is required when compared to SAR. SAL/SAIL can 
operate at day and night conditions and provides long 
imaging ranges. In future airborne, SAL/SAIL might be-
come a powerful tool for earth observation and defense 
applications [cf., Figure 2(e)].18

Interferometric synthetic aperture microscopy (ISAM) 
is the optical equivalent to SAR in microscopy. Although 
the method originates from optical coherence tomog-
raphy, it applies the SA principles. Here, a large physical 
aperture (high NA objective) is scanned through small 
subapertures with increased depth of field [cf., Figure 
2(f)]. The phase is captured by means of interferometry 
and is used for reconstructing a defocus-free 3-D vol-
ume of the probe.19

Structured light-field imaging (SLFI) with camera 
arrays synthesizes virtual views with maximal SA that 
correspond to the physical size of the applied camera 

array [cf., Figure 2(g)]. Such systems capture 4-D light-ray 
data and support digital postprocessing (e.g., refocus, 
changing of perspectives, and varying depth of field) af-
ter recording. In comparison to the previously discussed 
techniques that are based on the wave properties of 
the captured signal, light-field imaging relies on simple 
principles of ray optics. Furthermore, unstructured (i.e., 
irregularly sampled) light fields can be captured with 
various recording systems, including camera drones [see 
Figure 2(h)] as in our AOS technique.

The majority of techniques that are described 
above are active and emit electromagnetic or sound 
waves while measuring the backscattered signal. SART, 
SLIF, and AOS, however, are passive and only receive 
signals (i.e., radio waves of astronomical objects and 
reflected light). They rely on an external energy source 
(i.e., sunlight).

FIGURE 2. Comparison of SA techniques and applications. (a) Spaceborne SAR used in earth observation. (b) SART utilizing 
earth’s rotation for astronomical observations. (c) SAS used in underwater archaeology. (d) SAU used for medical imaging. 
(e) Future application of airborne SAL/SAIL devices. (f) ISAM for microscopy scanning. (g) SLFI with camera arrays. (h) AOS 
synthesizes large apertures by a single airborne sensor. Technologies illustrated in (a), (c), and (d)–(f) are active and emit/
receive sound or electromagnetic waves. Systems shown in (b), (g), and (h) are passive and require an external energy source 
(e.g., sunlight).
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neighboring recordings was 3 m, the ground speed of 
the drone was 1  m/s, and the time for stabilizing the 
drone at a sample position and recording an image 
was 1  s. Altogether, this leads to a sampling rate of 
about 30 samples/min. The generated sampling path 
together with all flying and recording instructions 
is then exported as QGC waypoint protocol (http: 
//qgroundcontrol.com/).

Scanning the site is then carried out by the drone, 
a Parrot Bebop 2 quadcopter with a 14 MPixel CMOS 
camera, operating autonomously [see Figure 4(b)]. A 
custom drone control application (implemented for 
Android with the ARDroneSDK3 API, http://developer 
.parrot.com/docs/SDK3/) launches the drone at an 
arbitrary ground position [green pin in Figure 4(a)], 
parses the QGC protocol, and follows the flying and 
recording instructions. For each sampling position, an 
omnidirectional image (178° degrees for our drone) is 
stored together with the measured geocoordinates in 

FIGURE 4. Processing steps of AOS. (a) Flight planning. (b) Autonomous scanning. (c) Postprocessing. (d) Image-based 3-D 

visualization.

FIGURE 3. AOS SA visualization technique implemented as 

image-based rendering.
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the drone's local memory (a total of 505 images in our 
case). After sampling the SA, the drone automatically 
lands at the launching position. Note that due to GPS 
imprecision and wind influence, the recorded sampling 
grid is unstructured.

The captured images then undergo a postpro-
cessing [cf., Figure 4(c)]. First, they are rectified 
to cancel lens distortion. As part of this process, 
the drone's fixed focal length camera is one-time 
calibrated. For calibration and image rectification, 
we apply OpenCV's (https://opencv.org) omnidirec-
tional camera model. Second, as the GPS recorded 
geocoordinates are imprecise, they are only used as 
an initial guess for a much more precise computer 
vision based pose estimation. For this, we apply the 
general-purpose structure-from-motion and multiv-
iew stereo pipeline, COLMAP (https://colmap.github 
.io), which achieved a lateral pose estimation error of 
two centimeters in our case.

All rectified images together with the correspond-
ing drone poses (which represents an unstructured 
light-field) are finally imported by our light-field 
renderer (implemented with Nvidia's CUDA) for 
image-based 3-D visualization [cf., Figure 4(d)]. The 
renderer supports a real-time and interactive 3-D navi-
gation with full camera control (position, orientation, 

field of view, aperture size for depth of field effects, 
position, and orientation of top and bottom focal 
planes). Synthetic images are rendered solely by 
light-field rendering21 (i.e., by integrating the recoded 
drone images—without any need for 3-D scene recon-
struction). Furthermore, the depth of field within a 
selected focal range (between adjusted top and bot-
tom focal planes) can be increased computationally. 
Technical details on AOS, including on the rendering 
methods, are available.20

UNCOVERING TOWER #16
Results of the tower #16 scan are illustrated in Fig-
ure 5 and in the following supplementary video (https: 
//www.youtube.com/watch?v = ELnvBfafnRA). While a 
single drone image captured with a small aperture lens 
(2.3 mm in our case) does not show much of the tower 
ruins on the ground [cf., Figure 5(a)], a high-resolution 
LiDAR scan (8 samples/m2) clearly reveals architec-
tural structures beneath the trees [cf., Figure 5(b)] but 
lacks in surface details and color information.

The AOS results [cf., Figure 5(c)–(e)] provide 
surface color and sample the ground region in a two 
orders-of-magnitude higher resolution (approximately 
825 pixels/m2 in this case—including projection and 
pose estimation errors). Note that the all-in-focus 

FIGURE 5. Uncovering tower #16. (a) Single drone image. (b) LiDAR scan. (c), (d) AOS results with shallow depth of field images 

for higher and lower elevations. (e) Wide depth of field image reconstructed in between these top and bottom focal planes.
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visualization in Figure 5(e) has been computed for 
the adjusted top and bottom focal planes shown in 
Figure 5(c) and (d). The SA used for this scan was a 
90° sector of a circle with 50 m radius (cf., Figure 4). It 
was sampled with 505 images at a speed of 30 images 
per minute from an altitude of 35 m above the ground. 
Postprocessing (i.e., image rectification and pose esti-
mation) took 23 min on a standard PC.

AOS BEYOND ARCHAEOLOGY
Compared to LiDAR, AOS is cheaper, delivers sur-
face color information, and achieves higher sam-
pling resolutions. In contrast to CMOS or CCD cam-
eras, the sampling resolution of LiDAR is limited by 
the speed and other mechanical constraints of laser 
deflection. Top-end drone-based LiDAR systems (e.g., 
Reigl VUX1- UAV, http://www.riegl.com/products 
/unmanned-scanning/riegl-vux-1uav/) achieve reso-
lutions of up to 2000 samples/m2 from an altitude of 
40 m. The sampling precision is affected by the pre-
cision of the drone's inertial measurement unit and 
GPS signal, which is required to integrate the LiDAR 
scan lines during flight. Pose estimation for AOS is 
much more accurate as it is based on multiperspec-
tive, high-resolution 2-D image data. More advanced 
drones allow external cameras to be attached to 
a rotatable gimbal (e.g., DJI M600, https://www 
.dji.com/at/matrice600-pro). If equipped with the 
state-of-the-art 100  MP aerial cameras (e.g., Phase 
One iXU-RS 1000, https://industrial.phaseone.com/iXU 
_camera_system.aspx) and appropriate objective 
lenses, these can reach resolutions two to three orders 
of magnitude higher than those of the state-of-the-art 
LiDAR drones (e.g., 29,700 samples/m2 from an alti-
tude of 35 m and within an 80° FOV).

AOS has also several shortcomings: It does not 
provide real depth information like LiDAR, cannot pen-
etrate scattering media like SAR, and requires suffi-
cient sunlight on the ground. However, AOS can easily 
be applied to other wavelengths, such as captured by 
infrared cameras for thermal imaging and night vision.

For many applications that require quantitative 
3-D measurements (i.e., depth data), LiDAR or photo-
grammetry often still remain methods of first choice. 
However, we believe that AOS has potential to support 
use cases which benefit from visual inspections of 
partially occluded areas at low costs. It is easy to use, 

requires little effort, and provides high resolution 3-D 
color visualizations almost instantly.

Besides archaeology, forestry and agriculture 
might offer additional use cases. Supporting forest 
inventory in detecting and measuring tree trunks 
within forest patches is one example. Especially in 
deciduous forests in leafless condition, it is difficult 
to automatically detect and quantify trees felled by a 
storm with traditional photogrammetry methods. A 
quick reaction on storm calamities helps to minimize 
the loss of timber value. LiDAR is, due to a too low 
resolution and too heavy filter computations, not 
efficient for this. Enabling the early detection of bark 
beetle infection is another potential use case of AOS. 
The loss of tree crowns (which can be detected with 
regular infrared camera drones) indicates a late stage 
of bark beetle infection. An early stage is the loss of 
bark along the trunks. In contrast to LiDAR, AOS can 
detect the discoloration of trunks due to bark loss.

CONCLUSION
We believe that our AOS technique using image-based 
rendering for 3-D visualization has a number of advan-
tages over approaches like LiDAR and photogram-
metry. These include leveraging increasingly popular 
drone technology, avoidance of inaccurate correspon-
dence matching, higher sampling resolutions, better 
surface color capture, shorter processing times, and 
lower cost. In future, we want to make AOS more effi-
cient by investigating optimal aperture sampling strat-
egies and by applying more sophisticated light-field fil-
tering techniques. Both will help to better remove and 
suppress occluders, expanding the potential applica-
tions of this technique. 
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DEPARTMENT: IT TRENDS

“All Around Me Are Synthetic 
Faces”: The Mad World of  
AI-Generated Media
Lucas Whittaker, Queensland University of Technology

Tim C. Kietzmann, Radboud University & Cambridge University

Jan Kietzmann, University of Victoria

Amir Dabirian, KTH Royal Institute of Technology & California State University

Advances in artificial intelligence and deep neural networks have led to a rise in synthetic 
media, i.e., automatically and artificially generated or manipulated photo, audio, and video 
content. Synthetic media today is highly believable and “true to life”; so much so that we 
will no longer be able to trust what we see or hear is unadulterated and genuine. Among the 
different forms of synthetic media, the most concerning forms are deepfakes and general 
adversarial networks (GANs). For IT professionals, it is important to understand what these 
new phenomena are. In this article, we explain what deepfakes and GANs are, how they work 
and discuss the threats and opportunities resulting from these forms of synthetic media.

ANTICIPATING A “MAD WORLD”
Barack Obama's public service announcement starts 
with the usual backdrop of American flags within the 
Oval Office. His distinctive vocal pauses and hand ges-
tures lend credibility to his address about the mod-
ern threat of digital technologies and artificial intel-
ligence (AI). But suddenly, his own address starts to 
take a strange turn, culminating in an alarming and 
out-of-character statement: “President Trump is a total 
and complete dipsh%t.” Wait, what? Obama pauses 
to clarify, “See, now I would never say these things, at 
least not in a public address. But someone else would.”

This video then introduces comedian Jordan Peele, 
who imitates Barack Obama's voice. Peele's facial 
expression and mouth movements morphed into 
Obama's using FakeApp, a free tool. In the video, Peele 
leverages the credibility of the 44th U.S. President's 
face and voice to warn the viewer that “how we move 
forward in the age of information is going to be the 
difference between whether we survive or whether we 
become some kind of [expletive] dystopia.”1

Published by Buzzfeed, the video reveals how 
so-called “deepfakes” can be created to imperson-
ate public figures by others, including those with a 
potentially harmful agenda. But these deepfakes are 
not the only highly precarious media that test what we 
should believe to be true. Contrary to deepfakes and 
their ability to generate images that combine features 
of a source and target image (e.g., Peele's and Obama's 
faces), generative adversarial networks, or GANs for 
short, can create entirely new and lifelike, naturalistic 
content (e.g., faces of people who do not exist).

The recent increase of convincing, highly believ-
able, and “true to life” deepfakes and GAN-generated 
media prepares us for a mad world in which we will 
no longer be able to trust that what we see or hear 
is unadulterated and genuine—a world in which 
“synthetic media” will force us to re-evaluate our very 
perception of reality.

SYNTHETIC MEDIA
The examples above illustrate a world where we 
not only live with the common digital content 
that surrounds us, for instance advertisements 
enhanced with apps like Photoshop or movies with 
computer-generated imagery (CGI) like special effects, 
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but also with synthetic media. With the term “syn-
thetic media,” we refer to all automatically and artifi-
cially generated or manipulated media.

It is important to keep in mind that synthetic media 
is an umbrella terms for a host of other media. Types 
of synthetic media, for instance, include synthesized 
audio (e.g., Google Duplex), virtual reality, and even 
advanced digital-image creation (beyond CGI, where 
expert systems are increasingly capable of auto-
matically producing realism on a vast scale). The two 
branches that cause the biggest concern currently 
though, are deepfakes and GANs.

WHAT ARE DEEPFAKES AND HOW 
DO THEY WORK?

The deepfake phenomenon initially gained public 
awareness in late 2017 within online hobbyist com-
munities. A Reddit user with the username “deep-
fakes” used AI algorithms to insert the faces of 
famous actresses into adult videos. After the com-
puter code necessary to generate deepfakes became 
publicly available, online communities began to cre-
ate more and more deepfakes, including the above-
mentioned Peele/Obama video. Before December 
of 2017, the term “deepfake” did not even register on 
Google Trends (a website that analyzes the popularity 
of top search queries in Google Search), but ever since 
it has been on a steady incline. Not even two years 
after the first appearance, in the fall of 2019, CNN 
reported that there were almost 15  000 deepfakes, 
nearly all of them were nonconsensual instances of 
deepfake porn.2 However, there are many other appli-
cations of the technology used to create deepfakes, 
at this point mainly (but not exclusively) for entertain-
ment purposes.

At first, these meme-like videos created by hobby-
ists were usually crudely constructed with obvious AI 
manipulation—but still demonstrated the immense 
potential of deepfake technology. For instance, a 
curious obsession with planting Nicolas Cage in 
popular movies arose, with viral videos depicting 
Nicolas Cage in roles such as Indiana Jones in Raid-
ers of the Lost Ark and Lois Lane in Batman versus 
Superman. The past two years have seen deepfakes 
move beyond online communities and become cre-
ated with increasing sophistication across an array 
of formats. 3

 › Photo deepfakes can be created by swapping 
out faces and bodies within images.

 › Audio deepfakes can create, alter and imitate 
voices, from audio sources or from text.

 › Video content can be (deep)faked, with a moving 
face being able to be swapped or morphed with 
another, or the bodily movement of a person 
being replaced by someone else's.

 › To create the most perhaps sophisticated 
deepfakes, the above approaches can be 
combined to manipulate mouth movements and 
facial expressions alongside audio materials to 
have someone convincingly say things which 
they have never said.

At their core, deepfakes are the product of AI and 
the machine learning technique of “deep learning,” 
which is used to train deep neural networks (DNNs). 
On a very abstract level, DNNs resemble some com-
putational principles also found in the brain. Their 
synthetic neurons, better known as “units,” perform 
simple nonlinear operations. Yet, when setup as a net-
work of thousands and millions of units, these simple 
functions combine to perform complex feats, such as 
object recognition, language translation, or robot navi-
gation. Importantly, the function of a whole network 
of units is determined by the pattern of its unit con-
nections. To drive a network to perform the desired 
function, the connection strengths between units are 
adjusted via training on large sets of example data. 
In the case of deepfakes, such DNNs are trained as a 
central part of AI systems that automatically merge, 
combine, replace, and superimpose images and video 
over a targeted video to create a hyperrealistic, yet 
fake alternative content.3 Due to the requirement for 
large sets of training data that enable DNNs to adjust 
the millions of unit connections, individuals in the 
public eye, such as celebrities, actors, and politicians 
are particularly susceptible to becoming targeted by 
deepfakes as vast amounts of audio and visual con-
tent of them are widely available online.

To date, most available deepfakes are created by 
using a specific network architecture, known as an “auto-
encoder,” which specializes in generating real-looking, 
yet fake, facial images of a target person (please see the 
work done by Kietzmann et al.3 for an in-depth expla-
nation of the underlying technology). It is important 
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to keep in mind that autoencoders not only work with 
faces, though, and can be trained on a variety of differ-
ent content (e.g., voices of people). To use autoencoders 
for deepfakes, they are fed with large numbers of facial 
images of a given person. Their task is to recreate the 
same image that they are presented with. While seem-
ingly simple, the task is complicated by the design of the 
network architecture, which requires the image infor-
mation to pass through an information bottleneck that 
applies significant compression. To solve this complex 
task, autoencoders learn to first extract more abstract 
facial characteristics and emotional expression from the 
input image (known as the “encoder” part of the auto-
encoder), and from there generate the output image 
(known as the “decoder”) that matches the input. As 
the geometry of faces is quite stereotypical, they lend 
themselves particularly well for such compression. 
As a result, the decoder part of the autoencoder can 
generate any image of the person it was trained on, 
whether such image previously existed or not.

To create deepfakes with autoencoders, two 
separate networks are trained, one for each person. 
To stick with our introductory example of Obama and 
Peele, deepfake artists would train two autoencoders 
based on image sets of either person. The trick that 
enables a transition from the image of one person, say 
Peele, to another, say Obama, is that the two networks 
are linked such that the connection strengths of the 
encoder part of both networks are kept identical. This 
implies that the network learns to not specialize on 
one person, but learns to recognize more general facial 
features that are common across the two people.

But how does this setup help to create deepfakes? 
The linked encoder parts of the autoencoder allow users 
to input an image of Peele into the encoder, and subse-
quently generates a matching image of Obama as the 
output. Importantly, this newly generated image of 
Obama will have the same facial and emotional expres-
sion as the Peele input image. This renders it particu-
larly easy to take the newly created image and copy it 
into the input image, thereby swapping the two people.

As per Figure  1 (adapted from the work by 
Kietzmann et al.3), to create a deepfake image of a tar-
get person (Obama), step one consists of extracting 
the face from an image showing an actor that performs 
the wanted expression. As step two, the autoencoder 
then translates this source image into a novel image 
of the target that directly matches the input actor in 
facial and emotional expression and head orienta-
tion. Importantly, the resulting generated image will 
not just copy over the pixels, say the smiling lips, of 
the actor, but generate a smile that is unique to the 
target person (e.g., the exact way Obama would smile). 
Step three consists of taking the generated image 
and copying it back into the original image. Instead of 
the actor, now the target person is shown in the same 
pose and expression.

WHAT ARE GENERATIVE 
ADVERSARIAL NETWORKS AND 
HOW DO THEY WORK?

While DNN architectures for deepfakes specialize in 
exchanging one person for another, DNNs can also 
be used to generate entirely novel content. This is the 

FIGURE 1. Three step procedure for creating deepfakes (adapted from the work by Kietzmann et al).3
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case for GANs, which, like auto-
encoders, originate from the fam-
ily of “generative models” (as 
opposed to “discriminative” net-
works that can take images as 
input but are tasked to describe or 
classify what is being shown). Gen-
erative models can be used to cre-
ate novel data that resembles the 
data the networks were trained on. 
As general as this statement may 
seem, the possibilities for creating 
content from GANs are endless. 
GANs were introduced in 2014,4 
and while the first results, gen-
erating faces and written digits, 
were low in resolution, they clearly 
demonstrated the powerful capa-
bilities of this new style of train-
ing networks. Today, GANs are 
used to generate high-resolution 
facial images of nonexistent peo-
ple, to create pictures of imagi-
nary breeds of dogs, to assist art-
ists in their paintings, for example, 
by filling in colored details into 
line drawings, and can take exist-
ing images of low quality and generate high-resolution 
versions of them by “fantasizing” details that were not 
present in the original. By design of the underlying net-
work architectures, the speciality of GANs is to gener-
ate entirely novel content that is strikingly similar to 
original, real images of people and things (see Figure 2 
for examples of GAN-generated content). This renders 
them equally powerful and dangerous.

The key to understanding DNNs that enable the 
creation of deepfakes is that they in fact consist of 
two interlinked networks, each of which is trained to 
become an expert at generating one of the two people 
to be swapped later on. GANs, too, consist of two deep 
networks. However, instead of working together, they 
perform opposing roles. One network, the “generator,” 
is used to generate fake content from random input, 
say, images showing human faces. A second network, 
known as the “discriminator,” is fed with both fake 
and real content, and it is trained to be successful 
at determining whether a given input is fake. Akin to 

an arms race between money counterfeiters and the 
police, the generator improves if its generated fake 
image was detected as such. If instead the discrimina-
tor was fooled into mistaking a fake image as real, it 
learns from this mistake to prevent future error. The 
interplay of these two networks, both of which want 
to outplay the respective other, leads to incremental 
improvements on both sides. Once the networks are 
trained, the discriminator is commonly discarded, and 
the generator is used to generate new content origi-
nating from previously unused random noise as input.

THREATS AND OPPORTUNITIES  
OF SYNTHETIC MEDIA

It is abundantly clear to the reader of this article that 
the technologies that enable synthetic media are very 
powerful. Synthetic media, and especially deepfakes 
and GANs, provide numerous threats and opportuni-
ties that we ought to be aware of—as we will need to 
question whether what we see and hear is authentic 

FIGURE 2. Images created via GANs.5,6
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and unadulterated by others. Below is a nonexhaus-
tive list of some threats and opportunities of synthetic 
media—a list that will certainly change and grow as 
deepfakes and GANs find wider application.

Threats
Unsurprisingly, the ability for users to create artificial 
realities using deepfakes and GANs is fraught with 
malicious potential. In particular, the believability and 
accessibility of deepfakes play significant roles within 
the growing threat that the technology represents. 
Deepfakes are being increasingly difficult to distin-
guish from authentic video, and the barriers to creation 
have lowered significantly with widely available mobile 
apps such as FakeApp and Zao enabling unskilled indi-
viduals to create their own deepfakes. Disconcert-
ingly, the growing simplicity involved in creating con-
vincing deepfakes, combined with our increasingly 
digitally documented lives, will heighten the poten-
tial for them to be used for malicious purposes such 
as blackmail, intimidation, sabotage, harassment, def-
amation, revenge porn, identify theft, and bullying.3, 7

The generation of nonconsensual videos is a 
disturbing application of deepfakes and GANs. It all 
started with actresses such as Natalie Portman and 
Gal Gadot in addition to other female public figures 
such as Michelle Obama, Ivanka Trump, and Kate 
Middleton who became victims of nonconsensual 
deepfake insertion into adult film scenes. To date, 
women remain the main victims of deepfakes. Con-
tent distributors such as Reddit, Pornhub, and Gyfcat 
have banned artificially generated pornography from 
their platforms, however, sexually explicit and degrad-
ing deepfake content can still circumvent these 
mainstream platforms and be widely distributed. This 
occurred in the case of Rana Ayyub, a self-described 
antiestablishment investigative journalist in India, 
who was the victim of a viral pornographic deepfake 
maliciously designed to humiliate her in the public 
eye which was widely circulated via Indian WhatsApp 
groups.8 Even those outside the public spotlight 
can be targeted, such as the case of an 18-year-old 
woman who reverse image-searched her photo out of 
curiosity only to find hundreds of images of her face 
inserted into pornographic scenes. After trying to 
remove the images and becoming an advocate against 
image-based sexual abuse, she became the victim of 

a deepfake pornographic video which was uploaded 
to numerous websites.9 Deepfakes are the next sin-
ister breed of revenge porn which can make everyone 
potential targets even if they have never taken explicit 
photographs or videos of themselves (!).

Deepfakes and GANs represent the next genera-
tion of fake news and threaten to further erode trust in 
online information. Artificially generated video poses 
a greater threat of disinformation compared to text or 
image-based fake news due to how difficult the digital 
alteration can be to spot. People are inclined to believe 
what they see, and when combined with factors such 
as confirmation biases and social media echo cham-
bers which facilitate the propagation of fake news, 
artificially generated content will further fuel the fake 
news crisis with their ability to undermine truth and 
confuse viewers. As malicious deepfakes become 
more commonplace, the public may even begin to lose 
trust within news and factual information.7

Disturbingly still, deepfakes can further erode 
democracy and truth by creating a “liar's dividend,” 
acting as a plausible scapegoat to genuine recordings 
of misbehavior and corruption. One particularly con-
cerning scenario is the dismissal of authentic video 
evidence documenting human rights abuses, argu-
ing that the content has been faked. Without proper 
detection technology, every video, even those that 
are 100% accurate recordings of real events, can be 
passed up as fake—everyone will have plausible deni-
ability for any event caught on video.

The political sphere is particularly vulnerable to 
deepfakes and GANs intentionally created to deceive. 
The United States Senate recently passed legislation 
to better understand how foreign governments and 
domestic groups use deepfakes to damage national 
security and threaten American democracy. The 
ability for GANs to generate the faces of people who 
do not exist can result in political astroturfing. Face-
book recently removed more than 900 fake accounts 
using GAN-created profile photos which circulated 
pro-Trump messages via social media.10

Deepfakes will be yet another tool within 
state-sponsored disinformation campaigns to inter-
fere with elections and create civil unrest. United 
States lawmakers have expressed concern that deep-
fakes will soon be used by malicious foreign actors, 
with Senator Marco Rubio stating that deepfakes 
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would be used in “the next wave of attacks against 
America and Western democracies.”11 These deep-
fakes targeting politicians could be legitimized using 
similar tactics to those allegedly employed by Russia 
in their interference within the 2016 U.S. Presidential 
Election by their use of troll-farms to circulate disin-
formation. Alarmingly, deepfakes and GANs could be 
used by rogue agents such as terrorist groups. Using 
minimal resources, artificial realities could potentially 
be created of (for example) United States soldiers dis-
cussing or engaging in war-crimes while stationed in 
the Middle East, to serve the agendas of rogue agents 
attempting to radicalize and recruit individuals to join 
their cause.7

Set in the context of the private sector, synthe-
sized voice, created via deepfake technology, can be 
used for fraudulent activity. Using AI-based software 
to mimic the voice of a CEO, fraudsters were able to 
successfully request the transfer of $US243,000 into a 
fraudulent account during a phone call with the firm's 
CFO, who was tricked to recognize the slight German 
accent and vocal melody of his boss during the fraudu-
lent phone conversation.12

Deepfakes also represent a major threat to 
organizations and brands, adding further weight to 
fake news stories already being fabricated to target 
specific companies. Fake news can cause significant 
economic impact, such as the fake news article which 
intentionally misquoted Pepsi's CEO Indra Nooyi as 
saying that supporters of Donald Trump should “take 
their business elsewhere,” resulting in calls for boy-
cotts and a 3.75% decrease in Pepsi's share price.13 
The weight of realism that deepfakes can contribute 
toward malicious agendas means that there is a need 
to plan for reputational damage sustained from, for 
example, a senior executive or figurehead being tar-
geted by deepfake to say compromising statements.

Opportunities
Despite the insidious potential of deepfakes and GANs, 
they have exciting potential to do good. For instance, 
deepfakes can aid in the removal of language barriers 
which can constrain cross-cultural video content dis-
tribution, which might typically require supplemen-
tation with subtitles. Social intervention campaigns 
such as the Malaria Must Die campaign demonstrates 
how deepfakes can transcend language, with former 

English footballer David Beckham seemingly speak-
ing nine different languages in a voice petition to end 
malaria.14

Deepfakes are also being used to transcend lan-
guage barriers within political spheres. Manoj Tiwari, 
President of India's ruling Bharatiya Janata Party, 
recently embraced deepfake technology to directly 
speak to Hindi-speaking constituents. Originally a 
recording in English that criticized his political oppo-
nent, his video was consensually translated via deep-
fake into Haryanvi, a Hindi dialect widely spoken by his 
target voters. The deepfake had reportedly reached 
approximately 15 million people in 5800 WhatsApp 
groups.15

Deepfake technology is also giving a voice to those 
who have lost theirs due to medical conditions such 
as motor neuron diseases. Using similar deep learning 
principles employed to create video deepfakes, Proj-
ect Revoice (www.projectrevoice.org) uses generative 
AI from voice samples provided by vocally-paralyzed 
clients to create personalized synthetic voices.

The film industry can also greatly benefit from the 
implementation of deepfake technology, which can be 
used to de-age actors to a comparative level of costly 
CGI effects. Netflix's The Irishman used CGI to de-age 
actors such as Robert De Niro, Al Pacino, and Joe 
Pesci to appear decades younger than their current 
selves, which reportedly drove the budget of the film 
to as high as $US175 million. Using free software called 
DeepFaceLab and only seven days, one YouTuber rec-
reated Netflix's de-aging effects and released a video 
comparing the CGI of the actors within scenes from 
The Irishman to the deepfake version of the actors. The 
deepfake recreation of the scenes was highly convinc-
ing and has even been hailed as superior to the costly 
CGI effects, which were reported as being “distract-
ingly bad” and like “some hellish uncanny valley.”16

Digital revival is an already established, yet a 
controversial practice within the world of cinema. CGI 
revivals include resurrecting Peter Cushing as Grand 
Moff Tarkin in Rogue One: A Star Wars Story and Paul 
Walker as Brian O'Conner in Furious 7. Though an ethi-
cal and potentially legal minefield, deepfakes can give 
filmmakers a cost-effective alternative to CGI resur-
rection by utilizing the vast audio and visual material 
of deceased actors. The Golden Age of Hollywood may 
yet rise again.
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The potential for deepfake resurrection has 
already been realized beyond film. Tourist attractions 
such as The Dalí Museum in St. Petersburg, Florida 
have adopted deepfake technology to breathe life 
into the Spanish surrealist who passed away in 1989. 
After pressing a button next to a life-sized screen, Dalí 
leaves his easel and approaches the visitor, talking to 
them about his artwork and the museum. Upon leav-
ing the museum, Dalí appears to the visitor once more 
to ask whether they would like a selfie with him, where 
he takes a photo of himself with the visitor which is 
delivered via SMS.17 When employed respectfully, 
such application of deepfake technology has incred-
ible power to establish deeper connections with the 
deceased to create emotional experiences and pro-
vide richer insights into their lives.

Deepfakes offer boundless potential for personal-
ized media creation. The highly popular Chinese app 
Zao enables users to swap their face over the actor 
within scenes from popular movies and TV shows, 
allowing anyone to be a star and share their creation 
with the world. This deep level of personalization 
combined with the increasingly accessible nature of 
deepfakes offers organizations new ways of engaging 
with customers. For example, a brand could release an 
app allowing customers to deepfake themselves into 
purpose-built advertisements or scenarios to share 
with their social networks.

Companies such as Artificial Talent (https: 
//artificialtalent.co/) specialize in the creation of AI 
promotion models using GANs, with business clients 
able to customize the physical characteristics of the 
fashion models and the clothes they wear to create 
promotional campaigns without the need to cast 
human models. GANs can also be used to generate 
images of humans conditioned to form a specified 
pose.18 Brands are now able to generate models which 
are perfectly cast to reflect their brand image or 
promotional campaign without the need for a human 
model, circumventing scheduling issues, costly photo-
shoots, controversies the model may find themselves 
within, and even aging.

Deepfakes and synthetic AI models generated by 
GANs could be merged for the ultimate personaliza-
tion of online customer experiences, such as online 
clothes shopping. Customers could provide basic 
physical characteristics to an online fashion store 

which generates their own personalized avatar to use 
for online fashion shopping. Further personalization 
could even occur with the customer being able to 
deepfake themselves as the model for a true visualiza-
tion only rivalled by the in-store dressing room.

GANs can be used to stylistically transfer imagery. 
By being trained on landscape photographs and mimic 
collections of art styles (e.g., the entire works of Monet 
and Van Gogh) GANs can generate the original photo-
graphs in the style of Monet and Van Gogh, offering 
new ways to replicate artistic styles and generate new 
artwork.19 Anyone can become a GAN artist using 
Artbreeder (https://www.artbreeder.com/), which 
allows users to create and merge images to generate 
completely new artistic pieces constructed by GANs.

GANs can also be used to create superresolution 
imagery from low resolution inputs. Though the cre-
ation of high-resolution imagery from lower resolution 
input is not new, the technology can still struggle to 
remove noise and compression artifacts. GANs can 
optimize this process by creating a higher quality image 
than one that ever existed—“fantasizing” details onto 
the low resolution image.20 GANs could therefore be 
used to augment current applications of superreso-
lution technology, which is used in contexts such as 
satellite and aerial imaging, medical image processing, 
facial image detection, text image improvement, and 
compressed image and video enhancement.

There are a multitude of further GAN applications 
which we cannot fully explore within the scope of this 
article, however, others include image creation using 
only text input, context-based pixel prediction to 
repair images with entire sections removed, detecting 
online spam reviews, and even music composition.

CONCLUSION
The “good old days” of purely analog and digital con-
tent creation and modification of media are numbered. 
Synthetic media are making fast inroads, and as tech-
nologies around deepfakes and GANs keep improving, 
we will see more and more applications that will chal-
lenge our current understanding of what is real and 
what is not, and that will put our sense of truth and 
trust to a test.

The task for IT professionals is to improve the tech-
nology of creating synthetic content while at the same 
time ensuring that “fakes” will be identifiable as such, 
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the duty for lawmakers is to update our laws about 
creating, distributing, and sharing synthetic videos, 
images, or audio. The big challenge for us as everyday 
consumers is to stop believing everything we see and 
hear on social media, and instead to start thinking 
critically again and to question the “evidence” in front 
of us. All of this will take time, and until we all arrive at 
a common understanding of how synthetic media fit 
into our lives, it will be a mad world! 
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DIY Assistive Technology 
Prototyping Platforms:  
An International Perspective
Foad Hamidi, University of Maryland

DIY Assistive Technology (DIY-AT) prototyping platforms offer exciting opportunities to engage 
stakeholders in different countries in the making and customization of novel interfaces for 
people with disabilities. These platforms need to be designed in collaboration with local 
stakeholders to ensure they are relevant, usable, and sustainable in each context.

The do-it-yourself (DIY) or maker movement 
has taken advantage of increasingly powerful, 
affordable, and technically accessible digital 

fabrication and prototyping technologies to engage 
a diverse community of technology enthusiasts, 
amateur designers, and hands-on artists and craft-
ers in every stage of the design and fabrication of 
small-batch productions.1 The potential of using DIY 
methods and tools to create customized digital assis-
tive technologies (DIY-ATs) has long been recognized 
(e.g., the work by Buehler et al., Parry-Hill et al., and 
Hook et al.)2–4 and yet little research has investigated 
the possibilities of this approach in contexts beyond 
North America or Europe. Additionally, few projects to 
date have focused on developing DIY-AT prototyping 
platforms, rather than solutions, for creating custom-
ized devices for speech language therapy and music 
therapy. In two ongoing projects, we are exploring the 
possibilities and challenges of these platforms in inter-
national settings.5,6

In the first project, situated primarily in Western 
Kenya, we are using a low cost, open-source DIY 
prototyping platform to create customized alterna-
tive augmentative communication (AAC) devices for 
nonverbal children and youth.5 In the second project, 

situated in the United States, we are using a similar 
platform for codesigning interactive audio interfaces 
to support speech language therapy and music ther-
apy.6 In both projects, we are using functional proto-
types as technology probes to facilitate conversations 
with multiple stakeholders about their perspectives 
on DIY-AT in different contexts, and to engage partici-
pants in codesign activities that iteratively refine the 
platforms’ design.

We have designed and are using two DIY-AT 
prototyping platforms, TalkBox and SenseBox, in 
these projects. TalkBox (Figure 1, top left) is a low 
cost, open-source Raspberry Pi-based platform that 
consists of a microcomputer, a touch-sensor that 
detects input from customizable touch surfaces or 
buttons and an embedded audio playback module. A 
user can use TalkBox to communicate by playing back 
audio files stored in the system's memory by touching 
an attached surface. TalkBox can be used either as a 
kit that users can assemble themselves or as a preas-
sembled unit with a predetermined number of input 
touch surfaces. Its physical form can be custom-
ized to accommodate specific needs, such as being 
attached to a wheelchair tray or having prominent 
visual elements. Additionally, a user can easily load 
new audio files into the system's memory by storing 
them on a USB key and plugging it into the system. 
These mechanisms let users customize the system 
without having programming or digital fabrication 
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skills. The second platform, SenseBox (see Figure 2), 
is similarly a Raspberry Pi-based system that plays 
back audio files by detecting objects embedded with 
radio-frequency identification (RFID) tags. Users 
can embed small tags    a variety of physical objects, 
including 3D printed ones, to use them as audio trig-
gers. SenseBox offers customizability in that any 
tagged object can be used as a trigger and different 

audio files can be loaded onto the system using a 
similar mechanism described above.

We present two concrete examples of how these 
platforms have been used by participants. In the first 
example, a special education teacher in Kenya decided 
to use TalkBox as a shared device to engage students 
in his classroom. With the help of a local university 
student and a carpenter, he created a customized 

FIGURE 1. Assembled TalkBox system (top left), a team customizing a TalkBox (low left), and a child trying out TalkBox (right).

FIGURE 2. SenseBox consists of an audio playback module and RFID tags (left); a schematic of the SenseBox system (right).
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enclosure for the device with enough touch surfaces 
for all students in his class. He then recorded and 
loaded the names of his students onto the device. He 
then used the resulting system in his classroom, such 
that students could play back their names by touch-
ing dedicated surfaces on the device. This led to more 
class engagement and inclusion.

In another example, a speech-language pathologist 
used SenseBox to create an accessible music player 
for one of her nonverbal clients with low vision and 
autism spectrum disorder (ASD). This 16-year-old boy 
liked the music of a popular artist, Bruno Mars, but had 
difficulty accessing and playing his songs on YouTube 
on a digital tablet. The therapist identified and loaded 
the client's favorite songs onto SenseBox. She also 
placed tags for each song in a CD case with a photo 
of the artist. The client was then able to play back the 
songs by bringing the CD cases close to SenseBox's 
audio playback module. Prior to using SenseBox, he 
had difficulty using any of the AAC devices that he had 
tried. The therapist reported that after a few weeks of 
playing songs with the device, he showed increased 
motivation to use other AAC devices and started using 
them to communicate. The therapist believed that at 
least part of the client's motivation for continuing to 
use these devices was a result of being satisfied when 
playing back his desired music using SenseBox.

In creating, refining, and evaluating SenseBox 
and TalkBox, we are using an iterative process in 
which we work with therapists, special education 
teachers, and assistive technology experts at every 
stage of the design, from ideation to prototyping and 
evaluation. This participatory approach allows us to 
incorporate feedback early and frequently. To date, 
our participants emphasized several requirements for 
the prototyping platform that we incorporated. For 
example, both TalkBox and SenseBox are designed 
using a modular architecture so that several of their 
key components, including speakers, battery, chas-
sis, and buttons, can be replaced by alternatives. 
Additionally, both systems are relatively affordable 
(under $100) and can be assembled and customized 
by nontechnical users.

Over the past five years, we have gathered insights 
and feedback from more than 80 stakeholders in 
Kenya, the United States, and Canada. Our par-
ticipants have included speech language therapists, 

music therapists, special education teachers, local 
and national government representatives, members 
of nongovernment organizations working with people 
with disabilities, parents and caregivers of children 
and youth with disabilities, and finally nonverbal 
users of the resulting systems. Our interdisciplinary 
transnational team has collected and analyzed data 
from focus groups, hands-on codesign workshops, 
interviews, and technology-use observations to better 
understand the possibilities and challenges of design-
ing and deploying these systems in diverse settings.

LESSONS LEARNED
A key lesson from our research is that while DIY pro-
totyping platforms can empower nontechnical users 
to develop and customize novel-assistive technology 
solutions, they need to be designed to be technically 
accessible to users with varying degrees of skill. Both 
TalkBox and SenseBox were received warmly by our 
participants who described how they could use them 
to create engaging and practical solutions in edu-
cational and therapeutic settings. They also saw the 
open-ended design of the platforms as a strength that 
when combined with appropriate training and docu-
mentation can be leveraged to create effective solu-
tions to address diverse needs. Participants also noted 
that, for these possibilities to be realized, much care 
needs to go into the design of the platforms to ensure 
they are robust and easy to customize and trouble-
shoot and maintain over time. Working closely with 
the participants, we have been able to identify some 
of the strengths and weaknesses of the platforms. For 
example, most of our participants found the mecha-
nism to change the audio files on the devices intuitive 
and easy, but experienced difficulty with customizing 
the physical elements of their prototypes. These chal-
lenges required using participatory iterative design 
processes to ensure that our technology is relevant 
and informed by end-user perspectives. We are cur-
rently incorporating these findings into the next itera-
tion of the platforms with the goal of developing more 
robust and intuitive interfaces to allow nontechnical 
users to create customized devices without needing 
programming or digital fabrication skills.

Another important finding is that DIY-ATs rely 
heavily on local and global infrastructures that sup-
port making and digital fabrication. These include 
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online and offline communities and forums that 
develop and share technical and practical information 
and e-commerce platforms that provide easy access 
to new technologies and products. Given that the 
majority of these resources are currently situated in 
Western contexts and aimed at technical audiences, 
more efforts are needed to diversify these infrastruc-
tures and increase their global access and relevance. 
Our participants in Kenya suggested that local 
organizations such as NGOs or entities within local 
universities might be able to provide the necessary 
support and resources needed for DIY-AT projects 
to sustain over time. Other suggestions included the 
creation of training programs for local experts who 
can troubleshoot and maintain these technologies 
for the community. These suggestions also point to an 
opportunity to connect local community partners to 
emerging technology-focused entrepreneurial spaces 
to facilitate the development of new context-sensitive 
technology platforms.

Finally, we have found DIY-AT platforms can be 
powerful tools for community engagement and cre-
ating conversations among diverse stakeholders. 
Rather than purely informing the design of an underly-
ing enabling technology, we also used these platforms 
as tools for imagining and visioning participatory and 
inclusive futures in which stakeholders can bring their 
unique perspectives and experiences to the table and 
play an active role in the appropriation and redesign of 
emerging technologies. Additionally, these platforms 
can empower stakeholders to go beyond applications 
limited to medical or therapeutic contexts. For exam-
ple, one of the participating music therapists in the 
project observed that SenseBox can be viewed both 
as a therapeutic device and a new type of accessible 
musical instrument. Participants often described 
how these platforms can play different roles, includ-
ing assistive technology for people with disabilities, 
creative tools for teachers, and therapists to create 
customized interfaces for their clients, and learn-
ing resources for university students to learn about 
accessibility and assistive technology. In all project 
sites, an integral part of our research has been to gain 
an understanding of the material ecology that makes 
DIY practices possible, as well as, the rich human 
networks that are needed to deploy and sustain such 
projects.

FUTURE OPPORTUNITIES
In addition to the lessons learned presented above, 
the projects have also revealed a number of future 
research opportunities.

Participation and Access: Most of the current 
research on DIY-AT is situated in North America and 
Europe. Given the universal need for better technolo-
gies for people with disabilities, it is crucial that more 
research explores the possibilities of these solutions 
in other global contexts. Important questions that 
need to be considered include how to meaningfully 
translate aspects of existing DIY practices to increase 
participation and access in new contexts, and how 
to engage diverse stakeholders to ensure different 
voices are heard at all phases of such projects.

Sustainability: A key finding from our research is 
that DIY-ATs pose particular sustainability challenges. 
In the absence of companies building and supporting 
these technologies for profit, new mechanisms are 
needed to ensure developed solutions can be sus-
tained and upgraded over time. A particular challenge 
is that DIY-AT solutions may be dependent on other 
emerging technologies, such as microcontrollers or 
specific 3D printing technologies, whose features 
can change rapidly. Given this dynamic landscape, 
it is important to develop effective documentation, 
hand-off, and support mechanisms to ensure the 
ongoing maintenance and evolution of these tech-
nologies over time.

Safety and Privacy: Despite their appeal, DIY-ATs 
can pose safety and privacy threats to users. For 
example, previous research has underlined the impor-
tance of incorporating feedback from AT professionals 
to ensure the safety of DIY mobility support devices.4 
Additionally, there is a growing privacy concern about 
DIY platforms with IoT-capability that can easily 

FINALLY, WE HAVE FOUND DIY-AT 
PLATFORMS CAN BE POWERFUL 
TOOLS FOR COMMUNITY 
ENGAGEMENT AND CREATING 
CONVERSATIONS AMONG DIVERSE 
STAKEHOLDERS.
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connect to networks and communicate information 
with other entities. More research is needed to better 
understand these threats and also how to address 
them through different means, such as guidelines, 
supervision, or regulation.

CONCLUSION
The continued development of increasingly powerful 
and affordable personal fabrication and prototyping 
technologies is making it possible for users with dif-
ferent backgrounds and skills, including people with 
disabilities themselves, to create customized assis-
tive technologies. To date, most DIY assistive tech-
nologies have been created using general-purpose 
prototyping platforms. Designing and developing DIY 
platforms specifically for the creation of assistive 
technologies and therapeutic interfaces can lower 
the barriers to entry to designing novel assistive tech-
nologies further for diverse stakeholders. Using two 
such platforms, TalkBox and SenseBox, as research 
probes, has shown that designing and deploying such 
systems is a nontrivial task that requires participa-
tory methodologies that include multiple stakehold-
ers in diverse settings in every stage of the design 
and development process to ensure that the resulting 
technologies are relevant and sensitive to the needs 
of real users. Given the potential of these technolo-
gies to positively impact peoples’ lives in different 
countries, it is important that they are designed using 
an international perspective. Further research should 
also investigate how to endure the resulting systems 
are inclusive, sustainable, and do not pose threats to 
users’ safety and privacy. 
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Knowledge Graphs to Empower 
Humanity-Inspired AI Systems
Hemant Purohit, George Mason University

Valerie L. Shalin, Wright State University

Amit P. Sheth, University of South Carolina

We present a theoretically motivated design perspective, challenges, and applications 
of next-generation artificial intelligence (AI) systems. We envision systems with 
greater capabilities for meaningful human interaction, including socially adaptive 
behavior that incorporates personalization and sensitivity to social context and 
intentionality. Personalized knowledge graphs combining generic, common-sense, and 
domain-specific knowledge with both sociocultural values and norms and individual 
cognitive models provide a foundation for building humanity-inspired AI systems.

NEXT-GENERATION INTELLIGENT 
SYSTEMS: THE PERSPECTIVE FOR 
DESIGNING HUMANITY-INSPIRED 
AI SYSTEMS

Artificial intelligence (AI) appears in a variety of infor-
mation technology systems that impact daily living 
(https://bit.ly/30RZeKL), from navigation services to 
warning proactively about health issues and weather 
via virtual assistants. Key policymaking and govern-
ment organizations recognize the daily significance 
of AI-infused technologies in our society. Indeed, the 
American AI Initiative based on the presidential exec-
utive order (https://bit.ly/303p9jD), the European 
Union's AI Alliance (https://bit.ly/2CPxIFV), and one of 
the ten big ideas of the U.S. National Science Founda-
tion (https://bit.ly/3g3M3wL) have all focused on the 
future of work at the human-technology frontier.

To serve our social needs effectively in dif-
ferent areas of life—whether healthcare or work 

performance, AI assistant systems must incorporate 
and acknowledge the ethical values and social norms 
that humans take into account when making deci-
sions and taking actions.1 Consistent with Newell's2 
knowledge level theoretical framework that informs 
the rational behavior of an AI agent, there is a need 
for principled intelligent systems that reflect and elu-
cidate explicitly both individual and social values and 
norms in the AI agent's problem-solving approach. 
Humanity-in-the-loop is therefore the core require-
ment to design such future systems. We define a 
humanity-inspired AI system as one that incorporates 
representation and reasoning ability at the knowledge 
level spanning individual preference and circumstance 
to collective cultural norms and values. The use of 
a humanity-in-the-loop concept as the core design 
requirement replaces a worn human-in-the-loop 
conceptualization to account explicitly for the 
broader sociocultural perspective in addition to an 
individual's perspective. Knowledge graphs (KGs) 3 
provide the foundation to AI systems for the repre-
sentation and reasoning capability to address this 
humanity-in-the-loop design requirement.
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The recently released 20-year AI research road-
map5 emphasizes three core research needs, all of 
which enable the design of such next-generation 
humanity-inspired AI systems: integrated intelligence, 
meaningful human-AI interaction, and self-adaptive 
learning. Consistent with this strategic research direc-
tion, a foundation of KG provides a principled method 
for AI system designers to represent and incorporate 
the knowledge at the level required to empower 
humanity-inspired AI systems in specific application 
settings.

Below we suggest use-cases that indicate the 
requirement for a range of knowledge representing 
values and norms specific to an individual, a group, or 
culture. Our point with these use-cases is not to imply 
readily-viable applications, but rather to illustrate 
the breadth of knowledge that would be required for 
AI systems to make individually and socioculturally 
meaningful recommendations and enable technology 
to elevate and enrich the human experience as charac-
terized in the article by Sheth.6

Consider an application concerning elderly health-
care. Virtual assistants based on pure statistical AI 
computation may not be sufficient to capture the 
personalized reasoning required for human assistance 
as we ascend from a lower level (e.g., individual-centric 
values) to a higher level of relevant knowledge (e.g., 
family-centric or community-centric values). For 
example, an abstract value such as quality of life is 
constantly challenged by the interaction of medical 
guidelines with socializing with family and friends—a 
general challenge for elder care brought into crisp 
focus with the prevailing Covid-19 pandemic. The 
required personalized reasoning for human assistance 
could be achieved by the integration of statistical AI 
computation and symbolic AI computation in the AI 
systems facilitated with personalized KGs.

Figure 1 summarizes the vision to incorporate the 
different dimensions of high-level knowledge for an AI 
assistant to provide meaningful assistance to humans 
in varied contexts.

ILLUSTRATIVE SCENARIOS OF 
HUMANITY-INSPIRED AI SYSTEMS

We describe four distinct, but related scenarios to 
illustrate humanity-inspired AI system design and 
the need to capture multiple dimensions of high-level 

knowledge to guide the representation and reason-
ing of an AI system, including not just the continuum 
of common sense and domain knowledge, but val-
ues and norms. The knowledge of values and norms 
enables the AI system to characterize individual pref-
erence and experience within collective groups and 
cultures.

KEY TAKEAWAYS:

T he goal for a humanity-inspired AI sys-
tem is to achieve the ability to mimic 

human-to-human interaction, with a clear appre-
ciation for and anticipation of personal behavior 
with respect to context, social norms, and values.

The required knowledge of a humanity-inspired 
AI system is much broader than the past attempts 
to illustrate Newell’s2 symbol level and knowledge 
level that emphasize common sense and domain-
specific knowledge of the world. The required 
knowledge level intersects the continuum of 
knowledge from individual-centric to community-
centric values and norms to enable the personal-
ization of reasoning with the continuum of knowl-
edge from common sense to domain-specific 
knowledge (c.f. Figure 1).

KGs facilitate a natural way for a humanity-
inspired AI system to represent and preserve the 
provenance of continually-acquired knowledge 
about the behavior and intentionality of interact-
ing humans.

A personalized KG within an AI assistant can 
facilitate the integration of symbolic and sta-
tistical computing for personalized reasoning, 
consistent with a “top and bottom brain” compu-
tational framework.4 It enables the integration of 
top-brain driven symbolic computing (empower-
ing the AI assistant to attend to value states in 
the KG for compliance with constraints arising 
from social norm and values) with bottom-brain 
driven statistical computing (empowering the AI 
assistant to learn the distributional representation 
of value states in the KG and adapting representa-
tions under the guidance of perceptions, emergent 
values, and norms).
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Consider an elderly person who requires frequent 
intervention concerning medication and related 
activities. There are many considerations to provide 
such care, depending upon the context. We summa-
rize the different dimensions of knowledge required 
for an AI system to provide such assistance in Table 1 
to illustrate the idea of humanity-inspired AI systems.

In the first scenario in Table 1, a mobile-based vir-
tual AI assistant like Siri or Alexa can make recommen-
dations to the elderly person. When the elderly person 
wants to go to a medical provider, he/she may prefer 

individualized transportation given his/her value for 
independence. Similarly, for reminders to take medica-
tion, the AI assistant needs to understand the suitable 
interaction patterns from prior history as per the 
timing, when to remind and by using which preferred 
modality to persuade him/her.

In the second scenario, the AI assistant needs to 
capture the knowledge of the context of the prescrip-
tions given by the elderly person's doctor as well as 
the timing and context when to persuade and when 
to delay the medication reminder to meet the goals of 

FIGURE 1. Illustration of a humanity-inspired AI system supported by different dimensions of knowledge. Common-sense to 

domain-specific context is on the X-axis. Individual to collective values is on the Y-axis. Individual to the sociocultural norm is on 

the Z-axis. Personalized KGs facilitate contextualized representation and reasoning for such an AI assistant to serve a human 

with meaningful human-AI interaction capability in different contexts from dyadic interaction to ultimately community-centered 

engagement.
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both parties. For instance, the reminder while outside 
the house could conflict with the preferred value of 
the elder for privacy, yet the medical norms for compli-
ance also need to be met.

In the third scenario, the context of the care 
recipient changes, due to the prioritization of family 
engagement and socialization. Options for medication 
delivery now depend on preserving the constraints 
behind the recommended schedule, time between 
doses, relationship to meals, and medication interac-
tion. Yet the potential intrusion of context remains 
limited, and under the control of participants vested 
in appropriate care.

The fourth scenario illustrates the maximal intru-
sion of sociocultural context (and material culture in 
particular) in care planning, in a context that favors 
community functionality over the care recipient. For 
example, planning the attendance of a cultural event 
must include risk management along with concerns 
for the medication schedule and constraints. Which 
option minimizes crowds and travel time? Should 
a companion carry medication, or will the care 
recipient return home in time to meet the medication 
requirements?

All of these illustrative contexts challenge the 
simplistic notion of alerts and recommendations 

of currently available AI assistants. Of course, our 
humanity orientation is not unique to this domain, but 
equally relevant for example in emergency response, 
public health, and environmental policy.

ROLE OF KG FOR HUMANITY-
INSPIRED AI SYSTEMS

KG provides a structured representation for knowl-
edge that is accessible to both humans and machines, 
with a primary focus on machine comprehension and 
interoperability of data. As Sheth et al. describe3, a KG 
is often used in a variety of information processing 
and management tasks such as semantically enriched 
applications of search, browsing, recommendation, 
advertisement, and summarization on the web or 
sociotechnical systems in a variety of domains.

Theoretical Foundation: 
Knowledge Level Framework
One of the key foundations of knowledge represen-
tation and reasoning in AI systems is the framework 
proposed by Newell2 for explaining the rational behav-
ior of an AI agent system. His theory was motivated 
by three major issues: over-emphasis on specific rep-
resentations, the controversial focus on theorem 
proving, and the conflicting opinions on the nature 

Interaction Scenario Assistance Knowledge Level
Personalization Needs for AI Assistant’s State, 
Action, and Goals

Values and
Social Norms

Elder Individual and AI
Assistant (e.g., Alexa)

Individual values and
common sense knowledge

Scheduling individualized transportation to a
medical provider given the preferred value state of
independence

Person centric

Elder Individual,
Nurse, and AI
Assistant

Dyadic individual values and
norms, and common-sense
knowledge

Delaying but not skipping the medication reminder
for the elderly patient when outside home, given his/
her preference for valuing privacy but the careprovider
norms of compliance

Care centric

Elder Individual,
Family, and AI
Assistant

Individual and collective
values, social norms, and
domain knowledge

Preparing for and a�ending family gatherings and
celebrations that disrupt compliance with the 
careprovider norms. Context-independent
recommendations for meals needed for medication
may conflict across the preferences and values of all
family stakeholders.

Family centric

Elder Individual,
Retirement
Community, and AI
Assistant

Individual values, social
norms and both commonsense
and domain knowledge

Scheduling external activities consistent with
minimizing risk to safety (e.g., from crowds), and
maximizing e�ciency for the elder (e.g.,
transportation time.)

Community
centric

TABLE 1. Illustration of different kinds of sociocultural knowledge required for AI systems to provide human assistance 
by representing and reasoning across the continuum of values and social norms from an individual to a community of 
individuals.
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of knowledge. The theory addressed these issues by 
presenting a vision to differentiate two critical levels 
for an AI system operation. What the agent knows and 
its intentions are at the knowledge level, to rationalize 
the agent's behavior. On the other hand, how to mech-
anize the agent's behavior in the system to achieve 
the desired intent is at the symbol level.

Building upon Newell's knowledge level framework, 
we present the following three major dimensions of 
knowledge necessary to design the humanity-inspired 
AI systems capable of meaningful human interaction 
(see Figure 1), including socially adaptive behavior that 
incorporates personalization and sensitivity to social 
context and intentionality. Our concern is that these 
dimensions often remain implicit in the explicit repre-
sentations and reasoning of legacy AI systems.

Common-Sense to Domain-Specific Knowledge: 
Much of the progress to build applications of AI in 
general as well as across multiple domains has been 
driven by the ability to represent knowledge across 
the continuum of common-sense knowledge to 
domain knowledge. For instance, knowledge bases 
like ConceptNet and YAGO have captured and pro-
vided the fundamental knowledge of everyday life, 
leading to many applications of expert systems. Simi-
larly, considering the example of the extensible repre-
sentation of medical knowledge in the ontologies of 
Unified Medical Language Systems (UMLS) Metathe-
saurus, much of the scientific progress at scale has 
been made possible by the domain knowledge pro-
vided in UMLS for all the health science fields includ-
ing basic biological sciences.

Individual Norm-Centric to Social Norm-Centric 
Knowledge: Not all physically possible behaviors 
are acceptable in our daily activities. Thus, an AI sys-
tem must respect these constraints. The social psy-
chologist Sherif7 labeled such constraints on behav-
ior “norms,” and much subsequent psychological 
research has focused on how culture constrains these, 
especially concerning an interaction with artifacts in 
the material culture such as elevators and side-walks. 
In this respect, while preliminary efforts have been 
made to model norms for interacting agents,8 there is 
a greater need to realize an environmentally oriented 
conceptualization of norms. Anthropologists9 also 

note disciplinary, specialized constraints on behavior, 
conferred for example by training and group member-
ship. Focusing further (with respect to Figure  1) into 
specialized constraints on behavior, individuals may 
be governed by personal norms, for example, accom-
modating limited resources such as time or money. 
Thus, the primary objective of this dimension of the 
knowledge level is to ensure the representation of the 
relevant norms spanning individual circumstances 
through group membership and culture in the reason-
ing process of the AI system.

Individual Value-Centric to Collective Value-Centric 
Knowledge: Rokeach10 defines values as a class of 
abstract concepts such as equity, generosity, inde-
pendence, safety, and quality of life that influence 
individual preferences and choices. Consistent with 
Rokeach's notion of terminal values, we believe that 
values determine problematic features of a situa-
tion, thereby determining goals and influencing the 
evaluation of intervention alternatives. Culture con-
fers values, an insight we have exploited in the detec-
tion and analysis of radical social media content.11 
However, values are not necessarily coherent within 
a culture, between individuals within a culture, or 
within an individual.12 Furthermore, specific contexts 
can stress such incoherence of values, for example, 
between independence and safety, forcing individu-
als to make context-dependent tradeoffs. Thus, the 
primary objective of this dimension of the knowledge 
level is to ensure the contextually adaptive represen-
tation of individual values in the reasoning process of 
the AI system.

All of these knowledge dimensions contribute 
to the effectiveness of exchange between humans, 
and humans and machines. Although in the early 
decades of AI medical applications, work from 
Buchannan and colleagues acknowledged the cultural 
and individual influences on the design of effective 
human–machine interaction, their applications were 
highly constrained. Our vision is much more general, 
to facilitate a continually adapted representation of 
knowledge and contextualized reasoning over a com-
bination of knowledge level dimensions spanning both 
common-sense and domain knowledge, through cul-
turally and individually determined values and norms, 
thereby providing a foundation for humanity-inspired 



www.computer.org/computingedge 45

KNOWLEDGE GRAPHS

interactive AI systems. Effective interaction between 
humans depends on the alignment of divergent, 
participant-specific situation models informed by 
all of the dimensions we have identified.13 KGs must 
represent these numerous influences on the partici-
pants’ situation models and can play an important role 
in the facilitation of communication and joint action 
when one participant is represented by an adaptive AI 
system. A KG enables representation, integration, and 
reasoning across different dimensions of knowledge 
extracted from diverse modalities and from diverse 
sources of data in unified form.

CHALLENGES IN BUILDING 
PERSONALIZED KG TO SUPPORT 
HUMANITY-INSPIRED AI SYSTEMS

Realizing the vision of humanity-inspired AI systems 
will require advancement in both computational and 
sociocognitive sciences. We summarize two chal-
lenges for each area next.

Integrated Cognitive and 
Social Science Research
A primary requirement for a humanity-inspired AI sys-
tem is the ability to apprehend the required knowl-
edge level by incorporating a more well-defined speci-
fication of the sociocultural knowledge for values and 
norms. Thus, the first major challenge is to explore 
how to explicitly represent or learn to represent the 
state arguments for values and norms in KGs. A limited 
representation of prior encoded and learned knowl-
edge may not allow reasoning across different levels of 
abstraction, to both understand the context and make 
intelligent decisions for a recommendation. Cogni-
tive and social scientists can help create resources to 
learn human–machine interoperable abstractions for 
the knowledge about values and norms. In this way, 
the KG construction and updating process can be 
improved, by not merely providing resources to learn 
concept category names for values and sociocultural 
norms, but rather actively participating in eliciting the 
in-depth constituent features of the concept category 
knowledge,14 to guide the learning of statistical repre-
sentations of concept categories in a KG through their 
salient features.

Further, the second major challenge is to explore 
how to guide the reasoning process of the AI system 

with continually adapted knowledge in KGs, to incor-
porate the newly learned, changing representation 
of current values and norms in a given context for 
human assistance. This requires a parallel information 
processing paradigm for an AI system to incorporate 
an expanded notion of Simon's doing and learning that 
simultaneously monitors the environment and learns 
to update its knowledge representation including 
values and norms, while also meeting the real-time 
demands of KG search during reasoning.

Computer and Information 
Sciences Research
In the past decades, the applications of KGs have 
mainly relied on the generic knowledge bases (e.g., 
YAGO, DBPedia), with some initiatives for creating 
KGs specific to a domain (e.g., UMLS Metathesaurus 
for health sciences). The focus on personalized KGs 
has not received the attention required to address 
challenges in both representation and reasoning of AI 
systems.

The first major challenge is to model incoherent 
values as concepts and norms as relationship con-
straints while creating novel methods to represent a 
personalized interpretation of concept relationships. 
Some of these approaches include RDF reification and 
singleton property15 based “statements about state-
ments” in KGs for contextualized and personalized 
interpretation of knowledge representations in rea-
soning for humanity-inspired AI systems. For instance, 
two persons can have the same values (e.g., privacy) 
but different sociocultural norms for their behavior 
(e.g., acceptable personal space depending on the 
culture). Thus, the stored knowledge representation 
in KGs is very personalized for a human, and the AI 
system should achieve such a level of personaliza-
tion to perform effective human assistance. To be 
clear, assumptions about values are built into current 
recommendation models through user profiling, but 
their implicit influence on reasoning prohibits explicit 
personalization.

The second major challenge is rapid learning, 
and further adaptation, of knowledge representation 
of values and norms in KGs from few observational 
data through interaction with the human user. This 
is analogous to the recent efforts in machine learn-
ing research, such as few-shot learning and life-long 
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learning. Although, similar directions need to be fur-
ther explored to design reliable self-adaptive learning 
methods for humanity-inspired AI systems to adapt 
the representations of the knowledge of values and 
norms over time. The mechanisms16 to integrate sym-
bolic computing using personalized KGs with repre-
sentation learning can empower a humanity-inspired 
AI system, to rapidly learn to attend to those elements 
in the observational data that correspond to some 
value states in KGs as well as compliance with social 
norm constraints.

CONCLUSION
This article presents a vision for designing humanity- 
inspired AI systems. Drawing on Newell's knowledge 
level framework, we use scenarios drawn from elder 
care to illustrate the essential dimensions of knowl-
edge for an AI system to assist an elder. We advocate 
for the role of personalized KGs in supporting such AI 
system designers and identify challenges for future 
research and practice. 
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Kerberos is a cryptographic authentication and
key distribution system developed by MIT
Project Athena with the goal that a single

login provide access to many different computing
services. Kerberos is distributed as a component of
most major operating systems, including Microsoft
Windows, Apple OS/X and IOS, IBM z/OS, and many
versions of Unix. It is also thoroughly documented
both in professional papers and in tutorials. However,
most descriptions (a typical example is the article in
Wikipedia1) begin the history of Kerberos by saying it
is based on a protocol designed by Roger Needham
and Michael Schroeder in 1978. It is not so well known
that the Needham & Schroeder protocol is itself based
on a 1967 invention by Howard Rosenblum of the
United States National Security Agency (NSA) that for
many years was classified.

THE KEY DISTRIBUTION PROBLEM
For encrypted communication to be useful, the recipi-
ent of a message must be in possession of the decryp-
tion key that corresponds to the encryption key used
by the sender. In addition, potential adversaries must
not be able to get a copy of the decryption key. Thus,
cryptographic communication requires advance plan-
ning to choose encryption and decryption keys and to
distribute those keys to the sender and receiver using
a secure communication method. The remainder of
this discussion assumes use of symmetric encryption,
which means that the encryption and decryption keys
are either identical or derivable one from the other, so
the secure communication of the keys must assure
both confidentiality and integrity.2

When in the 1960s the NSA developed a secure
telephone system these requirements presented a
problem: since anyone with a phone capable of
encryption might place a call to any other such phone,

it seemed that there had to be an advance arrange-
ment to share a unique encryption key between every
potential pair of telephones. For this reason, in the ini-
tial implementation, each phone stored a list of
encryption keys, one for every other phone it might
call or that might call it. Setting up and maintaining
these lists presented a scaling problem. Creating a
network of a half-dozen secure telephones might be
feasible but to deploy thousands for use throughout
the Defense Department would be a major challenge,
especially since an element of cryptographic security
doctrine is that encryption keys should be used only
briefly, then changed, to reduce the amount of mate-
rial encrypted under a single key that could be used
for cryptanalysis or that would be exposed if the key
were compromised.

For a second generation secure telephone system,
Howard Rosenblum in 1967 proposed and patented a
key distribution system that he called Bellfield.3, 4 The
idea was that each phone would maintain just one
encryption key, unique to that phone, and shared only
with a key distribution center (KDC). To place a call
from phone A to phone B, the first step would be for
phone A to send an encrypted message to the KDC
indicating an intent to hold an encrypted conversation
with phone B. The KDC would fabricate a new encryp-
tion key, known as a “session key” and send two cop-
ies of that session key back to A, one encrypted under
the key that it shares with A and the second encrypted
under the key it shares with B. Phone A then forwards
B’s encrypted session key as part of the call setup.
Once this flurry of messages has been delivered, A
and B both possess copies of a session key for this
conversation. In addition to allowing A and B to com-
municate securely without a specific prior arrange-
ment between them, a feature of this technique is
that every new telephone conversation could be
encrypted with its own unique session key, thus help-
ing satisfy the cryptographic security doctrine to mini-
mize use of any one key.

The early 1970s saw growing interest in both com-
puter security and computer communication net-
works. In addition to the NSA,5 several groups working
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in industry and academic environments were thinking
about how to apply encryption to protect data trans-
mitted between computers. A secure peer-to-peer
computer network has a requirement similar to that of
a secure telephone network: arranging to share secret
encryption keys between a large number of endpoints
that may pair unpredictably. Key distribution was an
unsolved problem.6

While consulting for the Department of Defense in
the early 1970s, I learned of Bellfield and realized that
this technique, though invented for securing tele-
phones, could be equally applicable to securing com-
puter network communication. But there was a
roadblock: The Bellfield technique was classified
Confidential and descriptions of it were protected as
Sensitive Compartmented Information.

DECLASSIFICATION
Apparently, some folks within NSA also were of the
opinion that the technique could be useful in the con-
text of computer communications networks. In 1973, a
colleague in the Defense Department alerted me to a
newly published paper by NSA staff member Dennis
Branstad in the unclassified proceedings of a confer-
ence on computer networks held by the American Insti-
tute of Aeronautics and Astronautics.7 Branstad’s paper
appeared in an unusual venue and most of its content
consists of high-level generalities about computer net-
work organization. Although the paper frequently men-
tions security, identification, authentication, and
authorization, the word “encryption” appears just once;
the paper instead talks about “keys” for “locking devi-
ces” and “unlocking devices” at the communicating end-
points. Then, without mentioning the project name, the
origin of the idea, nor its applicability to secure tele-
phone systems, it describes the essence of the Bellfield
technique: each potential communicant would share a
key with a central agency and the agency would, on
request from one party to communicate with another
and after checking authorization against an access con-
trol list, distribute a session key to the two parties.

Since Branstad had revealed the basic technique
of Bellfield, I showed his paper to Roger Needham and
Mike Schroeder. When Needham visited the Xerox
Palo Alto Research Center in the summer of 1977, he
and Schroeder designed a complete computer net-
work protocol for authentication using a KDC. Their
protocol combined the technique described by Bran-
stad with a method described by Horst Feistel8 about
using random bit strings, which Needham dubbed
“nonces,” to assure integrity (that an opponent has
not modified a protocol message while it is in transit)

and freshness (an opponent has not recorded a previ-
ous protocol message and is replaying it).9 Unaware of
the classified origin of Branstad’s technique, they dis-
tributed their paper in September 1978 as a technical
report and three months later published it in the
Communications of the ACM.10

THE PATH TO KERBEROS
The next step was in 1985, when David Clark at MIT
supervised two Bachelor of Science theses, by Eric
Jaeger and Cliff Neuman, to design a practical key dis-
tribution system based on the Needham & Schroeder
protocol. Jaeger’s thesis added a ticket-granting ser-
vice to implement Branstad’s proposal that the
KDC could also perform authorization.11 Neuman’s
thesis added discretionary access control and
accounting and included implementation of a pro-
totype server.12

Upon completing his thesis, Neuman then went on
to work with Steve Miller at MIT Project Athena to
design and implement the Kerberos authentication
system. The protocol they designed includes more effi-
cient protection against attacks and allows relaying of
credentials among multiple KDCs operated by inde-
pendent administrative authorities.13 They completed
the initial implementation of Kerberos, parts of which
were based on code from Neuman’s thesis, in the fall
of 1986 and the authentication system went into pro-
duction use at Project Athena in January 1987.

In the 34 years since then, cryptography specialists
have subjected both the Needham and Schroeder pro-
tocol and Kerberos to extensive examination and, to
no one’s surprise, they have identified several vulner-
abilities. In turn, Kerberos has gone through revisions
to incorporate techniques to counter these vulnerabil-
ities. But that development is a different story that is
deeply technical and well-documented elsewhere.14

ACKNOWLEDGMENTS
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computer network has a requirement similar to that of
a secure telephone network: arranging to share secret
encryption keys between a large number of endpoints
that may pair unpredictably. Key distribution was an
unsolved problem.6

While consulting for the Department of Defense in
the early 1970s, I learned of Bellfield and realized that
this technique, though invented for securing tele-
phones, could be equally applicable to securing com-
puter network communication. But there was a
roadblock: The Bellfield technique was classified
Confidential and descriptions of it were protected as
Sensitive Compartmented Information.
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Apparently, some folks within NSA also were of the
opinion that the technique could be useful in the con-
text of computer communications networks. In 1973, a
colleague in the Defense Department alerted me to a
newly published paper by NSA staff member Dennis
Branstad in the unclassified proceedings of a confer-
ence on computer networks held by the American Insti-
tute of Aeronautics and Astronautics.7 Branstad’s paper
appeared in an unusual venue and most of its content
consists of high-level generalities about computer net-
work organization. Although the paper frequently men-
tions security, identification, authentication, and
authorization, the word “encryption” appears just once;
the paper instead talks about “keys” for “locking devi-
ces” and “unlocking devices” at the communicating end-
points. Then, without mentioning the project name, the
origin of the idea, nor its applicability to secure tele-
phone systems, it describes the essence of the Bellfield
technique: each potential communicant would share a
key with a central agency and the agency would, on
request from one party to communicate with another
and after checking authorization against an access con-
trol list, distribute a session key to the two parties.

Since Branstad had revealed the basic technique
of Bellfield, I showed his paper to Roger Needham and
Mike Schroeder. When Needham visited the Xerox
Palo Alto Research Center in the summer of 1977, he
and Schroeder designed a complete computer net-
work protocol for authentication using a KDC. Their
protocol combined the technique described by Bran-
stad with a method described by Horst Feistel8 about
using random bit strings, which Needham dubbed
“nonces,” to assure integrity (that an opponent has
not modified a protocol message while it is in transit)

and freshness (an opponent has not recorded a previ-
ous protocol message and is replaying it).9 Unaware of
the classified origin of Branstad’s technique, they dis-
tributed their paper in September 1978 as a technical
report and three months later published it in the
Communications of the ACM.10

THE PATH TO KERBEROS
The next step was in 1985, when David Clark at MIT
supervised two Bachelor of Science theses, by Eric
Jaeger and Cliff Neuman, to design a practical key dis-
tribution system based on the Needham & Schroeder
protocol. Jaeger’s thesis added a ticket-granting ser-
vice to implement Branstad’s proposal that the
KDC could also perform authorization.11 Neuman’s
thesis added discretionary access control and
accounting and included implementation of a pro-
totype server.12

Upon completing his thesis, Neuman then went on
to work with Steve Miller at MIT Project Athena to
design and implement the Kerberos authentication
system. The protocol they designed includes more effi-
cient protection against attacks and allows relaying of
credentials among multiple KDCs operated by inde-
pendent administrative authorities.13 They completed
the initial implementation of Kerberos, parts of which
were based on code from Neuman’s thesis, in the fall
of 1986 and the authentication system went into pro-
duction use at Project Athena in January 1987.

In the 34 years since then, cryptography specialists
have subjected both the Needham and Schroeder pro-
tocol and Kerberos to extensive examination and, to
no one’s surprise, they have identified several vulner-
abilities. In turn, Kerberos has gone through revisions
to incorporate techniques to counter these vulnerabil-
ities. But that development is a different story that is
deeply technical and well-documented elsewhere.14
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Layered Insecurity
Steven M. Bellovin, Columbia University

Our systems are layered. Our security isn’t—
and that’s a problem. About 25 years ago, 
in Firewalls and Internet Security, Bill Ches-

wick and I noted that firewalls are ineffective against 
attacks at higher levels of the network stack. It turns 
out that that principle applies to lower levels, too, and 
to far more than firewalls. Any security mechanisms 
are utterly dependent on the behavior of other layers 
of the system, and most of the time, we don’t even 
know what those layers are, let alone how they behave.

Let’s start by looking at cryptographic protocols 
involving the RSA encryption algorithm. The first prob-
lem, of course, is getting the protocol right, but let’s 
assume that you’ve managed that. The next problem 
is RSA itself. Thirty-five years ago, when computing 
cycles were far costlier than they are today, many 
people suggested that, rather than go to the expense 
of computing new primes, multiple people could share 
the same pair of primes but use different encryption 
and decryption exponents. It sounds great—but if 
the same message is ever sent using two different 

keys, it’s pretty trivial to recover the message and, in 
some cases, the private key using simple algebra and 
Euclid’s algorithm. In the same vein, about 20 years 
ago Bleichenbacher showed that if the wrong padding 
algorithm was used for encrypted web connections, it 
was again possible to break the system. He relied on, 
among other things, abstract algebra.

What went wrong? In both cases, the problem was 
below the encryption layer: it was an algebraic failing 
and/or a web (not cryptographic!) protocol issue. The 
RSA encryption was secure in the abstract, but other 
layers of the system caused a failure. The same is true 
for timing attacks and differential power attacks: the 
environment in which an encryption primitive is used 
is crucial to its security. Thus, code for a signing opera-
tion might be perfectly safe if performed on an isolated 
machine, but horribly insecure if done on a smart card 
where the attacker can measure instantaneous power 
consumption.

We see the same sorts of phenomena with the 
Meltdown and Spectre attacks. Let’s assume that 
the protocols are correct, the algorithms are correct, 
the algebra is correct, the code is correct, and even 
the compiler is correct. It may not help: the timing 
of instruction execution can leak information about 
memory accesses and hence keys. And one can imag-
ine injecting CPU-intensive code to cause heating and, 
hence, a decrease in the CPU’s clock rate, either as 
a denial of service attack or to make race conditions 
easier to exploit.

It’s not just lower layers that can interfere. One of 
the lessons of decades of working on voting systems 
and on cryptography is that the context in which the 
technical mechanisms are embedded—the process, 
the people, and so on—matter, too. Consider: many 
of the British attacks against Enigma worked because 
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of how Enigma’s users actually operated the machine, 
e.g., using common patterns instead of random letters 
for the message key.

One common recommendation for secure 
design—actually, for correct design—is precise speci-
fication of the interfaces and properties of each layer. 
The problem, though, is that we don’t a priori know 
what properties are important. Again, consider Melt-
down and Spectre. The chip designers who built the 
speculative execution units for today’s CPUs did have 
a specification: the semantics of the instruction set. 
The trouble is that we don’t know what the important 
properties are. So what do we do?

Part of the answer is, of course, research: how 
does one defend a system against unknown threats 
in surrounding layers? It may be possible—cryptog-
raphers have done interesting things with “white-box 
cryptography.” Until then, however, the answer would 
seem to be twofold: specifying as many properties as 
possible, and defense in depth at each layer. 
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notion of sustainability is one of the core areas in computing today and can cover a wide range 
of problem domains and technologies ranging from software to hardware designs to application 

sources) is needed in computing devices and infrastructure and has grown to be a major limitation 
to usability and performance.

Contributions to T-SUSC

These problems can be related to information processing, integration, utilization, aggregation, and 
generation. Solutions for these problems can call upon a wide range of algorithmic and computational 
frameworks, such as optimization, machine learning, dynamical systems, prediction and control, 
decision support systems, meta-heuristics, and game-theory to name a few.

T-SUSC covers pure research and applications within novel scope related to sustainable computing,
such as computational devices, storage organization, data transfer, software and information

hardware/software implementations, new architectures, modeling and simulation, mathematical
models and designs that target sustainable computing problems are encouraged.
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IEEE Transactions on Big Data is a quarterly 
journal that publishes peer-reviewed articles 
with big data as the main focus. 

The articles provide cross-disciplinary, 
innovative research ideas and applications 
results for big data including novel theory, 
algorithms, and applications. Research areas 
include:

• Big data
• Analytics
• Curation and management
• Infrastructure
• Performance analyses
• Semantics
• Standards
• Visualization

• Intelligence and scientific discovery from big data
• Security, privacy, and legal issues specifi c           

to big data 

Applications of big data in the fi elds of 
endeavor where massive data is generated 
are of particular interest. 

www.computer.org/tbd
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The computational and data-centric problems faced by scientists 
and engineers transcend disciplines. There is a need to share 
knowledge of algorithms, software, and architectures, and 
to transmit lessons-learned to a broad scientific audience. 
Computing in Science & Engineering (CiSE) is a cross-disciplinary, 
international publication that meets this need by presenting 
contributions of high interest and educational value from a 
variety of fields, including physics, biology, chemistry, and 
astronomy. CiSE emphasizes innovative applications in cutting-
edge techniques. CiSE publishes peer-reviewed research articles, 
as well as departments spanning news and analyses, topical 
reviews, tutorials, case studies, and more.
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Join the IEEE Computer Society 
for subscription discounts today!
www.computer.org/product/magazines/security-and-privacy

IEEE Security & Privacy is a bimonthly magazine 
communicating advances in security, privacy, 
and dependability in a way that is useful to a 
broad section of the professional community. 

The magazine provides articles with both a 
practical and research bent by the top thinkers in 
the fi eld of security and privacy, along with case 
studies, surveys, tutorials, columns, and in-depth 
interviews. Topics include:

• Internet, software, hardware, and systems security
• Legal and ethical issues and privacy concerns
• Privacy-enhancing technologies
• Data analytics for security and privacy
• Usable security
• Integrated security design methods
• Security of critical infrastructures
• Pedagogical and curricular issues in security education
• Security issues in wireless and mobile networks
• Real-world cryptography
• Emerging technologies, operational resilience, 

and edge computing
• Cybercrime and forensics, and much more

www.computer.org/security
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Conference Calendar

IEEE Computer Society conferences are valuable forums for learning on broad and dynamically shi� ing top-

ics from within the computing profession. With over 200 conferences featuring leading experts and thought 

leaders, we have an event that is right for you. Questions? Contact conferences@computer.org.

JUNE
1 June

• APR (IEEE/ACM Int’ l Work-

shop on Automated Program 

Repair), virtual

• BoKSS (IEEE/ACM Int’l Work-

shop on Body of Knowledge 

for Software Sustainability), 

virtual

• DeepTest (IEEE/ACM Int ’ l 

Workshop on Deep Learn-

ing for Testing and Testing for 

Deep Learning), virtual

• ISORC (IEEE Int’l Symposium 

on Real-Time Distributed Com-

puting), Daegu, South Korea

• Q-SE (Int’l Workshop on Quan-

tum So� ware Eng.), virtual

2 June 

• ICIS (IEEE/ACIS Int’l Summer 

Conf. on Computer and Infor-

mation Science), Shanghai, 

China

• MET (IEEE/ACM Int’ l Work-

shop on Metamorphic Test-

ing), virtual

• RoSE (IEEE/ACM Int’l Work-

shop on Robotics Software 

Eng.), virtual

3 June 

• EnC yCriS (IEEE/ACM Int ’ l 

Workshop on Eng. and Cyber-

security of Critical Systems), 

virtual

• SEH (IEEE/ACM Int’l Workshop 

on Software Eng. for Health-

care), virtual 

• SERP4IoT (IEEE/ACM Int ’ l 

Workshop on Software Eng. 

Research and Practices for the 

IoT), virtual 

• SESoS/WDES (IEEE/ACM Joint 

Int’l Workshop on Software 

Eng. for Systems-of-Systems 

and Workshop on Distributed 

Software Development, Soft-

ware Ecosystems and Sys-

tems-of-Systems), virtual

4 June 

• BotSE (IEEE/ACM Int’l Work-

shop on Bots in So� ware Eng.), 

virtual

• S E R & I P  ( I E E E /AC M  I n t ’ l 

Workshop on Software Eng. 

Research and Industrial Prac-

tice), virtual 

• SEthics (IEEE/ACM Int’l Work-

shop on Ethics in Software 

Eng. Research and Practice), 

virtual

7 June

• CBMS (IEEE Int’l Symposium 

on Computer-Based Medical 

Systems), virtual

• WoWMoM (IEEE Int’l Sympo-

sium on a World of Wireless, 

Mobile and Multimedia Net-

works), Pisa, Italy

14 June

• ARITH (IEEE Int’l Symposium 

on Computer Arithmetic), 

virtual

• ISCA (ACM/IEEE Int’l Sympo-

sium on Computer Architec-

ture), virtual

15 June

• BCD (IEEE/ACIS Int’l Conf. on 

Big Data, Cloud Computing, 

and Data Science Eng.), Zhu-

hai, China.

20 June

• SERA (IEEE/ACIS Int’l Conf. on 

So� ware Eng. Research, Man-

agement and Applications), 

Kanazawa, Japan

21 June

• CSF (IEEE Computer Secu-

rity Foundations Symposium), 

Dubrovnik, Croatia

• DSN (IEEE/IFIP Int’l Conf. on 

Dependable Systems and Net-

works), Taipei, Taiwan

26 June

• CSCloud (IEEE Int’l Conf. on 

Cyber Security and Cloud Com-

puting), Washington, DC, USA

JULY
5 July

• ICME (IEEE Int’l Conf. on Mul-

timedia and Expo), Shenzhen, 

China

https://isorc2021.github.io/
https://q-se.github.io/qse2021/
http://acisinternational.org/conferences/icis-2021/
https://cbms2021.web.ua.pt/
http://wowmom2021.iit.cnr.it/
http://arith2021.arithsymposium.org/
https://iscaconf.org/isca2021/#:~:text=The%20International%20Symposium%20on%20Computer,be%20held%20in%20Valencia%2C%20Spain.
http://acisinternational.org/conferences/sera-2021/
http://www.ieee-security.org/TC/CSF2021/
http://dsn2021.ntu.edu.tw/
http://www.cloud-conf.net/cscloud/2021/cscloud/index.html
http://acisinternational.org/conferences/bcd-2021/
https://2021.ieeeicme.org/
https://bokss.github.io/bokss2021/
http://program-repair.org/workshop-2021/
https://conf.researchr.org/home/deeptest-2021
http://metwiki.net/MET21/
https://rose-workshops.github.io/rose2021/
http://seh.icmc.usp.br/html/seh-2021.html
https://moar82.github.io/SERP4IoT/
http://sesos-wdes-2021.icmc.usp.br/
https://ife.no/en/event/encycris2021/
https://dumari.github.io/serip2021/
http://sethics.org/sethics2021/
http://botse.org/


7 July

• ICDCS (IEEE Int’l Conf. on Dis-

tributed Computing Systems), 

Washington, DC, USA

• SNPD (IEEE/ACIS Int’l Conf. on 

So� ware Eng., Artifi cial Intel-

ligence, Networking and Par-

allel/Distributed Computing), 

Taichung, Taiwan

12 July

• COMPSAC (IEEE Computers, 

Software, and Applications 

Conf.), Madrid, Spain

• ICALT (IEEE Int’ l Conf. on 

Advanced Learning Technolo-

gies), virtual

14 July 

• DCOSS (Int’l Conf. on Distrib-

uted Computing in Sensor Sys-

tems), virtual

27 July

• SMC-IT (IEEE Int’ l Conf. on 

Space Mission Challenges 

for Information Technology), 

virtual

AUGUST
9 August 

• ICKG (IEEE Int’l Conf. on Knowl-

edge Graph), Hong Kong

11 August 

• IRI (IEEE Int’l Conf. on Informa-

tion Reuse and Integration for 

Data Science), virtual

16 August 

• ACSOS (IEEE Int’ l Conf. on 

Autonomic Computing and 

Self- Organizing Systems), 

Washington, DC, USA

23 August

• SCC (IEEE Space Computing 

Conf.), virtual

• SMARTCOMP (IEEE Int’l Conf. 

on Smart Computing), Irvine, 

USA

SEPTEMBER
5 September

• SERVICES (IEEE World Con-

gress on Services), Chicago, 

USA

7 September

• CLUSTER (IEEE Int’l Conf. on 

Cluster Computing), Portland, 

Oregon, USA

• EuroS&P (IEEE European Sym-

posium on Security and Pri-

vacy), Vienna, Austria

8 September

• MIPR (IEEE Int’l Conf. on Multi-

media Information Processing 

and Retrieval), Tokyo, Japan

20 September

• eScience (IEEE Int’l Conf. on 

eScience), Innsbruck, Austria

OCTOBER
1 October 

• ISPA (IEEE Int’l Symposium on 

Parallel and Distributed Pro-

cessing with Applications), 

New York, USA

4 October 

• IC2E (IEEE Int’l Conf. on Cloud 

Eng.), San Francisco, USA

• LCN (IEEE Conf. on Local Com-

puter Networks), Edmonton, 

Canada

10 October 

• MODEL S (ACM/IEEE Int ’ l 

Conf. on Model Driven Eng. 

Languages and Systems), 

Fukuoka, Japan

13 October

• FIE (IEEE Frontiers in Educa-

tion Conf.), Lincoln, Nebraska, 

USA

NOVEMBER
15 November

• ASE (IEEE/ACM Int’l Conf. on 

Automated Software Eng.), 

Melbourne, Australia

DECEMBER
20 December

• MCSoC (IEEE Int’ l Sympo-

sium on Embedded Multicore/

Many-Core Systems-on-Chip), 

Singapore
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computer.org/conferences
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https://tc.computer.org/tclt/icalt2021/
https://smcit.ecs.baylor.edu/
https://kmeducationhub.de/ieee-international-conference-big-knowledge-icbk/
https://homepages.uc.edu/~niunn/IRI20/
https://acsos.github.io/current/
https://spacecomputing.ecs.baylor.edu/Home.php
https://www.smart-comp.info/call-for-research-papers.html
https://conferences.computer.org/services/2021/
https://clustercomp.org/2021/
http://www.ieee-security.org/TC/EuroSP2021/
https://mipr2021.org/
https://escience2021.org/
http://www.cloud-conf.net/ispa2021/
https://conferences.computer.org/IC2E/2021/
https://www.ieeelcn.org/index.html
http://www.modelsconference.org/
http://fie-conference.org/
https://conf.researchr.org/home/ase-2021
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