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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge topics rang-

ing from software design and computer graphics to Internet computing and security, from scientific appli-

cations and machine intelligence to visualization and microchip design. Here are highlights from recent issues.

Invisible Supply Chain 
Attacks Based on  
Trojan Source

A new class of vulnerabilities, 

called trojan source, has been 

recently discovered by Boucher 

and Anderson. This article from 

the October 2022 issue of Com-

puter describes the state of the art 

of known trojan source attacks, 

illustrates two new attack vari-

ants involving configuration files 

and Java code, and describes 

practical preventive measures.

Information-Theoretic 
Exploration of  
Multivariate Time-Varying 
Image Databases

Modern scientific simulations pro-

duce very large datasets, mak-

ing interactive exploration of 

such data computationally pro-

hibitive. An increasingly common 

data reduction technique is to 

store visualizations and other data 

extracts in a database. The Cin-

ema project is one such approach, 

storing visualizations in an image 

database for post hoc exploration 

and interactive image-based anal-

ysis. This article from the May/

June 2022 issue of Computing in 

Science & Engineering focuses on 

developing efficient algorithms 

that can quantify various types of 

multivariate dependencies exist-

ing within multivariable datasets. 

The Myth of the  
Harvard Architecture

The label “Harvard architecture” 

has been applied to various com-

puting devices where instructions 

and data are stored in separate 

memories. In the Harvard Mark 

III/IV, the decision to separate the 

stores was motivated by a desire 

to optimize each form of storage, 

not by Aiken’s oft-quoted antago-

nism toward “self-modifying code,” 

which was not justified even at the 

time and would become a liability 

with the emergence of operating 

systems. The term “Harvard archi-

tecture” was coined decades later, 

in the context of microcontroller 

design, retrospectively applied to 

the Harvard machines, and subse-

quently applied to RISC micropro-

cessors with separated caches. 

The so-called “Harvard” and “von 

Neumann” architectures are often 

portrayed as a dichotomy, but the 

various devices labeled as the for-

mer have far more in common 

with the latter than they do with 

each other. Read more in this arti-

cle from the July–September 2022 

issue of IEEE Annals of the History 

of Computing.

Deep Synthesis of  
Cloud Lighting

Current appearance models for 

the sky can represent clear-sky 

illumination to a high degree of 

accuracy. However, these models 

all lack a common feature of real 

skies: clouds. These are an essen-

tial component for many applica-

tions that rely on realistic skies, 

such as image editing and synthe-

sis. While clouds can be added to 

existing sky models through ren-

dering, this is hard to achieve due 

to the difficulties of representing 

clouds and the complexities of vol-

umetric light transport. In this arti-

cle from the September/October 

2022 issue of IEEE Computer Graph-

ics and Applications, an alterna-

tive approach to this problem is 
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proposed whereby clouds are syn-

thesized using a learned data-

driven representation. 

Toward Social Situation 
Awareness in Support Agents

Artificial agents that support peo-

ple in their daily activities are 

increasingly prevalent. Since many 

daily activities are social in nature, 

support agents should under-

stand a user’s social situation to 

offer comprehensive support. 

However, there are no systematic 

approaches for developing sup-

port agents that are social situ-

ation-aware. The authors of this 

IEEE Intelligent Systems Septem-

ber/October 2022 article identify 

key requirements for a support 

agent to be social situation-aware 

and propose steps to realize those 

requirements. 

A Vision for Leveraging the 
Concept of Digital Twins 
to Support the Provision of 
Personalized Cancer Care

Exploring the opportunity for 

applying digital twins in the 

healthcare context is an emerging 

research area that has the poten-

tial to support more personal-

ized care. A recognized aspect in 

cancer care is the need for more 

personalized treatment plan-

ning to complement the recent 

advances in precision medicine. 

In this article from IEEE Internet 

Computing’s September/October 

2022 issue, the authors present a 

classification of digital twins into 

Grey Box, Surrogate, and Black Box 

models using systems and math-

ematical modeling theory. They 

explore one possible approach, 

namely a Black Box classification 

for incorporating the use of digi-

tal twins in the context of person-

alized uterine cancer care. 

Neuromorphic Near-Sensor 
Computing: From Event-Based 
Sensing to Edge Learning

Neuromorphic near-sensor com-

puting has recently emerged as a 

low-power and low-memory para-

digm for the design of AI-enabled 

IoT devices working at the extreme 

edge. Compared to conventional 

sensing and learning techniques, 

neuromorphic sampling and pro-

cessing reduces data bandwidth 

requirements, induces large sav-

ings on power and area consump-

tion, and enables online learning 

and adaptation. In this November/

December 2022 IEEE Micro article, 

the authors discuss recent studies 

made in the design of event-based 

sampling and learning circuits. 

Multimedia Monitoring 
System of Obstructive Sleep 
Apnea via a Deep Active 
Learning Model

Obstructive sleep apnea (OSA) is 

one of the most common sleep-

related breathing disorders. How-

ever, traditional monitoring sys-

tems often fall short in terms 

of cost and accessibility. In this 

article from IEEE MultiMedia’s 

July–September 2022 issue, the 

authors propose a deep active 

learning model to detect OSA 

events from electrocardiogram 

(ECG). They designed and devel-

oped an OSA monitoring system 

using an ECG sensor and smart-

phone. Experiments show that it 

achieves an accuracy of 92.15% 

while using 40% of labeled data, 

significantly reducing the cost 

of labeling and maximizing the 

performance. 

Rethinking Language 
Interaction With Pervasive 
Applications and Devices

Language-based interaction with 

pervasive devices today mostly 

follows a basic command-and-

control paradigm, which is often 

cumbersome, inadequate, and 
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insufficient. Key causes include an 

often-deceptive portrayal of the 

language comprehension capa-

bilities of the system and, in many 

cases, a problematic imperson-

ation of human characters by com-

puters. The authors of this article 

from IEEE Pervasive Computing’s 

July–September 2022 issue argue 

that a major challenge of pervasive 

computing is to rethink language-

based interaction with applica-

tions and devices. They suggest 

a new design principle where 

machines should only utter state-

ments that they can comprehend, 

which we call “What You Hear Is 

What You Say (WYHIWYS).”

Distributed Self-Sovereign-
Based Access Control System

Distributed ledger technology has 

paved the way for new innovative 

approaches in the field of secu-

rity and privacy. Self-sovereign 

identity contributed to empow-

ering individuals to have control 

over their digital identifiers. The 

presented self-sovereign-based 

access control system utilizes 

both technologies. Read more in 

this IEEE Security & Privacy arti-

cle from the November/December 

2022 issue.

Engineering AI-Enabled 
Computer Vision Systems: 
Lessons From Manufacturing

This article from the Novem-

ber/December 2022 issue of IEEE 

Software shares results on chal-

lenges in engineering AI-enabled 

computer vision systems for man-

ufacturing and highlights critical 

success factors that have proven 

their worth. The authors provide AI 

engineers and development teams 

with timely and engaging inputs 

from the field.

Investigate Financial Crime 
Patterns Using Graph 
Databases

Law enforcement, legal authori-

ties, financial fraud, and financial 

investigators seek evidence of 

financial crimes, and graph tech-

nologies provide a unique oppor-

tunity to uncover financial crim-

inals by reviewing the entities 

involved and their relationships 

to identify suspicious connec-

tions with graph patterns. This 

July/August 2022 IT Professional 

article presents the investigation 

of circular money transfers using 

graph technology as a technical 

alternative to existing techniques 

that use manual methods. 
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Editor’s Note

Deidentifying Data

From hospitals to govern-

ment agencies, organiza-

tions need safe ways to store 

personally identifiable informa-

tion and to share insights from 

the data. Deidentified data has 

the power to inform research and 

decision-making while preserving 

the data subjects’ privacy. This 

ComputingEdge issue highlights 

two articles from IEEE Security 

& Privacy that discuss data dei-

dentification techniques such 

as differential privacy and data 

perturbation.

The authors of “The Practices 

and Challenges of Generating 

Nonidentifiable Data” argue that 

storing data centrally and utiliz-

ing automated processes can 

help organizations render their 

data nonidentifiable. The authors 

of “Equity and Privacy: More Than 

Just a Tradeoff” stress that dei-

dentified aggregated and statisti-

cal data can still be vulnerable to 

privacy attacks. They explain that 

privacy-preserving data publish-

ing can introduce unequal lev-

els of utility across population 

groups.

Some types of personal data 

are often stored in the cloud. 

IEEE MultiMedia’s “Health-X dat-

aLOFT: A Sovereign Federated 

Cloud for Personalized Health 

Care Services” describes a fed-

erated cloud infrastructure that 

aims to provide people with easy 

access to their integrated health 

data. “FPGAs in the Cloud,” from 

Computing in Science & Engi-

neering, proposes a testbed for 

experimentation into new cloud 

platforms, including network-

attached FPGAs in the cloud.

Next, two articles tackle 

advances in quantum computing. 

Computer’s “How to Build a Scal-

able Quantum Controller” focuses 

on quantum compute architec-

tures and the unique and challeng-

ing requirements associated with 

developing a high-quality quan-

tum controller. The authors of IEEE 

Micro’s “Quantum Computing—

From NISQ to PISQ” advocate a 

new approach to quantum com-

puting research using the existing 

notion of perfect qubits. 

This ComputingEdge issue 

closes with a celebration of arti-

ficial intelligence (AI) pioneers. 

“Masterminds of Deep Learning,” 

from IT Professional, describes 

the accomplishments of three 

AI scientists who are sometimes 

referred to as the “godfathers of 

deep learning.” 
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EDITOR: Khaled El Emam, kelemam@cheo.on.ca

DEPARTMENT: PRIVACY INTERESTS

The Practices and Challenges of 
Generating Nonidentifiable Data
Adam Kardash, Osler, Hoskin & Harcourt LLP

Suzanne Morin, Sun Life

This article summarizes the key findings of a Canadian Anonymization Network study of several 
large data custodians who utilize deidentification and similar privacy-enhancing processes 
prior to engaging in analytics, secondary uses, and disclosure of personal information.

There are multiple ongoing efforts in Canada 
and globally to reform current privacy laws and 
to introduce new privacy legislative schemes. 

One practical issue arising from laws that is quite 
fundamental to modern economies is how custodians 
can increase internal protection measures for analyt-
ics, secondary uses, and disclosures of data through 
the generation of nonidentifiable data. We embarked 
on a project to review of these practices within large 
Canadian data custodians to understand what they 
were actually doing and what the challenges were. 
The intention was to inform privacy law reform with 
descriptive data about the current practices of these 
organizations.

This work was performed by the Canadian Ano-
nymization Network (CANON; for information about 
CANON, visit https://deidentify.ca/). It is a network of 
large-scale data custodians from across the private, 
public, and health sectors, whose primary purpose 
is to promote the use of nonidentifiable data as a 
privacy-respectful means of leveraging data for eco-
nomic and socially beneficial purposes.

TERMINOLOGY
We define the spectrum of identifiability, as illustrated 
in Figure 1, containing three specific states of informa-
tion: 1) identified information, which, in itself, directly 
identifies an individual; 2) identifiable information 

for which there is a serious possibility in the circum-
stances that it could be associated with an identifiable 
individual; and 3) nonidentifiable information, which 
does not pose a serious possibility of being associated 
with an identifiable individual in the circumstances.

Contextual factors must be taken into consider-
ation when evaluating identifiability as is noted by 
the phrase “in the circumstances” included in the 
preceding definitions. Many contextual factors may 
increase or decrease the identifiability of informa-
tion, such as the likelihood that an actor will attempt 
to identify the information; the other data sets that 
are accessible in the circumstances which might be 
combined with the information; the environment in 
which the information will be used or into which it will 
be released; and any technical, administrative, and 
physical controls associated with the information. 
Where information ultimately lies on the spectrum 
of identifiability will be influenced by both the innate 
identifiability of the information (for example, some 
information may be nonidentifiable from the moment 
of collection) as well as the controls applied to further 
reduce identifiability.

DATA-SHARING USE CASES
In this project, we identified five common use cases 
of using and disclosing data for existing and sec-
ondary purposes that require the application of 
privacy-enhancing technologies (PETs). The PETs that 
we focus on as exemplars, albeit not a comprehensive 
list, are deidentification, data synthesis, secure com-
putation, and federated analysis. These PETs can be 

Digital Object Identifier 10.1109/MSEC.2021.3126185 

Date of current version: 25 January 2022

This article originally  
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applied in most of the use cases, 
although some of the use cases 
are specific to one type of PET. 
These five use cases are simply a 
reflection of common situations 
found in practice.

Use Case 1: 
Open Release of 
Nonidentifiable Data
Open data release involves mak-
ing data available publicly through 
publication, an open data portal, 
or a similar mechanism. Open data 
release promotes data transparency, data equity, and 
innovation. However, this model poses the greatest 
risk to individuals because, once the data are made 
public, the releasing organization will retain little con-
trol over it. As a result, the effectiveness of any pro-
cess to render the information nonidentifiable will be 
almost entirely a product of the transformation applied 
to the data set prior to publication and may require a 
significant reduction in the informational value of the 
data, or a significant transformation of individual data 
points. Controls, such as terms of use, may be intro-
duced to add a level of deterrence, but their effective-
ness will depend on the perceived or actual value of a 
successful reidentification effort. Typically, the open 
release option is used in cases where there is consid-
erable social benefit to sharing the data, which out-
weighs any residual risk to data subjects, such as with 
government open data programs.

Use Case 2: Release of Nonidentifiable 
Data to an External Party
In this use case, the data custodian renders the infor-
mation it holds nonidentifiable and then releases it to 
a single external party subject to the terms of a con-
tractual agreement. This agreement would include 

requirements to protect the data, such as security, 
privacy, and contractual controls (for example, limi-
tations on how the external party can use the data, 
prohibitions against reidentification attempts, or 
due diligence measures). The requirements will vary 
depending on the risk level. Under this model, greater 
control of the data is maintained, and a combination 
of due diligence and contractual protections can be 
established to significantly lessen the likelihood of a 
reidentification attempt.

Use Case 3: Custodian-Controlled 
Access by Third Party to Data
In a controlled access use case, a data custodian 
establishes a physical or virtual space in which data 
can be reviewed or processed by external parties. 
External parties may be permitted to view data within 
this secure environment (a “secure enclave”) or per-
mitted access only to the results of queries (a “vali-
dation server”). Particularly in virtual environments, 
all data access and processing typically will be moni-
tored and recorded. Analytics results and outputs may 
be perturbed to mitigate potential reidentification 
risk. Alternatively, external parties would be permitted 
to only take results outside of the secure environment 

–+
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Personal Information Not Personal Information
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FIGURE 1. States of information.1
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once they have been checked to ensure they do not 
contain identifiable information.

This use case allows the data custodian to main-
tain a high degree of control over the data and is most 
beneficial in cases where data release is not permis-
sible, for example, because of regulatory restrictions, 
data sensitivity, data value, and so on. This model 
permits socially or economically beneficial analysis of 
data that would otherwise not be possible. However, 
a risk is present that important research is not under-
taken if the administrative burden or use restrictions 
introduced by the controlled environment are unrea-
sonably high.

Use Case 4: Multiparty Processing
This use case entails multiple data custodians that 
hold personal information that cannot be shared 
directly with one another but that is of greater value 
when combined. Multiparty processing allows data 
to be combined and processed without each party 
gaining access to the others’ data. Two potential 
approaches are the “trusted agent” approach and 
“multiparty computation.” The “trusted agent” method 
entails each of the custodians to provide its informa-
tion to an external trusted agent that manages access 
to and use of the combined data. The information can 
either be rendered nonidentifiable before disclosure 
to the agent, or this can be done by the agent. Alter-
natively, a technique such as “multiparty computa-
tion” can be employed, in which each custodian per-
forms part of a calculation on a partial set of data, 
and they then combine their partial results into a final 
outcome—with each custodian having meaningful 
knowledge of only its own data. These approaches are 
also sometimes referred to as “federated analysis.”

The combination of data across data custodians is 
a powerful means of advancing economic or socially 
beneficial causes that could not be achieved as effec-
tively—or at all—by a single organization. But this area 
is still under development, and, as such, the costs, 
both operational and engineering, can be significant, 
and the types of analytics that can be performed 
remain limited.

Use Case 5: Internal Data Sharing
A data custodian often does not require data to be in 
identifiable form to achieve certain internal beneficial 

uses of the data. Thus, organizations may take the 
step of rendering the information nonidentifiable prior 
to allowing access to it by other departments or divi-
sions and establishing mechanisms (such as physi-
cal or technical separation and access logs) to pre-
vent the recipient department from accessing the 
source data. Rendering internal data nonidentifiable 
can allow them to be used for legitimate business pur-
poses, such as internal analytics, testing, and product 
development, in a privacy-respectful manner.

When data that have been rendered nonidentifi-
able are shared internally, one must consider the 
information that may be available to an insider that is 
not accessible to an external party. This may include 
knowledge of the specific methodology used to render 
the data nonidentifiable or knowledge of or access to 
the original data set. When engaging in internal data 
sharing for secondary or new uses, organizations 
need to be mindful of the risks associated with any 
uncertainty that may exist for the following reasons. 
1) It is not always clear what level of functional separa-
tion is considered appropriate by privacy regulatory 
authorities. 2) It is not currently clear whether privacy 
regulatory authorities will acknowledge a data set 
that has been rendered nonidentifiable as nonper-
sonal information if the organization retains the 
source data, regardless of the rigor of controls and 
protective measures in place.

CASE STUDIES
A series of case studies was developed to illustrate 
how the use cases identified can be operationalized 
in practice. CANON selected the use of case studies 
as the qualitative inquiry approach2 that would most 
effectively inform the end analysis and ultimate proj-
ect objective.

Interview participants from the CANON Steering 
Committee and the broader CANON membership were 
selected such that a range of professional industries 
was included and a sufficient coverage of data-sharing 
use cases was achieved. Participants were provided 
an interview preread document, and the interviews 
were conducted using a standard guide to support the 
summary analysis of findings. The interview record-
ings were transcribed and an information extraction 
process undertaken to identify and categorize themes 
per case study.
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Each case study provides a practical example 
of how data-sharing use cases are being applied to 
permit privacy-enhanced data sharing and use. Table 
1 provides an overview of how the case studies were 
mapped to the data-sharing use cases and participant 
industries. A full description of the case studies is pre-
sented in CANON’s final report.1

DISCUSSION OF FINDINGS
Here we will outline the main project findings covering 
practices, lessons, and challenges.

Practices
Several practices employed by data custodians to pro-
tect data being used and shared for secondary pur-
poses were identified through our interviews. Each of 
these practices is outlined in the following sections.

Layering of PETs
Layering of PETS and multiple data transformation 
techniques is used, for example, the creation of syn-
thetic or aggregate data sets from data sets already 
rendered nonidentifiable. This multilayering method 
provides an increased level of confidence for orga-
nizations by decreasing the overall risk of reidentifi-
cation. This method is used to safeguard individual 
health information specifically.

Techniques
Data suppression and data perturbation are the most 
common techniques for generating nonidentifiable 
data. Suppression withholds certain values in the 
data when they pose too great a risk of reidentifica-
tion, such as when there are very few persons or only 
one individual with a certain value. Suppression is also 
applied to direct identifiers. Perturbation alters values 
in the data to lower the risk of reidentification while 
maintaining the statistical relationship among fields. 
Techniques to perturb data include data-rounding 
rules, data swapping, and adding “noise.”

Risk Evaluation Framework
The implementation and use of a risk evaluation 
framework and tiering/scoring system guides an orga-
nization in handling data appropriate to its sensitivity 
level. In one example, a risk evaluation framework is 
utilized to aid in identifying necessary levels of protec-
tion, whereby the risk evaluation framework results in 
the assignment of a tier level (or score) per data set (for 
example, Tiers 1–4). Data sets assigned a Tier 3 rating 
were recommended to employ additional techniques 
to render data nonidentifiable and any additional 
assessment for a new tier level rating, whereas data 
sets assigned a Tier 4 rating would not be considered 
viable options for the research initiative. Data sets 

Case study title Case study participant industry Data-sharing use case title

Health care

Technology

Financial services

Financial services

Health care

Transportation and logistics

Telecommunications

Case Study 1: Digital solutions for the spread, 
prevention, and treatment of COVID-19

Case Study 2: Key performance indicator 
design and data transformation tactics for 
securely reporting nonidentifying data on 
patient-support programs to pharmaceutical 
companies

Case Study 3: 360 view of clients for value 
delivery

Case Study 4: Use of data-driven insights to 
inform credit-provisioning strategies

Case Study 5: Utilizing aggregate data for the 
optimization of patient care and management

Case Study 6: Use of analytics to understand 
the impacts of COVID-19 on trade activity and 
commercial transportation economic recovery

Case Study 7: Predicting customer 
perceptions of telecommunications service 
reliability

Use Case 3: Custodian-Controlled 
Access by Third Party to Data

Use Case 2: Release of 
Nonidentifiable Data to an 
External Party

Use Case 5: Internal Data Sharing

Use Case 4: Multiparty Processing

Use Case 3: Custodian-Controlled 
Access by Third Party to Data 

Use Case 1: Open Release of 
Nonidentifiable Data

Use Case 4: Multiparty Processing

TABLE 1. Mapping of case studies to data-sharing use cases.1
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ranging from Tier 1 to Tier 2 were considered accept-
able for research purposes and did not contain data 
that were reidentifiable in nature.

Manual Reidentification Stress Tests
The implementation of manual reidentification stress 
tests may be performed by highly specialized staff 
on incoming/outgoing data sets. These may include, 
for example, motivated intruder or reverse engineer-
ing tests. In one case study, as a final safeguard qual-
ity check, the organization regularly had their data sci-
ence team attempt to reverse-engineer data sets prior 
to their release via reporting to a client. In another 
example, the organization regularly undertakes 
motivated intruder attacks on new (or significantly 
changed) aggregate data sets before they are released 
onto the web platform. Both approaches complement 
the application of PETs earlier in the process and can 
arguably be seen as a form of quality control or final 
check on the identifiability of data.

Data Consolidation
Data consolidation involves the development and 
implementation of a data analytics policy framework, 
data dictionary, data catalog, and PET application stan-
dards (such as risk thresholds and rules for identifying 
“toxic combinations” of data, that is, data set combina-
tions that may increase the likelihood of reidentifica-
tion). It is much easier to develop this documentation 
when data are consolidated rather than when they 
exist in separate repositories across the organization, 
which can result in duplication and inconsistencies.

Data-Sharing Agreements
It is quite common for data custodians to implement 
contractual agreements with data-sharing partners 
whereby all recipients covenant not to attempt to 
reidentify data. For example, one organization requires 
all users of a software application that embeds the 
nonidentifiable data to enter into an end-user agree-
ment, outlining appropriate use and prohibiting data 
misuse (such as data selling, mischaracterization, and 
attempting to reidentify data).

Lessons Learned and Challenges
The interview process brought to light several chal-
lenges that organizations face as well as beneficial 

lessons learned in the implementation of PETs to sup-
port data sharing. These include the following:

 › Data for good: There is a need for increased 
public awareness of how data can be rendered 
nonidentifiable so that organizations can 
conduct more socially beneficial data-driven 
initiatives, while simultaneously maintaining 
public trust.

 › Privacy programs: Having an existing and 
robust privacy program and governance model 
allows organizations to move faster and take 
advantage of data-driven work when opportuni-
ties arise.

 › Internal collaboration: Working collaboratively 
with a cross-functional group of internal stake-
holders from security, privacy, and data teams 
is critical to executing data-driven work with 
commercial, customer, or social-good benefits.

 › Risk appetite: Defining the risk appetite for an 
organization is not always straightforward but 
is required to achieve a balance among business 
mandates, data security, and privacy aims to 
make informed decisions on how to appropri-
ately generate nonidentifiable data.

 › Manual processes: Rendering data noniden-
tifiable is increasingly challenging when an 
automated process does not exist to do so and 
even more so when data are not stored centrally. 
Bespoke processes requiring a high degree of 
human touch slow down organizations and may 
leave them at a greater risk of reidentification 
and possible misuse.

 › Privacy talent: The talent pool for data privacy 
experts (for example, privacy technologists, 
lawyers, policy experts, and managers) is limited, 
which is a constant challenge for organizations.

 › Privacy laws: Privacy laws tend to treat certain 
data elements with a broad ”one-size-fits-all” 
approach and may not always account for 
relevant context and controls (such as aggrega-
tion and motivated intruder testing) that may 
adequately protect data.

 › Global privacy landscape: The global privacy 
regulatory landscape is not always uniform or 
interoperable, and over time this can exclude 
smaller organizations (who cannot afford large, 
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complex compliance programs) from global 
competition.

 › Simplification: The individuals applying PETs 
and rendering data nonidentifiable are not 
necessarily experts in these methods. For 
example, they may be frontline workers dealing 
with patients. Some of the methods need to be 
simplified to be applicable at different stages 
of the workflow.

 › Control of data: One of the challenges for 
secondary data use or data sharing is control of 
the data and how those data will be used. The 
friction to benefiting from data can be driven by 
other concerns unrelated to privacy, but they 
must also be considered when formulating a 
data-sharing plan.

In this effort to document current practices used by 
Canadian organizations to generate, use, and dis-

close nonidentifiable data, we have aimed to produce 
and provide information for the wider community on 
certain best practices that can be implemented across 
industries and use cases. In doing so, we have identi-
fied what works as well as areas for improvement. 
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Equity and Privacy: 
More Than Just a Tradeoff
David Pujol, Duke University

Ashwin Machanavajjhala, Duke University and Tumult Labs

O rganizations large and small collect informa-
tion about individuals and groups and then 
want to share insights from this data to 

inform research and policy making. For instance, hos-
pitals release deidentified data to innovate on disease 
detection and mitigation. Internet companies train 
and release machine learning (ML) models as a service 
for a variety of classification tasks. Government agen-
cies distribute statistical data to enable research and 
policy making. However, releasing data, even in “anon-
ymous” or aggregated form, creates vulnerabilities to 
privacy attacks that can result in individuals’ sensitive 
details being revealed.

There are a number of highly publicized privacy 
attacks on anonymous and deidentified data. Indi-
viduals have been reidentified through anonymous 
search logs released by AOL, movie ratings distrib-
uted by Netflix, and car trips publicized by taxi com-
panies. Membership inference attacks on ML models 
enable third parties to query systems and recover 
sensitive properties of individuals whose data were 
used for training. For instance, models trained on 
personal emails can reveal the content of those mes-
sages. Even the release of statistical data can result 
in privacy breaches. In 2019, the U.S. Census Bureau 
showed that summary statistics publicized as part 
of the 2010 decennial census (which were circu-
lated using a vetted statistical disclosure limitation 
methodology) could be combined to reconstruct 

sensitive records. Close to 50% of the U.S. population 
was reconstructed down to exact ages, races, and 
census blocks.

In response to these new and emerging threats, a 
number of privacy protection mechanisms have been 
proposed and deployed, culminating in differential pri-
vacy, which is currently considered the gold standard 
for quantifying the information leakage of an individual 
due to a data release. Any privacy protection method 
performs some form of data minimization or pertur-
bation, such as redacting and coarsening attributes, 
sampling, noise infusion, and so on, which, in turn, 
reduces the quality/utility of the information. And the 
stronger the privacy requirement, the lower the utility 
of a data release.

While the entire field of privacy-preserving data 
analytics is focused on the privacy–utility tradeoff, 
recent work has shown that privacy-preserving data 
publishing can introduce different levels of utility 
across population groups. It is important to under-
stand this new tradeoff between privacy and equity, 
as privacy technology is being deployed in situations 
where data will be used for research and policy making. 
Will marginal populations see disproportionately less 
utility from privacy technology? If there is an inequity, 
how can we address it? In this article, we examine this 
tradeoff. We begin by giving a brief history of modern 
privacy-preserving techniques. We then discuss the 
privacy-versus-equity tradeoff through case studies 
from the recent literature on privacy-preserving allo-
cation and ML. Finally, we explore methods that may 
limit the inequity introduced by privacy-preserving 
data release methods.
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Just as modern data collection and sharing grew and 
evolved during the past few decades, more modern 
versions of privacy protections did, as well. Initially, 
data scrubbing techniques, such as k-anonymity and 
l-diversity, scrubbed data tables to ensure that indi-
vidual records could not be linked to people’s identi-
ties. For example, k-anonymity guaranteed that for 
each row in a data set, at least k – 1 rows shared the 
same identifiers, in an attempt to ensure that any one 
row could not be uniquely linked to an identity. As data 
analysis became more advanced, privacy attacks grew 
in sophistication. Data scrubbing techniques were 
shown to be ineffective when presented with addi-
tional information, even data from other anonymized 
sources. For example, under k-anonymity, two tables 
could individually be 5-anonymized. However, when 
combined, they could contain enough unique infor-
mation to identify individuals. Likewise, Dinur and Nis-
sim4 showed that too many aggregate statistics (even 
noisy ones) about a population could be used to recon-
struct all the attributes of the group. It is this theory 
that the U.S. Census Bureau leveraged in its demon-
stration of the reconstruction attack in 2019.

As a result, differential privacy has emerged as a 
protection standard that a variety of algorithms can 
satisfy. Unlike table scrubbing techniques, differen-
tially private mechanisms can release only aggregated 
statistics protected by noise infusion. To avoid the 
reconstruction attacks of Dinur and Nissim,4 differen-
tially private mechanisms bound the amount of data 
they release (and their accuracy) through a privacy 
loss parameter  commonly referred to as the privacy 
loss budget. Higher values of  enable more queries 
to be answered and at better quality levels, resulting 
in less privacy. Meanwhile, low values of  allow only 
a small number of queries to be answered with sub-
stantial noise infusions, resulting in greater privacy. 

Unlike table scrubbing techniques, differential privacy 
has the property of privacy composition; i.e., multiple 
releases of the same data using different privacy also 
satisfy differential privacy, albeit with a weaker guar-
antee. This enables a data curator to track privacy 
loss, as multiple algorithms are run on the data.

PRIVACY AND EQUITY
Privacy, however, does not come for free. Each privacy 
mechanism impacts the quality of data and what the 
information represents. For k-anonymity, the higher 
the privacy protections, the less granular a data release 
can be. Even differential privacy imposes this expense. 
Under differential privacy, as privacy guarantees get 
stronger (the privacy budget is reduced), either fewer 
queries can be released about the data or the infor-
mation that is released may be noisier. This presents a 
problem in data analysis: as privacy algorithms hide the 
information of individuals, they also dilute and redact 
details relevant to small groups. Protections intended 
for individual privacy may end up erasing properties of 
minorities. Consider an extreme case where an indi-
vidual is part of a group small enough that recognition 
in that community would be enough to identify him or 
her. By necessity, any privacy-preserving mechanism 
needs to erase that association, be it by scrubbing it or 
by injecting noise greater than the signal from a group.

Although rare, these circumstances do occur. 
Consider Holikachuk, a native Alaskan language. It is 
nearly extinct and has only five known speakers.3 Any 
attempt at protecting the privacy of these individu-
als must inherently erase their status as Holikachuk 
speakers. This phenomenon is not unique to super-
minorities; it applies to most minority groups that 
are underrepresented in data. As protections get 
stronger, information about larger minorities must 
be diluted and erased to protect those populations’ 
privacy (Figure 1). In the literature, we usually see this 
as a tradeoff between privacy and fairness (a term that 
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encompasses several notions about the equitable 
treatment of individuals and groups). However, we 
think it is more appropriate to consider it specifically 
as a conflict between privacy and equal treatment 
across groups, which we will call equity. This leaves 
us with the following question: Will the disproportion-
ate effects of privacy protections on minority groups 
result in unequal treatment through data-driven deci-
sion making?

CASE STUDIES

Equity in Privacy-Preserving Allocation
Our recent work7 investigated equity issues that 
might arise if policy making (such as funds allocations) 
were to use statistical data released using differen-
tial privacy. In particular, we looked at three allocation 
tasks whose mechanisms are well known: congressio-
nal apportionment, Title I School appropriations, and 
distributions of voting materials in minority languages. 
Each of these can be expressed as simple functions 
(proportions and thresholds) computed from statis-
tics released by agencies, including the U.S. Census 
Bureau. In each case, we found that if allocation tasks 
were executed using privacy-protected statistics (as 
though they were the real ones), there were significant 
disparities across minority groups.

For instance, the allocation of voting materials 
in native languages depends on whether or not a 

population meets certain thresholds. When using 
differentially private statistics, while majority groups 
whose populations exceeded the threshold were rarely 
impacted, minority communities whose languages 
were often near the threshold (precisely the groups 
where accuracy is important) had a significantly 
higher rate of misclassification (not being allocated 
voting materials in native languages). In the case of 
Title I funding, the introduction of noise caused a bias-
ing affect, where small school districts would receive 
drastically more funding, with larger ones suffering 
as a result. For stringent privacy budget settings, this 
difference could be as much as 10 times the funding 
received by small districts and a 50% loss for large 
ones. However, the extent of the inequity declined 
for more realistic settings (e.g., such as those used 
in deployments today). For both these problems, we 
also found that the differential privacy algorithm that 
was used affected the level of inequity. In some cases, 
algorithms that introduced less overall error resulted 
in higher inequity and vice versa.

Equity in Privacy-Preserving ML
Bagdasaryan et al.1 investigate the accuracy of 
privacy-preserving ML on different subgroups of pop-
ulations. They consider several ML tasks, such as 
facial recognition, sentiment analysis, and species 
classification in nature images. For each, they create 
imbalanced training sets to enforce majority–minor-
ity groups. Note that algorithms for training ML mod-
els have an equity/fairness problem. We showed that 
training ML models under differential privacy worsens 
the equity problem. In the case of facial recognition, 
we found that the difference in accuracy between 
individuals with light and dark skin tones is far worse 
in an ML model trained using a differentially private 
algorithm as opposed to a model trained without pri-
vacy constraints. We demonstrated that this was not 
a result of some faces being more difficult to clas-
sify than others but an outcome of being in a minor-
ity. Across all the examined tasks, the smaller the 
subgroup was within the training data, the more dif-
ferentially private training seemed to impact classifi-
cation accuracy.

In sentiment analysis, tweets written in 
African-American Vernacular English were misclas-
sified more often than those in standard American 
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FIGURE 1. The privacy–utility tradeoff of different-sized 

populations.
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English. In facial recognition, smaller age and gender 
groups were misclassified more frequently than their 
majority counterparts. Even in nature image classi-
fication, a task devoid of the complexities of human 
speech and faces, there was a disparity between the 
artificial minority and majority, and the gap only grew 
as the group size decreased or as privacy protec-
tions increased. Even without other confounders, 
simply being underrepresented in an initial data set 
could result in inequalities brought about by privacy 
protections.

Discussion
Both case studies discussed in this section showed 
that privacy mechanisms used to release statistics 
and ML models can introduce inequity if used as is in 
downstream tasks. In the following sections, we dis-
cuss ways to remedy this. We would like to note that 
we chose differential privacy as an exemplar for pri-
vacy methods since it is mathematically rigorous and 
applies to a variety of data release modalities (statis-
tics and ML), and potential biases can be theoretically 
analyzed (which may not be true for legacy privacy 
techniques). That said, the privacy–equity tradeoff will 
arise no matter what methodology is used. We would 
also like to note that privacy protection is just one of 
the reasons there might be bias in statistics and ML 
models released from sensitive data. Other process-
ing, including imputation, record linkage, sampling, 
and so on, also introduce biases/inequities. One nice 
aspect of differential privacy algorithms is that they 
add noise in a controlled manner, thus making it easier 
to analyze and account for biases/inequities.

Finally, another model of private data sharing that 
is getting a lot of press and traction in the industry is 
synthetic data. These are fake data generated to be 
in the same format as original information but with 
the claim that they preserve statistical properties 
while ensuring the privacy of industries (often under 
differential privacy). Synthetic data methods work 
by learning a statistical or machine-generated model 
and then create data as per that representation. Thus, 
the privacy–accuracy and privacy–equity tradeoffs 
illustrated in prior work for privacy-preserving statis-
tics and ML also apply to synthetic data. Given all the 
hype, more work is needed to systematically analyze 
this tradeoff for synthetic data.

REMEDIES
From the examples in the preceding, we can see that 
inequities can arise as a result of privacy protections 
in two different ways. In the case of allocation tasks, 
using privacy-protected noisy data and treating them 
as true representations of populations can lead to 
various misallocations. In the case of ML tasks, the 
naturally unbalanced groups with equal amounts of 
noise added to each result in minorities that are sub-
ject to more noise and therefore more utility degrada-
tion. While this may make it seem as though privacy 
and equity are fundamentally at odds, that is not the 

case. Instead of assuming that given data are true, 
allocation tasks can interpret their input as a noisy 
representation and account for it by either adding 
downstream repair steps or adjusting the way they 
function. Likewise, there are several new works, both 
theoretical and practical, that are leading to fair and 
equitable ML tasks. In the following, we discuss strat-
egies for accounting for the noise introduced by pri-
vacy mechanisms to mitigate the equity problem.

Noise-Aware Allocation Tasks
Unlike other sources of noise, the distributions intro-
duced by differential privacy are often known ahead 
of time. Allocation tasks can leverage this informa-
tion to adjust and avoid inequities. In the same work 
where we demonstrate that differential privacy can 
cause inequities,7 we suggest several downstream 
repair mechanisms. In the case of funding allocation 
problems, we suggest slightly increasing the over-
all allocation and distributing the additional bud-
get in a way to counteract the biases introduced by 
the differentially private noise. This method lever-
ages the known distribution of noise to ensure that 
no assignee (school districts, in the example of Title 
I funding), with high probability, would receive fewer 

WILL THE DISPROPORTIONATE 
EFFECTS OF PRIVACY PROTECTIONS 
ON MINORITY GROUPS RESULT IN 
UNEQUAL TREATMENT THROUGH 
DATA-DRIVEN DECISION MAKING?
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funds than in the nonprivate version of the same task. 
Building on this, Fioretto et al.5 demonstrate that 
for a class of allocation functions (those where the 
entries of their hessian are constant functions), the 
equity loss due to privacy can be bounded. They show 
that Title I allocation is not in that class and offer an 
alternative solution, where the allocation function is 
altered to have a known bounded fairness loss.

Equitable and Private ML
Inequity in private ML is often due to the imbalance of 
the number of training examples from different sub-
populations. One remedy for this is to simply collect 
more data from underrepresented groups, therefore 
eliminating their minority status. However, instead of 
solving the problem, this results in minority groups 
falling under additional surveillance (with less privacy) 
to achieve the same level of accuracy as for majority 
populations. Ideally, we would like to design methods 
that can ensure that ML models are equitable in terms 
of privacy and accuracy, and there is some recent 
research in that direction. Cummings et al.2 theo-
retically proved that there does not exist a classifier 
that can satisfy “pure” differential privacy and several 
notions of equity while having higher utility than a con-
stant classifier.

It turns out that this impossibility does not hold 
under a weaker approximate version of differential 
privacy. Jagielski et al.6 introduced two algorithms 
that satisfy equalized odds (a metric for fair ML) while 
ensuring approximate differential privacy. Likewise, 
Tran et al.8 developed a method of satisfying several 
group notions of equity and approximating differen-
tial privacy. This research suggests ways to mitigate 
the inequity introduced by privacy algorithms, but 
it just scratches the surface. We believe this is an 
important research area that is ripe for innovation, 
and much more work is needed to understand pri-
vacy–equity tradeoffs.

In today’s age of data collection on a massive scale, 
powerful tools to protect privacy are a necessity. 

These must necessarily hide properties of small 
groups of individuals. The current body of literature 
shows that this impacts decision processes and 
results in disparate impacts on utility/accuracy 

across subpopulations. Approaches such as differ-
ential privacy provide mathematical tools to measure 
and account for the inequalities. As a remedy, we 
can adapt our decision processes to be aware of 
and account for privacy protection methods and the 
inequities they introduce. Theoretical exploration 
of the fundamental exchange between privacy and 
equity can inform future methods for navigating the 
privacy–equity tradeoff. 
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Health-X dataLOFT: A Sovereign Federated
Cloud for Personalized Health Care Services
Susanne Boll and Jochen Meyer , OFFIS Institute for Information Technology, 26121, Oldenburg, Germany

Future preventative health care will rely more and more on our personal health data
that comes both from clinical sources, but also from many wearable and mobile
health devices and apps. However, data from such devices is distributed and partly
locked in different data stores, impeding the use for advanced health and care
services. To unlock the large potential of such data for future personalized health
care, it must be unlocked and released and made accessible for joint use. Health-X
is an interdisciplinary scientific research project that will develop and offer a
federated cloud infrastructure which puts the individual at the center of the access
and control of future health care services.

PERSONALIZED HEALTH NEEDS A
NEW ECOSYSTEM OF SERVICES
AND DATA

Over the last two decades the number of wear-
able personal health devices has increased
enormously. Now, there is also a growing

awareness that the data from these low-cost personal
health devices offer valuable health insights2 and con-
tribute to long-term health.1 Personal health data differ
from clinical assessments, which are usually muchmore
precise, but are only collected at very selected points in
time and at great expense. At the same time, personal
health data, coming from the secondary health care
market, is becoming increasingly important due to a
proliferation of end-consumer devices. However, while
they offer great personal health services, they also keep
the data in a vendor lock-in: the data used in different
individual health apps and services remainwith the plat-
form and apps of the vendor. In consequence, enor-
mous amounts of consumer-generated health data are
distributed and scattered over different platforms and
remain outside of primary and personal care.

Our health system today far and foremost relies on
clinical data. Data from primary care settings, such as
hospitals and physician offices, are securely stored there
and are rarely shared and integrated across facility and
sector boundaries. These are the data used by practi-
tioners and health care specialists to make diagnoses,

and plan and pursue treatments. Again, we can observe
that also these data collections aremostly unconnected,
and usage across different sectors of the health is rather
difficult if not partly impossible. We can thus observe
that connected health is a challenge for the primary care
sector aswell.

It has long become clear that data from the second-
ary, consumer healthcare market, if used well and jointly,
could have an enormous impact on the future of health-
care. Moreover, it also is an enormous economic market.
Compared to clinical data, data from consumer devices,
such as daily activity and fitness, weight and body com-
position, or sleep provide a continuous picture of one’s
personal health, collected under everyday conditions and
potentially available for many decades. We can observe
that clinical medicine has started to embrace the viability
of personal health data as a complementary knowledge
base for individualized and personalized medical treat-
ment. Data from the secondary, end-consumer health
market, in combination with health data from primacy,
offer great potential for health care, from prevention to
intervention to follow-up.

The healthcare sector is highly regulated and
health data are considered to be particularly worthy of
protection. Both data from the first and the second
health sectors are still locked into proprietary systems
that significantly hinder the pooling and secondary
use of health data. What is missing is a trusted link in
which citizens can pool health data from different
sources and share them in a trustworthy fashion in dif-
ferent health services with different parties. So how to
connect health data across vendors and institutions
in a trusted and sovereign fashion?
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VISION OF FUTURE CONNECTED
HEALTH SERVICES

Figure 1 is envisioning a future in which our health-
related data are available from different sources and
the patient is in control of who gets access to this for
diagnosis and treatment.

Imagine the patient has knee problems, when running
andwalking. Her personal healthmonitor detects a signif-
icant change in hermobility profile and indicates a visit to
an orthopedist. Additional clinical tests are confirming an
onset of knee arthritis. Weeks before her knee surgery—
aminimally invasive installation of a sled prosthesis—the
clinic is receiving her mobility and physical activity data
to plan for the surgery, the anesthetics, and the postoper-
ative rehabilitation. Postsurgery, her rehabilitation mobil-
ity data and physical activity are seamlessly accessible to
her orthopedist and her physiotherapist. She now is also
using a connected nutrition program in which self-moni-
toring of nutrition, automatic recommendations, and
face-to-face visit with a nutritional consultant are sched-
uled. This could be a vision of a fully connected health
care system. But beyond the challenges of data manage-
ment and standards, a key question is how these data
are integrated, and who guarantees their privacy and the
sovereignty of the individual over her health data?

GAIA-X—The European Federated
Cloud Approach
Gaia-Xa is a federated European Cloud Initiative initi-
ated by the Germany Federal Ministry for Economic

Affairs and Energy (BMWi) in 2019. Unlike large hyper-
scalers like Amazon, Google, and Microsoft, Gaia-X is
not a standalone cloud. Rather, it is a standard for
cloud infrastructure. This standard takes into account
European data protection requirements, transparency,
and compatibility from the outset.

Gaia-X will make data and data-driven services uni-
versally available, implement uniform standards, poli-
cies, and interfaces. The goal of the Gaia-X initiative is
to enable data sovereignty for businesses and citizens
while leveraging the convenience and innovation of
the cloud. With this vision, Gaia-X represents the next
generation of data infrastructure ecosystem: an open,
transparent, and secure digital ecosystem, where data
and services can be made available, collated, and
shared in an environment of trust.

Gaia-X is a decentralized cloud approach, an ecosys-
tem in which different players can offer and use cloud-
based service following an open and common set of rules,
control mechanisms under European governance. It is a
software federation system that can connect several
cloud service providers and data owners together to
ensure data exchange in a trusted environment. It is not
one cloud but connecting several cloud service providers
and data owners together to ensure data exchange in a
trusted environment following a common standard—the
Gaia-X standard. Figure 2 illustrates the Gaia-X architec-
ture and ecosystem. It is driven by the key requirements
that different domains from energy, industry to agricul-
ture and health have to such a platform. It is open to
standards in the different application domains increasing
the transparency and attractiveness of digital services, a
digital infrastructure that reduces dependencies from
individual providers, offers control over location, and

FIGURE 1. A vision of future connected health.

aGaia-X. [Online]. Available: htt_ps://www.gaia-x.eu/what-gaia-
x/factsheet
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regulatory environment of stored data and reduce indus-
try-specific dependencies.

HEALTH-X dataLOFT: Legitimate, Open
and Federated Health Data Space in
GAIA-X
In 2021, the Federal Ministry for Economic Affairs and
Climate Action has launched a call for “Innovative and
practical applications and data spaces in theGaia-X dig-
ital ecosystem,” large-scale projects demonstrating the
capabilities and the impact of Gaia-X in different
domains. Health-X dataLOFTb is one of the ten selected
and funded projects that are now on their way to dem-
onstrate the feasibility, viability, and impact for the soci-
ety of Gaia-X in the application domain of health.

With Health-X dataLOFT, citizens are to be brought
into the focus of the provision, use, and control of their
own health data. The goal is to develop transparent
cloud-based applications in highly relevant areas of
healthcare according to the Gaia-X standards. The stra-
tegic concept of Health-X dataLOFT is to place citizens
at the center of a citizen-centered health data space at
the center of the provision, use, and control of one’s own
health data. The health data in this project will be stored
in the legitimized dataLOFT platform and made acc-
essible according to Gaia-X standards (see Figure 3).
The overall goal of the project is to develop transp-
arent, cloud-based health applications with leading

representatives of health IT and health care. For the net-
working of the health sectors and the integrative use of
the data, the concepts of the medical informatics initia-
tive for semantic and syntactic interoperability and regu-
lated data use, as well as legally binding standards and
solutions of the Telematikinfrastruktur (TI), the central
platform for digital applications in the German health-
care sector. DataLOFT will create an ecosystem of appli-
cations based on the data sovereignty of citizens and
patients as users and patients as users and donors of
health data, thus leading to broad acceptance and a high
acceptance and high economic relevance of dataLOFT.

Demonstrating Use Cases
Four use cases will demonstrate the power of Health-X
dataLOFT for future health services (see Figure 4).

Use Case 1: Self-Determined Everyday
Health
With the increasing proliferation of wearables, fitness
bracelets, smart watches, sports watches, networked
scales, health apps, etc., the continuous monitoring of
many parameters of one’s own health has become com-
monplace over many years, even for healthy people. The
aim of the use case “self-determined everyday health” is
to make the wealth of data from all these devices avail-
able for prevention and health maintenance, for healthy
aging in everyday life, and for medical diagnostics and
therapy. By connecting and networking long-term self-
tracking in everyday life, medical product-specific rele-
vant data from the primary health care market (e.g., from

FIGURE 2. Gaia-X architecture and ecosystem (Gaia-X).

b[Online]. Available: htt_ps://www.health-x.org
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implants), and ePA data, new health services will be
enabled andmade fundable by the statutory health insur-
ance system. For manufacturers of self-tracking devices,
the secondary use of tracking data opens up new busi-
ness areas not only in the secondary health market, but
also in the primary health market, which is difficult for
them to reach today. Financing is possible both as indi-
vidual private services and as prevention, care, or bonus
offers from the health insurance companies. Direct mon-
etization (e.g., as a certified digital health, care, or nursing
app, possibly with private co-payment in premium mod-
els), as well as indirectmonetization (e.g., through X-as-a-
Service models and study design), is conceivable by the
provider of new health services, who acts as a trusted
intermediary between end customers, tracker manufac-
turers, and smart service providers.

Use Case 2: Clinical Companion
Here, prototypical oncological treatment scenarios are
developed on the basis of the electronic patient record
and connected dataLOFT data areas and services. The
interdisciplinary and intersectoral care of cancer patients
requires a comprehensive collection and linking of diag-
nostic and clinical data, whichwill be supplemented in the
future by the integration of patient-centered care and
home-ambulatory monitoring. The cross-sector integra-
tion and analysis of these data using certified AI methods
opens up newopportunities for individualized patient edu-
cation (“Shared Decision-Making”) and for personalized
therapy recommendations. The integration of patient-
reported outcomes (PROs) andpatient-reported experien-
ces (PREs) is an important addition to the usual outcome
measurements in the clinic. Of central importance is the

FIGURE 3. Health-X technical implementation.

FIGURE 4. Health-X dataLOFT use cases.
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integration of large-volume image data from radiology and
pathology, which—linked with ePA findings and PROs—
will significantly improve patient care and can be fed into
the application of AI-based tools. The improvements in
patient care that can be achieved will allow such use
cases to be funded by health insurers in various B2Pmod-
els either as part of standard care or selectively, e.g., as a
certifieddigital care app.

Use Case 3: Personalized Health
Services
dataLOFT enables the linking of the different data areas
after data release by the citizens for services such as
the AI-based assistant as an adaptive, personalized sys-
tem for a variety of specific concrete applications. These
include, for example, checking the compatibility ofmedi-
cations based on personal genetic background, the pre-
vention or treatment of back pain, and the early
detection of acute health problems in the case of car-
diovascular disease. In addition, the applications or their
functions can be linked to other applications and thus
various B2Bmodels can be realized.

Use Case 4: Secondary Use of Data
Linking longitudinal everyday data with clinical and diag-
nostic data holds significant potential for understanding
disease, prevention, and personalized health. Here, we
demonstrate how the concepts of dataLOFT allow citi-
zens todonate selected clinical and imagedata inpseudo-
nymized or anonymized form to selected research
infrastructures. Other functionalities relate to the pseudo-
nymization, harmonization, and transfer of highly diverse
health data, as well as the provision of clinical image data
from radiology and pathology to the clinical data area of
dataLOFT. The exploitation of the app and the data dona-
tion service will involve Gaia-X services in various B2B
models. The applications will be offered to research data
platforms, for example, as a function-as-a-service with
optional customization and training. For exploitation, scal-
able software-as-a-service or on-premises licensing mod-
els are realistic. Infrastructures developed in this use case
will also be evaluated in dataLOFT for exploratory projects
for innovative analyses and as-a-service offerings.

Impact
In Health-X, the dataLOFT platform creates the basis
for the systematic development of innovative smart
services in the healthcare sector, which can be cre-
ated by third-party service providers in the business-
to-business area or as business-to-patient solutions
for the first and business-to-consumer solutions for
the second healthcare market, as well as industry

convergent in other domains such as mobility and
smart living, on the basis of diverse healthcare data.

Smart services from the Health-X ecosystemwill be
based on the emerging Gaia-X framework, will be con-
sistently developed in a citizen- and patient-centric
way, and will have a firm regulatory foundation. They
will combine the potential of digitally enabled solutions
with health insurance reimbursability and the Euro-
pean values of data and citizening sovereignty.
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As cloud computing grows, the types of computational hardware available in
the cloud are diversifying. Field programmable gate arrays (FPGAs) are a
relatively new addition to high-performance computing in the cloud, with the
ability to accelerate a range of different applications, and the flexibility to offer
different cloud computing models. A new and growing configuration is to have
the FPGAs directly connected to the network and thus reduce the latency in
delivering data to processing elements. We survey the state of the art in FPGAs
in the cloud and present the Open Cloud Testbed, a testbed for research and
experimentation into new cloud platforms, which includes network-attached
FPGAs in the cloud.

Cloud computing has changed the way we
develop, release, and consume software. Cloud
computing includes high-performance comput-

ing (HPC) systems, and these systems are becoming
increasingly heterogeneous. Graphics processing units
(GPUs) have been widely available in HPC systems for
some time, and the Top500a list of supercomputers
includes many systems that benefit from GPU accelera-
tion. Field programmable gate arrays (FPGAs) are
another heterogeneous architecture and are emerging
as popular accelerators in cloud and HPC systems.
FPGAs are more flexible than GPUs and can be adapted
by the user to solve a host of different problems. Their
flexibility means that they often consume less power
than alternative processors. It also comes at a cost, as
FPGAs can be more challenging for users to program.
Applications where FPGAs are popularly deployed
include genomics and molecular dynamics, video and
image processing, machine learning and data analytics,
and in-network data processing.

Cloud computing offers users computing resources
that they can access remotely. These resources are
made available following several different models,
including Infrastructure as a Service (IaaS), Platform as
a Service (PaaS), and Software as a Service (SaaS). With
IaaS, the base infrastructure is provided for the user,
including servers, storage, and networking. PaaS adds
middleware and development tools to IaaS. In the SaaS
model, software solutions are provided for the user, and
inmany cases, the user is not aware what infrastructure
is being used to support their programming problem.

As FPGAs are added to cloud computing systems,
it is not yet clear whether they fit into one of these
existing cloud computing modes, or will be offered
using a new model, FPGA as a Service (FaaS), and
indeed what FaaS would mean.

BACKGROUND: EXISTING FPGA
OFFERINGS IN THE CLOUD

Two existing offerings of FPGAs by cloud service pro-
viders take different approaches to how FPGAs should
bemade available to users. AmazonWeb Services (AWS)
provide FPGAs as part of their F1 instances.b This follows
the PaaS model where users can request F1 instances
and run their code directly on these FPGAs using the
infrastructure provided by Amazon. Microsoft provides

This work is licensed under a Creative Commons Attribution
4.0 License. For more information, see https://creativecom-
mons.org/licenses/by/4.0/
Digital Object Identifier 10.1109/MCSE.2021.3127288
Date of current version 16 December 2021.
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FPGAs in the cloud following the SaaS model as part
of Project Catapult.c Microsoft Azure applications and
Bing searches may be accelerated using FPGAs without
the user being aware what processing units are used.
The implementations are done by Microsoft engineers
and provided as a service.

HARDWAREMODELS FOR FPGA
IN THE CLOUD

The traditional architecture for computer systems
with attached accelerators is a server-centric model
where the accelerator is attached to a host processor,
typically over high-speed interconnect such as PCIe.
Such an architecture incurs a high cost, where data
have to be transferred first to the host, and then to
the accelerator, before they are processed and trans-
ferred back to the host. While the accelerator can sig-
nificantly reduce processing time, the overhead of
data transfer may result in little or no end-to-end
improvement for an application.

An emerging alternative is to connect accelerators
including GPUs and FPGAs directly to the network. In
this scenario, the host processor may be responsible
to program the FPGA with a bitstream, but the data
flow and processing are all direct to the FPGA. This is
part of a larger trend of disaggregation of the data
center, where memories and other components are
generally available, and no longer tied to a server.
Microsoft uses this model by making the FPGA part of
a SmartNIC to accelerate Azure applications.1 A simi-
lar model is available through the Open Cloud Testbed
(OCT).

OPEN CLOUD TESTBED
The OCT2 is part of an NSF CISE Community Research
Infrastructure (CRI) grant that includes FPGAs in
the cloud. OCT builds on three existing systems:
The Massachusetts Green High Performance Comput-
ing Center (MGHPCC),d The Massachusetts Open
Cloud (MOC),e and CloudLab,f and is available to any
U.S. researcher.

The MGHPCC is a facility in Holyoke, MA, USA, for
housing research computing systems from a five-uni-
versity consortium (University of Massachusetts, Har-
vard University, Boston University, Northeastern
University, and the Massachusetts Institute of Tech-
nology). MGHPCC provides the space, power, and

cooling capacity for approximately 750 racks of com-
puting equipment on a single shared floor.

The MOC is a best-effort cloud developed by a part-
nership of the same five academic institutions with
government (Massachusetts Technology Collaborative
and United States Air Force), and industry (Red Hat,
Intel, Two Sigma, NetApp, and Cisco). The existing MOC
physical infrastructure includes around 2200 cores of
commodity Intel compute, 160 Power9 cores, 40 GPUs,
and 1.2 PB of storage. The MOC was designed as both a
research and a production cloud, where researchers
can obtain metrics from running cloud applications and
use the information to enhance their tools andmodeling
for cloudworkflows.

CloudLab3 is particularly aimed at cloud research-
ers, and provides them with control and visibility all
the way down to bare metal. A researcher can provi-
sion an entire cloud inside of CloudLab. Most Clou-
dLab resources provide hard isolation from other
users, so it can support hundreds of simultaneous “sli-
ces,” with each getting an artifact-free environment
suitable for scientific experimentation with new cloud
architectures. A researcher can run standard cloud
software stacks such as OpenStack and Hadoop, or
build their own from the ground up.

A RESEARCHER CAN RUN STANDARD
CLOUD SOFTWARE STACKS SUCH AS
OPENSTACK AND HADOOP, OR BUILD
THEIR OWN FROM THE GROUND UP.

The OCT builds on these three projects. Hardware
is located in the MGHPCC. A researcher runs the Vitis
FPGA development tools in the MOC, and then
requests hardware from CloudLab to deploy and run
their experiments, as shown in Figure 1. OCT provides
FPGAs to the user. There are currently eight Xilinx
Alveo U280s available, each connected to its own
host via PCIe and each with two 100 Gbit/s connec-
tions directly to the data switch using QSFP28 trans-
ceivers. Eight more will be deployed in the near
future.

What is different about OCT? It gives users direct
access to FPGAs in the cloud and allows them to exper-
iment with the entire setup, including the OS. While
development tools are provided, the deployed system
is bare metal, giving the user complete freedom to con-
duct their research. FPGAs are directly connected to
the network, enabling direct FPGA-to-FPGA connec-
tions and smart NIC-based experiments. FPGAs can

chtt_ps://www.microsoft.com/en-us/research/project/project-
catapult/
dhtt_ps://www.mghpcc.org/
ehtt_ps://massopen.cloud/
fhtt _ps://www.cloudlab.us/
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As cloud computing grows, the types of computational hardware available in
the cloud are diversifying. Field programmable gate arrays (FPGAs) are a
relatively new addition to high-performance computing in the cloud, with the
ability to accelerate a range of different applications, and the flexibility to offer
different cloud computing models. A new and growing configuration is to have
the FPGAs directly connected to the network and thus reduce the latency in
delivering data to processing elements. We survey the state of the art in FPGAs
in the cloud and present the Open Cloud Testbed, a testbed for research and
experimentation into new cloud platforms, which includes network-attached
FPGAs in the cloud.

Cloud computing has changed the way we
develop, release, and consume software. Cloud
computing includes high-performance comput-

ing (HPC) systems, and these systems are becoming
increasingly heterogeneous. Graphics processing units
(GPUs) have been widely available in HPC systems for
some time, and the Top500a list of supercomputers
includes many systems that benefit from GPU accelera-
tion. Field programmable gate arrays (FPGAs) are
another heterogeneous architecture and are emerging
as popular accelerators in cloud and HPC systems.
FPGAs are more flexible than GPUs and can be adapted
by the user to solve a host of different problems. Their
flexibility means that they often consume less power
than alternative processors. It also comes at a cost, as
FPGAs can be more challenging for users to program.
Applications where FPGAs are popularly deployed
include genomics and molecular dynamics, video and
image processing, machine learning and data analytics,
and in-network data processing.

Cloud computing offers users computing resources
that they can access remotely. These resources are
made available following several different models,
including Infrastructure as a Service (IaaS), Platform as
a Service (PaaS), and Software as a Service (SaaS). With
IaaS, the base infrastructure is provided for the user,
including servers, storage, and networking. PaaS adds
middleware and development tools to IaaS. In the SaaS
model, software solutions are provided for the user, and
inmany cases, the user is not aware what infrastructure
is being used to support their programming problem.

As FPGAs are added to cloud computing systems,
it is not yet clear whether they fit into one of these
existing cloud computing modes, or will be offered
using a new model, FPGA as a Service (FaaS), and
indeed what FaaS would mean.

BACKGROUND: EXISTING FPGA
OFFERINGS IN THE CLOUD

Two existing offerings of FPGAs by cloud service pro-
viders take different approaches to how FPGAs should
bemade available to users. AmazonWeb Services (AWS)
provide FPGAs as part of their F1 instances.b This follows
the PaaS model where users can request F1 instances
and run their code directly on these FPGAs using the
infrastructure provided by Amazon. Microsoft provides

This work is licensed under a Creative Commons Attribution
4.0 License. For more information, see https://creativecom-
mons.org/licenses/by/4.0/
Digital Object Identifier 10.1109/MCSE.2021.3127288
Date of current version 16 December 2021.

ahtt _ps://www.top500.org/

bhtt _ps://aws.amazon.com/ec2/instance-types/f1/

Computing in Science & Engineering Published by the IEEE Computer Society November/December 202172



28 ComputingEdge  March 2023

NOVEL ARCHITECTURES

23mcse06-leeser-3127288.3d (Style 7) 16-12-2021 21:50

communicate with the network using either the TCP/IP
stackg provided by ETH Z€urich, or the UDP stackh

provided by Xilinx. The OCT model is a combination
of PaaS and IaaS, where infrastructures in the form
of tools for development are made available, and
coupled with bare-metal deployment. This FPGA
offering is much more flexible than that available
from AWS, which does not include network-attached
FPGAs, or from the Microsoft Project Catapult,
which does not allow users to directly program the
FPGAs.

Initial results show the advantage of direct
network FPGA-to-FPGA communications. Using an
example benchmarki from Xilinx, the measured round-
trip time (RTT) is around 1 microsecond. The RTT is
measured by starting a counter just before the packet
is sent by FPGA 1, and stopping it once the same
packet is received back at FPGA 1 after being sent to
FPGA 2. We also measured the OpenCL kernel execu-
tion time for an application running between two
FPGAs where the communication goes from Host 1 to
FPGA 1 over PCIe, then FPGA 1 to FPGA 2 over the net-
work. The packet is then looped back from FPGA 2 to
FPGA 1, which receives the packet and transmits it

back to Host 1. The kernel execution time between
sending and receiving a packet was observed to be
between 200 and 300 microseconds. The high latency
in this case is due to OpenCL function calls and the
overhead of going through the PCIe connection. The
direct FPGA-to-FPGA communication is 1 microsec-
ond. These results argue for disaggregating FPGAs
and host computers and treating the FPGA as a first-
class citizen in the cloud.

OCT documentation is available on GitHubj where
we host getting-started tutorials for both MOC and
CloudLab. These tutorials demonstrate the workflow
for stand-alone and network-attached accelerator
development and deployment from the ground up.

SECURITY IN THE CLOUD
The bare-metal approach used in OCT gives the
research community maximum freedom for system
experimentation and evaluation but also bears certain
risks when it comes to security. The provision of bare-
metal servers gives users access to all components of
the system, which means that they can also compro-
mise (by accident or on purpose) the firmware of the
system. Such modifications can impact the security of
the system and subsequent users will work on a com-
promised system without being aware of it. OCT uses

FIGURE 1. OCT: Hardware and software.

ghtt_ps://github.com/fpgasystems/Vitis_with_100Gbps_TCP-IP
hhtt_ps://github.com/Xilinx/xup_vitis_network_example
ihtt_ps://github.com/Xilinx/xup_vitis_network_example/blob/
master/Notebooks/vnx-benchmark-rtt.ipynb jhtt_ps://github.com/OCT-FPGA
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the mechanisms of Elastic Secure Infrastructure
(ESI)4 and its attestation service to provide an uncom-
promised system and make it available to an experi-
menter. Currently, ESI provides this service only for
the servers that house the FPGAs in OCT. To ensure
that a new user receives an uncompromised FPGA
with the start of every new lease of a bare-metal sys-
tem, we enforce the execution of a procedure that is
automatically performed at the startup of the host
server. This procedure makes sure the FPGA is put
into a known state and no information accidentally or
intentionally left behind from an earlier user continues
to reside on it. An official Xilinx Run Timek is installed
to communicate with the hardware shell. The shell is
only reinstalled if the new user wishes to change the
version; however, all previous user logic is removed. In
addition, the network that the FPGAs directly connect
to is isolated to guarantee that a networked FPGA
cannot inject spurious packets into a production
network.

Example Application: Machine Learning
on FPGAs in the Cloud
We provide sample applications including the FINN
framework for machine learning. FINN5 is developed
and maintained by Xilinx Research Labs to explore
deep neural network inference on FPGAs. The FINN

compiler is used to create data-flow architectures
that can be parallelized across and within different
layers of a neural network, and transform the data-
flow architecture to a bit file that can be run on FPGA
hardware.

With the amount of resources available in the OCT,
we are particularly interested in implementing net-
work-attached FINN accelerators split across multiple
FPGAs with convolutional neural network types such
as MobileNet and ResNet, whose partitioning is dis-
cussed by Alonso et al.6 Figure 2 shows an arrange-
ment of this where MobileNet is implemented with
three accelerators that are mapped to two FPGAs.
Two of the accelerators function stand-alone, while
the third, which contains all the communications
required between the FPGAs, is split between two
Xilinx U280s. The two halves of this accelerator are
connected using the network infrastructure of the
UDP stack, which enables communication between
them via the switch.

FUTURE
The future of high-performance and scientific comput-
ing is in the cloud, with accelerators including FPGAs
providing reconfigurable hardware that can be adapted
to a user’s applications. The trend is to replace server-
centric architectures with a disaggregated data center,
wherememory and accelerators are connected directly
to the network. Disaggregation removes many existing

FIGURE 2. Three MobileNet accelerators implemented using two U280 accelerator cards.

khtt_ps://www.xilinx.com/products/design-tools/vitis/xrt.html
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FPGA 1 over PCIe, then FPGA 1 to FPGA 2 over the net-
work. The packet is then looped back from FPGA 2 to
FPGA 1, which receives the packet and transmits it
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sending and receiving a packet was observed to be
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in this case is due to OpenCL function calls and the
overhead of going through the PCIe connection. The
direct FPGA-to-FPGA communication is 1 microsec-
ond. These results argue for disaggregating FPGAs
and host computers and treating the FPGA as a first-
class citizen in the cloud.

OCT documentation is available on GitHubj where
we host getting-started tutorials for both MOC and
CloudLab. These tutorials demonstrate the workflow
for stand-alone and network-attached accelerator
development and deployment from the ground up.

SECURITY IN THE CLOUD
The bare-metal approach used in OCT gives the
research community maximum freedom for system
experimentation and evaluation but also bears certain
risks when it comes to security. The provision of bare-
metal servers gives users access to all components of
the system, which means that they can also compro-
mise (by accident or on purpose) the firmware of the
system. Such modifications can impact the security of
the system and subsequent users will work on a com-
promised system without being aware of it. OCT uses

FIGURE 1. OCT: Hardware and software.
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bottlenecks and ensures better utilization of resources.
It also opens up new research directions, including
assigning and scheduling jobs to processors, be they
CPUs, GPUs, or FPGAs, as well as writing applications
that target each type of accelerator. Security is also a
challenge when there are many devices directly con-
nected to the network and to one another. Our
research aims to make FPGAs in the cloud available to
a large number of researchers. Cloud users of the
future will be able to take advantage of a computer
platform with fewer memory bottlenecks and the proc-
essing power to deliver graph processing, machine
learning, security, and privacy applications on large
data as well as accelerating scientific applications and
new applications not yet imagined. With OCT, systems
researchers have a platform where they can provide
FaaS and experiment with what that should look like.
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How to Build a Scalable  
Quantum Controller
Lior Ella, Quantum Machines

We discuss quantum computers from the perspective of one of their major building 
blocks, the hardware controller, explaining how it fits into the computer and 
the requirements and challenges it poses for engineers and scientists.

A tremendous worldwide effort is underway 
to build a useful quantum computer. A 
functioning quantum computer will enable 

pharmaceutical companies to simulate complex mol-
ecules and reaction mechanisms,1 speed up optimiza-
tion problems,2 and, further into the future, provide 
the ability to break Rivest–Shamir–Adleman-based 
encryption.3 The deepest motivation for building one 
is that it would facilitate solving problems that are 
in principle unsolvable on classical computers.4 This 
means that quantum computers hold a promise to 
provide fundamentally new computational capabili-
ties rather than incremental advances over current 
technologies.

In this column, we explain what happens “under 
the hood”5 of a quantum computer, focusing on the 
hardware control side. Effectively, a quantum com-
puter is a complex cyberphysical system, where the 
controller manages the operation of the quantum 
calculations. We contrast classical and quantum 
compute architectures to elucidate why a quantum 
computer requires a fundamentally different type 
of control and interface and then outline the unique 
and challenging set of requirements associated 
with building a scalable and high-quality quantum 
controller. We conclude by discussing future pros-
pects and opportunities in the field of quantum 
hardware control.

Qubits are hybrids of analog and digital systems. 
Until they are measured, they behave as analog physi-
cal systems, with a state described by a vector of com-
plex numbers. However, when we measure qubits, the 
information we obtain from them is a digital bit vec-
tor, supplied to us directly by nature. This fascinating 
behavior is at the heart of the power and challenge of 
quantum computing.

QUANTUM VERSUS  
CLASSICAL COMPUTERS

We can learn some important insights about the 
nature of quantum computers by contrasting them 
with classical computers (Figure 1). Both quantum 
and classical computers use logic gates to process 
data. However, they do this in fundamentally different 
ways. In classical computers, the functional Boolean 
logic is synthesized, placed, and routed in advance, 
and it remains static during operation. This logic oper-
ates on sets of bit string inputs provided through an 
interface to the computer and produces bit string 
outputs. In quantum computers, the situation is quite 
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different. A quantum algorithm typically proceeds as 
follows. A register of many qubits is first initialized to 
contain all logical zeros. This register then functions 
as a memory, with quantum logical operations occur-
ring on it in place.

The truly different aspect of quantum computa-
tion, however, lies in how these logical operations are 
actually realized. Unlike a classical computer, where 
gates are physical entities made up of transistors 
and wires, in a quantum computer, the gates are cre-
ated on the spot by the quantum controller, which 
sends electromagnetic pulses to the qubits. These 
pulses have the effect of altering the complex state 
vector of the qubits, which translates into changing 
the computational result. Thus, a blueprint of each 
circuit is stored in the memory of the controller, and 

it gets translated into a sequence of electromagnetic 
pulses that directly correspond to the quantum gates 
that the user wishes to execute. The only imprint of 
these electromagnetic pulses on the physical world 
is the modified state of the qubits, which, in prac-
tice, is ephemeral since the qubits quickly lose their 
coherence and energy and relax to their thermal 
equilibrium state.

THE QUANTUM  
HARDWARE CONTROLLER

A direct implication of the situation described previ-
ously is that the controller plays a key role in the oper-
ation of a quantum computer. Without this control-
ler, the qubits are inert and will simply reside in their 
ground state. It is the controller that brings them to 
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FIGURE 1. Contrasting the execution of an application between classical and quantum computers.
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life, and the fidelity of the executed circuit, which is 
a measure of how close its output is to that obtained 
by an ideal execution of the quantum circuit, depends 
to a large extent on the quality of the controller. The 
controller also plays another key role: it is the inter-
face of the quantum computer to the outside world. 
All the computations requested by users of the quan-
tum computer will be stored, processed, and executed 

using the hardware controller. Since the synthesis 
and compilation of quantum programs is a complex 
task, how well this interface is designed is crucial for 
the usability of quantum computers. This makes a 
quantum computer a prime example of a cyberphys-
ical system: the qubits are physical entities, and mak-
ing them behave in a way that is useful for humans 
requires strongly intertwining them with a control-
ler. The specifications of this controller, however, are 
quite unique, as we will see.

CHALLENGES FROM THE  
QUBIT SIDE

Designing a controller for a quantum computer pres-
ents a unique set of challenges. The first significant 
one lies in the timescales involved. Timescales asso-
ciated with most cyberphysical systems subject to 
feedback control are very long compared to the clock 
cycle time of the controller. For example, an autono-
mous vehicle will respond on timescales of at least 
several tens of milliseconds, while the computations 
required to generate the control signals are calcu-
lated with a clock cycle of nanoseconds. In constant, 
in a quantum computer built of superconducting 
qubits6 or semiconductor-based spin qubits,7 the 
physical timescales are comparable and, in fact, can 
sometimes be even shorter than the clock cycle of 
the controller.

For example, a single qubit NOT gate in most super-
conducting architectures requires approximately 20 
ns to complete its operation, and a controlled NOT 
gate requires 10–100 ns. Furthermore, precise timing 
of the pulse sequence is essential for high-fidelity 
operation of the computer because the qubits are 
phase-coherent entities. This coherency implies that 
the operations performed on them depend on their 
phase and thus on the exact time in which they were 
performed. Therefore, the control signals must be pre-
cisely timed and free of jitter and drift.

The requirements of a quantum controller do not 
end there. It must be able to switch quickly among 
many different circuits or, even more rapidly, among 
variations on the same circuit to process measure-
ment data with extremely low latency and provide 
flexibility to perform innovative and unusual quantum 
protocols. Thus, a simple architecture based on static 
memory that is output to digital-to-analog convert-
ers, mostly used in the early days of computing, will 
not suffice since it is far too inflexible to provide a 
high-throughput computational architecture.

The combination of these requirements implies 
that one cannot hope to use static memory or generic 
CPUs to control quantum computers since the first is 
too rigid and the latter cannot compute the required 
outputs rapidly enough. While a dedicated chip will 
almost certainly be developed for quantum control-
lers, at the current stage of the field, where every-
thing evolves quickly and requirements are in flux, it 
is natural to turn to field-programmable gate arrays 
(FPGAs). The clock cycles of FPGAs, however, are a 
few nanoseconds, which means that the processing 
architecture for a quantum computer must deal with 
hard real-time feedback constraints and do so using a 
very small number of instructions per control signal. 
The instruction set must also be rich enough to sup-
port classical computations during the execution of 
the quantum circuit to facilitate generic feedback 
operations, dynamic circuits8 to massively speed up 
the execution of parameterized circuits,9 and quan-
tum error correction protocols.10 Currently, different 
companies and academic labs implement widely vary-
ing architectures and approaches to deal with those 
problems. This means that, without a doubt, the book 
has not been closed on this matter, and there is tre-
mendous room for innovation.

THE PROCESSING ARCHITECTURE 
FOR A QUANTUM COMPUTER 
MUST DEAL WITH HARD REAL-TIME 
FEEDBACK CONSTRAINTS AND DO 
SO USING A VERY SMALL NUMBER 
OF INSTRUCTIONS PER CONTROL 
SIGNAL.
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SCALING UP
Timing is just one of the critical aspects of the quan-
tum controller. A second one is scale: as of today, the 
largest publicly known gate-based quantum computer 
is the IBM Eagle, with 127 qubits. A fault-tolerant quan-
tum computer, however, will require millions of physical 
qubits.3,10 The current approach to scaling up, which is 
to build controllers that have the same form factor and 
shape as lab test equipment, is surely not feasible due 
to the associated size, power consumption, reliabil-
ity, performance, and cost. Practically all these issues 
can be addressed by moving to application-specific 
system-on-chip hardware, and this direction is being 
pursued by several groups in academia11 and indus-
try.12 This system will also need to be more tightly 
integrated with qubits to reduce feedback latency, 
increase connectivity density, and improve reliability, 
which means that the natural evolution of quantum 
hardware controllers is to move into cryogenic and 
vacuum systems where the qubits are placed.

CHALLENGES FROM THE USER 
INTERFACE SIDE

The interface of the controller with the qubits is one 
crucial side of the problem. However, as we men-
tioned, a controller is only as useful as how well it 
can be accessed, programmed, and used in prac-
tice. Everyone agrees that the broad goal of a quan-
tum computer is to receive a computational task from 
some external source and return a result. However, 
the definition and language used to describe these 
computation tasks, the steps that will be undertaken 
to convert it to a pulse sequence that directly oper-
ates on the qubits, and the manner in which results 
will be sent to the user are still largely open questions. 
The challenges lie, first of all, in defining and agree-
ing on the abstraction layers and dividing the roles 
and responsibilities among different components 
and stakeholders and then designing the correct net-
work and classical computation architecture to effi-
ciently deal with the various tasks that are required 
from the control hardware: job execution, system cal-
ibration and maintenance, and functional testing and 
verification. Here especially, the field is in its infancy, 
and many basic ideas and definitions that will surely 
become part of the bedrock of quantum computer 
operation in the future are up for grabs.

Quantum computers are, at the time of writing, 
still not at the level of being able to compete 

with state-of-the-art, high-performance comput-
ers in providing computational advantages in real 
tasks. However, the field is rapidly advancing, and 
major milestones, such as quantum supremacy in 
a specific task of sampling from a distribution13 
and fault-tolerant preparation of a logical qubit,14 
which once seemed like faraway dreams, have been 
achieved. Nevertheless, all gate-based quantum com-
puters currently have up to 100 qubits or so, and they 
are limited to a fairly shallow number of gate opera-
tions before errors creep in and render computations 
useless. Once we push past this barrier, scaling chal-
lenges will become a major factor. Moving beyond a 
few hundreds of qubits will require distributing the 
cyberphysical system, which implies that quantum 
communication as well as controller communica-
tion will become major difficulties. As the field 
matures, the hardware controller will play a pivotal 
role in achieving the goal of unlocking the true and 
exponentially scaling computational advantage of 
quantum computers. We are in a critical time, where 
nascent ideas are being crystallized into what will 
become the foundations of quantum computation 
infrastructure. 
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Given the impeding timeline of developing good quality quantum processing
units, it is the moment to rethink the approach to advance quantum computing
research. Rather than waiting for quantum hardware technologies to mature,
we need to start assessing in tandem the impact of the occurrence of quantum
computing in various scientific fields. However, to this purpose, we need to use
a complementary but quite different approach than proposed by the NISQ
vision, which is heavily focused on and burdened by the engineering challenges.
That is why we propose and advocate the PISQ approach: Perfect Intermediate
Scale Quantum computing based on the already known concept of perfect
qubits. This will allow researchers to focus much more on the development of
new applications by defining the algorithms in terms of perfect qubits and
evaluate them on quantum computing simulators that are executed on
supercomputers. It is not the long-term solution but will currently allow
universities to research on quantum logic and algorithms and companies can
already start developing their internal know-how on quantum solutions.

Quantum computing as a scientific field was
launched shortly after a talk that Richard
Feynman gave in 1986 to highlight the

advantage of simulating quantum dynamics on con-
trollable quantum systems, with respect to classical
computers. This inspired the quantum physics com-
munity to look at these challenges and realistically
start manufacturing these devices. The theoretical
and applied benefits of quantum computing algo-
rithms, discovered in the 1990s, established this
field as a concrete research direction. Quantum
computing received a huge boost from the slow-
down of the Moore’s law of transistor scaling,
resulting in major industrial players investing in the

development of scalable systems.a Before we briefly
explain part of the full stack, we want to highlight
the U.S.-consulting company Gartner’s Hype cycle
that shows the overinvestment in technology in the
first cycle, then there is top of the cycle where the
deliveries are not really realized and then underin-
vestment will appear. We see that quantum com-
puting is in the first rise of the hype cycle.
Universities and companies have to be careful
about where to invest in what. This article will
define what the common strategy for this technol-
ogy in its current state could be.

Soonmany different approaches were discovered to
make quantum bits called qubits. Nowwe are in a phase
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where there are several of these technologies compet-
ing with each other to make a good quality qubit. The
long-term goal is to fabricate a quantum chip with a
high number of good quality logical qubits, which can be
implemented using quantumerror correction.

SOONMANY DIFFERENT
APPROACHESWERE DISCOVERED TO
MAKE QUANTUM BITS CALLED
QUBITS. NOWWE ARE IN A PHASE
WHERE THERE ARE SEVERAL OF
THESE TECHNOLOGIES COMPETING
WITH EACH OTHER TOMAKE A GOOD
QUALITY QUBIT.

This is called fault-tolerant quantum computing
(FTQC). The next step in quantum computing is noisy
intermediate-scale quantum (NISQ) computing. The
term “next” is actually not a next step but the physics
people like Preskill understand that there is still a long
way ahead during which a lot of challenges have to be
solved and therefore it is actually going back to sim-
pler qubits but trying to solve all the observed errors.
In general, the word “noisy” refers to the gate errors
and decoherence we observe in the physical qubits,
the term “intermediate-scale” refers to the number of
physical qubits, such that we cannot exhaustively sim-
ulate them on a classical computer. In this article, we
introduce an alternate but closely related concept,

called perfect intermediate scale quantum (PISQ)
computing as will be explained later.

Figure 1 shows the full stack,1;2 which can be briefly
described by defining what the most important layers
are that are already active. At the highest level, the
application is formulated into a quantum algorithm,
using the quantum logic primitives from the quantum
library. The algorithms describe how many qubits need
to be used and what operations need to be performed
among them. The application is expressed in a pro-
gramming language that many companies and univer-
sities have developed. We use the OpenQL language3

and the compiler translates the OpenQL instructions
to cQASM,4 the common quantum assembly language.
A microarchitecture receives the cQASM instructions
and does an internal processing before sending it to
the lowest level, which can be a physical quantum chip
or a quantum simulator (or in the future to a quantum
chip). The technologies which are still competing with
each other are depicted in this figure as well. The high-
performance quantum computing simulator5 we use is
developed by our team with a focus on scalability than
any other simulator on the market. For every running
QBeeSim simulator instance running on a single node,
we can go up to 28 qubits in arbitrary superposition.
Running multiple QBeeSim instances at the same time
can substantially increase the number of qubits on
which the algorithm is running, assuming the quantum
logic is structured and application motivated, and not
a deliberate worst case test to prove quantum suprem-
acy. There are simulators around which can simulate
up to 64 qubits on amultinode system.6

FIGURE 1. Full Stack and Qubit technologies.
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It is important to understand that real quantum
applications will consist of several parts, which are
independent of each other. Only the result of the com-
posing parts need to be transferred to the next step in
the quantum applications, where multiple results from
different preceding steps are combined. Figure 2
shows this evolution of number of qubits and one can
imagine that the last, single node on the right goes in
the execution of the next part of the quantum applica-
tion. This is the main idea of combining in our case
multiple instances of the QBeeSim simulator to
achieve greater number of qubits used.

WE STAY VERY CONVINCED THAT
QUANTUM COMPUTINGWILL OFFER
SUBSTANTIAL NEWADVANCES IN ALL
SCIENTIFIC FIELDS BUTWE STILL
HAVE A LONG ROAD AHEAD.

WORLDWIDE IMPLICATIONS
The quantum physics community is sufficiently aware
that if certain quantum technologies do not produce
any reasonable result after several years of effort, they
should be gently removed from the list of quantum
candidates. In the remainder of the article, we stay
very convinced that quantum computing will offer
substantial new advances in all scientific fields but we
still have a long road ahead. Without going in too
much detail, we mention universities and companies
as the main drivers of education and research and

economic applications. The first
main observation to start from is
that quantum computing will revo-
lutionize the world as all concepts,
theories, and applications will have
to be redeveloped from scratch as
the quantum concepts and corre-
sponding ways to make computa-
tions will substantially change.
Where in the classical hardware
and software it was enough to
recompile the same or changed
algorithm to have the improved ver-
sion running on the newest hard-
ware, this is no longer true for the
quantum technology. We have been
working for the last three to four
years on genomics and we have dis-
covered that the algorithms are

completely different than the classical genome
sequencing algorithms. Functionally, they still do the
same thing, for instance, reconstruct the genome
based on experimental observations but the way the
computations and logic are done has completely
changed. We have started looking at financial and
chemical applications and also there we see a radical
change in the logic expressed in terms of qubits and
quantum gates. The main implication of this observa-
tion is that anything in science for which we need a
computer, needs to be redeveloped and looked at. It
does not mean that we do not need classical com-
puters anymore but the size of the problems we can
look at will radically change and the kind of operations
applied on the qubits will change as well. This observa-
tion has two main consequences. Every university will
have to initiate quantum based research in every sci-
entific field they are working on. This can never be
done at a complete university level but every faculty
should be invited to encourage young academic mem-
bers to include quantum computing in their research.
Every faculty will need to initiate that process and
should hope that more and more faculty members will
make the step to quantum research. It takes several
years to arrive at a really good level of expertise and
become a leader in the scientific field. The second
consequence is for companies. Independent of the
kind of activity a company is involved in, the influence
of quantum computing will also be felt there. Whether
the company is a car manufacturer, a bank or a chem-
istry-oriented company, the implications will be clearly
felt. Similar to universities, it is not a challenge that
needs to be resolved in three to four years time but
companies should look at it now to start creating a

FIGURE 2. Number of Qubits grow and shrink during the execution of the quantum

application.
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where there are several of these technologies compet-
ing with each other to make a good quality qubit. The
long-term goal is to fabricate a quantum chip with a
high number of good quality logical qubits, which can be
implemented using quantumerror correction.

SOONMANY DIFFERENT
APPROACHESWERE DISCOVERED TO
MAKE QUANTUM BITS CALLED
QUBITS. NOWWE ARE IN A PHASE
WHERE THERE ARE SEVERAL OF
THESE TECHNOLOGIES COMPETING
WITH EACH OTHER TOMAKE A GOOD
QUALITY QUBIT.

This is called fault-tolerant quantum computing
(FTQC). The next step in quantum computing is noisy
intermediate-scale quantum (NISQ) computing. The
term “next” is actually not a next step but the physics
people like Preskill understand that there is still a long
way ahead during which a lot of challenges have to be
solved and therefore it is actually going back to sim-
pler qubits but trying to solve all the observed errors.
In general, the word “noisy” refers to the gate errors
and decoherence we observe in the physical qubits,
the term “intermediate-scale” refers to the number of
physical qubits, such that we cannot exhaustively sim-
ulate them on a classical computer. In this article, we
introduce an alternate but closely related concept,

called perfect intermediate scale quantum (PISQ)
computing as will be explained later.

Figure 1 shows the full stack,1;2 which can be briefly
described by defining what the most important layers
are that are already active. At the highest level, the
application is formulated into a quantum algorithm,
using the quantum logic primitives from the quantum
library. The algorithms describe how many qubits need
to be used and what operations need to be performed
among them. The application is expressed in a pro-
gramming language that many companies and univer-
sities have developed. We use the OpenQL language3

and the compiler translates the OpenQL instructions
to cQASM,4 the common quantum assembly language.
A microarchitecture receives the cQASM instructions
and does an internal processing before sending it to
the lowest level, which can be a physical quantum chip
or a quantum simulator (or in the future to a quantum
chip). The technologies which are still competing with
each other are depicted in this figure as well. The high-
performance quantum computing simulator5 we use is
developed by our team with a focus on scalability than
any other simulator on the market. For every running
QBeeSim simulator instance running on a single node,
we can go up to 28 qubits in arbitrary superposition.
Running multiple QBeeSim instances at the same time
can substantially increase the number of qubits on
which the algorithm is running, assuming the quantum
logic is structured and application motivated, and not
a deliberate worst case test to prove quantum suprem-
acy. There are simulators around which can simulate
up to 64 qubits on amultinode system.6

FIGURE 1. Full Stack and Qubit technologies.
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technological, and in general society-relevant
applications. Often quantum gates needs to be
decomposed to a set of gates implementable on
the hardware. Thus, a 1,000 gate substantially
limits the complexity level of logical operations
that can be implemented and tested.

› Quantum Error Correction: Given all the errors in
the computations and the overall behavior of
any qubit technology, there is a need to correct
the quantum (intermediate) results such that
the qubit states do not incorrectly accumulate
all the errors of the preceding computations.
These days, the error rates are 10�2=�3 and it is
interesting to understand what the qubit engi-
neering researchers want to achieve in, for
instance, five years from now. In CMOS, we are
used to having 10�15 and that is far too ambi-
tious for the next ten years. But important to
know is when can one expect to reach 10�6,
which most likely is still ten years or longer away.
In that sense, we are supported by Preskill’s lat-
est paper in which he clearly states that it may
even be much longer before there are really and
sufficient amount of qubits.8

› Logical Qubits: An important attempt was to for-
mulate logical qubits based on multiple physical
qubits. The goal is to have an overall qubit
behavior, which is more stable and scalable. An
interesting approach was based on surface
codes but for now we need around 49 physical
qubits to have one logical qubit. So, also surface
code and other logical-qubit approaches will
have to be postponed or substantially reduced
in size.

› Scalable Fabrication of Qubits: It is not yet con-
ceivable to develop fabrication technologies as
long as there is no understanding and agree-
ment on what quantum technology can be used
to produce good qubits. It is unlikely that all
quantum technologies will survive and it will
most likely be the role of a small number of big
players that will outline what technology will
reach the market. Some players focus on super-
conducting qubits while others are exploring
semiconducting qubits. Photonics and ion-trap-
based qubits are also very popular.

› Quantum Oracles: Most of the theoretical
research on quantum algorithms proved speed-
ups by looking at a specific part of the overall
algorithm. While applying the algorithm in prac-
tice, it is needed to holistically consider the ora-
cle as well, i.e., the part considered as a black-
box in the original formulations. The oracle is a

way to verify what a particular function is com-
puting, respecting the reversibility of quantum
logic and without knowing what logic the oracle
applies. Often explicitly specifying the oracle is
hard and becomes intractable negating the
quantum speedup achieved using the specific
part.

› Variational Heuristics: More recently a lot of
focus has been on variational heuristics where a
parametric circuit is trained on a quantum com-
puter using a classical optimizer. Algorithms like
variational quantum eigensolver (VQE) and
quantum approximate optimization algorithm
(QAOA), while at one end promises quantum
advantage in the NISQ, there are also many the-
oretical results that limit their universality. Thus,
it is suggested to keep exploring a broader port-
folio of quantum algorithms that might help for
an application instead on going all in with varia-
tional approaches.

The NISQ approach is clearly a very promising
direction in which quantum physics can continue
researching the development of qubits. The list of
challenges that we discussed in this section clearly
focuses on a lot of engineering aspects that can be
solved by researchers with a quantum physics back-
ground. What remains important is that enough
resources keep on being available for the physics
research. However, budgets for quantum physics
research are certainly big enough and we are con-
vinced that we will reach the goal of making good and
scalable qubits but it most likely takes much longer
than one expects. There is also no agreement on how
we define the words good and scalable where scalabil-
ity is needed to compensate for the errors we seen in
qubit behavior as well as other factors, like dilution
refrigerator and qubit connectivity. So, 50 really good
qubits with error rates of 10�8 are very important for
the world. However, as we are now only capable of
making 50 qubits with error rates of 10�2, it is very
problematic for the world. That is why we propose an
alternative approach where a wider interest commu-
nity can start looking at the development of quantum
solutions and algorithms.

PISQ—PERFECT INTERMEDIATE-
SCALE QUANTUM COMPUTING

Given the full stack as shown in Figure 1, any scientific
field should open up to other scientific areas, going
beyond the physics dimensions. That is what Figure 2
represents. Similar to Preskill’s message, we have to
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small team of experts that show clear interest in quan-
tum computing. A small team should ask for graduate
students to base their thesis on the kinds of problems
the company is looking at. Nothing groundbreaking
should be expected, but cannot be excluded, but it
takes time to have a group inside the organization
capable of looking at the problems the company is
looking at. Companies such as Airbus, BMW, and
others are already looking at those kinds of directions
and nobody should wait and see the competition has
done it substantially and is bypassing the company.

Before describing in more detail the PISQ vision,
we want to emphasize that the consequences for
any scientific and economic field of ever building a
quantum computer are simply enormous. When a
new classical processor or computer came to the
market, a mere recompilation of the existing or
improved applications was enough to exploit the
new hardware features. With a quantum accelerator,
part of the research needs to lead to substantial
changes to the proposed solutions. In the next
pages, we will emphasize what the main physics-ori-
ented challenges are in quantum computing and
we will propose an alternative strategy and vision
that keeps the research activities open for all kinds
of scientific fields. We will describe the kind of
research we are currently doing within a company
we created but that we are also doing in collabora-
tion with other universities.

QUANTUM PHYSICS CHALLENGES
There are several open issues in quantum computing.
Here we review some of the more important ones. Our
main starting point is a talk John Preskill gave in 2018
about the challenges in quantum computing. In two
accompanying papers,7;8 Preskill targets anybody
actively involved in quantum computing as well as to
a broader audience. We will just highlight the argu-
ments that are relevant beyond the researchers
involved in developing the physical chip layer. When
we speak of qubits in this section, we only talk about
physical qubits and their challenges:

› Diversity in Quantum Technology: As shown in
Figure 1, there are still many technologies com-
peting with each other to make the best qubit. It
is uncertain what technology will win. For now,
the Majorana approach seems to be falling off as
the physics group behind it was not capable of
repeating the experiments nor were they able to
make a single physical Majorana qubit even after
almost seven years. It is to be expected that

many other qubit technologies will converge to
a dominant approach in the coming years.
We just need to remember that in transistor
development, it took the entire world around 40
years to reach a VLSI level of transistor produc-
tion, which is based on an idea formulated in
1936.

› Number of Qubits: Fifty physical qubits are what
Preskill calls a significant milestone as it implies
that the physical community is capable of going
beyond the capacity of classical computers. The
number 50 is motivated by the maximum num-
ber of qubits we can simulate and use in quan-
tum circuits when we use modern computers. A
quantum physical execution will never produce
the amplitudes or the probabilities, but multiple
runs of exactly the same quantum logic will pro-
duce a statistical estimate of the result. What
remains to be seen is how good the solutions
are that are classically simulated and how they
compare to those from a physical quantum
device. The main memory in supercomputers is
used to store all the information of the full quan-
tum circuit. This means that any qubit used in
the solution is stored in the internal classical
memory for which we need to store the ampli-
tudes and ultimately the probabilities. In addi-
tion, and we will briefly discuss it in the following
section, the full parallel execution path of the cir-
cuit needs to be defined.

› Coherence of Qubits: The coherence time is the
time the information contained by the qubit is
accessible and usable. This coherence time
varies significantly depending on the quantum
technology used. We have found numbers that
go from a couple of seconds to multiple minutes,
for instance, for ion trap qubits. What is impor-
tant to realize is that the coherence time needs
to be substantially longer than the time it takes
to execute the full quantum circuit because oth-
erwise all intermediate or final results will be
lost.

› Quality and Number of Quantum Gates: The
accuracy of the quantum gates is also a big
problem as the error rates are way too high to
implement any meaningful application that can
be tested on its quantum formulation. Preskill
suggests to limit it to 1,000 gates as the noise
will be so high that it is difficult to assess the
quantum results obtained. This is certainly
meaningful for qubit development but we need
to look at many other aspects too to have
substantial improvements for any scientific,
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technological, and in general society-relevant
applications. Often quantum gates needs to be
decomposed to a set of gates implementable on
the hardware. Thus, a 1,000 gate substantially
limits the complexity level of logical operations
that can be implemented and tested.

› Quantum Error Correction: Given all the errors in
the computations and the overall behavior of
any qubit technology, there is a need to correct
the quantum (intermediate) results such that
the qubit states do not incorrectly accumulate
all the errors of the preceding computations.
These days, the error rates are 10�2=�3 and it is
interesting to understand what the qubit engi-
neering researchers want to achieve in, for
instance, five years from now. In CMOS, we are
used to having 10�15 and that is far too ambi-
tious for the next ten years. But important to
know is when can one expect to reach 10�6,
which most likely is still ten years or longer away.
In that sense, we are supported by Preskill’s lat-
est paper in which he clearly states that it may
even be much longer before there are really and
sufficient amount of qubits.8

› Logical Qubits: An important attempt was to for-
mulate logical qubits based on multiple physical
qubits. The goal is to have an overall qubit
behavior, which is more stable and scalable. An
interesting approach was based on surface
codes but for now we need around 49 physical
qubits to have one logical qubit. So, also surface
code and other logical-qubit approaches will
have to be postponed or substantially reduced
in size.

› Scalable Fabrication of Qubits: It is not yet con-
ceivable to develop fabrication technologies as
long as there is no understanding and agree-
ment on what quantum technology can be used
to produce good qubits. It is unlikely that all
quantum technologies will survive and it will
most likely be the role of a small number of big
players that will outline what technology will
reach the market. Some players focus on super-
conducting qubits while others are exploring
semiconducting qubits. Photonics and ion-trap-
based qubits are also very popular.

› Quantum Oracles: Most of the theoretical
research on quantum algorithms proved speed-
ups by looking at a specific part of the overall
algorithm. While applying the algorithm in prac-
tice, it is needed to holistically consider the ora-
cle as well, i.e., the part considered as a black-
box in the original formulations. The oracle is a

way to verify what a particular function is com-
puting, respecting the reversibility of quantum
logic and without knowing what logic the oracle
applies. Often explicitly specifying the oracle is
hard and becomes intractable negating the
quantum speedup achieved using the specific
part.

› Variational Heuristics: More recently a lot of
focus has been on variational heuristics where a
parametric circuit is trained on a quantum com-
puter using a classical optimizer. Algorithms like
variational quantum eigensolver (VQE) and
quantum approximate optimization algorithm
(QAOA), while at one end promises quantum
advantage in the NISQ, there are also many the-
oretical results that limit their universality. Thus,
it is suggested to keep exploring a broader port-
folio of quantum algorithms that might help for
an application instead on going all in with varia-
tional approaches.

The NISQ approach is clearly a very promising
direction in which quantum physics can continue
researching the development of qubits. The list of
challenges that we discussed in this section clearly
focuses on a lot of engineering aspects that can be
solved by researchers with a quantum physics back-
ground. What remains important is that enough
resources keep on being available for the physics
research. However, budgets for quantum physics
research are certainly big enough and we are con-
vinced that we will reach the goal of making good and
scalable qubits but it most likely takes much longer
than one expects. There is also no agreement on how
we define the words good and scalable where scalabil-
ity is needed to compensate for the errors we seen in
qubit behavior as well as other factors, like dilution
refrigerator and qubit connectivity. So, 50 really good
qubits with error rates of 10�8 are very important for
the world. However, as we are now only capable of
making 50 qubits with error rates of 10�2, it is very
problematic for the world. That is why we propose an
alternative approach where a wider interest commu-
nity can start looking at the development of quantum
solutions and algorithms.

PISQ—PERFECT INTERMEDIATE-
SCALE QUANTUM COMPUTING

Given the full stack as shown in Figure 1, any scientific
field should open up to other scientific areas, going
beyond the physics dimensions. That is what Figure 2
represents. Similar to Preskill’s message, we have to
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small team of experts that show clear interest in quan-
tum computing. A small team should ask for graduate
students to base their thesis on the kinds of problems
the company is looking at. Nothing groundbreaking
should be expected, but cannot be excluded, but it
takes time to have a group inside the organization
capable of looking at the problems the company is
looking at. Companies such as Airbus, BMW, and
others are already looking at those kinds of directions
and nobody should wait and see the competition has
done it substantially and is bypassing the company.

Before describing in more detail the PISQ vision,
we want to emphasize that the consequences for
any scientific and economic field of ever building a
quantum computer are simply enormous. When a
new classical processor or computer came to the
market, a mere recompilation of the existing or
improved applications was enough to exploit the
new hardware features. With a quantum accelerator,
part of the research needs to lead to substantial
changes to the proposed solutions. In the next
pages, we will emphasize what the main physics-ori-
ented challenges are in quantum computing and
we will propose an alternative strategy and vision
that keeps the research activities open for all kinds
of scientific fields. We will describe the kind of
research we are currently doing within a company
we created but that we are also doing in collabora-
tion with other universities.

QUANTUM PHYSICS CHALLENGES
There are several open issues in quantum computing.
Here we review some of the more important ones. Our
main starting point is a talk John Preskill gave in 2018
about the challenges in quantum computing. In two
accompanying papers,7;8 Preskill targets anybody
actively involved in quantum computing as well as to
a broader audience. We will just highlight the argu-
ments that are relevant beyond the researchers
involved in developing the physical chip layer. When
we speak of qubits in this section, we only talk about
physical qubits and their challenges:

› Diversity in Quantum Technology: As shown in
Figure 1, there are still many technologies com-
peting with each other to make the best qubit. It
is uncertain what technology will win. For now,
the Majorana approach seems to be falling off as
the physics group behind it was not capable of
repeating the experiments nor were they able to
make a single physical Majorana qubit even after
almost seven years. It is to be expected that

many other qubit technologies will converge to
a dominant approach in the coming years.
We just need to remember that in transistor
development, it took the entire world around 40
years to reach a VLSI level of transistor produc-
tion, which is based on an idea formulated in
1936.

› Number of Qubits: Fifty physical qubits are what
Preskill calls a significant milestone as it implies
that the physical community is capable of going
beyond the capacity of classical computers. The
number 50 is motivated by the maximum num-
ber of qubits we can simulate and use in quan-
tum circuits when we use modern computers. A
quantum physical execution will never produce
the amplitudes or the probabilities, but multiple
runs of exactly the same quantum logic will pro-
duce a statistical estimate of the result. What
remains to be seen is how good the solutions
are that are classically simulated and how they
compare to those from a physical quantum
device. The main memory in supercomputers is
used to store all the information of the full quan-
tum circuit. This means that any qubit used in
the solution is stored in the internal classical
memory for which we need to store the ampli-
tudes and ultimately the probabilities. In addi-
tion, and we will briefly discuss it in the following
section, the full parallel execution path of the cir-
cuit needs to be defined.

› Coherence of Qubits: The coherence time is the
time the information contained by the qubit is
accessible and usable. This coherence time
varies significantly depending on the quantum
technology used. We have found numbers that
go from a couple of seconds to multiple minutes,
for instance, for ion trap qubits. What is impor-
tant to realize is that the coherence time needs
to be substantially longer than the time it takes
to execute the full quantum circuit because oth-
erwise all intermediate or final results will be
lost.

› Quality and Number of Quantum Gates: The
accuracy of the quantum gates is also a big
problem as the error rates are way too high to
implement any meaningful application that can
be tested on its quantum formulation. Preskill
suggests to limit it to 1,000 gates as the noise
will be so high that it is difficult to assess the
quantum results obtained. This is certainly
meaningful for qubit development but we need
to look at many other aspects too to have
substantial improvements for any scientific,
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start working substantially on a wide variety of appli-
cation domains and expand the number of quantum
gates and try to push the number of qubits on super-
computers higher than 50. Just to make the picture
complete, we will also use the Tensor mathematics to
formulate any quantum operation on any number of
combined qubits.9,10

In that sense, we are advocating a scientific
approach called perfect intermediate-scale quantum
(PISQ) computing. The abbreviation is based on the
NISQ vision, where N refers to noisy intermediate-
scale challenges that we discussed in the previous
section.

P refers to the use of perfect qubits that do not deco-
here and have perfect quantum gates. Our quantum
compiler generates cQASM based on the OpenQL lan-
guage. When we needed to test the superconducting or
semiconducting qubits in the Intel context, we intro-
duced a back-end compiler pass that translates the
cQASM version to either the eQASM version for semi-
conducting or superconducting qubits. Our vision is that
we can go to any qubit technology such as photonics or
ion traps in the same way. However, for application and
algorithm developers working on the highest layer of the
full stack, it is clear that they only intend to express their
concepts and ideas in terms of perfect qubits and verify
the outcomeof the computation. The intermediate-scale
refers to the number of quantum gates in the circuits
which for now goes to 20,000 or higher and the number

of qubits is still restricted to 50. Important to highlight
that most quantum computing companies (such as IBM,
Rigetti, Google, Microsoft) supports quantum develop-
ment platforms (such as Qiskit, Forest, CirQ, QDK) that
includes compilers and simulators capable of generating
and executing quantum logic in terms of perfect qubits.

Figure 3 divides the quantum research in three parts.
We first have the green and gray periods that start now
and run up to 2030. The gray part refers to the NISQ
approach as formulated by Preskill and adopted by the
quantum physics community. The green part then refers
to the PISQ approachwhere it is assumed that the quan-
tum applications are written in perfect qubits. The yellow
part on the right of the figure represents the merging of
quantum software and hardware in full accelerators and
which have been substantially tested. We expect this to
happen around ten years from now but it may be sooner
or even beyond 20 years. We now present some of the
challenges researchers need to look at when going for
the PISQ approach:

› Quantum Applications: An important topic is the
fact that quantum computer devices will change
radically all scientific fields as the concepts and
problems defined in terms of qubits and quan-
tum gates will require a new generation of scien-
tists to develop the tools and algorithms that
will describe in a meaningful and consistent
way how problems from chemistry, biology,

FIGURE 3. Complementary PISQandNISQquantum research activities.
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economics, etc., will look like and what kind of
solutions they propose.
We just have to realize that the quantity of
data available these days is orders of magni-
tude too big for the current computational
power we have. We have already been looking
at quantum genomics and we now start look-
ing at quantum chemistry to understand what
the impact will be of quantum accelerators on
that particular science. This is therefore an
open invitation to all university and research
groups to start investigating the impact of
quantum logic on their problems.

› Parallelization: There is one concern that cannot
be overlooked by the researchers going in the
PISQ direction and that deals with the paralleli-
zation of the quantum algorithm or circuit that
will be executed on the classical supercomputer.
In the NISQ approach, the parallelization is done
in an implicit way by the qubits, which execute
implicitly the possible solutions. When we want
to execute a similar circuit on a supercomputer,
we need to have an explicit parallel version of
the circuit in order to have an equal amount of
solutions that the quantum physics execution
would generate.

› Supercomputers: Where Preskill talks about 50
qubits running on supercomputers as the upper
limit, we will also be confronted with a similar
limitation. But because the qubits are perfect,
there is no uncertainty with respect to the gen-
erated results. Most quantum compilers have a
compiler option to generate and simulate a cir-
cuit using perfect qubits. It remains to be seen
how many more qubits can we superpose to go
beyond 50 perfect qubits and execute it on a
supercomputer.

› Classical Memory Use: Any quantum accelerator
will have to represent the relevant qubit states
after an intermediate step of the quantum appli-
cation has been completed. This is needed as
the quantum simulator such as QBeeSim needs
to be reset and its memories need to be emptied.
Intermediate solutions needed for the next step
in the quantum application can be stored in the
local memory of the quantum accelerator and
be transferred to any simulator using it. Such
local memory is classical and needs to represent
the qubit basis as well as the amplitudes of each
state.

› Number of Qubits and Gates: As discussed in the
previous section, a second limitation that the
NISQ researchers need to overcome is the size

or length of the quantum circuits. From a
physical qubit decoherence point of view, Pre-
skill limited it to 1,000 gates but our PISQ-
driven research can easily execute circuits
with up to 10,000 gates and higher in reason-
able runtime.

We have noticed that the number of gates
is not demanding additional memory use of
the classical computer so we do not have to
limit the size of the circuits to any particular
number of gates. The main challenge stays
the number of qubits that we can entangle or
put in superposition. We are currently investi-
gating how we can increase the number of
qubits to get closer to 100 or 150 fully con-
nected qubits using special kind of quantum
simulators based on tensor networks and
structure within the quantum circuit to be
simulated.

› Quantum Random Access Memory: QRAM is a
useful primitive to store the classical or quan-
tum data of an algorithm in quantum memory
so that it can be accessed on demand. While
many quantum algorithms depend on the exis-
tence of an efficient QRAM, in practice QRAMs
are difficult to build, and the assumption of
these algorithms needs to be holistically
reviewed and the focus on classical data load
needs to be researched. At times, a much
benign quantum read-only memory (QROM)
suffices.

› Specialized Quantum Gates: Each qubit technol-
ogy currently being investigated has their own
native gate set that supports universal comput-
ing by translating other logic to a decomposition
of the native gate set. These translations
implies that some applications are much eas-
ier to translate for one qubit technology than
other based on how easy it is to decompose
the most used logic in that application algo-
rithm for the qubit technology. In this view, it
might be useful to develop quantum hardware
that are specifically designed to support spe-
cific applications, e.g., specific controlled rota-
tions for QFT.

In terms of applications, it is clear that the physics
field is very inquisitive to explore complicated prob-
lems from their field. However, there is in principle no
limitation to any topic for the quantum application
layer. We personally work on quantum genomics11 and
quantum finance, but topics coming from chemistry,
biology, and any other field are also fashionable. The
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start working substantially on a wide variety of appli-
cation domains and expand the number of quantum
gates and try to push the number of qubits on super-
computers higher than 50. Just to make the picture
complete, we will also use the Tensor mathematics to
formulate any quantum operation on any number of
combined qubits.9,10

In that sense, we are advocating a scientific
approach called perfect intermediate-scale quantum
(PISQ) computing. The abbreviation is based on the
NISQ vision, where N refers to noisy intermediate-
scale challenges that we discussed in the previous
section.

P refers to the use of perfect qubits that do not deco-
here and have perfect quantum gates. Our quantum
compiler generates cQASM based on the OpenQL lan-
guage. When we needed to test the superconducting or
semiconducting qubits in the Intel context, we intro-
duced a back-end compiler pass that translates the
cQASM version to either the eQASM version for semi-
conducting or superconducting qubits. Our vision is that
we can go to any qubit technology such as photonics or
ion traps in the same way. However, for application and
algorithm developers working on the highest layer of the
full stack, it is clear that they only intend to express their
concepts and ideas in terms of perfect qubits and verify
the outcomeof the computation. The intermediate-scale
refers to the number of quantum gates in the circuits
which for now goes to 20,000 or higher and the number

of qubits is still restricted to 50. Important to highlight
that most quantum computing companies (such as IBM,
Rigetti, Google, Microsoft) supports quantum develop-
ment platforms (such as Qiskit, Forest, CirQ, QDK) that
includes compilers and simulators capable of generating
and executing quantum logic in terms of perfect qubits.

Figure 3 divides the quantum research in three parts.
We first have the green and gray periods that start now
and run up to 2030. The gray part refers to the NISQ
approach as formulated by Preskill and adopted by the
quantum physics community. The green part then refers
to the PISQ approachwhere it is assumed that the quan-
tum applications are written in perfect qubits. The yellow
part on the right of the figure represents the merging of
quantum software and hardware in full accelerators and
which have been substantially tested. We expect this to
happen around ten years from now but it may be sooner
or even beyond 20 years. We now present some of the
challenges researchers need to look at when going for
the PISQ approach:

› Quantum Applications: An important topic is the
fact that quantum computer devices will change
radically all scientific fields as the concepts and
problems defined in terms of qubits and quan-
tum gates will require a new generation of scien-
tists to develop the tools and algorithms that
will describe in a meaningful and consistent
way how problems from chemistry, biology,

FIGURE 3. Complementary PISQandNISQquantum research activities.
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PISQ approach will allow universities to start develop-
ing research in any scientific field as the impact of QC
on any scientific field will be incredible. It is advisable
to start that new line of research perspective as soon
as possible. It will take a new generation of scientists
to study their core problems and find quantum algo-
rithms that will solve that problem. It is evident that
given the current state of supercomputers and qubits,
the problems have to be reduced substantially that
it can be executed by quantum simulators. This is
the main reason to adopt the PISQ approach for
young academic people as well as for dynamic entre-
preneurs to start reasoning about their hard problems
already now.

QUANTUM APPLICATIONS
FORMULATED USING PERFECT
QUBITS CAN BE EXECUTED AND
TESTED ON CLASSICAL QC
SIMULATORS. THIS WAY, WE CAN
STUDY AND ANALYZE NEWQUANTUM
ALGORITHMS FOR ANY KIND OF
COMPLEX PROBLEMS, WHICH WE
CANNOT ADDRESS EVENWITH
SUPERCOMPUTERS AND CLASSICAL
PROGRAMMING.

CONCLUSION
In this article, we proposed a new name to refer to
the PISQ-oriented research line such that many
more people will step toward research for quantum
computing from their domain. In our multiple years
of past collaboration, we in the quantum computer
architecture team focused on both semiconducting
and superconducting qubits. We developed our
OpenQL programming language3 such that it could
be translated to cQASM4 and later to an eQASM12

version, which could control either of the winning
qubit technologies. The same approach is now con-
tinued much more explicitly using the already exist-
ing notion of perfect qubits. While most quantum
computing framework also provide this as an
alternative, the perfect simulator is typically not
advocated in the final product development to
encourage more widespread adoption of the NISQ
era cloud-based platforms. In this article, we pointed
out the pitfalls of using this for product develop-
ment roadmaps, as well as the advantages and chal-
lenges of using an alternative approach.

Quantum applications formulated using perfect
qubits can be executed and tested on classical QC
simulators. This way, we can study and analyze new
quantum algorithms for any kind of complex problems,
which we cannot address even with supercomputers
and classical programming. The constraint is that the
number of qubits stay relatively low but one has a
scalable formulation of the quantum solution, which
can be immediately targeted to a quantum chip when
they reach technological maturity.

To provide this important direction of research and
development with an identifiable banner, we introduce
the notion of PISQ computing. It is a complementary
approach to NISQ, to work on quantum computing
and it may have a substantial impact on all the scien-
tific and even economic efforts world wide. The main
advantage is that there is no direct dependence on
the roadblocks and progress of the quantum physical
chip development efforts, except for both NISQ and
PISQ being eventually phased out in the long term by
fault-tolerant quantum computing. That means that
application developers do not have to worry about
decoherence and quantum errors in the operations
but rather focus on the quantum logic for important
problems of their interest.
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PISQ approach will allow universities to start develop-
ing research in any scientific field as the impact of QC
on any scientific field will be incredible. It is advisable
to start that new line of research perspective as soon
as possible. It will take a new generation of scientists
to study their core problems and find quantum algo-
rithms that will solve that problem. It is evident that
given the current state of supercomputers and qubits,
the problems have to be reduced substantially that
it can be executed by quantum simulators. This is
the main reason to adopt the PISQ approach for
young academic people as well as for dynamic entre-
preneurs to start reasoning about their hard problems
already now.

QUANTUM APPLICATIONS
FORMULATED USING PERFECT
QUBITS CAN BE EXECUTED AND
TESTED ON CLASSICAL QC
SIMULATORS. THIS WAY, WE CAN
STUDY AND ANALYZE NEWQUANTUM
ALGORITHMS FOR ANY KIND OF
COMPLEX PROBLEMS, WHICH WE
CANNOT ADDRESS EVENWITH
SUPERCOMPUTERS AND CLASSICAL
PROGRAMMING.

CONCLUSION
In this article, we proposed a new name to refer to
the PISQ-oriented research line such that many
more people will step toward research for quantum
computing from their domain. In our multiple years
of past collaboration, we in the quantum computer
architecture team focused on both semiconducting
and superconducting qubits. We developed our
OpenQL programming language3 such that it could
be translated to cQASM4 and later to an eQASM12

version, which could control either of the winning
qubit technologies. The same approach is now con-
tinued much more explicitly using the already exist-
ing notion of perfect qubits. While most quantum
computing framework also provide this as an
alternative, the perfect simulator is typically not
advocated in the final product development to
encourage more widespread adoption of the NISQ
era cloud-based platforms. In this article, we pointed
out the pitfalls of using this for product develop-
ment roadmaps, as well as the advantages and chal-
lenges of using an alternative approach.

Quantum applications formulated using perfect
qubits can be executed and tested on classical QC
simulators. This way, we can study and analyze new
quantum algorithms for any kind of complex problems,
which we cannot address even with supercomputers
and classical programming. The constraint is that the
number of qubits stay relatively low but one has a
scalable formulation of the quantum solution, which
can be immediately targeted to a quantum chip when
they reach technological maturity.

To provide this important direction of research and
development with an identifiable banner, we introduce
the notion of PISQ computing. It is a complementary
approach to NISQ, to work on quantum computing
and it may have a substantial impact on all the scien-
tific and even economic efforts world wide. The main
advantage is that there is no direct dependence on
the roadblocks and progress of the quantum physical
chip development efforts, except for both NISQ and
PISQ being eventually phased out in the long term by
fault-tolerant quantum computing. That means that
application developers do not have to worry about
decoherence and quantum errors in the operations
but rather focus on the quantum logic for important
problems of their interest.
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Deep Learning is currently themost successful AI technique. This article describes the
origins of deep learning, a description of how it works, and brief biographies of three
recognized pioneers of deep learning research. It concludes with a brief description of
protean folding, which is arguably its most significant application to date.

Deep learning is at the top of today’s AI technol-
ogies because of its recent accomplishments:
from identifying cat pictures on the Web, to

beating chess and go masters, to translating docu-
ments, to folding proteins. Originally, deep learning algo-
rithms were called artificial neural networks (ANNs) and
when many layers of artificial neurons began to make
up ANNs, the alternate name became common. This
article will highlight the origin of ANNs, present a brief
overview of their functioning, the ANN winter, and the
accomplishments of three of the scientists who brought
on the current deep learning summer.

ORIGINS
In 1943, McCullough and Pitts published an article
titled “A Logical Calculus of the Ideas Eminent in Ner-
vous Activity.”1 It first reviewed the concept of neuron
cells, whose dendrites feed electronic signals to the
cell body. If the sum of their signals is large enough,
the cell fires along its axon, which is connected to the
dendrites of other neurons. It then introduced the
computational concept of an ANN.

WHAT IS AN ANN?
AnANN is a computing system based on a collection of
connected units or nodes called artificial neurons,
which loosely model the neurons in a biological brain.
Each connection, like the synapses in a biological brain,
can transmit a signal to other neurons. An artificial
neuron receives a signal, processes it, and signals neu-
rons connected to it. The “signal” at a connection is a
real number, and the output of each neuron is com-
puted by some nonlinear function of the sum of its

inputs. The connections are called edges. Neurons and
edges typically have a weight that adjusts as learning
proceeds (see the next paragraph). The weight incre-
ases or decreases the strength of the signal at a con-
nection. Neurons may have a threshold such that a
signal is sent only if the aggregate signal crosses that
threshold. Typically, neurons are aggregated into
layers. Different layers may perform different transfor-
mations on their inputs. Signals travel from the first
layer (the input layer) to the last layer (the output layer),
possibly after traversing the layersmultiple times.2

An ANN must be trained on a large set of input–
output pairs. For example, if the ANN is going to trans-
late documents from English to Spanish, a large num-
ber of already translated documents constitutes the
input–output pairs. When the trained ANN is given an
English document as input, the output will be a Span-
ish translation that is (on average) 95% as good as
one produced by a human expert translator.3

THE ANNWINTER
In 1969, two usually reliable computer scientists wrote
an article criticizing ANNs as being very weak. They
analyzed single-layer ANNs and found that their com-
puting power was indeed limited. Next, they made the
unfortunate guess that multilayer ANNs suffered from
the same weakness. This bad guess was indeed unfor-
tunate, because the prestige of the authors caused
research funding for ANNs to dry up for more than a
decade.4

THE TURING AWARD
Eventually, research funding for deep learning revived,
in great part due to the efforts of three scientists.
Geoffrey Hinton, Yann LeCun, and Yoshua Bengio,
who received the 2018 Turing Award (often referred to
as “the Nobel Prize of Computing”) for their pioneering
work on deep learning. The three are sometimes
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referred to as the “Godfathers of AI” and "Godfathers
of Deep Learning.”

GEOFFREY HINTON
Hinton was educated at King’s College, Cambridge,
graduating in 1970 with a Bachelor of Arts degree in
experimental psychology. He continued his study at
the University of Edinburgh, where he was awarded a
Ph.D. degree in artificial intelligence in 1978. After
holding academic positions in England and the U.S.,
he settled in Canada and is currently a professor in
the Computer Science Department at the University
of Toronto. He is also an Engineering Fellow in the
Google Brain Team.5

Hinton was a coauthor of a highly cited paper pub-
lished in 1986 that popularized the back-propagation
algorithm for training multilayer neural networks. Their
experiments showed that such networks can learn
useful internal representations of data. The back-prop-
agation algorithm would ultimately make deep learn-
ing practical, but not until the addition of GPUs to the
training hardware increased the speed of training by
100 times.6

Interestingly, Hinton is the great-great-grandson of
logician George Boole, whose 19th century work even-
tually became one of the foundations of modern com-
puter science.

YANN LECUN
LeCunwas born at Soisy-sous-Montmorency in the sub-
urbs of Paris in 1960. He received a Diplôme d’Ing�enieur
from the ESIEE Paris in 1983, and a Ph.D. degree in com-
puter science from Universit�e Pierre Marie Curie. In
1987, he [also] proposed an early form of the back-prop-
agation learning algorithm for neural networks.7

Early in his career, he developed a number of new
machine learning methods, such as a biologically
inspired model of image recognition called convolu-
tional neural networks (CNNs), which he applied to
handwriting recognition and OCR. The widely deployed
bank check recognition system that he helped develop
was reading over 10% of all the checks in the U.S. by
the late 1990s.8

He is also well known for his work on computer
vision CNNs. CNNs are “regularized” versions of multi-
layer ANNs. Multilayer ANNs usually have fully con-
nected networks, that is, each neuron in one layer is
connected to all neurons in the next layer. The “full
connectivity” of these networks make them prone to
overfitting the data, and CNNs correct for this prob-
lem by using local connectivity and shared weights.

YOSHUA BENGIO
Bengio was born in France to a family who immigrated
from Morocco and then immigrated to Canada. He
received his B.Sc. (electrical engineering), M.Eng.
(computer science), and Ph.D. (computer science)
degrees from McGill University.9

Among his many contributions to deep learning is
the article “Towards Biologically Plausible Deep Learn-
ing” written in 2015 with coauthors, which explores
more biologically plausible versions of deep represen-
tation learning.10

FINAL THOUGHTS
Consider the most revolutionary application (imho) to
date of deep learning: protein folding. A gene is a tem-
plate that is used to create a string of amino acids.
That string folds into a complicated three-dimensional
shape, which is a protean. Humans have about 20,000
protean encoding genes and they create about
100,000 proteins. Knowing the form of these proteins
is a crucial step in understanding human biology
because “form determines function.” The shape of a
protein can be determined experimentally by X-ray
crystallography, but that is complicated, expensive,
and time-consuming.

When computer scientists and biologists first con-
sidered determining a protein’s shape computationally,
it was estimated that computing the shape of one pro-
tein would take a supercomputer (of that time) one
year. Of course, supercomputers are much faster now;
however, it was software that made most of the differ-
ence. In 2019, a deep learning program called AlphaFold
demonstrated protein folding in minutes and with bet-
ter accuracy than crystallography. This solution of 50-
year computational grand challenge of folding pro-
teans is predicted to fundamentally change biology.11

Do ANN/deep learning algorithmsmake computers
artificially intelligent? Intelligence can be defined as
“an agent’s ability to acquire and apply knowledge.”12

The training phase for an ANN can be seen as an
acquiring knowledge phase and the execution phase
can be seen as an application of the knowledge phase
since new knowledge is created. Of course, it is all “just
data” to the computer. We humans interpret the data
input to the training phase and the data output from
the execution phase as knowledge. Does this mean
that the computer is just a “dumb assistant” to us
humans who create the algorithms and interpret the
data? Either way, of course, the benefits are great, but
the interpretation of what’s going on is open to inter-
pretation. And philosophers tend to have a different
interpretation from computer scientists.13
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Deep learning is at the top of today’s AI technol-
ogies because of its recent accomplishments:
from identifying cat pictures on the Web, to

beating chess and go masters, to translating docu-
ments, to folding proteins. Originally, deep learning algo-
rithms were called artificial neural networks (ANNs) and
when many layers of artificial neurons began to make
up ANNs, the alternate name became common. This
article will highlight the origin of ANNs, present a brief
overview of their functioning, the ANN winter, and the
accomplishments of three of the scientists who brought
on the current deep learning summer.

ORIGINS
In 1943, McCullough and Pitts published an article
titled “A Logical Calculus of the Ideas Eminent in Ner-
vous Activity.”1 It first reviewed the concept of neuron
cells, whose dendrites feed electronic signals to the
cell body. If the sum of their signals is large enough,
the cell fires along its axon, which is connected to the
dendrites of other neurons. It then introduced the
computational concept of an ANN.

WHAT IS AN ANN?
AnANN is a computing system based on a collection of
connected units or nodes called artificial neurons,
which loosely model the neurons in a biological brain.
Each connection, like the synapses in a biological brain,
can transmit a signal to other neurons. An artificial
neuron receives a signal, processes it, and signals neu-
rons connected to it. The “signal” at a connection is a
real number, and the output of each neuron is com-
puted by some nonlinear function of the sum of its

inputs. The connections are called edges. Neurons and
edges typically have a weight that adjusts as learning
proceeds (see the next paragraph). The weight incre-
ases or decreases the strength of the signal at a con-
nection. Neurons may have a threshold such that a
signal is sent only if the aggregate signal crosses that
threshold. Typically, neurons are aggregated into
layers. Different layers may perform different transfor-
mations on their inputs. Signals travel from the first
layer (the input layer) to the last layer (the output layer),
possibly after traversing the layersmultiple times.2

An ANN must be trained on a large set of input–
output pairs. For example, if the ANN is going to trans-
late documents from English to Spanish, a large num-
ber of already translated documents constitutes the
input–output pairs. When the trained ANN is given an
English document as input, the output will be a Span-
ish translation that is (on average) 95% as good as
one produced by a human expert translator.3

THE ANNWINTER
In 1969, two usually reliable computer scientists wrote
an article criticizing ANNs as being very weak. They
analyzed single-layer ANNs and found that their com-
puting power was indeed limited. Next, they made the
unfortunate guess that multilayer ANNs suffered from
the same weakness. This bad guess was indeed unfor-
tunate, because the prestige of the authors caused
research funding for ANNs to dry up for more than a
decade.4

THE TURING AWARD
Eventually, research funding for deep learning revived,
in great part due to the efforts of three scientists.
Geoffrey Hinton, Yann LeCun, and Yoshua Bengio,
who received the 2018 Turing Award (often referred to
as “the Nobel Prize of Computing”) for their pioneering
work on deep learning. The three are sometimes
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PLATINUM SUPPORTER

REGISTER 
TODAY
Be a part IEEE CAI—an exciting two-day conference 
and exhibition with an emphasis on the applications 
of AI and key AI verticals that impact industrial 
technology applications and innovations.

NEWEVENT

https://cai.ieee.org/2023

5–6 June 2023

In-Person + Virtual Event

Hyatt Regency, Santa Clara, California, USA

At CAI 2023 you’ll hear the world’s artifi cial intelligence innovators 
cover the following topics:

• AI in Healthcare/
Life Sciences

• AI in Transportation/
Aerospace

• AI in Energy

• Industrial AI 

• AI for Earth Systems 
Decision Support

• Ethical & Societal 
Implications of AI




