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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge topics rang-

ing from software design and computer graphics to Internet computing and security, from scientific appli-

cations and machine intelligence to visualization and microchip design. Here are highlights from recent issues.

A Novel Reputation System 
for Mobile App Stores 
Using Blockchain

With thousands of mobile applica-

tions submitted to online applica-

tion stores, the mobile application 

market has experienced signifi-

cant growth. This growth is accom-

panied by an increase in malware 

presence. A possible solution 

would be to leverage those reports 

across all mobile ecosystems, cre-

ating a shared reputation system. 

Read more in this article from the 

February 2021 issue of Computer.

Early COVID-19 Pandemic 
Modeling: Three 
Compartmental Model Case 
Studies From Texas, USA

The novel coronavirus (SARS-

CoV-2) emerged in late 2019 and 

spread globally in early 2020. Ini-

tial reports suggested the asso-

ciated disease, COVID-19, pro-

duced rapid epidemic growth 

and caused high mortality. As the 

virus sparked local epidemics in 

new communities, health systems 

and policy-makers were forced to 

make decisions with limited infor-

mation about the spread of the 

disease. The authors of this article 

from the January/February 2021 

issue of Computing in Science & 

Engineering developed a compart-

mental model to project COVID-19 

healthcare demands. The model 

combined information regarding 

SARS-CoV-2 transmission dynam-

ics from international reports with 

local COVID-19 hospital census 

data to support response efforts 

in three metropolitan statistical 

areas in Texas, USA: Austin-Round 

Rock, Houston-The Woodlands-

Sugar Land, and Beaumont-Port 

Arthur.

Here Come the ‘Computer 
People’: Anthropomorphosis, 
Command, and Control in 
Early Personal Computing

Drawing on advertising and pro-

motional materials for early micro-

computers, the author of this arti-

cle from the October–December 

2020 issue of IEEE Annals of the 

History of Computing argues that 

anthropomorphization—or endow-

ing the machine with human 

qualities—was central to the 

imagined relationship between 

computers and computer hob-

byists of Silicon Valley in the late 

1970s. These visions of the “per-

sonal” computer were tied tightly 

to male fantasies of dominance, 

command, and control; through 

the subordination of machines, 

this discourse elevated hobby-

ist status as part of a new “com-

puter priesthood” while retaining a 

narrow, exclusionary definition of 

“computer person.”

Mapping the Hazard: Visual 
Analysis of Flood Impact on 
Urban Mobility

The intensity of flood disasters has 

significantly increased through-

out the world over the past few 

decades. Among the various types 

of hazards caused by floods, dis-

ruption of the road network has a 

particularly severe impact on the 

mobility of emergency respond-

ers and, therefore, poses a difficult 

challenge to damage mitigation, 

especially in the urban environ-

ment. The aim of this article from 

the January/February 2021 issue 

of IEEE Computer Graphics and 
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Applications is to present a map-

ping model for analyzing the spa-

tial pattern of flood impact on 

urban mobility. Specifically, by 

incorporating the theory of space 

syntax, this model focuses on two 

dimensions of the analysis: the 

performance of the road network 

and the relationship between the 

factors behind it. The former can 

demonstrate the extent to which 

the city is affected by flooding in 

terms of mobility, whereas the lat-

ter can provide valuable reference 

for enhancing the efficiency of 

evacuation and rescue operations.

Diagnosing Software  
System Exploits

Software vulnerabilities are bugs 

in a program that an attacker can 

exploit to make the program devi-

ate from its specification. An 

attacker exploits a vulnerability by 

crafting input that causes the pro-

gram to behave incorrectly. Such 

an input is called an exploit. This 

article from the November/Decem-

ber 2020 issue of IEEE Intelligent 

Systems deals with diagnosing 

exploits (given an exploit, the task 

is to return the vulnerability that 

allowed it). The authors show that 

existing software diagnosis algo-

rithms are ill-suited for this prob-

lem, and they introduce two novel 

techniques for adapting them to 

this problem. This includes manip-

ulating an automated testing tool 

to generate additional inputs that 

are similar to the given exploit, and 

tracing below the desired gran-

ularity level to improve diagnos-

tic accuracy. Experimental eval-

uation on real exploits from four 

open-source projects shows that 

the algorithm significantly reduces 

diagnostic efforts.

Effect of Conformity on 
Perceived Trustworthiness of 
News in Social Media

A catalyst for the spread of fake 

news is the existence of com-

ments that users make in support 

of, or against, such articles. In this 

article from the January/February 

2021 issue of IEEE Internet Com-

puting, the authors investigate 

whether critical and supportive 

comments can induce conformity 

in how readers perceive trust-

worthiness of news articles and 

respond to them. The authors find 

that individuals tend to conform 

to the majority’s opinion of an arti-

cle’s trustworthiness (58%), espe-

cially when challenged by larger 

majorities who are critical of the 

article’s credibility, or when less 

confident about their personal 

judgment. Moreover, they find that 

individuals who conform are more 

inclined to take action, such as 

reporting articles they perceive as 

fake and commenting on or shar-

ing articles they perceive as real. 

The authors conclude with a dis-

cussion on the implications of the 

findings for mitigating the disper-

sion of fake news on social media.

An Open Inter-Chiplet 
Communication Link: Bunch 
of Wires (BoW)

Bunch of wires (BoW) is a new open 

die-to-die (D2D) interface that aims 

to gracefully trade off performance 

for design and packaging com-

plexity across a wide range of pro-

cess nodes. BoW performance can 

range from 320 Gb/s/mm with a 

simple design and packaging to 1+ 

Tb/s/mm with complex design and/

or packaging. BoW directly enables 

heterogeneous integration, a pri-

mary advantage of chiplets. The 

authors of this article from the Jan-

uary/February 2021 issue of IEEE 

Micro discuss progress on BoW 

based on extensive design and 

performance studies by engineers 

from multiple companies. These 

studies aim to make BoW easy to 

use in a system. This open innova-

tion project will deliver a low-com-

plexity D2D interface with compet-

itive power-performance metrics 

with the economies of scale for 

services and technologies associ-

ated with an open ecosystem.
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WarpClothingOut: A Stepwise 
Framework for Clothes 
Translation From the Human 
Body to Tiled Images

With the increasing popularity 

of online shopping, searching for 

products with images for item 

retrieval has gradually become an 

effective approach. This trend is 

especially evident in the fashion 

industry. In common media, cloth-

ing items are usually worn on the 

human body. They can be straight-

forwardly segmented from the 

source media by utilizing detection 

or parsing algorithms. However, 

this may be deleterious to retrieval 

performance due to distortion, 

occlusion, and different back-

grounds. In this article from the 

October–December 2020 issue of 

IEEE MultiMedia, a stepwise trans-

lation framework using generative 

adversarial network and thin plate 

spline is developed to transfer 

human body images to tiled cloth-

ing images, which can be directly 

used for clothing retrieval. Exper-

imental results demonstrate the 

effectiveness of the tiled images 

produced by the presented frame-

work compared to those produced 

by other extant methods.

Empowering Communities With 
a Smartphone-Based Response 
Network for Opioid Overdoses

In a Philadelphia neighborhood 

where opioid overdoses are 

frequent, neighbors used a smart-

phone app to request and give 

help for victims of suspected 

overdose. A one-year study dem-

onstrated the feasibility of this 

approach, which empowered the 

local community to save lives and 

even respond to overdoses faster 

than emergency medical services. 

Read more in this article from the 

October–December 2020 issue of 

IEEE Pervasive Computing.

Security for Shared Electric 
and Automated Mobility 
Services in Smart Cities

Shared electric and automated 

mobility (SEAM) is a complemen-

tary feature of urban mobility in 

smart cities. This article from the 

January/February 2021 issue of 

IEEE Security & Privacy highlights 

cybersecurity for SEAM, includ-

ing peer-to-peer car sharing, and 

presents security solutions based 

on conjugated authentication and 

authorization.

Gendered Experiences of 
Software Engineers During 
the COVID-19 Crisis

Although gender divides are largely 

due to cultural and environmental 

conditions, changes in the nature 

of professional and domestic work 

due to the COVID-19 pandemic 

have had unprecedented implica-

tions on gender inequality. Read 

more in this article from the March/

April 2021 issue of IEEE Software.

Digital Twins: Properties, 
Software Frameworks, and 
Application Scenarios

The digital twin (DT) is an emerg-

ing approach that promises to 

change the way products and sys-

tems are made and used. The DT 

is attracting increasing interest 

in the Internet of Things commu-

nity for its potential applications. 

Despite the hype, this approach 

requires a more precise defini-

tion and characterization in terms 

of its properties in relationship to 

software architectures and their 

platform implementations, as well 

as a deeper analysis of its poten-

tial applications and actual fea-

sibility in several industries. This 

article from the January/Febru-

ary 2021 issue of IT Professional 

investigates the basic properties 

that hold for a DT, sketches a soft-

ware framework, and presents 

two application scenarios. It also 

addresses the business impact of 

the DT by discussing servitization 

capabilities. 

Join the IEEE 
Computer 
Society
computer.org/join
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Editor’s Note

Scientifi c Computing 
on Public Clouds

Computational scientists 

often run their compute-

intensive workloads on high-per-

formance computing resources 

that are managed by their organi-

zation. But as commercial cloud 

providers such as Amazon Web 

Services, Microsoft Azure, and 

Google Cloud Platform improve 

their performance and network-

ing capabilities, some scientists 

are finding public clouds benefi-

cial for their research. This Com-

putingEdge issue explores the 

possibilities that public clouds 

offer in scientific computing. 

The authors of “Pushing the 

Cloud Limits in Support of IceCube 

Science,” from IEEE Internet Com-

puting, demonstrate that lever-

aging public cloud resources for 

scientific high-throughput com-

puting—such as a photon propa-

gation simulation—can be fast and 

cost-effective. In “Reproducible 

Workflow on a Public Cloud for 

Computational Fluid Dynamics,” 

from Computing in Science & Engi-

neering, the authors successfully 

utilize Microsoft Azure to exe-

cute and document their scientific 

computations.

Two Computer articles focus 

on the relationship between cloud 

and edge computing. In “The Edge-

to-Cloud Continuum,” experts pre-

dict how centralized and decen-

tralized computing paradigms 

might evolve in light of technol-

ogy trends. “Applying a ‘Smart 

Ecosystem’ Mindset to Rethink 

Your Products” shows how cloud- 

and edge-based systems are mak-

ing Internet-connected buildings 

more intelligent.

Smart homes, offices, and 

cities increasingly feature auto-

mation for the purposes of con-

venience and efficiency. IEEE 

Pervasive Computing’s “When 

Mental Models Grow (C)old: A 

Cognitive Perspective on Home 

Heating Automation” suggests 

ways to design better auto-

mated heating systems. IT Pro-

fessional ’s “Smart City: Technol-

ogies and Challenges” discusses 

how smart cities are implement-

ing automation, from automatic 

trash compacters to automated 

driving systems.

Finally, this ComputingEdge

issue covers ideas in software 

security. IEEE Software’s “Adam 

Shostack on Threat Modeling” 

presents an interview with a 

security professional who argues 

for taking a structured, collab-

orative approach to evaluating 

threats in the early stages of soft-

ware development. IEEE Security 

& Privacy’s “Auto-Update Con-

sidered Harmful” examines the 

auto-update strategy for secur-

ing software. 
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EDITOR: Ewa Deelman, deelman@isi.edu

DEPARTMENT: VIEW FROM THE CLOUD

Pushing the Cloud Limits in Support
of IceCube Science
Igor Sfiligoi , University of California San Diego, La Jolla, CA, 92071, USA

David Schultz, University of Wisconsin–Madison, Madison, WI, 53706, USA

Frank W€urthwein , University of California San Diego

Benedikt Riedel, University of Wisconsin–Madison

Scientific high throughput computing needs are growing dramatically with time and
public Clouds have becomean attractive option for occasional bursts, due to their
ability to be provisionedwithminimal advance notice. The available capacity of both
compute and networking is however notwell understood. This article presents the
results of several production runs of the IceCube collaboration that temporarily
expanded its batch system environmentwithGPU-providing compute instances from
the threemajor Cloud providers, namely AmazonWeb Services,Microsoft Azure, and the
Google Cloud Platform. The aim of these Cloud burstswas to push the limits of Cloud
compute, with a particular emphasis onGPU-providing instances. On the compute side,
we showed that it is possible to reach peaks of over 380 fp32 PFLOPS using all available
GPU-providing instance types and integrate over 1 fp32 EFLOP hour in a singleworkday
by using only themost cost-effective ones. On the network side, we showed intra-Cloud
network throughputs of over 1 Tbps, and 100Gbps throughputs toward on-prem storage
both using shared peering arrangements and dedicated network links.

Cloud computing has become mainstream in
many commercial environments, but it is still
marginal in scientific high throughput computing

(HTC). There are obviously many reasons for this situa-
tion, but one important aspect is the lack of understand-
ing of the available compute and networking capacity in
commercial Clouds. While there have been some recent
large scientific computing runs in the Clouds,1 none
attempted to maximize the provisioned amount of
resources across all the major Cloud providers concur-
rently, namely Amazon Web Services (AWS), Microsoft
Azure, andGoogle Cloud Platform (GCP).

We decided to focus on GPU resources, due to both
their high performance and their relative scarcity in the

scientific on-prem compute environments. And since
large-scale HTC is expensive, both on-prem and in the
Clouds, we used a production scientific workload for
most of the exploration work to maximize return on
investment. The selected workload was IceCube’s pho-
ton propagation simulation, used for its detector simula-
tion, both for scientific reasons (high impact science)
and their experiencewith GPU-basedHTC.2–4

We initially explored the available compute capa-
bilities of the Cloud providers, by picking the most
compute-intensive subset of IceCube’s workload and
keeping most of the network traffic inside the Cloud
networking domain. This work has been widely dis-
seminated over the past year,5,6 but we provide a sum-
mary of the procedure and the results in the next
section for completeness.

However, most scientific applications are data-
driven, so our recent activity has focused on charac-
terizing the available Cloud networking, with an
emphasis on cost-effective dedicated network links.

1089-7801 � 2021 IEEE
Digital Object Identifier 10.1109/MIC.2020.3045209
Date of current version 3 February 2021.
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We selected a much more data-intensive subset of
IceCube’s workload and moved the data synchro-
nously to and from on-prem storage systems, as is the
norm when using on-prem compute resources. The
procedure and results are presented in the second
half of this article.

AVAILABLE COMPUTE
RESOURCES

Cloud providers like to publicize the elastic nature of
their Cloud infrastructure, with an implied suggestion
that they can accommodate an infinite amount of
computing work. This is impossible, so we set out to
measure just how large the available capacity is. We
were particularly interested in GPU-providing instance
types, due to their high performance, and were happy
to use resources located anywhere on the planet.

As mentioned in the introduction, we used Ice-
Cube’s production workload during this exploration
step, although we did limit ourselves to only the most
compute-intensive subset of it. IceCube’s production
setup uses HTCondor7 as the batch system, with the
compute resources coming partially from local on-
prem infrastructure and partially from remote sys-
tems, dynamically provisioned through the Open
Science Grid (OSG).8,9 Extending the provisioning to
Cloud resources was thus just a minor operational
change; we opted to host a separate batch queue
mostly due to the order of magnitude higher scale.

IceCube normally does not run on Cloud resour-
ces, so we did not have an existing provisioning in-
frastructure in place. Given the exploratory nature of
the exercises, we thus provisioned the resources
directly using the native Cloud mechanisms. After cre-
ating the base virtual machine (VM) images using the
standard OSG-provided worker node software, the
actual large-scale provisioning was delegated to
native group provisioning mechanisms, namely Fleets
on AWS, VM scale sets (VMSS) on Azure, and Instance
Groups on GCP. Note that while the three Cloud pro-
viders use different implementations, the operational
semantics is quite similar among the three. It should
also be noted that each region in each Cloud provider
is essentially independent, so we had to set up
and operate this infrastructure in 28 independent
environments.

The first Cloud burst5 was executed in November
2019, using all available GPU-providing instance types
from the three Cloud providers and using a mix of on-
demand, spot, and preemptible pricing, as recom-
mended by the respective capacity planning teams.
We were able to reach a peak of about 52k GPUs in

about 2 hours (see Figure 1), using eight different GPU
types for an equivalent theoretical compute through-
put of about 380 fp32 PFLOPS (see Figure 2).

A follow-on Cloud burst6 was executed in February
2020, with a longer sustained plateau and using only
the most cost-effective Cloud instances in spot mode,
which kept the Cloud costs at under $60,000 (note:
We are not authorized to disclose the cost of the first
Cloud burst). The peak value reached was of course
lower, about 180 fp32 PFLOPS (see Figure 3), but we
still integrated approximately 1 fp32 EFLOP hour.
Looking at the science output, we produced about
50% more files than in the first run. In the process, we
also measured the amount of preemption incurred
using spot instances, which was under 10% even at
such high scales (see Figure 4).

Between the two Cloud bursts, we demonstrated
that large scale HTC in Clouds is possible, and can
greatly benefit compute-intensive science computing,
when there is a need for additional resources not
available on-prem.

FIGURE 1. Number of GPU instances over time (in minutes)

during the first Cloud burst ramp-up period. (Used, with per-

mission, from.5)

FIGURE 2. GPU composition in the first Cloud burst at peak.

The inner circle shows the number of instances, the outer cir-

cle the fp32 PFLOPS contribution. (Used, with permission,

from.5)

72 IEEE Internet Computing January/February 2021
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AVAILABLE NETWORK
RESOURCES

Many scientific computing problems are data-driven,
which implies that one needs excellent network perfor-
mance in order to make full use of the compute hard-
ware. In preparation for the first Cloud burst,10 we
verified that networking inside Cloud provider’s infra-
structure was more than adequate, measuring in
excess of 1 Tbps in a single region (see Figure 5) and at

least 200 Gbps betweenmajor regions. We nowwanted
to demonstrate that the same was possible when
accessing data in on-prem storage from the Clouds.

IceCube’s main storage system is located at the
University of Wisconsin–Madison (UW). The storage
system is configured as a distributed Lustre filesys-
tem, with several gateway nodes for wide area net-
work (WAN) connectivity. UW is connected to the
Cloud through a 100 Gpbs research WAN link, while
the theoretical throughput of the storage system is
significantly higher than that, making networking
alone the bottleneck.

In order to evaluate the feasibility of real data-
intensive IceCube photon simulation workloads, we
picked the appropriate subset in its production
queues and measured the compute runtimes and
data sizes of a modest sample on Cloud resources. We
observed that runtimes varied between approximately
20 and 45 minutes, depending on GPU used (see
Figure 6), with an average input of 300 MB and output
of 2.3 GB, which yields an average network throughput
of about 10 Mbps per GPU. We would thus need
approximately 10,000 GPUs to reach a sustained 100
Gbps network flow, which seemed achievable.

FIGURE 3. Provisioned Cloud resources in the second Cloud

burst, alongside on-prem resources. (Used, with permission,

from.6)

FIGURE 4. Difference between provisioned GPUs in spot

mode and jobs that ran to completion during the second

Cloud burst. (Used, with permission, from.6)

FIGURE 5. Peak throughput observed in a Cloud region while

downloading from a local object storage instance. (Used,

with permission, from.10)

FIGURE 6. Average runtime of the data intensive IceCube

photon propagation simulation jobs, per instance type. The

output file size was on average 2.3 GB in all cases.

FIGURE 7. Provisioned Cloud resources in the data-intensive

Cloud burst.

January/February 2021 IEEE Internet Computing 73
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We demonstrated a 100-Gbps file transfer between
UW and the Cloud providers in February 2020, with
short data transfer bursts using simple test instan-
ces.11 Similar tests also demonstrated 100-Gbps file
transfer capabilities to other on-prem systems but
also confirmed the high cost of egress network traffic
using the standard peering routes, at over $80/TB.
That would make standard egress costs significantly
higher than compute costs for T4-providing instances
during a production run, at approximately $0.18 vs
$0.11 per job in pre-emptible mode.

To keep egress network costs reasonably low, we
thus decided to provision dedicated links for the data-
intensive Cloud burst; Cloud providers charge signifi-
cantly lower per-TB cost on dedicated links, for a fixed
per hour fee. In the USA, the Internet2’s Cloud Con-
nect service12 acts as a network provider for all three
major Cloud providers, namely AWS, Azure, and GCP,
with a fixed set of physical links in place for routing
toward supported research networks. This allows vari-
ous academic institutions to dynamically provision
logically dedicated network links, with the associated
reduced costs, without the need to change the physi-
cal infrastructure. The process does however still
need the involvement of on-prem network engineers.

We executed the data-intensive Cloud burst in
November 2020, by first provisioning 22 dedicated net-
work links and subsequently provisioning approxi-
mately 100 fp32 PFLOPS of compute from the Cloud
providers (see Figure 7). The run lasted about 6 hours,
during which we integrated about 220 PFLOP hours of
compute and produced 130 TB of data. The total net-
work cost for the day was approximately $6000, which
is about half of what we would have paid if we went
the normal routing path.

On the networking side, we reached approximately
100 Gbps between the Clouds and on-prem storage,
with about 80 Gbps going to UW and the rest to stor-
age provisioned at University of California San Diego.
At peak, the UW research WAN link was over 90% full
(see Figure 8); while we did not use all of the band-
width, we were responsible for the vast majority of it.

The main challenge in this last exercise was appro-
priately spreading the load over the 22 provisioned
links, most of which were 5 Gbps, with five 10 Gbps
and six 2 Gbps links. This was particularly challenging
due to the spiky nature of the IceCube workload,
where the whole output is uploaded to on-prem stor-
age immediately after the compute is finished. Given
the unpredictable nature of spot Cloud resource avail-
ability, we had to ramp up slowly to randomize as
much as possible the upload times. This strategy
proved successful, as seen in relatively smooth band-
width use in the second part of the run.

CONCLUSION
By executing three independent production Cloud
bursts in support of IceCube science mission, we dem-
onstrated that it is possible to provision large amounts
of compute capabilities from the commercial Cloud
providers in rapid and/or cost-effective manner. While
running compute-intensive high throughput work-
loads is certainly easier, data-intensive workloads are
also feasible and can be executed in a cost-effective
way with some additional setup.

While Cloud resources are not infinitely elastic, we
were able to provision over 375 fp32 PFLOPS of GPU
compute. Cloud computing is also not free, but we
showed that $60,000 can buy 1 fp32 EFLOP hour of

FIGURE 8. Screenshot of the UW research WAN link monitoring Web page.
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AVAILABLE NETWORK
RESOURCES

Many scientific computing problems are data-driven,
which implies that one needs excellent network perfor-
mance in order to make full use of the compute hard-
ware. In preparation for the first Cloud burst,10 we
verified that networking inside Cloud provider’s infra-
structure was more than adequate, measuring in
excess of 1 Tbps in a single region (see Figure 5) and at

least 200 Gbps betweenmajor regions. We nowwanted
to demonstrate that the same was possible when
accessing data in on-prem storage from the Clouds.

IceCube’s main storage system is located at the
University of Wisconsin–Madison (UW). The storage
system is configured as a distributed Lustre filesys-
tem, with several gateway nodes for wide area net-
work (WAN) connectivity. UW is connected to the
Cloud through a 100 Gpbs research WAN link, while
the theoretical throughput of the storage system is
significantly higher than that, making networking
alone the bottleneck.

In order to evaluate the feasibility of real data-
intensive IceCube photon simulation workloads, we
picked the appropriate subset in its production
queues and measured the compute runtimes and
data sizes of a modest sample on Cloud resources. We
observed that runtimes varied between approximately
20 and 45 minutes, depending on GPU used (see
Figure 6), with an average input of 300 MB and output
of 2.3 GB, which yields an average network throughput
of about 10 Mbps per GPU. We would thus need
approximately 10,000 GPUs to reach a sustained 100
Gbps network flow, which seemed achievable.

FIGURE 3. Provisioned Cloud resources in the second Cloud

burst, alongside on-prem resources. (Used, with permission,

from.6)

FIGURE 4. Difference between provisioned GPUs in spot

mode and jobs that ran to completion during the second

Cloud burst. (Used, with permission, from.6)

FIGURE 5. Peak throughput observed in a Cloud region while

downloading from a local object storage instance. (Used,

with permission, from.10)

FIGURE 6. Average runtime of the data intensive IceCube

photon propagation simulation jobs, per instance type. The

output file size was on average 2.3 GB in all cases.

FIGURE 7. Provisioned Cloud resources in the data-intensive

Cloud burst.
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useful compute. Finally, data-intensive applications
can easily scale to 100 Gbps data transfer rates, but
egress-focused applications should consider dedi-
cated links to minimize the network-related costs.

Our work shows that Cloud computing can be
appealing for scientific endeavors that have tight dead-
lines, as it allows for much quicker time to solution,
albeit likely at a higher cost than spreading the compute
over longer periods of time on on-premequipment.
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DEPARTMENT: REPRODUCIBLE RESEARCH

Reproducible Workflow on a 
Public Cloud for Computational 
Fluid Dynamics
Olivier Mesnard and Lorena A. Barba, George Washington University

In a new effort to make our research transparent and reproducible by others, we developed 
a workflow to run and share computational studies on the public cloud Microsoft Azure. It 
uses Docker containers to create an image of the application software stack. We also adopt 
several tools that facilitate creating and managing virtual machines on compute nodes and 
submitting jobs to these nodes. The configuration files for these tools are part of an expanded 
“reproducibility package” that includes workflow definitions for cloud computing, in addition 
to input files and instructions. This facilitates recreating the cloud environment to rerun the 
computations under the same conditions. Although cloud providers have improved their 
offerings, many researchers using high-performance computing (HPC) are still skeptical about 
cloud computing. Thus, we ran benchmarks for tightly coupled applications to confirm that the 
latest HPC nodes of Microsoft Azure are indeed a viable alternative to traditional on-site HPC 
clusters. We also show that cloud offerings are now adequate to complete computational fluid 
dynamics studies with in-house research software that uses parallel computing with GPUs. 
Finally, we share with the community what we have learned from nearly two years of using Azure 
cloud to enhance the transparency and reproducibility in our computational simulations.

Reproducible research and replication studies 
are essential components for the progress 
of evidence-based science, even more now 

when nearly all fields advance via computation. We 
use computer simulations and data models to create 
new knowledge, but how do we provide evidence that 
this new knowledge is justified? Traditional journal 
publications exclude software and data products from 
the peer-review process, yet reliance on ever more 
complex computational artifacts and methods is the 
norm. Lacking standards for documenting, reporting 
and reviewing the computational facets of research, 
it becomes difficult to verify and corroborate the find-
ings presented in journals and conferences. 1

The literature is cluttered with confused and 
sometimes contradictory definitions for reproduc-
ible research, reproducibility, replicability, repetition, 
etc.2 It is thus worth clarifying how we use these 
terms. “Reproducible research” was used by geophys-
ics professor Jon Claerbout in the 1990s to mean 
computational studies that are published with suf-
ficient transparency so other scientists can recreate 
the results. His research group at Stanford created a 
reproducible-research environment3 whose goal was 
complete documentation of scientific computations, 
in such a way that a reader could reproduce all the 
results and figures in a paper using the author-provided 
computer programs and raw data. This requires open 
data and open source software and, for this reason, 
the reproducibility movement is closely linked with 
the open science movement. The term “replication” 
has been adopted to refer to an independent study 
generating new data which, when analyzed, lead to the 
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same findings.4 We follow this convention, adopted 
also recently in reports from the National Academies 
of Sciences, Engineering, and Medicine.5,6

Many efforts to develop cyberinfrastructure that 
supports reproducible research have been launched 
in past years. They address concerns like automatic 
capture of changes to software (version control sys-
tems), persistent data archival, global registration 
of data identifiers, workflow management, etc. But 
capturing the whole computational environment used 
in a research project remains one of the most difficult 
problems. Computational researchers often use a 
multilayer stack of software applications that can be 
laborious to build from scratch. Container technology 

like Docker is a recent addition to the reproducibility 
toolbox.7 In this article, we develop and assess a work-
flow for reproducible research on the public cloud 
provider Microsoft Azure, adopting Docker containers 
and several other tools to automate and fully docu-
ment scientific computations. The workflow follows 
the idea of using container technology to enhance 
transparency and reproducibility, and to reduce the 
burden of installing our application software stack. 
We go one step further by moving the computational 
work to Azure cloud resources using tools that 
programmatically capture the virtual environment 
configuration. The configuration files become part 
of expanded “reproducibility packages” for the study. 
This paper does not target portability of our software 
and workflow to diverse high-performance comput-
ing (HPC) environments. Our goal is, rather, to publish 
our computational research with deep transparency. 
The workflow we developed and document here is 
expressly designed for Azure cloud offerings. An inter-
ested reader could thus rerun our simulations under 

exactly the same conditions as we used, provided they 
are willing and able to create an Azure account.

Universities and national laboratories spend mil-
lions of dollars to deploy and maintain on-site HPC 
clusters. At the George Washington University, we 
have access to a cluster called Colonial One. The clus-
ter is now 6 years old and approaching its end-of-life. 
On average, its computational resources are idle 9% 
of the time and unavailable to users for roughly five 
days a year (due to maintenance). Administrators of 
the cluster have been recently considering integrating 
cloud-computing platforms in the research-computing 
portfolio. Over the past decade, cloud-computing plat-
forms have rapidly evolved, now offering solutions for 
scientific applications. From a user's point of view, a 
cloud platform offers great flexibility (hardware and 
virtual machines) with instantaneous availability of 
infinite (in appearance) computational resources. 
No more waiting time in job-submission queues! This 
promises to greatly facilitate code development, 
debugging, and testing. Resources allocated on the 
cloud are released as soon as the job is done, avoiding 
paying for idle time. On a public-cloud platform—such 
as Microsoft Azure, Google Cloud, Amazon AWS—with 
a “pay-as-you-go” type of subscription, a user directly 
sees how much it costs to run a scientific application, 
while such information usually remains obscure to the 
end-user on university-managed clusters. Cost models 
that make sense for researchers, labs, and universities 
are still unclear. Yet, this information is key when mak-
ing a decision to adopt a cloud workflow for research.

Until recently, public cloud offerings were inad-
equate to the needs of computational scientists 
using HPC, mainly due to performance overhead of 
virtualization or lack of support for fast networking8 
and hardware accelerators. Freniere and co-authors 
(2016) used the OSU microbenchmark suite to report 
performance degradation in networking with Amazon 
AWS, compared to their on-site local HPC cluster. We 
take the same approach with Microsoft Azure to verify 
that their improved services are now suitable for HPC 
applications. We also share what we have learned 
from nearly two years of using cloud computing for 
our computational fluid dynamics (CFD) simulations, 
with the hope that it will shed some light on the costs 
and benefits, and help others considering using cloud 
computing for their research.

“REPRODUCIBLE RESEARCH” WAS 
USED BY GEOPHYSICS PROFESSOR 
JON CLAERBOUT IN THE 1990S TO 
MEAN COMPUTATIONAL STUDIES THAT 
ARE PUBLISHED WITH SUFFICIENT 
TRANSPARENCY SO OTHER SCIENTISTS 
CAN RECREATE THE RESULTS.
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REPRODUCIBLE CLOUD- 
BASED WORKFLOW

Scientific publications reporting computational 
results often lack sufficient details to reproduce the 
researcher's computational environment; e.g., they 
may miss to mention external libraries used along with 
the main computational code. We have learned the 
hard way how different versions of the same external 
library can alter the numerical results and even the sci-
entific findings of a computational study.9 This section 
presents an overview and mini-tutorial of the workflow 
we developed to aim for the highest level of reproduc-
ibility of our computational research, with the best 
available technology solutions. In the process of cre-
ating this reproducible workflow, we also evaluated 
the suitability of public cloud offerings by Microsoft 
Azure for our research computing needs. The tools we 
adopted for computing on cloud resources are spe-
cific for this provider.

Use of Container Technology
To overcome the so-called “dependency hell” and facil-
itate reproducibility and portability, we use the con-
tainer technology provided by the open-source project 
Docker. A container represents an isolated user space 
where application programs run directly on the oper-
ating system's kernel of the host (with limited access 
to its resources). In contrast with virtual machines, 
containers do not include a full operating system, mak-
ing them lighter and faster. Containers allow recreat-
ing the same runtime environment of an application 
(including all its dependencies) from one machine to 
another. They empower researchers to share pre-built 
images of their software stack, ameliorating one of the 
biggest pain points for reproducible research: build-
ing the software on a different machine. The major-
ity of enterprise developers today are familiar with 
Docker container technology (first released six years 
ago). But in academic settings, many are still unaware 
of its value. We present this section as an overview for 
research software developers unfamiliar with Docker, 
but comfortable with scripting, version control, and 
distributed collaboration.

A container is an instance of an image. The 
developer builds this image on a local machine and 
pushes it to a public registry to share it with other 
users. Users pull the image from the public registry—in 

our case, DockerHub—and create containers out of 
it. To create a Docker image, the developer writes a 
Dockerfile: an ASCII file containing instructions that 
tell Docker what to do. For example, we start building a 
new image from a base image using the keyword FROM. 
We then write the different shell instructions (prefixed 
with the keyword RUN) to build a multilayered runtime 
environment of the application that includes all its 
dependencies. Once we have built and tested the image 
on the local machine, we push it to a repository on the 
DockerHub registry: a place to store and retrieve 
Docker images. Listing 1 provides the command 
lines to build (docker build) and push (docker push) 

DOCKER 
TERMINOLOGIES:

Docker—An open source OS-level virtualization 
software to create and run multiple independent, 
isolated, and portable containers on the same 
host Operating System.
Docker Image—Union of layered filesystems 
stacked on top of each other. Each layer defines 
a set of differences from the previous layer. A 
user composes (builds) a Docker image using a 
Dockerfile, usually starting from a base image 
(such as ubuntu:16.04).
Docker Container—A standardized unit created 
from a Docker image to deploy an application or 
a runtime environment. A Docker container can 
be seen as an instance of a Docker image that 
includes an additional writable layer at the top of 
the layered stack. When a container is deleted, 
so is the writable layer, while the image remains 
unchanged.
Dockerfile—An ASCII file including the sequence 
of instructions to create a Docker image for the 
computational runtime environment. A Docker-
file contains Docker keywords such as FROM, RUN, 
or COPY. Each instructions in the Dockerfile 
creates a layer in the Docker image.
DockerHub—The official registry of Docker Inc.; 
a cloud-based registry service to store, share, 
and retrieve (public or private) Docker images.
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an image of our CFD software (barbagroup/petibm:
0.4-GPU-IntelMPI-ubuntu) that we used to obtain 
some of the results presented in the following 
section. Here, CLOUDREPRO is an environment variable 
set to the local path of the GitHub repository for this 
paper, cloud-repro, (https://github.com/barbagroup 
/cloud-repro) cloned on the user's machine.

Listing 1. Build and push a Docker image.

$ cd $CLOUDREPRO/docker/petibm

$ docker build  

 - - tag=barbagroup/petibm:0.4- GPU- 

 IntelMPI- ubuntu 

 - - file=Dockerfile.

$ docker push  

 barbagroup/petibm:0.4- GPU- IntelMPI- ubuntu

A reader interested in reproducing the computa-
tional results can now pull the application image from 
DockerHub, and create a Docker container to run the 
CFD application software in a faithfully reproduced 
local environment. Our objective is to create and run 
containers on the public cloud provider Microsoft 
Azure, and make it possible for the readers to also run 

these containers to reproduce our results. Figure 1 
shows a graphical representation of the workflow we 
developed using Docker and various tools for running 
CFD simulations on Microsoft Azure. The following 
section explains these tools.

Use of Public Cloud Resources
To run computational jobs on Microsoft Azure, we 
use several tools that facilitate creating and man-
aging virtual machines on compute nodes, and sub-
mitting jobs to those nodes. We use a service called 
Azure Batch that leverages Microsoft Azure at no 
extra cost, relieving the user from manually creating, 
configuring, and managing an HPC-capable cluster of 
cloud nodes, including virtual machines, virtual net-
works, job and task scheduling infrastructure. Azure 
Batch works with both embarrassingly parallel work-
loads and tightly coupled MPI jobs (the latter being 
the case of our CFD software). To use Azure Batch, 
we first need to configure a workspace on Microsoft 
Azure. This can be done either via the Azure Portal 
in a web browser or from a local terminal using the 
open-source tool Azure CLI (version 2.0.57, https: 
//github.com/Azure/azure-cli). We prefer to use the 
command-line solution (program az), as it allows us to 

FIGURE 1. Reproducible workflow on the public cloud provider Microsoft Azure. Our CFD software is version-controlled with 

Git and GitHub. We push to DockerHub a Docker image of our CFD application with all its dependencies. Azure CLI is used to 

configure accounts on Microsoft Azure and to upload/download data to/from an Azure Storage account. With Batch Shipyard, 

we create a pool on Azure Batch and run container-based simulations using our Docker image. Figure available under CC BY 4.0 

license (https://doi.org/10.6084/m9.figshare.9636722.v1).
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keep track of the steps taken to configure the cloud 
workspace (see Listing 2). First, we set the Azure sub-
scription we want to use (let's call it reprosubscrip-
tion). Next, we create a resource group (reprorg) 
located in this case in the East US region, which will 
contain all the Azure resources. We create an Azure 
Storage account (reprostorage) in the resource 
group, as well as an Azure Batch account (repro-
batch) associated with the storage account. Finally, 
we create a fileshare (in this case of size 100 GB) in 
the storage.

Listing 2. Configure the workspace on  
Microsoft Azure.

$ az account set - - subscription reprosubscription

$ az group create - - name reprorg - - location eastus

$ az storage account create - - name reprostorage  

 - - resource- group reprorg - - sku Standard_LRS 

 - - location eastus

$ az batch account create - - name reprobatch  

 - - resource- group reprorg - - location eastus 

 - - storage- account reprostorage

$ az storage share create - - name fileshare  

 - - account- name reprostorage - - account- key  

 storagekey - - quota 100

To create computational nodes and submit 
container-based jobs to Azure Batch, we use the 
open-source command-line utility Batch Shipyard (ver-
sion 3.6.1: https://github.com/Azure/batch-shipyard). 
Batch Shipyard is entirely driven by configuration files: 
the utility parses user-written YAML files to automati-
cally create pools of compute nodes on Azure Batch 
and to submit jobs to those pools. Typically, we need 
to provide four configuration files:

 › config.yaml contains information about the 
Azure Storage account and Docker images to 
use.

 › credentials.yaml stores the necessary creden-
tials to use the different Microsoft Azure service 
platforms (e.g., Azure Batch and Azure Storage).

 › pool.yaml is where the user configures the pool 
of virtual machines to create.

 › jobs.yaml details the configuration of the jobs 
to submit to the pool.

Once the configuration files are written, we 
invoke Batch Shipyard (program shipyard) on our local 
machine. The folder examples/snake2d2k35/config_

shipyard in the repository accompanying this paper 
contains an example YAML file to create a pool of two 
NC24r compute nodes (featuring K80 GPUs and using 
InfiniBand network). Listing 3 shows the commands to 
run in your local terminal to create a pool of compute 
nodes on Azure Batch and submit jobs to it. The Docker 
image of our CFD application is pulled from the reg-
istry to the virtual machines during the pool creation 
(shipyard pool add). We then upload the input files to 
the compute nodes (shipyard data ingress) and sub-
mit jobs to the pool (shipyard jobs add). The tasks for a 
job will start automatically upon submission.

Listing 3. Create a pool and 
submit jobs to it.

$ cd $CLOUDREPRO/examples/snake2d2k35

$ az storage directory create - - name snake2d2k35  

 - - share- name fileshare - - account- name 

 reprostorage

$ export SHIPYARD_CONFIGDIR=config_shipyard

$ shipyard pool add

$ shipyard data ingress

$ shipyard jobs add

Once the simulations are done (i.e., the job tasks 
are complete), we delete the jobs and the pool (List-
ing 4). The output of the computation is now stored 
in the fileshare in our Azure Storage account. We 
can download the data to our local machine to per-
form additional postprocessing steps (such as flow 
visualizations).

Reproducible research requires authors to make 
their code and data available. Thus, the Dockerfile 
and YAML configuration files should be made part of 
an extended reproducibility package that includes 
workflow instructions for cloud computing, in addition 
to other input files. Such a reproducibility package 
facilitates recreating the cloud environment to run the 
simulations under the same conditions. The reproduc-
ibility packages of the examples showcased in the fol-
lowing section are available in the GitHub repository   
cloud-repro, which includes instructions on how to 
reproduce the results.
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Listing 4. Delete the pool and jobs, and 
download to output to a local machine.

$ shipyard pool del

$ shipyard jobs del

$ mkdir output

$ az storage file download- batch - - source  

 fileshare/snake2d2k25 - - destination output 

 - - account- name reprostorage

RESULTS
The top concerns of researchers considering cloud 
computing are performance and cost. Until just a few 
years ago, the products offered by cloud providers 
were unsuitable to the needs of computational scien-
tists using HPC, due to performance overhead of virtu-
alization or lack of support for fast networking.8 Azure 
only introduced nodes with GPU devices during late 
2016 and Infiniband support for Linux virtual machines 
on the NC-series in 2017. Our first objective was to 
assess the performance on cloud nodes for the type of 
computations in our research workflows with tightly 
coupled parallel applications. We present results from 
benchmarks and test-cases showing that we are able 
to obtain similar performance in terms of latency and 
bandwidth using the Azure virtual network, compar-
ing to a traditional university-managed HPC cluster 
(Colonial One). Table 1 lists the hardware specifica-
tions of the nodes used on Microsoft Azure and Colo-
nial One. Our target research application relies on 
three-dimensional CFD simulations with our in-house 
research software. We include here a sample of the 
types of results needed to answer our research ques-
tion, obtained by running on the public cloud using the 
reproducible workflow described in the previous sec-
tion. The goal is to showcase the potential of cloud 
computing for CFD, share the lessons we learned in 
the process, as well as analyze the cost scenarios for 
full applications.

MPI Communication Benchmarks
We ran point-to-point MPI benchmarks from the Ohio 
State University Micro-Benchmarks suite (version 
5.6, http://mvapich.cse.ohio-state.edu/benchmarks/) 
on Microsoft Azure and Colonial One, to investigate 
the performance in terms of latency and bandwidth. 
The latency test is carried out in a ping-pong fashion 
and measures the time elapsed to get a response; the 
sender sends a message with a certain data size and 
waits for the receiver to send back the message with 
the same data size. The bandwidth test measures 
the maximum sustained rate that can be achieved 
on the network; the sender sends a fixed number of 
messages to a receiver that replies only after receiv-
ing all of them. The tests ran on NC24r nodes on Azure 
and Ivygpu nodes on Colonial One, all of them fea-
turing a network interface for RDMA (Remote Direct 
Memory Access) connectivity to communicate over 
InfiniBand. (RDMA allows direct access to a remote's 
memory without involving the operating system 
of the host and remote.) Figure 2 reports the mean 
latencies and bandwidths obtained over five repeti-
tions on both platforms. For small message sizes, the 
average latencies on Colonial One and Azure are 1.25 
and 1.95 μs, respectively. For all message sizes, the 
latency reported on Azure is slightly higher than the 
value obtained on Colonial One. The maximum sus-
tained bandwidth rates for Colonial One and Azure 
are on average 6.2 and 5.2 GB/s, respectively. For all 
message sizes, a similar bandwidth rate was achieved 
on Azure and Colonial One. Over the last few years, 
Microsoft Azure has indeed improved its HPC solu-
tions to provide networking capabilities that are 
comparable or even better than our 6-year-old 
university-managed cluster.

Poisson Benchmarks
CFD algorithms often require solving linear sys-
tems with iterative methods. For example, the 

Platform Node Intel Xeon CPU #threads NVIDIA GPU RAM (GiB) SSDStorage (GiB)

Azure

On both platforms, MPI applications take advantage of RDMA (remote direct memory access) network with FDR InfiniBand and ECC is enabled for 
GPU computing.

24
– 112 200016

12
16

2      K80

–
2      K20

224

120
120

1440

93
93

NC24r Dual 12-Core E5-2690v3 (2.60 GHz)
H16r Dual 8-Core E5-2667v3 (3.20 GHz)

Colonial One
Ivygpu Dual 6-Core E5-2620v2 (2.10GHz)
Short Dual 8-Core E5-2650v2 (2.60GHz)

TABLE 1. Hardware specifications of nodes used on Microsoft Azure and colonial one.
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Navier–Stokes solver implemented in our soft-
ware requires the solution of a Poisson system at 
every time step to project the velocity field onto the 
divergence-free space (to satisfy the incompressibil-
ity constraint). We investigated the time-to-solution 
for a 3-D Poisson system (obtained with a 7-point sten-
cil central-difference scheme) on different nodes of 
Microsoft Azure and Colonial One. The solution method 
was a conjugate-gradient (CG) method with a classi-
cal algebraic multigrid (AMG) preconditioner using an 
exit criterion set to an absolute tolerance of 10–12 The 
iterative solver ran on CPU nodes (H16r instances on 
Azure and Short nodes on Colonial One) using the CG 
algorithm from the PETSc library10 and an AMG pre-
conditioner from Hypre BoomerAMG. Figure 3 (top) 
reports the mean runtimes (averaged over five repeti-
tions) to iteratively solve the system, on a uniform grid 
of 50 million cells (1000 × 1000 × 50), as we increase the 
number of nodes in the pool (strong scaling). Runtimes 

obtained on Colonial One and Azure are similar. We 
also solved the Poisson system with the NVIDIA AmgX 
library on multiple GPU devices using NC24r instances 
on Azure and Ivygpu nodes on Colonial One. The Pois-
son system for a base mesh of 6.25 million cells (500 × 
500 × 25) was solved on a single compute node using 
12 MPI processes and 2 GPU devices; we then doubled 
the mesh size as we doubled the number of nodes, 
keeping the same number of MPI processes and GPUs 
per node (weak scaling). The number of iterations to 
reach convergence increases with the size of the sys-
tem, so we normalize the runtimes by the number of 
iterations. Figure 3 (bottom left) shows the normalized 
mean runtimes (five repetitions) obtained on Azure 

FIGURE 2. Point-to-point latency (top) and bandwidth 

(bottom) obtained on Colonial One (Ivygpu nodes) and on 

Microsoft Azure (NC24r nodes) with the Intel MPI library. 

Benchmark results are averaged over five repetitions.

FIGURE 3. Runtime to solve a Poisson system on Colonial 

One and Microsoft Azure. Benchmarks were repeated five 

times and we show the mean runtime and the extrema. Top: 

system solved on a fixed mesh size of 50 million cells (strong 

scaling) using PETSc on Azure H16r nodes (16 processes per 

node), and Colonial One Short nodes (16 processes per node). 

Bottom-left: systems solved using AmgX on Azure NC24r 

nodes (12 processes and 2 GPUs per node), and Colonial One 

Ivygpu nodes (12 processes and 2 GPUs per node); the base 

mesh size contains 6.25 million cells and we scale it with the 

number of nodes (weak scaling). Bottom-right: systems solved 

with AmgX on Azure NC24r nodes (24 processes and 4 GPUs 

per node), using a finer base mesh size of 25 million cells. Run-

times obtained with AmgX were normalized by the number of 

iterations required to reach a absolute tolerance of 10−12.
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and Colonial One. The smaller runtimes on Azure are 
explained by the fact that the NC-series of Microsoft 
Azure features NVIDIA K80 GPU devices with a higher 
compute capability than the K20 GPUs on Colonial 
One. The bottom-right panel of the figure reports the 
normalized mean runtimes obtained on Azure when 
we load the bandwidth with a larger problem; the base 
mesh now contains 25 millions cells (1000 × 500 × 50). 
We observe larger variations in the time-to-solution for 
the Poisson system on Microsoft Azure with GPU com-
puting; runtimes are more uniform on Colonial One.

Flow Around a Flying Snake  
Cross Section
Our research lab is interested in understanding the 
aerodynamics of flying animals via CFD simulations. 
One of our applications deals with the aerodynamics 
of a snake species, Chrysopelea paradisi, that lives in 
Southeast Asia. This arboreal reptile has the remark-
able capacity to turn its entire body into a wing and 
glide over several meters.11 The so-called “flying 
snake” jumps from tree branches, undulates in the air, 
and is able to produce lift by expanding its ribcage to 
flatten its ventral surface (morphing its normally circu-
lar cross section into a triangular shape).

To study the flow around the flying snake, we devel-
oped a CFD software called PetIBM,12 an open-source 
toolbox that solves the 2-D and 3-D incompress-
ible Navier–Stokes equations using a projection 
method (seen as an approximate block-LU decom-
position of the fully discretized equations13) and an 
immersed-boundary method (IBM). Within this frame-
work, the fluid equations are solved over an extended 
grid that does not conform to the surface of the body 
immersed in the computational domain. To model 
the presence of the body, the momentum equation 
is augmented with a forcing term that is activated in 
the vicinity of the immersed boundary. This technique 
allows the use of simple fixed structured Cartesian 
grids to solve the equations. PetIBM implements 
immersed boundary methods (IBMs) that fit into the 

projection method of Perot.13 In the present study, 
we use the IBM scheme proposed by Li et al.14 PetIBM 
runs on distributed-memory architectures using the 
efficient data structures and parallel routines from 
the PETSc library. The software also implements the 
possibility to solve linear systems on multiple GPU 
devices distributed across the nodes with the NVIDIA 
AmgX library and our AmgXWrapper.15 One of the 
requirements for reproducible computational results 
is to make the code available under a public license 
(ideally allowing reuse and modification by others). In 
that regard, PetIBM is open source, version-controlled 
on GitHub (version 0.4, https://github.com/barbagroup 
/PetIBM), and shared under the permissive (non 
copy-left) BSD-3 clause license. We also provide a 
Docker image of PetIBM on DockerHub and its Docker-
file is available in the GitHub repository of the software.

2-D Flow Around a Snake Cross Section
We submitted a job on Azure Batch (with Batch Ship-
yard) to compute the 2-D flow around an anatomi-
cally accurate sectional shape of the gliding snake. 
The cross section has a chord-length c=1 and forms a 
35o angle of attack with the incoming freestream flow. 
The Reynolds number, based on the freestream speed, 
the body chord-length, the kinematic viscosity, is set 
to Re = 2000. The immersed boundary is centered in 
a 30c × 30c computational domain that contains just 
over 2.9 million cells. The grid is uniform in the vicin-
ity of the body and stretched to the external boundar-
ies with a constant ratio (see Table 2 for details about 
the grid). The discretization of the immersed bound-
ary has the same resolution as the background fluid 
grid. A convective condition was used at the outlet 
boundary while freestream conditions were enforced 
on the three other boundaries. The job was submit-
ted to a pool of two NC24r nodes, using 12 MPI pro-
cesses and 2 GPU devices per node. It completed 200 
000 time steps (i.e., 80 time units of flow simulation 
with time-step size t = 0.0004c/U ) in just above 7 h 
(wall-clock time).

Case Domain Uniform region Smallest cell-width Stretching ratio Size

2-D 30 30 0.52, 3.48 2, 2 0.004 0.004 1.01 1704 1706
3-D 30 30 3.2 0.52, 3.48 2, 2 0, 3.2 0.008 0.008 0.08 1.01 1071 1072 40

Distances are expressed in terms of chord-length units.

TABLE 2. Details about the computational grids used for the snake simulations with PetIBM.
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Figure 5 shows the history of the force coefficients 
on the 2-D cross section. The lift coefficient only 
maintains its maximum mean value during the early 
stage of the simulation (up to 40 time units). Between 
40 and 50 time units, the mean value starts to drop. 
The time-averaged force coefficients (between 40 and 
80 time units) are reported in Table 3. Figure 4 shows 
snapshots of the vorticity field after 20, 44, 45, and 
80 time units of flow simulation. After 20 time units, 
the vortices shed from the snake section are almost 
aligned in the near wake (with a slight deflection 
toward the lower part of the domain). Snapshots of the 
vorticity at time units 44 and 45 show that the initial 
alignment is perturbed by vortex-merging events 
(same-sign vortices merging together to form a stron-
ger one). Following that, the wake signature is altered 
for the rest of the simulation: vortices are not aligned 
anymore, the wake becomes wider (leading to lower 
aerodynamic forces) with a 1S+1P vortex signature (a 
single clockwise-rotating vortex on the upper part and 
a vortex pair on the lower part).

3-D Flow Around a Snake Cylinder
Although the 2-D simulations can give us some insights 
into flow dynamics happening in the wake behind the 
snake, we know that at this Reynolds number (Re = 
2000), 3-D structures will develop in the wake. We sub-
mitted jobs on Azure Batch to perform direct numer-
ical simulation of the 3-D flow around a snake model: 
a cylinder with the same anatomically accurate cross 
section. The computational domain extends in the 
z-direction over a length of 3.2c and the grid now con-
tains about 46 million cells (with a uniform discretiza-
tion in the z-direction and periodic boundary condi-
tions; see Table 2). The job was submitted to a pool of 
two NC24r nodes using 24 MPI processes and 4 GPU 
devices per node. The task completed 100 000 time 

steps (100 time units with a time-step size t = 0.01c/
U ) in about five days and 16 h.

Figure 5 compares the history of the force coeffi-
cients between 2-D and 3-D configurations. The force 
coefficients resulting from the 2-D simulation of the 
snake are higher than those obtained for the snake cyl-
inder; we computed a relative difference of +37.9% and 
+14.4 % for the time-averaged drag and lift coefficient, 
respectively (see Table 3). Two-dimensional computa-
tional simulations of fundamentally 3-D flows lead to 
incorrect estimation of the force coefficients, as is 

FIGURE 4. Filled contour of the vorticity field (–5 ≤ wzc/U  
≤ 5) after 20, 44, 45, and 80 time units of flow simulation with 

PetIBM for the snake cross section at a 35o angle of attack 

and Reynolds number 2000. Vortex merging events trigger a 

change in the wake signature causing the drop in the mean 

value of the lift coefficient.

Case CD CL

3D 0.8390 1.5972
2D 1.1567 (    37.9%) 1.8279 (    14.4%)

(We average the force coefficients between 40 and 80 time  units of 
flow simulation and report the relative di�erence of  the 2-D values 
with respect to the 3-D ones.)

TABLE 3. Time-averaged force coefficients on the snake 
model at Reynolds number 2000 and angle of attack 35o for 
the 2-D and 3-D configurations.
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well known.16 The grid used for the 3-D simulation con-
tains about 46 million cells and is somewhat coarse for 
direct numerical simulation at this Reynolds number, 
but acceptable for our exploratory analysis. A finer 
grid would be preferable to capture the flow dynamics 
in detail, but the purpose of this article is not targeting 
the physics. We did however run a simulation on a finer 
grid (about 233 million cells) resulting in a relative dif-
ference (with respect to the “coarse”-grid simulation) 
of +6.5 % and +3 % for the time-averaged drag and lift 

coefficients, respectively. We decided to continue this 
paper with the coarser grid due to the large cost dif-
ference (see the next section, Cost Analysis and User 
Experience). Details about this fine-grid simulation are 
available as supplementary material on the GitHub 
repository for this study (https://nbviewer.jupyter.org 
/github/barbagroup/cloud-repro/blob/master/misc 
/independence/grid.ipynb).

Figure 6 shows the instantaneous spanwise vor-
ticity averaged along the z-direction after 80 and 100 
time units. Compared to the snapshots from the 2-D 
simulation, we observe that free-shear layers roll up 
into vortices further away from the snake body and 
that the von Kármán street exhibits a narrower wake 
than in the 2-D simulations. We also note the presence 
of an unsteady recirculation region just behind the 
snake cylinder, and alternating regions of positive and 
negative cross-flow velocity showing the presence of 
von Karman vortices (see Figure 7). Figure 8 shows a 
side-view of the isosurfaces of the Q-criterion after 
100 time units and highlights the complexity of the 3-D 
turbulent wake generated by the snake model.

The selection of results presented here corre-
sponds to a typical set of experiments included in a 
CFD study. A comprehensive study might include sev-
eral similar sets, leading to additional insights about 
the flow dynamics, and clues to future avenues of 
research. We include this selection here to represent 
a typical workflow, and combine our discussion with a 

FIGURE 5. History of the force coefficients obtained with 2-D 

and 3-D simulations at Reynolds number 2000 for a snake 

cross section with a 35o angle of attack. As expected, the 2-D 

simulations overestimate the force coefficients of what is 

essentially a 3-D flow problem.

FIGURE 6. Filled contour of the spanwise-averaged z-compo-

nent of the vorticity (–5 ≤ wzc/U  ≤ 5) field after 80 and 100 

time units of a 3-D flow simulation with PetIBM for the snake 

cylinder with a cross section at a 35o angle of attack and 

Reynolds number 2000.

FIGURE 7. Filled contour of the streamwise velocity (top) and 

cross-flow velocity (bottom) behind the snake cylinder in the 

x/z plane at y/c= –0.2 in the wake of the snake cylinder with a 

35o angle of attack at Reynolds number 2000 after 100 time-

units of flow simulations. There are 52 contours from –1.0 to 

1.0. The gray area shows a projection of the snake cylinder in 

the x/z plane. The solid black line defines the contour with ux 

= 0 (top) and uy = 0 (bottom).
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meaningful analysis of the costs associated with run-
ning CFD studies in a public cloud.

COST ANALYSIS AND  
USER EXPERIENCE

For the year 2018, Microsoft Azure granted our research 
lab a sponsorship (in terms of cloud credits) to run 
CFD simulations with our in-house software. With a 
“pay-as-you-go” subscription, users can immediately 
see how much it costs to run a scientific application 
on a public cloud; such information is often hidden to 
end-users on university-managed clusters. From May 
to December, we spent a total of 20614 USD to run CFD 
simulations, including a couple dozen snake simulations. 
(The output of those simulations is now being processed 
to further analyze the complex flow dynamics gener-
ated behind the snake model.) During that period, we 
have been charged for data management, networking, 
storage, bandwidth, and virtual machines (see Table 
4). More than 99% of the charges incurred were for the 
usage of virtual machines, mainly instances from the 
NC-series (see Table 5). To run PetIBM simulations of the 
snake model, we used the NC24r virtual machines to get 
access to NVIDIA K80 GPUs and InfiniBand networking. 
For example, the 2-D snake run reported in this paper 
cost 55.4 USD (2 NC24r instances with a hourly price of 
3.96 USD for about 7 h). The three-dimensional compu-
tation cost 1077.1 USD (2 NC24r instances for about 136 
h). (Note that with 3-year-reserved instances, the 2-D 
and 3-D snake simulations would have only cost 24.6 
and 478.1 USD, respectively.) The 3-D simulation on the 

finer grid (233 million cells) ran on 6 NC24r instances 
and cost about 7965 USD to compute 100000 time 
steps (cost not included in Table 4). This is more than 
seven times the cost we paid for the “coarse”-grid run! 
It would have been too expensive to run a batch of sim-
ulations on the finer grid for our exploratory analysis of 
the flow around the snake cylinder.

Running CFD simulations on Microsoft Azure was 
a first for our research lab. As novices in cloud com-
puting, it took us several months to become familiar 
with the technical vocabulary and the infrastructure 
of Microsoft Azure before we could submit our first 
simulation of the flow around a snake profile.

Command-line utilities such as Azure CLI and 
Batch Shipyard were of great help to create and man-
age resources on Microsoft Azure for executing our 
reproducible research workflow. (In our lab, we tend 
to avoid interacting directly with graphical user inter-
faces to keep a trace of the commands run and make 
the workflow more reproducible.) Azure CLI helped us 

FIGURE 8. Lateral view of the isosurfaces of the Q-criterion (Q = 1 ) in the wake of the snake cylinder (with a 35o angle of attack) 

at Reynolds number 2000. The isosurfaces are colored with the streamwise vorticity (–5 ≤ wxc/U  ≤ 5). The figure was generated 

using the visualization software VisIt.17

Service name Cost (USD) % of total cost

Bandwidth 46.85 0.23
0.56 0.003

25.93 0.16
20,582.64 99.6

1.38 0.007
Data management
Networking
Storage
Virtual achines

Total 20,614

TABLE 4. Charges incurred for the usage of different 
services on Microsoft Azure.
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to setup the Azure Batch and Storage accounts as well 
as moving data between the cloud platform and our 
local machines. Thanks to Batch Shipyard, we did not 
have to dig into the software development kit of Azure 
Batch to use the service. Writing YAML configuration 
files was all we needed to do to create a pool of virtual 
machines with Batch Shipyard and to submit jobs to 
it. With Batch Shipyard, we have painlessly submitted 
jobs on Azure Batch to run multi-instance tasks in 
Docker containers, everything from the command-line 
terminal on a local machine. Note that Batch Shipyard 
also supports Singularity containers. Singularity is 
an open source container platform designed for HPC 
workloads. Singularity containers can be used on 
traditional HPC clusters such as Colonial One; Docker 
containers usually cannot. Indeed, running a Docker 
container involves running a Docker daemon (a back-
ground process) which requires root privileges (that 
users do not and should not have on production clus-
ters). The container technology from Singularity was 
designed from the ground up to prevent escalation in 
user privileges.

Our in-house CFD software, PetIBM, relies on MPI 
to run applications on distributed-memory architec-
tures. The Poisson system is solved on distributed 
GPU devices using the NVIDIA AmgX library. Thus, we 
used Azure instances of the NC-series, which feature 
a network interface for remote direct memory access 
(RDMA) connectivity, allowing nodes in the same pool 
to communicate over InfiniBand network. The Docker 
images were specifically built to be able to run MPI 
applications on RDMA-capable virtual machines (such 
as the NC24r instance with a CentOS-based 7.3 HPC 
image) with multiple-instance tasks on Azure Batch 
service. As of this writing, only Intel MPI 5.x versions 
are supported with the Azure Linux RDMA drivers. 
Both the Docker image and the configurations files 
for deploying the cloud resources give an interested 

reader the opportunity to reproduce our computa-
tions in an identical environment. Even if this opportu-
nity is not accompanied by portability—e.g., one may 
depend on a different MPI library to use a different 
system—the human-readable Docker files and con-
figuration files do offer transparency.

Microsoft Azure offers the possibility of taking 
advantage of surplus capacity with “low-priority” 
virtual machines that are substantially cheaper than 
“dedicated” ones (see Table 5 for pricing options on 
the NC series with Linux-based virtual machines). For 
example, the low-priority NC24r instance costs 0.792 
USD/h, five times cheaper than its dedicated counter-
part. The reader should keep in mind that low-priority 
virtual machines may not be available for allocation 
or may be preempted at any time. Thus, low-priority 
instances should be avoided for long-running MPI jobs 
in pools, where internode communication is enabled. 
We only used dedicated virtual machines to run our 
CFD simulations. Moreover, our job tasks used a 
shared filesystem (GlusterFS on compute nodes) for 
I/O operations and Batch Shipyard would fail to create 
the pool if low-priority nodes were requested.

Microsoft Azure implements quotas and limits on 
resources with Azure Batch service, such as the maxi-
mum number of dedicated cores that can be used in 
a certain region. To be able to run our simulations, we 
had to contact Azure Support through Azure Portal to 
request a quota increase for a given type of instance in 
a specific region and for a given subscription. We had 
to go through this process at least five times during 
our sponsorship period. Readers should be aware of 
these quotas and limits before scaling up workloads 
on Azure Batch.

CONCLUSION
Exploring public cloud services as an alternative (or 
complementary) solution to university-managed HPC 

Instance cores
RAM
(GiB)

disk sizes
(GiB) GPU

pay-as-you-go
(dedicated)($/hr)

pay-as-you-go
(low-priority)($/hr)

1-year
reserved($/hr)

3-year
reserved($/hr)

NC6 6
NC12
NC24
NC24r*

12
24
24

1
2
4
4

0.90
1.80
3.60
3.96

0.18
0.36
0.72
0.792

0.5733
1.1466
2.2932
2.5224

0.3996
0.7991
1.5981
1.7578

K80
K80
K80
K80

56
112
224
224

340
680
1,440
1,440

(Prices as of March 24, 2019, for CentOS or Ubuntu Linux Virtual Machines in the East US region.)
* The NC24r configuration provides a low latency, high throughput network interface optimized for tightly coupled parallel applications.

TABLE 5. NC series on Microsoft Azure.
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clusters to run CFD simulations with our in-house soft-
ware, we used Microsoft Azure to generate reproduc-
ible computational results. Our reproducible workflow 
makes use of Docker containers to faithfully port the 
runtime environment of our CFD application to Azure, 
and the command-line utilities Azure CLI and Batch 
Shipyard to run multi-instance tasks within Docker 
containers on the Azure Batch platform. We ran CFD 
simulations on instances of the NC-series that fea-
ture NVIDIA K80 GPU devices and have access to 
InfiniBand network. Latency and bandwidth micro-
benchmarks show that our university-managed HPC 
system and Microsoft Azure can deliver similar perfor-
mances. Thanks to a Microsoft Azure sponsorship, we 
were able to run dozens of CFD simulations of a gliding 
snake's model. Our study of the 3-D flow around a cyl-
inder with an anatomically accurate cross section of 
the flying snake is currently ongoing. We plan to ana-
lyze the output data from these runs, and publish them 
in a later article.

In this article, we show that public cloud resources 
are today able to deliver similar performances to a 
university-managed cluster, and thus can be regarded 
as a suitable solution for research computing. But 
in addition to performance, researchers also worry 
about cost. We share the actual costs incurred to run 
2-D and 3-D CFD simulations using cloud services 
with a pay-as-you-go model, and report on reduced 
costs possible with reserved instances. Universities 
(and possibly funding agencies) may obtain even more 
favorable pricing through bids or medium-term con-
tracts. Researchers thinking of adding cloud comput-
ing to proposal budgets might encounter other barri-
ers, however. For example, some universities exempt 
large equipment purchases from indirect (facilities 
and administrative, F&A) costs, while they may add 
these overhead rates to cloud purchases. Until these 
internal policies are adjusted, cloud computing may 
not be adopted widely.

In a heightened effort to make our research 
transparent and reproducible by others, we maintain 
in a public version-controlled repository all the files 
necessary to re-run the examples highlighted in this 
paper. The repository is found at https://github.com 
/barbagroup/cloud-repro and is also permanently 
archived in Zenodo.18 Our expanded reproduc-
ibility packages contain input files, Batch Shipyard 

configuration files, command-line instructions to set 
up and submit jobs to Microsoft Azure, as well as the 
postprocessing scripts to reproduce the figures of this 
paper. We included in the Zenodo archive all second-
ary data required to reproduce the figures without 
running the simulations again. Although they are not 
required to reproduce the computations, the Docker-
files to build Docker images are also made available. 
We even include a Dockerfile to reproduce the local 
environment with the visualization tools needed for 
postprocessing. These files contain details about all 
the libraries needed to create the computational run-
time environment. Both the Dockerfiles and the work-
flow files may not execute as they were designed to do 
in a period of a few years, due to technology changes. 
Obsolescence of digital research objects, including 
software libraries and computational environments, is 
an acknowledged source of non-reproducibility, in the 
long run. The recent report of the National Academies 
highlights this [6, p. 57]. Indeed, tools in our workflow 
that we have no control over (Azure CLI, Batch Ship-
yard) will likely change, perhaps breaking backward 
compatibility. That is inevitable. But when they do, 
our fully documented workflow (via human-readable 
configuration files) will continue to offer transparency 
of what we did and how we did it. 
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The Edge-to-Cloud Continuum
Dejan Milojicic, Hewlett Packard Labs

Computer hosts a virtual roundtable with three experts to discuss the opportunities and 
obstacles regarding edge-to-cloud technology.

In Computer, virtual roundtables (VRTs) are virtual 
panels. We ask a series of questions, typically 
roughly a dozen, to a group of experts via email 

to get their perspective on an important technology 
that is relevant to businesses and humanity. One dif-
ference between VRTs and real face-to-face panels is 
offline versus real-time interaction. A VRT is different 
from a face-to-face-panel, where answers from one 
participant can immediately affect the answers of oth-
ers. In a VRT, each participant contributes his or her 
own input independently; however, we allow the pan-
elists to eventually see input from the other contribu-
tors and evolve their thinking. Therefore, the dynamics 
are somewhat slower and perhaps more thorough. In 
other VRTs, editors kept the process entirely separate 
and independent until publication.

In this VRT, our topic is related to edge-to-cloud 
technology, including critical technological, busi-
ness, and humanitarian aspects that involve a con-
nection from the source of data at the edge to the 
ultimate information and processing in the cloud and 
everything in between. For the edge-to-cloud VRT, 
we invited three experts to respond to 12 questions. 
Their written responses may have undergone minor 
edits; however, as editors, we attempted to keep their 
words as verbatim as possible. The three experts 
are Tom Bradicich (Hewlett Packard Enterprise), 
Adam Drobot (OpenTechWorks), and Ada Gavrilovska 
(Georgia Institute of Technology). (See "Roundtable 
Panelists.") It is important to note that the opinions 
of the experts are their own, with no input from the 
article editor. We hope the readers who are inter-
ested in technologies from the edge to the cloud will 
find these questions and responses insightful.

Computer: The pendulum from centralized to decen-
tralized has been moving back and forth through-
out the history of computing, with mainframes, grids, 
and clouds on one side and clusters, peer-to-peer net-
working, and the edge on the other. Where do you see 
immediate future of computing? What are some of the 
lessons from the past that we should keep in mind?

Tom Bradicich: Technology companies must keep 
their eye on two dynamics. The first is the demand side 
of changing customer sentiments and needs, and the 
second concerns supply-side changes in technology 
capability, cost, and new applications. This is a fine bal-
ance. Frequently, technology vendors can share new 
ideas about which customers, who are wholly preoc-
cupied with their businesses, are unaware. With dis-
tributed clouds and edge compute, I’ve personally 
seen this where we (supply side) introduced a new 
product category to accommodate pent-up customer 
demand to process and act on data right at its source. 
And now we’re building the capability to cloud man-
age these remote infrastructures. This is profound, as 
not long ago the marketplace was limited to the para-
digm of “send everything to a remote cloud.” See my 
article at https://www.synnexcorp.com/stellr/blogs/7 
-reasons-to-compute-at-the-edge/.

Adam Drobot: A significant trend and precursor to 
what we have today was the emergence of client-server 
systems during the early 1980s. I remember an impor-
tant article by John Markoff in The New York Times from 
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1991 called “The Attack of the Killer Micros.” It recog-
nized the domination and explosive growth of PCs and 
workstations and capped a major shift to decentraliza-
tion in the patterns of how computing is done. Despite 
this, centralized computing systems never went out of 
style. Underlying the changes have been shifts in tech-
nology and, just as important, new business models. 
There are several ideas that are important here.

1. Computing, as used in practice, is hierarchical, 

heterogenous, and distributed. The demand for 
cycles is still exponentiating. It is a continuum 
that runs from specialized embedded devices 
to highly capable, standards-based individual 
terminals; on-premise data centers; the edge 
(gateways, edge computing, fog, and mist); the 
larger data centers in the cloud; and then to 
hyperscale data centers and high-performance 
computing (HPC). The advances in technology 
are happening up and down the hierarchy, 
but it’s worthwhile to chop the computing 
space into three buckets. All three are growing 
but have very different dynamics. The three 
would be specialized computing, where the 
computing fabric is highly customized and 
often proprietary—the embedded world; 
computing that relies on standards and 
volume—general-purpose infrastructure; and 
specialized facilities focused on extremes in 
performance, where custom processors and 
architectures dominate—HPC. There is a trend 
to migrate applications, wherever possible, to 
general-purpose computing infrastructure and, 
at the same time, create software frameworks 
and platforms that exploit the complete 
continuum.

2. Computing technology continues to evolve, 
and exponential improvements are happening 
across multiple axes, not just Moore’s law. The 
big deals are virtualization and compartmen-
talization, enabling multipurpose, multitenant 
computing. Another direction is running on 
bare iron, using large arrays of low-power, 
low-cost processors. Miniaturization and 
energy efficiency continue apace, driving the 
deployment of general-purpose computing 
on mobile platforms. The growth of multicore 
processors is also dramatically increasing 
compute power up and down the hierarchy. The 
proliferation of various accelerators, whether 
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they are graphics processing units, tensor 
processing units, or artificial intelligence (AI) 
and machine learning (ML) engines, is enabling 
powerful new applications. While there is 
doubtlessly more on the technology front, it’s 
worthwhile to mention that software, whether 
in applications or operating systems, is also on 
an exponential curve in terms of what it can do. 
The lesson here is that, as much as has been 
accomplished, we are nowhere near done with 
technology. In the wings, but longer term, is the 
promise of quantum computing.

3. The business landscape has also changed. To 
use an analogy, during the past century, we 
saw the emergence of utilities and common 
infrastructure across the globe. These provided 
water, gas, electricity, and roads. In addition, 
common services, such as ambulances, 
firefighting, waste removal, sewage treatment, 
and many others, became part of the ordinary. 
Life as we know it without that infrastructure 
would not be possible. Computing has reached 
a point where it is now well on the way to 
becoming a ubiquitous and well-established 
infrastructure. The fact that someone can start 
a new business or add a business line and have 
access to powerful data storage, processing, 
and software capabilities without having to 
integrate the capabilities from scratch has 
lowered the threshold for what it takes to be 
successful and create incredible opportuni-
ties for innovation. Along with this has come 
the open source movement that redefines, in 
many ways, how businesses cooperate and 
compete at the same time—the underpinnings 
for software as a service, infrastructure as a 
service, and platforms as a service.

Ada Gavrilovska: It’s curious to reflect back at the time 
when cloud computing was emerging and to remem-
ber many conference keynotes promising, by 2020, all 
that will be needed will be stored in just a dozen mega-
data centers. This, of course, did not consider the 
extent of the growth of data, in large part accelerated 
precisely because of cloud computing, and the renais-
sance of AI that keeps finding new ways to make use 
of all these data. True, there is tremendous compute 

power today consolidated in just a dozen megadata 
centers, but they are far from adequate to address 
the demand of modern workloads. With comput-
ing permeating every aspect of industry and society, 
the richness of workloads is such that there is suffi-
cient demand for many of these paradigms to coex-
ist and complement each other. When I think about 
the cloud and the edge today, there are fundamental 
reasons why they must coexist: the speed of light and 
data movement energy will limit what cloud-only solu-
tions can deliver. The law of big numbers will continue 
to make megadata centers a more cost-efficient solu-
tion for workloads that are not limited by latency and 
the backhaul bandwidth.

Computer: What are the key market forces that drive 
this continuum of computing? For example, how does 
delivery as a service impact businesses that are mov-
ing to operational expenditure (OPEX) and away from 
capital expenditure (CAPEX) and so forth?

Bradicich: It’s clear today that as a service (aaS) 
affords the value propositions of lowering CAPEX, agil-
ity of skills, and obsolescence protection. This has 
been proven in the cloud and the data center. Today, 
we can impute these benefits on infrastructures at 
the edge and on remote distributed clouds. However, 
the challenges of remote and edge services deliv-
ery differ greatly from those in data centers, such as 
low bandwidth, limited on-site IT skills, hostile envi-
ronments, and connectivity reliability. In addition, the 
edge is more complex, as it includes operational tech-
nologies (OTs), such as control systems and industrial 
protocols, that are not seen in the data center. Com-
prehending both IT and OT systems in aaS offerings 
provides great customer value and differentiation.

Drobot: The most important dynamic is digitization 
and the newly emergent infrastructure services and 
technologies that support it. For simplicity, this con-
sists of manufacturing, goods and products, services, 
and processes. In each of these, enterprises and their 
customers are instrumenting what they do, generating 
more data than ever, and then extracting value by solv-
ing the hard problems that computers are great at. The 
first area affected in a fundamental way is the visibility 
into the way we conduct business, the consequences 
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of how we design and build things, how our customers 
use the goods and services we provide, how the goods 
and services perform, and finally the experience that 
our customers have. What the data then enable us 
to do is improve efficiency in manufacturing and ser-
vice delivery, avoid disruptions, optimize the design of 
goods and services, find better approaches to mainte-
nance and repair, dramatically improve the customer 
experience, innovate with new functionality and capa-
bilities, and restructure whole ecosystems with bet-
ter business models. In some ways, what is attractive 
for enterprises is that they can take on more complex 
challenges and deliver value individualized to the cus-
tomer while hiding that complexity. The result is bet-
ter options where CAPEX is deployed; new tradeoffs 

between CAPEX and OPEX; optimizing CAPEX and, at 
the same time, improving the efficiency and effective-
ness of OPEX spending; and most of all, innovation in 
new products and services that serve customers bet-
ter, contribute to the customer experience, and raise 
the quality of life on a societal scale.

Gavrilovska: There are a number of intertwined mar-
ket forces driving these developments. From the pro-
viders’ perspective, I think the main questions are 
around the business models needed to sustain infra-
structure investments. Many current examples of 
enterprise adoption are largely driven by managing 
operation costs related to data movement, network 
expenses, and reliability. Emerging applications, such 
as augmented reality (AR) and virtual reality (VR), need 
edge computing to meet their core functional require-
ments. I think that the real transformation will come 
by moving beyond point solutions to a place where 
edge computing is available through models simi-
lar to current cloud computing offerings. In recent 
months, we have seen announcements of partner-
ships among mobile network and cloud providers. If 

such partnerships lead to the cloudification of mobile 
networks, this will be a major accelerator for reshaping 
the next phase of the edge–cloud continuum.

Computer: What are the key market verticals/indus-
tries that are suitable for this approach? Oil and gas? 
The Industrial Internet of Things (IoT)? Cybersecurity? 
What else?

Bradicich: We live world of perpetual connectivity, 
pervasive computing, and precision control. These 
three Cs are driving the edge-to-cloud continuum in 
virtually all industries and even our homes. Verticals, 
such as industrial manufacturing and oil and gas, can 
benefit greatly as we unleash insights and act on the 
data in remote edges in real time (for example, plant 
floors and drill rigs). This results in higher production 
and cost efficiencies, which accelerate the time to rev-
enue and reduce expenses.

Drobot: For me, this is a short answer. I can’t think of 
a vertical that will not be touched or many horizontal 
services that will not go down this path (such as secu-
rity). There is a significant gradation in where the verti-
cals are in their progression to digitization and exploi-
tation of the computing continuum. Eventually they 
will all get there. What it means is that we have only 
scratched the surface. In areas such as industrial man-
ufacturing, any company that has not internalized this 
is at risk. In areas such as retailing, for companies that 
did not jump on the bandwagon, the carnage is well 
under way. In what we may have thought of as techno-
logical backwaters, such as small-scale manufactur-
ing, it is an amazing revolution. It’s important to under-
stand that adoption will roll out for the next 20–30 
years. It will come in waves of increasing capability 
in the underlying technologies and yet-undiscovered 
applications in the way it is used. What will be deployed 
every 10 years will likely eclipse the sum total of what 
was deployed in all previous decades.

Gavrilovska: The use cases that are reaping benefits 
from an edge–cloud continuum are so diverse; this 
clearly points to the fact that there isn’t a single mar-
ket vertical that will drive this space. If anything, what 
we see are efforts toward the consolidation of the 
underpinning technologies, including some forms of 

EMERGING APPLICATIONS, SUCH AS 
AUGMENTED REALITY AND VIRTUAL 
REALITY, NEED EDGE COMPUTING 
TO MEET THEIR CORE FUNCTIONAL 
REQUIREMENTS.
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standardization, to make it possible to cross-pollenate 
the technical advances across market domains to fur-
ther bootstrap the ecosystem and to make infrastruc-
ture and service deployments broadly available and 
commoditization economically viable.

Computer: What are the key programming paradigms 
for edge-to-cloud technology? Services computing? 
Do we need new middleware, or will existing versions 
suffice?

Bradicich: The portability of applications and middle-
ware is key to leveraging the many compute domains in 
the edge-to-cloud continuum. There’s value in execut-
ing workloads at the edge and in the cloud and in the 
many places in between. It’s clear that the emergence 
of containers helps here. However, there’s currently 
customer demand for “stack identicality,” whereby 
the same legacy software stacks running in data cen-
ters can run at remote edges and in distributed clouds. 
This affords the customer benefits of having identical 
IT skills, leveraging volume software licensing agree-
ments, and having one software part number to deploy 
and manage. This also benefits the supply side, as 
independent software vendors don’t have to develop 
pared-down “edge versions” of their software.

Drobot: This is where the battle is today. To take full 
advantage of what’s possible, there is a steep learning 
curve. We do have things that work and deliver value, 
and hence a good case for a return on investment is 
already established but far short of what it could be. 
The issues are the modularity of software and its 
reuse, composability, and orchestration. At a higher 
level, it is the coalescence of IT and OT concerns. Plat-
forms and frameworks are part of the answer, but 
they tend to be too inflexible. I would say that we are 
searching for something that’s a long-lived set of mid-
dleware, protocols, and new tools above the distrib-
uted computer operating system level that enable 
the rapid formation and dissolution of computing net-
works at will. There is also a tight interweaving of other 
technologies with computing: storage, communica-
tions, sensors, actuators, and human interfaces. Spec-
ifying application programming interfaces does not 
address what’s necessary. As a guess, I would venture 
that most applications being built today grapple with 

compute needs that involve a sense of time and dis-
tance and that need the full hierarchy of computing. 
The requirements and tradeoffs are complicated, and 
the tools to do those tradeoffs in any automated fash-
ion have a way to go. This is a key question and exposes 
a challenge in the way we think about computing.

Gavrilovska: With decades of distributed systems, 
particularly given the current proliferation of cloud 
computing, there is a plethora of mature and sophis-
ticated technologies addressing the requirements of 
different workloads, including batch analytics, inter-
active, streaming data, and so on. We should look to 
leverage these, not just because of prior investments 
in these technologies but because of the existing 

applications and developer base. To support the con-
tinued rapid development of the edge ecosystem and 
accelerate its economic viability, it will be critical to 
seamlessly deliver benefits to existing workloads and 
programming frameworks. To achieve this, at the sys-
tem level, we will need technologies that will open up 
flexibility in realizing cloud- versus edge-based deploy-
ments for existing code bases, with as little developer 
effort and retraining as possible.

At the same time, there are many inherent dif-
ferences between the edge and the cloud. Current 
cloud-based programming frameworks lack flexibility 
to express geolocality, deal with the resource diversity 
that’s present across edge and edge–cloud infrastruc-
ture elements, deal with the significant asymmetry 
and variability in connectivity, and so forth. A major 
assumption around which cloud computing frame-
works are built is that of scaling to practically limitless 
resources, which, by definition, does not hold at the 
edge. This clearly points to gaps in current program-
ming frameworks. Moving forward, we need both 
new programming tools and systems support for the 
automated refactoring of existing applications and 

A CONSENSUS IS EMERGING 
AROUND THE ADOPTION OF 
CONTAINER-BASED TECHNOLOGIES 
AND ORCHESTRATORS, SUCH AS 
KUBERNETES.
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data management frameworks so they can operate in 
edge-based deployments as well as new edge-native 
programming abstractions and middleware. These 
new technologies will need to enable edge applica-
tions that behave correctly while also realizing the 
cost and performance benefits that edge computing 
is promising to deliver.

Computer: Is there a role for virtualization on both 
ends of the spectrum, and how do most of the recent 
approaches, such as containers and functions as a 
service, play the edge-to-cloud continuum?

Bradicich: Yes (see my previous answer on stack iden-
ticality from the edge to the cloud and in between).

Drobot: Absolutely. The ability to aggregate at the 
edge and in the cloud and use a compute engine to 
serve multiple purposes is at the heart of digitization; 
that means the disaggregation of functionality and 
virtualization when containers provide a good mech-
anism for isolation and preventing function interfer-
ence. Moving what used to be embedded software to 
general-purpose computing has a tremendous ben-
efit. That does not mean it’s easy, and there are hard 
problems to solve, such as the control of latency and 
jitter and the delivery of predictable and repeatable 
behavior. For many verticals, computing services that 
go from the edge to the cloud in public/hybrid deploy-
ments are very much on the rise but often require 
integration with the management of noncomputing 
assets. That exacerbates the resources that have to 
go into reintegration and retesting every time a part of 
a solution or application is altered.

Gavrilovska: Virtualization is a powerful technique for 
masking any diversity and dynamism in the available 
resources from upper levels of the stack. When con-
sidering the edge computing landscape, we see a great 
diversity of technologies coming together across the 
full stack, from application frameworks and services 
to hardware-level designs. At the same time, we can 
expect support for multitenancy to be unavoidable 
at the edge. Look, for instance, at Chick-fil-A. The 
fast-food chain has generated a lot of attention with 
its early adoption of IoT and edge computing in its 
restaurants, bringing in modern technologies, such 

as Kubernetes and Docker containers, to support a 
diverse mix of workloads for anything from long-term 
data analytics to real-time food preparation. To sup-
port the mix of workloads, enable workloads to be 
easily ported to different infrastructure elements, 
and provide for online adaptation to variability in the 
demand for different services and resources, virtual-
ization will inevitably play a role at the edge.

Looking at recent developments, despite the 
many verticals and contexts targeted by edge com-
puting, a consensus is emerging around the adoption 
of container-based technologies and orchestrators, 
such as Kubernetes. This is evident from a number 
of different open source proposals backed by mobile 
network operators, enterprise technology vendors, 
and even the Linux Foundation. There is, indeed, an 
opportunity to extract additional efficiencies and 
performance through the shared use of runtime-level 
functionality via higher-level function-as-a-service 
models. One important aspect to keep in mind, 
though, is the stateful nature of many edge functions, 
which makes a case for edge-native solutions that will 
accommodate such workloads in combination with 
the demand for high responsiveness and the efficient 
use of backhaul bandwidth.

Computer: How does AI benefit from deployment 
from the edge to the cloud, and what are the new chal-
lenges, such as model training at the edge, elastic 
models, distributed learning, and so on?

Bradicich: Consider some first principles: predictions 
are more accurate with large data sets and samples, 
and the data at the edge are more voluminous than 
all other types of big data combined. Hence, the pre-
dictive dimension of AI will be highly efficacious when 
applied at the edge and at remote data centers. To mine 
insights and act in real time, ML (which is very compute 
intensive) must also be done remotely at the sources. 
This, in turn, requires enterprise-class compute and 
HPC at the edges to avoid the thrashing and latency of 
recompiling ML models back in the remote cloud.

Drobot: When someone says AI today, I have no idea 
what he or she means, so for the purpose of answer-
ing this question, I am assuming that we are talking 
about some form of ML. A typical example is to use 
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the results of an AI model that is close to an endpoint 
for control, which means a fast timescale and close to 
the edge. If it’s in a car, that means it has to be on the 
vehicle itself. If it’s something like a telecommunica-
tions radio access network, then it can be at an aggre-
gation point where the distance between a tower and 
the compute engine is determined by latency and jit-
ter constraints. The management system for the appli-
cations is likely to be at an intermediate point (a fog 
installation) that collects, analyzes, and routes data; 
handles less-time-sensitive functions; and provides 
updates to the control unit. Finally, the heavy-duty pro-
cessing for ML is likely to need access to computing at 
a larger level and massive storage, and it is much more 
likely to be done in the cloud, if not a hyperscale facil-
ity. I would associate this with processes on a much 
longer timescale. As mentioned in the answer to a pre-
vious question, what is needed is a holistic approach 
for how such applications are written, the develop-
ment of middleware that automates and speeds up the 
development and update cycle, and the ability to man-
age other noncomputing but necessary assets.

Gavrilovska: One ingredient in AI is data. If we look at 
where data are coming from, it’s from sensors, devices, 
the contexts where data are used, and so on. Growth 
predictions for data volumes generated at the edge 
are staggering, and from a cost perspective, we under-
stand that blindly moving all this data to cloud-based 
ML frameworks is not sustainable. It is equally inef-
fective to blindly discard parts of this data in random 
manners. The proliferation of edge computing infra-
structure opens up opportunities to operate on and 
process more data, despite any cost-, performance-, 
and privacy-related data movement constraints. For 
instance, the edge provides for distributed deploy-
ments of ML frameworks that facilitate the localiza-
tion of where AI functionality is executed and that 
create contextualized models tailored for the opera-
tional environment. There is a lot of momentum in the 
research community toward revisiting the distributed 
ML framework originally built for data centers, includ-
ing for geographically distributed data centers, and 
making them edge ready.

There are a number of challenges here to fully 
realize the opportunity for localized learning and 
low-latency inference serving that can be derived from 

the edge. Some are related to the limited resource foot-
print at the edge. As a result, the software–hardware 
codesign for AI and the integration of accelerators will 
be important. Issues that affect how data, models, and 
processing are shared across AI clients and applica-
tions are similarly important. All of this will arguably 
lead to greater diversity in the capabilities of the edge 
element that must be adequately dealt with at the 
level of the distributed orchestrators controlling edge 
deployments. Another set of challenges is related to 
dealing with different types of biases that may arise 
due to contextualized use of AI. This will require new 
mechanisms for managing the model accuracy, fair-
ness, and other important metrics.

Computer: Cybersecurity, trust, and privacy: how do 
they work end to end?

Bradicich: Security must be built into all the three Cs: 
connectivity, compute, and controls. This is a challenge 
as the edge-to-cloud continuum opens both additional 
and unfamiliar points of vulnerability. Now, each of the 
billions of “things” (the T in the IoT) presents another 
new entrance point to the network. At Hewlett Pack-
ard Enterprise, we’re architecting a combination of 
proven and new secure attestation of endpoints and 
anomaly detection using AI. We’re also developing two 
means of reducing vulnerability. First, we’re designing 
direct cloud-to-endpoint connectivity, which can com-
pletely eliminate vulnerable controllers and switches, 
and second, we’re building proven enterprise-class IT 
security right into OT systems, which is an industry 
first. Allow me to suggest reading my article where I 
further discuss the three Cs, the four-stage IoT/edge 
architecture, and the seven reasons to compute at 
the edge. It is available at https://iiot-world.com/
connected-industry/the-intelligent-edge-what-it-is-
what-its-not-and-why-its-useful/.

Drobot: They work after a fashion but need improve-
ment. It’s unlikely that we will achieve 100% cybersecu-
rity; that what we provide in privacy will suit everyone; 
and that the level of trust will be sufficient to over-
come the comfort level of “server huggers,” skeptics, 
and Luddites. It is important to keep raising the bar 
and just as important to anticipate what new vulner-
abilities we are creating and put considerable effort 



34 ComputingEdge  June 2021

VIRTUAL ROUNDTABLE

into mitigating them. The hard part is that this is not 
just a technical issue; we have operators and users in 
the mix, and the bundle of cybersecurity, trust, and 
privacy depends on their behavior. Education and the 
better design of how users (mere mortals) interact 
with the computing environment are a must. There are 
a few technologies, such as homomorphic comput-
ing, on the horizon, and if they come to fruition, they 
may help tremendously. Last, it’s important to be pre-
pared for things to go wrong and recover gracefully, 
much along the lines of the National Institute of Stan-
dards and Technology security framework but with the 
actionable details that matter.

Gavrilovska: Cybersecurity will continue to be a 
hard problem. In one way, edge computing massively 
increases the attack surface through the addition of 
new software stacks and hardware elements, each with 
their own vulnerabilities. A straightforward applica-
tion of cloud-based solutions will have scalability chal-
lenges, or worse, it will lead to overheads that may obvi-
ate the expected performance benefits of operating at 
the edge. Leveraging hardware-level, security-centric 
acceleration, such as for secure enclaves and differ-
ent cryptographic operations, will be critical for build-
ing edge-native solutions. There will likely be a need 
for new, richer trust models, as edge computing brings 
new stakeholders in the end-to-end pipeline, in the 
form of edge infrastructure and service providers.

At the same time, the emergence of edge comput-
ing will create new opportunities. The edge is closer to 
devices and endpoints where many attacks originate; 
for instance, there is an increased trend toward distrib-
uted denial-of-service attacks for IoT bots. The edge 
offers a landing point for deploying new detection, pre-
vention, and containment strategies. Similarly, in terms 
of privacy, edge computing provides for localized data 
analytics without requiring data to be first aggregated 
in centralized cloud locations. As more edge comput-
ing solutions and offerings start becoming available, 
the scope of these challenges and opportunities will 
start becoming clearer, and I see ahead tremendous 
opportunities for innovation in this space.

Computer: Power has been a critical resource in large 
cloud data centers, but aggregate power quantities, 
and even individual edge device power capacities, 

are also limiting resources. Is there a holistic view of 
power from the edge to the cloud?

Bradicich: Edge-to-cloud continuums can both reduce 
energy and better distribute the energy demand by, 
for example, eliminating duplicate IT resources, such 
as storage, by decimating data in real time and reduc-
ing network infrastructures by computing at the edge. 
In addition, we’re pioneering the convergence of OT 
and IT onto the same systems chassis. Metaphor-
ically, much as the smartphone reduces energy by 
physically combining a cell phone, camera, GPS, and 
music player, the new product category, converged 
edge systems, affords the same energy-saving bene-
fits at the edge.

Drobot: For the larger cloud, fog (intermediate com-
puting facilities), and edge operators who have to pay 
the bills for power, the understanding is very good. 
They make their decisions on where to locate facilities 
by paying a lot of attention to the cost and usage of 
power (including multiple sources for redundancy) and 
to the cost and power for connectivity. In the enter-
prise space, with a few exceptions, the situation is 
much more complex and less well engineered. Where 
the greatest improvements are needed is for the 
smaller players who don’t necessarily have the bench 
strength to deal with the issues.

Gavrilovska: I don’t think we’re there yet. Data centers 
have made major advances in their power usage effec-
tiveness. Power efficiency and power proportionality 
are a first-class design principle across components, 
including CPUs, memories, network equipment and 
entire data centers, and certainly for end-user devices. 
But having a holistic view requires a fine-grained 
accountability of power, and such capabilities are still 
missing given the workload multitenancy that exists 
across end devices, edge and cloud servers, and the 
networks that interconnect them. Achieving this is 
made more complex due to microservice architec-
tures. As more computing starts happening outside 
data centers, answering this question will become 
more critical.

Computer: What importance and impact do 5G tech-
nologies have for edge-to-cloud deployment?
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Bradicich: The promise of 5G includes improved band-
width, an increased number of access points, and 
higher reliability. These attributes will promote the 
deployment of remote and distributed edge clouds. 
These, in turn, enable more intelligence at the edge 
and within the continuum to execute compute- and 
network-intensive AR and AI in real time. There’s a 
“spectrum of insight” from the edge to the cloud, 
whereby some insight is derived at the edge, some back 
in the cloud, and some best revealed in between within 
the continuum. 5G gives us more options in this regard.

Drobot: Communications are crucial for cloud deploy-
ments and designing solutions that are viable in many 
of today’s settings. The communication infrastructure 
consists of many technologies, and 5G is only one of 
them. The first priority, both for business reasons and 
to satisfy technical requirements, is to ensure that the 
communications infrastructure has capacity and cov-
erage. Within that is the next-level requirement that 
the infrastructure must support mobile and nomadic 
applications; that’s where 5G comes in. It brings three 
major improvements: a reduction in latency and jit-
ter so that control-oriented applications are possi-
ble; a significant increase in bandwidth, enabling 
data to flow at the volumes and velocity demanded 
by emerging applications; and finally, a high degree 
of automation, permitting quality-of-service perfor-
mance beyond the best-effort delivery on the exist-
ing Internet. In turn, this makes the IoT; the Industrial 
Internet; and technologies such as the digital twin, 
VR/AR, the exploitation of AI, and digital additive 
manufacturing a reality. It creates a growing market 
for edge-to-cloud technologies with solutions that 
are attractive in manufacturing, the design of prod-
ucts, services, and processes.

Gavrilovska: Edge computing and 5G are inextrica-
ble. The use of commodity compute infrastructure in 
the edges of the network is a key ingredient in build-
ing cost-effective solutions for delivering the latencies 
and bandwidths promised by 5G; in that sense, edge 
computing is an enabler for 5G. At the same time, the 
applications that we expect will be transformed by 5G, 
including AR/VR, automation, smart cities and infra-
structure, ultrahigh-definition video, and so forth, are 
precisely the prime drivers for computing at the edge 

since many of their end-to-end requirements cannot 
be practically addressed with purely cloud-based ser-
vice deployments. Yes, there are many use cases for 
edge computing that are not tied to 5G, particularly 
in the context of industrial automation and certain 
enterprise solutions, but I see the broader availability 
of 5G and the workloads it will enable as an instrumen-
tal driver for the commoditization of edge computing.

Computer: How is the convergence of IT and OT hap-
pening, and is edge to cloud enabling OT in new ways?

Bradicich: It’s instructive to portion IT/OT convergence 
into three categories: 1) process convergence, break-
ing silos by promoting line-of-business cooperation 
with the chief information officer on OT systems con-
nected to IT networks, such as virus, security, and net-
work support; 2) software–data convergence, where 
remote data and analytics results flow directly into 
corporate IT systems, affecting corporate operations, 
customer relationship management, and budgeting; 
and 3) physical convergence, integrating OT functions 
(controls systems, data acquisition, and industrial net-
works) into the same box as IT functions (compute, 
storage, and management). The customer benefits are 
great, including the seven benefits of convergence: 
less space, a faster deployment time, a lower cost, 
less energy, fewer systems to buy and manage, less 
error-prone cabling, and cross-functional new appli-
cations. See my blog at https://community.hpe.com/
t5/iot-at-the-edge/7-ways-industries-benefit-from-ot-
and-it-convergence/ba-p/6975867#.Xsu_vGhKg2w.

Drobot: It is. Edge-to-cloud technology is enabling the 
convergence of IT and OT, but there is another impor-
tant angle here. In the end, one needs IT and OT that are 
strongly bonded together without creating undue bur-
dens on the frictional costs of development, deploy-
ment, and operations. The manner in which applica-
tions and software are developed in IT organizations 
and some digital companies rarely achieves the high 
levels of reliability and the stringent requirements 
where human safety and other aspects of criticality 
are concerned. You would not want your high-speed 
train operating from the cloud if it was hackable, if the 
connectivity could fail, or if you were trying to perfect 
your software from failures during beta testing. It may 



36 ComputingEdge  June 2021

VIRTUAL ROUNDTABLE

be that OT actually forces us to confront some of the 
inherent habits in IT and forces us to do a better job. 
There is likely to be an increase in the formality of the 
processes used for deploying edge-to-cloud technol-
ogy, and the trick is to implement that formality with-
out losing the flexibility prevalent in today’s develop-
ment and operations practices.

Gavrilovska: I view OTs as early adopters and demon-
strators of the benefits of the IoT and edge comput-
ing. In many industry verticals, industrial automation, 
inventory management, and predictive maintenance 
have been transformed through the years by automa-
tion enabled by sensors, the online processing of sen-
sor data, and real-time analytics using on-premise edge 
infrastructure. These types of previously purpose-built 
systems are being generalized in the form of the cur-
rent edge computing trends. But there are still impor-
tant ways in which OTs are impacted by current devel-
opments. One way is a function of economics: open 
source or broadly available solutions, market competi-
tion, and access to a large skilled workforce base pave 
way for the deeper penetration of the edge and the IoT 
across many aspects of OT. Another way is through 
advances in reliable communications technologies, 
making it possible to “cut the cord” and, at the same 
time, increase the demand for real-time monitoring 
and controls. It is also important to point out AI and 
AR/VR. These technologies present a demand for data 
and low latency; they are considered important drivers 
for edge computing and have also had an undeniable 
impact on OT.

Computer: What are earlier unforeseen applications 
enabled by the edge-to-cloud continuum?

Bradicich: First, it must be understood that 
enterprise-class, no-compromise IT infrastructures 
can be unleashed from the data center and placed 
at distributed edges and edge data centers. When 
this is fully embraced, it will shatter the predominant 
point of view that all data must be sent to, and pro-
cessed in, centralized clouds. This annihilates a mutu-
ally exclusive object of compute-intensive versus 
low-latency workloads. Specifically, applications, such 
as video analytics and AI/ML (which are data and com-
pute intensive) can now be applied at edge locations, 

resulting in a lower-latency response and action. 
Remember that with the three As of the intelligent 
edge—acquire, analyze, and act—it’s the acting that 
causes the business benefit. Acquiring and analyzing 
are simple means to the end of acting on the data.

Drobot: Historically, many of the ideas we are dis-
cussing for applications that employ the cloud contin-
uum have existed for quite some time. The big differ-
ence between what existed in the past and what exists 
now is that the necessary infrastructures are more 
mature, and the burden does not fall on a single entity 
to design, build up, and integrate the capability from 
scratch for a single purpose and operate it on its own. 
That used to take national means. Examples to cite 
would be the National Air Control System, the Sound 
Surveillance System array for hunting submarines dur-
ing the Cold War, the NASA exploration probes, the dis-
tributed National Oceanic and Atmospheric Adminis-
tration radar facilities for weather prediction, and large 
academic research networks that tied major facilities 
to computing centers.

In the commercial world, it was the back-end 
systems that ushered in the rise of Amazon and the 
retailing revolution and the emergence of the shared 
economy (from Airbnb to Zipcar). In the aerospace 
industry, it included the development of the last gen-
eration of aircraft by the two largest manufactures, 
Boeing and Airbus, each using hundreds of contrac-
tors around the world. While many of the examples did 
not use the public cloud, they relied on the wide pro-
liferation and penetration of the Internet and the suc-
cession of crossed thresholds that made many of the 
ideas affordable and practical for all. It was hard to do 
when a typical connection was a T1 line or a 300-baud 
terminal connection.

Gavrilovska: I am probably the most surprised by the 
diversity of industry segments where there has been 
a development of solutions based on edge comput-
ing. The examples range from traffic management to 
fast-food restaurants and oil and gas. That each of 
these use cases can benefit from edge computing is 
obvious. That different companies from very diverse 
industry domains were able to see a sufficiently big 
potential to make the technology investments them-
selves; that, to me, was not expected.
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Computer: Could an edge-to-cloud application help 
humanity in preventing viruses? An example might 
include globally deployed sensors connected to a 
decentralized cloud service that could trace the 
spread of pandemics.

Bradicich: The edge is where the action is. There 
are many benefits of capable IT and OT infrastruc-
tures with remote visualization that are deployed for 
this activity. Decentralized clouds and edge deploy-
ments offer three Ms: monitor, maintain, and mon-
etize. The limits come only from one’s imagination. 
What would you do if you could constantly moni-
tor customer behavior, your products, your patients, 
and your remote facilities? Concerning health care, 
underserved and geographically dispersed popula-
tions that may not have access can be included in 
both monitoring and health-maintenance initiatives. 
Concerning monetizing, such telemedicine services 
lower costs and increase patience reach, benefit-
ting the health-care providers, too. See my article at 
https://www.cioapplications.com/cxoinsights/the-3 
-m-s-and-3-c-s-of-the-edge-creating-new-insights 
-and-new-business-nid-1019.html.

Drobot: It is already happening. There are innumera-
ble organizations and companies that track medical 
data around the globe to predict the spread and pro-
gression of diseases. An example is a platform called 
Cloudbreak. Others include the installation at the 
Johns Hopkins Coronavirus Resources Center, the 
World Health Organization, our own Centers for Dis-
ease Control and Prevention, and almost all the major 
medical research institutions in virology. Having said 
that, cloud computing is no magic fix. The underly-
ing science and understanding of how viral diseases 
impact human beings and reservoir hosts are not 
resolved, and computing may play a greater role in 
helping there.

What’s amusing is that people, when they don’t 
feel well, will often tweet or post what they are feel-
ing and what they perceive their symptoms to be on 
social media. Natural language processing with data 
from crawling the web is surprisingly effective at 
picking up the patterns. It is great at ringing the alarm 
bells but not quite as good at figuring out how to deal 
with a disease. The medical research, clinical, and 

public health community, on the other hand, is very 
engaged in applying the computing infrastructure to 
everything from understanding the structure of spe-
cific viruses to contact tracing. One of the successful 
deployments, running off the cloud, is at the airports 
in Taiwan: infrared and hyperspectral imagers were 
posted at entry points and originally developed to 
contain severe acute respiratory syndrome. The 
system identifies passengers with elevated tem-
peratures. This question actually raises an important 
point: the engagement between the end users and 
the computing services providers must be much 
closer; it’s how knowledge of what’s possible meets 
the knowledge of what’s doable and practical in a 
specific context.

Gavrilovska: Edge computing can, indeed, be lever-
aged for some type of privacy-preserving or trusted, 
decentralized contact monitoring and tracing appli-
cations, which could prevent a spread of the virus of 
the form we’re witnessing now. In fact, it may already 
be used for this purpose in some parts of the world. 
There are also current demonstrations of the use of 
edge computing, with compute elements placed on 
lampposts and in drones, for virus detection via the 
dynamic generation of heat maps based on infrared 
cameras, and we know that detection, along with trac-
ing, is key to controlling the spread of the virus.

COVID-19 also exposed many gaps in connectivity, 
and connectivity is a problem that the edge–cloud 
continuum is designed to address by trading (it is 
much cheaper and more easily deployable) compute 
resources to reduce the demand on connectivity. 
While we still ultimately need other ways to build 
immunity to eliminate the dangers of the virus, edge 
computing can solve many related problems. During 
shelter-in-place times, connectivity is not just about 
advanced automation or infotainment; it’s about basic 
services, such as health care, education, and liveli-
hoods. We all look forward to a future when we will be 
able to be back at work, but some of the changes that 
we are witnessing now will likely remain. 
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Applying a “Smart Ecosystem”
Mindset to Rethink Your Products
Jakob Jul Jensen, Danfoss Drives

In the world of smart ecosystems, devices connect in new ways, and cross-domain data 
are exchanged in a uniform manner to enable a structure to provide the desired states.

A s the world continues to move toward a col-
lection of smart, connected devices, we need 
to rethink the role of our products and how 

they interact with the things around them. It’s not 
good enough to think about how your existing product 
works within a given smart ecosystem: you will need to 
rethink the role of your offering, how it interacts, how 
it may be different across ecosystems, and how its role 
may change as ecosystems mature.

The world is changing. The first instances of truly 
scalable, smart, tall buildings are rising from the 
ground, where devices such as fire alarms, surveil-
lance cameras, chillers, and air conditioners are all 
connected to a cloud-based management system. The 
cloud-based system is, then, making everyone’s day 
easier by assisting with booking and preparing meet-
ing rooms; informing about the arrival of guests; and 
optimizing the indoor climate based on internal and 
external factors such as humidity levels, the outdoor 
temperature, and the number of people on a floor and 
where they are located. Similar changes are seen in 
other areas, including industrial automation, where 
there is an increased adoption of robots and a push 

toward harvesting data from all likely sources within a 
factory. Collected data can be used to optimize a fac-
tory in many ways, for example, increasing the uptime 
of a conveyor by shifting from preventive to predictive 
maintenance.

Change will be driven through an outcome-based 
approach, where those who bring new value creation 
to the smart ecosystem and those willing to interact 
in new ways will lead the transition. For example, if 
your product can predict the unscheduled downtime 
of a conveyor, then it brings much more value than a 
similar product that cannot provide the same infor-
mation. The smart ecosystem mindset enables you 
to rethink the status quo, which may unleash even 
greater potential.

As an example, a variable-speed drive (VSD) is one 
of the components in a heating, ventilation, and air 
conditioning (HVAC) system, controlling the energy 
supply to an electric motor that powers pumps, fans, 
compressors, and other equipment (Figure 1). Typically, 
VSDs can save 15–40% of the energy consumed by an 
electric motor, and they have the potential to save 8% 
of the global electricity consumption by 2040.2 As a 
simple construct and due to the control and energy 
savings potential it possesses, it’s worth understand-
ing the role of VSDs in smart ecosystems.

WHAT IS A SMART ECOSYSTEM?
A smart ecosystem is much like a natural biological 
ecosystem: it is a distributed, adaptive, open sociotech-
nical system with the properties of self-organization, 
scalability, and sustainability.1 Furthermore, it is a 
dynamic entity impacted by external and internal fac-
tors, subject to periodic disturbances, and often in the 
process of recovering from some past event.
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Traditionally, most devices 
belong to a dedicated domain (for 
example, HVAC, lighting, access 
management, and elevators). Each 
domain often restricts devices 
from sharing information outside 
that sphere. For example, an 
air-handling unit is part of an HVAC 
system, with one or more sensors 
used to capture the actual state 
(for instance, the temperature) of 
the room/area it is placed in. The 
control system draws its own con-
clusion as to what action has to be 
taken (for example, increasing the 
speed of a fan), but it doesn’t nec-
essarily share that data outside its domain. This has 
been working pretty well for many years, but the desire 
to optimize and apply cloud-based machine learning is 
driving change.

In a smart ecosystem, devices are typically con-
nected to the Internet and allowed to communicate 
outside their domain. Data from multiple domains can 
be used to achieve an ideal state. Let’s assume a smart 
building has the purpose of achieving an “optimal 
indoor climate for everyone, with minimal energy con-
sumption.” Information from an access control system 
or an elevator controller could be used to inform the 
HVAC system about people who are about to enter a 
specific floor and information related to the number of 
people who have entered a certain area.

Similarly, a smart ecosystem is like a natural one, 
impacted by internal as well as external factors, be 
they people who enter a building or external weather 
conditions. When we understand that all such factors 
play a role when it comes to achieving an ecosystem 
that is in balance, it’s also clear that cloud-based build-
ing management systems—machine learning-based 
control systems—are the future.

Smart buildings are just one among many smart 

ecosystems: they are interlinked, and one may belong 
to another. For example, a smart city ecosystem 
consists of subecosystems, such as smart transpor-
tation, smart water utilities, smart buildings, smart 
elevators, smart pumps, and intelligent VSDs. Figure 
2 is an example of (smart) ecosystems of ecosystems. 
The figure takes outset in the smart city ecosystem 

in which multiple other Smart ecosystems coexist. A 
single intelligent VSD, which is a small ecosystem in 
itself, could be part of a smart pump ecosystem or a 
smart elevator ecosystem.

COLLABORATING IN  
LARGER ECOSYSTEMS

How does a product interact with the systems around 
it? Does it rely on traditional fieldbuses or open 

VSD
Motor

Variable
Voltage and 
Frequency

Speed
Control

Applications
(For Example, Pumps 

and Fans)

FIGURE 1. A VSD optimizes the operation of various applications relying on electric 

motors.

IT’S ALSO CLEAR THAT CLOUD-BASED 
BUILDING MANAGEMENT SYSTEMS—
MACHINE LEARNING-BASED CONTROL 
SYSTEMS—ARE THE FUTURE.
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communication standards and secure protocols? If 
your product is used in multiple ecosystems, the answer 
might be complex with a number of different responses 
depending on the other devices that are chosen. Con-
sider the value that products are adding to the ecosys-
tem: do the devices save energy, provide comfort, con-
vey useful data, and offer actionable insights, or do they 
deliver something different? Actionable insights are 
data processed at the edge and delivered as an action to 
an ecosystem. An intelligent VSD informs the ecosystem 
that “clogging has been detected. The filter on pump X 
needs cleaning,” which is actionable information.

Take a moment to consider what this means 
for you, your products and services, and your busi-
ness. It is important that you understand what you 
have to offer, where you are positioned in the smart 
ecosystem, and if your products are present in one 
or more domains. The solution space is probably 
not the same in each ecosystem, and it is likely that 
your opportunities are better in one or another area. 
For example, in the smart building ecosystem, you 
may be able enhance your product offering and stay 
competitive. But in the smart agriculture ecosystem, 
you would move up the Internet of Things value chain 
and encounter new opportunities. In commercial 

structures, the competition to pro-
vide building management sys-
tems is fierce, while the competi-
tion is less intense in agriculture. 
Thus, you can extend your product 
offering and capture new busi-
ness and perhaps even claim 
“platform ownership.” There will be 
only a certain number of preferred 
platforms within different smart 
ecosystems, and, for the majority of 
businesses, it is not possible to own 
a higher-level ecosystem platform.

If you are not going to be the 
ecosystem platform owner, your 
products are going to be an inte-
gral part of these. An ecosystem 
has multiple, maybe even conflict-
ing, purposes, and we need to keep 
in mind how our products add 
value as a whole. A smart building 
ecosystem may aim to “ensure an 

optimal indoor climate for everyone,” “minimize energy 
consumption,” and “reduce the need for unnecessary 
maintenance.” How will your product help achieve an 
ecosystems’ multiple purposes?

THE FUTURE IS AT THE EDGE AND 
IN THE CLOUD

A cloud-first approach has been touted for many years, 
but, more recently, both fog and edge computing have 
gained some ground. The concepts are interrelated, 
but what are the differences? The primary differences 
between the cloud, fog, and edge are the location 
where data processing occurs3 and scalability in rela-
tion to the storage and the computational power. An 
edge device is any piece of hardware that controls the 
data flow at the boundary of the network. For example, 
the intelligent VSD is an example of an edge device.

The fog is a down-scaled version of the cloud, 
providing many of the same offerings but through an 
on-premise deployment. In a commercial building, it is 
more likely that we accept devices being directly con-
nected to the cloud, whereas in factories, there is a trend 
toward the fog. For example, a visual inspection system 
that detects a quality issue may require a near-real-time 
response to correct the error on the fly or stop the 
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FIGURE 1. A smart ecosystem.
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production process to minimize waste. Another exam-
ple is the need to protect critical data by keeping them 
on the premises. This could be the case for some bever-
age manufacturers, where the short-term development 
of their stock price could be influenced by pump data 
from one site’s water intake and output systems.

As the different smart ecosystems mature, we will 
also see the role of edge devices shift from data process-
ing toward providing actionable insights and, through 
time, taking over parts of the role of the device control-
ler. Traditionally, the controller has been domain spe-
cific, for example, a lightning control system or an HVAC 
control system. In the future, we will see a shift from 
domain-specific controllers to more ecosystem-level 
controllers (for example, cloud- and fog-level control), 
which leads to a need for more autonomous devices 
(for instance, edge-level control). When it comes to 
regulating flow of water (pumps) and air (fans), we will 
see the role of the controller undergo a transformation 
where the controlling responsibility is redistributed to 
the edge. In other situations, the level of disruption will 
at first be lower or develop more slowly; however, when 
we are rethinking our products, we need to consider 
how they collaborate, as the shift from domain-specific 
control to edge and cloud control is inevitable.

EXAMPLE OF A  
SMART ECOSYSTEM

In the world of a smart building ecosystem, devices 
connect in new ways, and cross-domain data are 
exchanged in a uniform manner to enable a structure 
to provide the desired states. Within a smart structure, 
devices are directly connected to the Internet to com-
municate with the cloud building management system. 
Devices will autonomously operate within a “tolerance 
band,” that is, a normal state. To speed up the learning 
phase, devices will receive guidance from the cloud.

An intelligent, cloud-connected VSD learns that the 
ventilation fans should run at a higher speed to achieve 
the desired temperature levels between 8 a.m. and 5 
p.m. As more people occupy an office, the need grows 
to exchange the air more frequently to ensure that the 
purity and temperature are at the desired levels. The 
VSD doesn’t know this, but we do, and the cloud will fig-
ure it out. When there are unexpectedly more people in 
an office, humidity levels climb: the atmosphere devi-
ates from its normal state, and the cloud can intervene.

The cloud recognizes, through time, that the room 
temperature, fan speed, and position of the 

dampers are correlated. The cloud then informs the 
dampers and the intelligent VSD to communicate 
directly, and it enables the VSD to control the posi-
tion of the damper blades to optimize the indoor cli-
mate. The cloud ultimately delegates and empowers 
an edge device to take local control. If we combine 
cross-domain data, such as from an elevator, the 
access control, and surveillance cameras, we can pre-
warn the intelligent VSD about an event that is about 
to happen, for example, the early arrival of people, 

and request that the VSD take action. Rethinking the 
VSD in a smart building ecosystem context leads to 
a change from a device that controls the speed of a 
motor to a unit that provides actionable insights to the 
cloud and, ultimately, to a semiautonomous tool that 
is capable of controlling others within its functional 
area, guided by the cloud—all to help the ecosystem 
achieve its desired states. 
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DEPARTMENT: SMART HOME

When Mental Models Grow  
(C)old: A Cognitive Perspective on Home 
Heating Automation
Christina Bremer, Lancaster University

Have you ever tried to speed up a revolving 
door by pushing the panel in front of you, 
only to trigger its security mechanism and 

make it stop? If so, it is a simple example of a situation 
in which your mental representation of a system (door) 
and its actual functioning did not align. In other words, 
you applied an incorrect mental model. Understand-
ing mental models can be important in a variety of 
contexts, including smart homes, where they impact 
next-generation heating control.

WHAT ARE MENTAL MODELS?
Mental models are internal representations of the 
physical world that allow people to understand, 
explain, and operate a target system and predict the 
outcomes of their actions.1 They are formed when 
people learn about their environment, usually through 
direct interaction. Once formed, mental models con-
tinue to evolve. Outcomes from further interaction 
with a target system, like the uncooperative revolving 
door, will be used to update previous versions in order 
to get closer to a workable result. Mental models can 
be constrained by a person's technical expertise, pre-
vious experience, and cognitive abilities.

As people use target systems to achieve certain 
goals, the most important property of their mental 
models is functionality. This will be at the expense of 
both completeness and technical accuracy. In that 
sense, mental models can be seen as incomplete, yet 

functional, translations of complex real-world sys-
tems—which lead all of us to make inaccurate assump-
tions about how things operate on a regular basis.

From a researcher's or designer's point of view, 
mental models can be used to explain a person's 
behavior. Adopted from the field of cognitive psychol-
ogy, they have frequently been applied in ergonomics 
and human–computer interaction. Mental models 
provide a foundation to improve the design of inter-
faces, promote usability, and encourage desired 
user behaviors. When a researcher reasons about a 
person's mental model, they will do so based on their 
own conceptualization of it. That conceptualization is, 
essentially, a model of a model.

WHY FOCUS ON HOME  
HEATING SYSTEMS?

Home heating systems are important from both a ther-
mal comfort and a sustainability viewpoint. According 
to the Department for Business, Energy, and Indus-
trial Strategy, domestic use accounts for 29% of 
the UK's energy consumption, and 65% of this is for 
space heating.2

WHAT ARE THE MENTAL MODELS 
OF TRADITIONAL HOME  
HEATING SYSTEMS?

Research from the last thirty-five years has shown 
that it is possible to categorize people's mental mod-
els of home heating control. The resulting “shared the-
ories” (i.e., models that are commonly held) include 
the feedback theory, valve theory, timer theory, and 
switch theory.3
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In 1986, Kempton outlined the feedback theory 
and valve theory, after observing them in his research 
participants.4 Described also as the “amateur theory,” 
the feedback theory is a simplistic version of how a 
thermostat functions (for heating systems based on 
radiators or forced air; the other three theories are 
inaccurate in that context). Holders of the feedback 
theory believe that the system senses the room tem-
perature, checks the thermostat set point, and adjusts 
the boiler operation period accordingly. While not 
necessarily more energy efficient, the feedback theory 
tends to prevent users from wasting time and effort.

With a valve theory, users believe that the ther-
mostat dial controls the rate of heat flow. They might 
consider it their own responsibility to ensure a com-
fortable home temperature by changing the set point 
of their thermostats; these adjustments are expected 
to control the heat intensity in the furnace or radia-
tors. An illustrative analogy was given by one of Kemp-
ton's interviewees who described the thermostat as 
a gas pedal that the operator can use to regulate the 
amount of heat in the system. Holding a valve theory 
typically leads to frequent adjustments of the thermo-
stat, which can result in energy savings, particularly 
at night.

Since 1986, the timer theory and switch theory 
have been added to the list. Holders of the timer theory 
tend to select greater set point values when they want 
the boiler to operate for long periods of time, whereas 
holders of the switch theory regard the thermostat 
merely as an on/off switch. Both theories are based on 
the assumption that it is the responsibility of the user 
and not the system to maintain an acceptable home 
temperature.

WHAT ARE AUTOMATED HOME 
HEATING SYSTEMS?

In recent years, the smart and automated cousins 
of traditional home heating systems have become 
increasingly popular. Some examples are Hive, Nest, 
Netamo, Honeywell Evohome, and Tado. Connected 
to the Internet and fitted with increasingly advanced 
algorithms, their installation comes with the prom-
ise of lower energy bills, more control for users, and 
improved thermal comfort. Over time, the systems 
are designed to learn users’ routines and prefer-
ences and adjust temperature settings accordingly. 

They frequently allow for remote control through an 
app or website, so that users can interact with their 
heating system while they are not physically in their 
home. Other possible functions include zoning (the 
home is divided into zones, which are heated individ-
ually), proximity detection (to detect when someone is 
nearby), and voice control.

HOW DO PEOPLE INTERACT  
WITH AUTOMATED HOME  
HEATING SYSTEMS?

In 2011, Peffer et al.5 reviewed the development and 
context of home thermostat technologies. They 
focused on programmable thermostats that can be 
used to set room temperatures for different times of 
the day. While programmable thermostats are not nec-
essarily smart, Peffer et al.'s review captures some key 
findings of users’ interaction with advanced thermo-
stats. What they found is that the thermostats them-
selves are changing drastically. And as their capabil-
ities and number of features increase, so does their 
complexity. Maybe it should not come as a surprise, 
then, that several of the reviewed studies indicate that 
users find the new, programmable thermostats dif-
ficult to understand. With little confidence or moti-
vation to overcome these difficulties, almost half of 
them did not use the programming features of their 
programmable thermostats. Misconceptions about 
energy and thermostats as well as cumbersome oper-
ating manuals made the situation worse. Looking at 
the households’ energy consumption, the reviewed 
studies differed as to whether programmable ther-
mostats led to significant energy savings. While some 
studies reported a positive effect, others did not. In 
several cases, households with programmable ther-
mostats consumed more energy than those with tra-
ditional ones. Householders’ attitudes towards and 
interactions with programmable thermostats also 
varied. While some adjusted their thermostats sev-
eral times per day, others preferred to not touch theirs 
at all. Reasons for not interacting with their thermo-
stats included the householders’ fear of triggering 
unintended negative consequences and their belief 
that changing the thermostat settings would increase 
their energy consumption. In response to this varia-
tion, Peffer et al. recommended choices in the balance 
between user control and automation.
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Looking at the next, self-learning thermostat 
generation, Yang and Newman6 conducted a study 
using interviews and diaries. Their aim was to better 
understand the participants’ experience of living with 
the Nest thermostat. While the participants welcomed 
the Nest overall, they did not consider it to be as help-
ful or intuitive as expected. This was mainly due to the 
system's inability to reason about user intent and the 
participants’ difficulties in understanding how the 
system functions—or in other words, the inability to 
create a coherent mental model. Some participants 
developed workarounds for the perceived deficien-
cies, like manual revisions of automatic changes to the 
heating schedule. Based on these observations, Yang 
and Newman suggested three pillars for the design of 
automated technology:

1. Exception flagging: Users can flag exceptional 
input that they do not want the system to take 
into account when building models and making 
predictions.

2. Incidental intelligibility: The integration of 
interaction elements, like explanations about 
automatic features, that help the user under-
stand the system's intelligent behavior within 
the tasks they manually try to solve.

3. Constrained engagement: The goal is to design 
technology that engages but does not over-
whelm the user to keep the balance between 
controllability and minimal demand for user 
attention.

The idea of constrained engagement was 
taken up by Skrebe and Stumpf,7 who conducted a 
scenario-based study, followed by interviews. The aim 
of the study was to understand when users want to 
engage with an automated heating system and how 
explanations from such a system can impact user 
engagement. Skrebe and Stumpf found that the par-
ticipants mainly interacted with the system when their 
thermal comfort was suboptimal or when the system 
did something unexpected. At the same time, the par-
ticipants wanted detailed information about the sys-
tem's functioning and rationale. During the study, the 
participants showed a tendency to continuously apply 
their inaccurate mental models and did not modify 
their approach to take account of the novel, automated 

system concepts. In one scenario, for example, the 
system switched the heating off due to high demand 
on the energy network. Of the fourteen participants, 
seven wanted to override the system by increasing 
the temperature, changing the heating schedule or 
turning the smart system off completely, going back to 
manual control. In another scenario, the system pre-
heated a room ahead of schedule in order to optimize 
comfort for a set occupancy period. In response, nine 
participants tried to lower the target temperature and 
four tried to adapt the heating schedule.

WHAT DOES THIS MEAN FOR THE 
DESIGN OF AUTOMATED HOME 
HEATING SYSTEMS?

Let us think back to the scenario of the automatic 
revolving door that you (or someone else) believed to 
be manual: Is it really intuitive to try to improve the user 
experience and behavior by putting all our time and 
resources into the optimization of the door's speed 
and stop algorithms? Or should we instead explain the 
concept of an automatic revolving door to the users 
before we attend to the algorithms? With smart home 
heating systems, the situation is similar. The stud-
ies mentioned above suggest that when we don't 
design home heating automation with mental mod-
els in mind, they will cause confusion and frustration. 
Unintended workarounds or frequent fiddling with the 
interface can defy the energy-saving purpose of the 
novel thermostats. Considering that much interaction 
with automated thermostats happens when there is a 
problem, inaccurate mental models will also make the 
problem-solving more difficult. We thus need mental 
model support in the design of automated home heat-
ing systems.

This call is supported by findings in the literature: 
In 2018, Revell and Stanton tested three hypotheses 
related to the idea that home-heating interfaces that 
are designed to promote appropriate mental models 
can help users achieve their home-heating goals.8 Dur-
ing their study, twenty matched pairs of participants 
were asked to solve a series of tasks in a home-heating 
simulator using either a novel (mental model-based) 
or traditional interface. The results showed better 
task completion rates for the novel interface. Partici-
pants who used the novel interface also developed a 
more accurate understanding of heating controls 
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and system elements, like sensors, sensed variables, 
and rules of operation. The authors concluded that a 
mental model approach to interface design can lead to 
increased control over the system, which can enable 
users to achieve their home-heating goals.

However, beyond this promising lab-based study, 
one should point out the at-times-conflicting nature of 
automation, first described in Bainbridge's 1983 paper 
The Ironies of Automation.9 Looking at home heating 
automation specifically, we need to acknowledge that 
we currently call for infrequent and minimal interac-
tion with systems that become increasingly complex. 
Infrequent interaction is thereby the opposite of 
what would previously have led to energy saving. To 
deal with the increasing complexity, users require 
extensive explanations, which goes against the 
automation's underlying goal to make life easier and 
more convenient. The overarching aim is for users to 
be engaged, but not overwhelmed, during infrequent, 
problem-led interactions with increasingly complex 
systems. Surely, this is not an easy task to accomplish.

Current tactics and design decisions have led to 
varying degrees of success in smart home heating sys-
tems, both from an energy saving and user experience 
perspective. So, if we want to increase their success, 
we will need to explore new paths. Approaches to inter-
face design that carefully consider mental models can 
be such a path—a path that might well lead to more 
engagement with users and mend their continuous 
application of inaccurate mental models from their 
interaction with traditional thermostats. Considering 
the ironic nature of automation, embarking on this path 
is unlikely to magically let smart home heating realize 
its full potential overnight. But it can make a contri-
bution and set the foundation for future approaches 
that require users to have an accurate understanding 
of how their heating systems work. In addition, it can 
help us better understand the place of agency within 
the automation rhetoric that “technology can do it 
for you.” Let us consider it an idea worth warming up 
to—we have little to lose and much to win.  
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Smart City:  
Technologies and Challenges
Kincho H. Law, Stanford University

Jerome P. Lynch, University of Michigan

According to the United Nations, the world's 
population residing in urban areas has dra-
matically grown from 30% (751 million) in 

1950 to 55% (4.2 billion) in 2018; this trend is likely to 
continue unabated with estimates putting 68% (6.9 
billion) of the world's population in urban centers 
by 2050.1 Urbanized cities reap their economies of 
scale to become centers of innovation that concen-
trate social, economic, and political power.2 Popu-
lation growth also leads to many complex urban 
challenges, such as crime, traffic congestion, waste 
generation, high water and energy demands, air and 
noise pollution, unequal access to health care, hous-
ing and education, and wealth inequity. To address 
the grand challenges brought about by urbaniza-
tion, “smart city” has become a ubiquitous concept 
for sustaining urban and economic growth while 
addressing the environmental and social issues cre-
ated by that growth.

While numerous articles and reports have been 
written about smart cities, a universal definition 
of what constitutes a smart city has yet to emerge 
with widespread consensus.3 A common theme to 
most definitions is the utilization of information and 
communication technologies (ICT) as an enabler to 
support city development, enhance urban services, 
and increase stakeholder access to information. 
Using this theme as a defining element, smart cities 
are quickly emerging around the world with city-wide 
investments in ICT to drive technological innovation, 

to support the development of new industries, to spur 
a stronger economy, to maintain a sustainable envi-
ronment, and to enhance the quality of life of citizens. 
It is reported that there are now over 1000 smart city 
projects under construction worldwide.4 The pilot 
smart city program in China, for example, has grown 
from 90 cities in 2012 to over 500 cities today.4 In 
the U.S., government agencies have also initiated a 
number of high-profile smart city projects centered 
on renewable energy, energy efficiency, waste and 
water management, transportation and mobility, 
community resilience, agriculture, and manufactur-
ing.5 A recent survey suggests that over 100 U.S. cit-
ies are now actively engaged in smart city projects.6 
Cities, big and small, are racing to become smart and 
sustainable, often showcasing their smart city vision 
and investment priorities on their official websites to 
attract citizens and businesses.

The market opportunity for smart city solutions 
is undoubtedly huge but equally complex. All forms 
of digital technologies are being hyped for all sorts 
of smart city projects; examples include networking 
technologies (e.g., fiber optics, 5G), sensors (e.g., cam-
eras, LiDAR), virtual/augmented reality, autonomy 
(e.g., autonomous vehicles, drones, robotics), cloud 
services (e.g., analytics), and financing (e.g., block 
chain).7 Digitally connected, a smart city combines 
a diverse set of data from the built environment and 
people to pinpoint city needs, to develop strategies 
to efficiently manage assets and resources, and to 
optimize operations and services. Spending on smart 
city projects is forecasted to grow to $158 billion by 
2022.8 Global enthusiasm for smart cities has led 
some to even estimate the market potential reaching 
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$3.5 trillion by 2026.9 Technology companies, such as 
Intel, Cisco, IBM, Verizon, General Electric, Ericsson, 
Siemens, Alphabet, Alibaba, Baidu, and Tencents, are 
all eagerly aligning their corporate narratives with 
smart city solutions. For example, a rash of TV com-
mercials, print advertisements, and company web-
sites use smart cities to highlight their core technolo-
gies and solutions. Public awareness of smart cities 
has undoubtedly grown as a result of these narratives. 
However, this is a double edge sword in which they 
might have also overinflated public expectations of 
smart cities while not offering sufficient reflection by 
society about some of the social concerns introduced 
by new smart city solutions.

The purpose of this article is to selectively 
review the technology trends in the smart city field 
focusing primarily on the U.S. and to discuss some 
of the many challenges that smart city adopters will 
inevitably face.

ILLUSTRATIVE EXAMPLES OF 
SMART CITY TECHNOLOGIES

The desire to harness innovation to solve urban city 
problems is not new with many examples dating back 
to antiquity.10 In the 21st century context, the rapid 
advances in ICT, solid-state sensors, and exponen-
tial growth in computational power have all acceler-
ated technology deployments in cities over the last 
two decades. Numerous articles and publications 
have been written about smart city technologies 
and how they are applied to tackle the broad range 
of urban problems previously highlighted. Due to the 
impossibility of being exhaustive, the intent here is 
not to review all the advances in smart city technol-
ogies but rather to provide a few examples that are 
illustrative of some of the typical applications of the 
technologies.

Perhaps the most commonly cited issue for urban 
cities are related to transportation, environmental 
sustainability, preservation of energy and natural 
resources, health care, and education. To relieve traf-
fic congestion and to enhance public safety, many 
U.S. cities are now experimenting with technologies, 
such as smart parking systems and traffic signals 
reactive in real-time to user demand. Smart phone 
apps can now help find, book, and pay for parking 
spots. Sensors and cameras installed on streets and 

at intersections for monitoring traffic, whereas the 
data collected about the road conditions are used to 
help traffic control and, when necessary, to expedite 
emergency response. Cities are moving toward equip-
ping roads and highways with roadside connectivity 
in order to enable solutions that aim to reduce traf-
fic, improve public safety, and facilitate emergency 
services.

The arrival of electric vehicles as well as vehicles 
equipped with connectivity and automated driving 
systems have driven tremendous public excitement 
in transportation and mobility.11 A case in point is the 
smart cities challenge launched by the U.S. Depart-
ment of Transportation in 2015, which energized 
the Columbus, OH, region by creating a regional 
sandbox designed to accelerate the advancement 
of connected and automated vehicle technolo-
gies.12 Connectivity embedded into our transpor-
tation networks are capable of supporting future 
vehicle-to-vehicle (V2V), vehicle-to-infrastructure 
(V2I), and vehicle-to-everything (V2X) applications. 
Electrification of our vehicles is also linking our trans-
portation systems with our grids allowing vehicles 
to be storage elements in smart grids. Integration 
of connectivity and sensing technologies into our 
transportation infrastructure systems is deemed a 
top national priority for smart cities, as advocated in 
a policy statement by the American Society of Civil 
Engineers.13 Smart mobility technologies have the 
potential to transform the transportation landscape 
of future cities, promote job and economic growth, 
and support environment and energy preservation.

In the area of environmental sustainability and 
energy preservation, initiatives on incorporating 
“smart” attributes into our waste, water, and energy 
systems have been widely reported. For instance, 
smart receptacles equipped with automatic com-
pacters and wireless sensors can increase waste 
collection capacities and alert collectors for better 
service management. Similarly, smart water meters 
provide residents direct and real-time feedback on 
their water usage, whereas smart water management 
systems are being employed in urban environments to 
combat drought and to enhance green infrastructure. 
In addition to encouraging the adoption of renew-
able energy systems, smart energy management can 
use data collected from sensors to monitor energy 
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usages, predict user demand, and provide feedback to 
users to indirectly influence them to adopt practices 
that conserve energy. Using smart grid technologies, 
utility companies can quickly respond to changing 
consumer demand, improve the management of 
renewable sources on the grid, and facilitate emer-
gency response to restore service during outages.

As cities grow increasingly connected digitally, 
educational institutions and health care providers 
can take advantage of ICT to improve the delivery 
of their services. For instance, in education, online 
tutoring, self-adaptive learning assistance, and col-
laborative learning platforms have emerged due in 
large part to the emergence of high speed internet 
communications. By integrating augmented reality 
with virtual learning, education content can now be 
delivered to also include real-world experiential learn-
ing in online learning platforms. In health care, tele-
health and telemedicine services, such as in-home 
remote patient monitoring and video conferencing via 
cell phones, tablets, or desktop computers between 
clinicians and patients, are on the rise. Indeed, smart 
health information platforms and medical apps will 
facilitate remotely connected in-home care services. 
With a growing aging population, smart health infor-
mation platforms and medical app technologies not 
only facilitate remotely connected in-home care but 
may also be game changers in helping doctors with 
disease prevention, promote wellness, and improve 
quality of life.

CHALLENGES
It is certain that smart city technologies will funda-
mentally alter the landscape of our society: both good 
and bad. As cities get increasingly equipped with sen-
sors and digitally connected, the hope is that ser-
vice providers can use the urban data collected to 
better maximize their limited resources as they pro-
mote sustainability, safety, and security. This begs the 
question: What are the unintended (negative) conse-
quences of smart city solutions, and how are these 
consequences best mitigated?

Perhaps among the most commonly recognized 
challenges for the current state of digital technolo-
gies are the risks associated with cybersecurity and 
privacy. While the challenge of being secure is not new, 
what is new is the rapid expansion of the connection 

of public assets to the Internet, thereby raising the 
risks associated with cyberattacks. With cyber-crime 
and data theft on the rise, smart cities must be pre-
pared to tackle any and all security threats; otherwise, 
the benefits of smart cities will be quickly outweighed 
by their drawbacks. The recent “ransomware” attacks 
on government offices (as well as schools and busi-
nesses) are a poignant reminder of risks cities are fac-
ing as they connect and digitized. We are already see-
ing infrastructure systems being hacked by parties 
with malicious aims of disrupting service and sowing 
public discontent with elected leaders who appear 
powerless to address disruptions. Many more dooms-
day scenarios can be imagined when bad actors take 
control of connected and automated systems to do 
widespread harm to society.

With cities equipped with sensors and cameras 
on streets, highways, and public gathering areas, 
these technologies also pose their own vulnerabili-
ties. Again, bad actors could breach weak security 
defenses and intentionally have these sensors feed 
“bad” data and misinformation designed to fool the 
global control of the system. Even simple eavesdrop-
ping on sensor feeds could reveal physical vulner-
abilities that could be exploited by terrorists. These 
anecdotes all lead to the same conclusion: Every func-
tional element of a smart city must be made secure 
while the risks associated with security breaches 
must be fully delineated.14

While data collected by sensors and information 
platforms associated with smart cities will offer many 
benefits to community members, the cost of these 
benefits can be an erosion of privacy and equity. 
Recent years have witnessed increasing public debate 
about the proper uses of facial recognition technolo-
gies in the public sphere. On one hand, tracking the 
public with cameras and recognizing facial features 
can be used to enhance public safety. Among some 
cited benefits include reducing traffic congestion, 
the capturing of criminals, and the deterrence of law 
violators. However, community members still worry 
about the impact of the technologies on their privacy. 
The public debate surrounding these complex issues 
is welcomed and will empower communities to pur-
sue smart city solutions in a manner consistent with 
their culture and values. Ultimately, consensus will 
be achieved on tough questions like how long should 
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such data be retained, under what circumstances (if 
at all) should public data be allowed to be used and 
by whom, and when (if at all) should digital technolo-
gies like machine learning be allowed in making legal 
decisions? The issue of privacy and equity even goes 
beyond data. The analytics that are performed on 
smart city data can be equally complex to reconcile 
with the values of a community. For example, predic-
tive analytics using spatiotemporal crime statistics 
have been explored to more efficiently deploy limited 
policing resources and to enhance public safety, and 
the method inherently introduces biases into policing 
that could well run counter to our core values that one 
is innocent until proven guilty.

Data privacy issues also go well beyond city gov-
ernment when private entity is involved in smart and 
sustainable city development.15 What data will be col-
lected and how would the data be used and protected 
are among the most pressing issues that need to 
be reconciled on smart city projects. Public policies 
often involve lengthy deliberation with the diverse 
set of city stakeholders affected. However, private 
policies tend to be on higher pace and may not be 
adequate in soliciting a diversity of viewpoints before 
proceeding. A number of high-profile projects led by 
high-tech companies have been criticized for a lack 
of public engagement and transparency in decisions 
central to how public privacy is exposed via sensors 
and smart city solutions. Regardless of whether the 
project lead is a public or private entity, it is generally 
accepted that the current set of privacy protections 
that predate the current technological landscape 
may be insufficient to fully address the potential risks 
smart city technologies entail. Proper and legitimate 
use of smart city technologies poses a real challenge 
to both citizens and policy making bodies.

One of the incentives for smart city development 
is to promote economic growth. In contrast to some 
nations where central governments play an oversized 
role in funding and operations, most smart city proj-
ects in the U.S. are typically funded locally by the city 
itself or driven by business interests, for example, as 
public-private partnerships. Business driven models 
may involve, for example, incentives to encourage 
participations from private corporations, often in 
the form of financial and technology investments. 
Focusing mostly on economic growth, the business or 

corporate-driven model, however, has been criticized 
for its lack of social and cultural inclusiveness. A tran-
sition to a more holistic human-centric view, at least 
being advocated by the academic and scientific com-
munities, is underway to balance the ICT-driven urban 
innovations with human, social, cultural, and envi-
ronmental considerations.16 One practical challenge 
is to bridge the business-centric and human-centric 
view by involving stakeholders from the city govern-
ment, citizens, and businesses. Another challenge 
that is often overlooked in smart city projects is the 
strained physical infrastructure systems that underlie 
many of the smart city solutions (e.g., new mobility 
services remain reliant on roads). Public investment 
in sensing and digital connectivity may also require 
reinvesting in physical infrastructure that is in dire 
need of renewal. Paradoxically, a city would not be so 
“smart” if the streets are filled with pot-holes, water 
is contaminated by pollutants, and bridges are on the 
verge of collapse. These tough questions have some 
very exciting answers. For example, smart infrastruc-
ture may very well encourage greater private invest-
ment into the physical infrastructure space. Research 
has begun to explore ways to tokenize infrastructure 
investment while exploring new ways of creating rev-
enue streams for infrastructure owners based on the 
data smart infrastructure will inevitably create.

SUMMARY AND DISCUSSION
Smart cities, where digital technologies play a major 
role in their transformation, will undoubtedly be the 
future of urban habitation. This article reviews sam-
ples of technology trends in smart city projects and 
discusses some of the challenges on issues con-
cerning cyber security, cyber privacy, and infrastruc-
ture investments. While urbanization, the premise 
for smart cities, is beneficial to drive innovation and 
economic progress, urban growth also has signifi-
cant impacts to the social and cultural aspects of a 
community. Rightly or wrongly, there is an impres-
sion that smart cities benefit mostly the upper and 
middle class and that the advantages of digital 
access are limited to a small group of people. Even 
with the best intentions, bias on the collected data 
and the analytics employed, as well as the techno-
logical devices installed, could lead to unintended 
outcomes with adverse effects to certain population 
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groups in the community.17–19 One fundamental 
challenge is how smart technologies can lead to 
fair and equity outcomes for the citizens. Engineers 
and smart city developers need to have deep under-
standing of the smart systems as well as the asso-
ciated benefits and risks. Ideally, a smart city is a 
place that is not only about embracing technology 
and economic growth, but a city that is humanistic, 
ecologically sound, and livable. 

DISCLAIMER
The authors are completely responsible for the con-
tent in this article. The views expressed are those 
of the authors and do not necessarily represent the 
views of Stanford University, the University of Michi-
gan, or any organizations and individuals.
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Adam Shostack  
on Threat Modeling
Justin Beyer

Justin Beyer: What is a threat?

Adam Shostack: A promise of future harm; something 
that might happen, often accompanied by a condition 
for avoiding the threat. Threat modeling implements 
mitigations.

What’s the goal of threat modeling, and how is the 
goal achieved?

It enables security and engineering to collaborate and 
consider threats that apply to the system, before writ-
ing code. It aims to develop a plan to solve threats and 
avoid them when you ship.

What are its benefits?

It gives a structured, systematic, comprehensive 
approach to security. Structured threat-modeling 

techniques identify what can go wrong and provide 
assurance that you’re being comprehensive. Organiza-
tions get collaboration, rather than conflict, between 
teams. If you’re not threat modeling, and engineer-
ing comes to security for advice on securing the prod-
uct, security might recommend late-stage techniques, 
such as software-composition analysis, static anal-
ysis, penetration testing, and fuzzing. But all of these 
happen later in the design and development of the 
product and the process. When design choices get 
encoded in the application programming interfaces 
(APIs) and in the distribution of components, they 
become hard to change. Security needs a seat at the 
table from the beginning. Threat modeling diffuses 
potential conflict.

What kinds of projects benefit from threat modeling?

Any that include technology. Blockchain projects tend 
to have a threat model either explicitly or implicitly 
with them. Similarly, Microsoft has published a guide 
to threat modeling with machine learning, and the Ber-
ryville Institute of Machine Learning also published 
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a guide. Threat modeling involves answering four 
key questions: what are we working on, what can go 
wrong, what are we going to do about it, and did we 
do a good job. An explicit threat model documents the 
answers to those questions. An implicit model is when 
someone was told to go think about it, they did, and 
they said, “Yeah, we’re good,” or, “No, I think we need to 
address these particular threats.”

Please explain attacker-centric, asset-centric, and 
software-centric approaches and their advantages 
and disadvantages.

In attacker-centric modeling, we build personas for the 
people who could attack us and use them to under-
stand methods and tactics. This approach often leads 
us astray. Usability experts recommend engaging with 
personas in their natural environments to understand 
what they do and why, but you can’t talk to ransom-
ware authors or spies about their work. Asset-centric 
threat modeling identifies what might be valuable to 
attackers, but it is easy to miss things and waste time 
on assets that are out of scope. What we think is most 
valuable may not be what is valuable to attackers. It is 
best to focus on what we’re working on: the software, 
the technology. Software-centric threat modeling 
starts from what people know, what they’re comfort-
able talking about, what we can scope and under-
stand, what is within our control.

What are some of the newer methods of threat 
modeling?

The newest is the use of a kill chain to ask what could 
go wrong. Kill chains come from the idea that an 
attacker must follow a set of steps to break in suc-
cessfully. By going through and thinking about each 
of those steps relative to what are we working on, 
we can say, “What are the best delivery points here?” 
For example, if an application accepts file uploads, an 
attacker could weaponize that capability to execute 
files on the system.

What does STRIDE stand for, and how do you use it?

STRIDE was the first structured approach to threat 
modeling, a model of what can go wrong. It stands for 

spoofing, tampering, repudiation (denying that some-
thing happened or that you’re responsible), informa-
tion disclosure, denial of service, and elevation of priv-
ilege. STRIDE is a checklist to think through each piece 
of software you’re working on: How could someone 
spoof themselves to this, pretend to be someone else? 
How could someone tamper with it or modify it with-
out my authorization? And so on.

After applying threat modeling, how do you identify 
threats that you need to care about?

First, apply the easy fixes. Treat everything else as 
part of a backlog. Threat modeling identifies things 
on which we can do risk analysis later. Sometimes we 
defer to risk analysis, and sometimes it’s easier just to 
act. With risk, there are four steps you can take: accept 

SOFTWARE 
ENGINEERING RADIO

Visit www.se-radio.net to listen to these and other 
insightful hour-long podcasts.

RECENT EPISODES
 » 423—Host Akshay Manchale speaks with Ryan 

Singer, head of strategy at Basecamp, about the 
mindset and culture behind successful remote 
work for engineers.

 » 422—Michael Geers, front-end developer with 
over a decade experience in building user in-
terfaces, discusses Micro Frontends with host 
Kanchan Shringi.

 » 421—Doug Fawley, tech lead of the golang 
native implementation of gRPC at Google, dis-
cusses gRPC with host Robert Blumen.

UPCOMING EPISODES
 » Jeroen Willemsen and Sven Schleier talk about 

mobile application security with host Justin 
Beyer.

 » Matt Lacey discusses Mobile App usability with 
host Gavin Henry.

 » Host Jeff Doolittle talks with Philip Kiely on writ-
ing for software engineers.



54 ComputingEdge  June 2021

SOFTWARE ENGINEERING RADIO

risk, transfer it, mitigate it, and eliminate it. Ignore is 
not an option, but accept might be—accept it, track 
it, quantify it in some way, and ask if the risk is appro-
priate for your seniority within the organization and for 
the organization as a whole. It goes into the backlog 
so it can be tracked along with standard bugs. Think-
ing about threat modeling as an engineering discipline 
that’s designed to produce problems to be addressed 
leads to the most success. Bug bars encapsulate what 
the severity is and who’s allowed to make decisions 
about it. Bug bars are well aligned with engineering 
at most organizations. With bug bars, we say that this 
severity of impact leads to this level of person needing 
to decide about the risk.

Does the threat modeling of new software change for 
API-driven software, the Internet of Things, contain-
erized services running Docker, or some other Kuber-
netes cluster executing Docker?

It changes the answers to, What are we working on, 
what can go wrong, and what are we going to do 
about it? The thing that remains the same across all 
of these cases is the four-question framework. Just 
get started. Dive in and threat model; do an analysis. 
As you develop skill, you will realize that the threats to 
the web API tend to be like this, the threats to the IoT 
tend to be like this, and so on. But if I were to try to give 

advice for each of these specific things, we’d end up 
with an explosion of variance.

How do I sell the importance of threat modeling to 
my organization?

Take a structured approach to security and increase 
collaboration between security and development. 
Getting everyone at a whiteboard discussing architec-
ture reduces rework. Even if you get no security benefit 
whatsoever, it gets everyone into the threat-modeling 
process. Elevation of Privilege is a card game that 
helps people threat model at a whiteboard. The game 
is built around STRIDE as a backbone. You don’t need 
to know much about STRIDE to use it. It’s a way of 
answering, What are we working on, and what can go 
wrong? Its gamified nature encourages a free flow of 
ideas and perspectives. 
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DEPARTMENT: LAST WORD

Auto-Update  
Considered Harmful
Daniel E. Geer, Jr., In-Q-Tel

You/we are at a fork in the road: in one direction 
is determinism (proven code correctness fol-
lowed by brutal change control). In the other 

direction is indeterminism (rates of change that are 
ostensibly faster than opposing reverse engineers can 
match). When Knuth says “Take a second and tell me 
what your computer was doing,” do you imagine a deter-
ministic1 answer, a concrete truth (if only you spend 
enough effort)? Or do you say that that is impossible?

A state of security is the absence of unmitigable 
surprise—not the absence of surprise but the absence 
of surprise that cannot be mitigated. Ergo, the pinnacle 
goal of security engineering is “no silent failure”—not 
no failure but no silent failure (you cannot mitigate 
what you don’t know is going on).

Patching is not mitigation, it is damage control. 
Patching is an acknowledgment of surprise at finding 
a weird machine. Patching is pathognomonic for silent 
failure, just like scrambling to craft vaccination for a 
zoonotic disease discovered already in circulation. For 
real damage control, the paramount question is “How 
long has this been going on?”—finding Patient Zero for 
whatever “patient” means in the current context.

More than the other regimes of modern society, 
public health and cybersecurity run on involuntary 
acts, mandates of the form For X::={mask,patch}, 
“My X protects you; your X protects me.” Behavioral 
safety—such as purposive contact avoidance—dif-
fers; contact avoidance protects you first, whether it’s 
contact with microbes or with drive-by malware, and 
protects others only secondarily. Mandates pitch the 
mandating authority against individual self-interest, 
premising the individual to be unwilling or unable. 
Behavioral safety pitches enlightened self-interest 
against coercion, premising the individual to be willing 
to risk private tragedies.

Clayton (Innovator’s Dilemma) Christiansen, in his 
study of outsourcing, concluded “Most critical of all, 
figure out what capabilities you will need to succeed 
in the future; these must stay in house—otherwise 
you are handing over the future of your business.” In 
other words, a capability outsourced is a capability 
lost, a truth wider than any single business; it is true at 
nation-scale and it is true at person-scale.

Auto-update coheres with the model of public 
health mandate; it is just one more part of the EULA 
game, which our friends at The Register nailed: “[B]
y using this product you agree that it’s all your fault, 
that it’s only broken to the extent that it ships ‘as is’ 
and therefore if you think it’s broken you accepted that 
this was the case when you bought it, and anyway you 
agreed it wasn’t, and you didn’t buy it anyway because 
it’s still ours…” That last part is where auto-update fits 
in, where software suppliers style themselves to be 
public health agencies with a lasting duty of watchful 
dominion (mandates) over their “clientele.” For them, 
the cost of dominion over their product is lower than 
the cost of determinism of their product.

We state as axiom that cybersecurity and the 
future of humanity are conjoined, so it is no parlor 
game to figure out what capabilities we need to 
succeed in the future, what capabilities to keep 
in house. We observe that mass patching gener-
ally, and auto-update particularly, rely on low/no 
diversity among largely just-alike endpoints so as to 
auto-update with industrial efficiency. If the number 
of variants grows, then the “auto” goes away.

We are thus back to that fork in the road. For 
auto-update to be the solution, the determinism 
needed is for endpoints to be just alike, but endpoint 
alikeness is a force multiplier for your opponents. That 
is a determinism of conditions, not the determinism 
of components. Auto-update is nothing like the deter-
minism of proven code backed by brutal change con-
trol. Chrome’s “major stable versions every six weeks” 
is moving target defense plus feature expansion—a 
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friends-with-benefits ethos for computerland. Thats 
not to say there are zero strategic arguments for mak-
ing targets move,2 just that those strategies are on the 
indeterminism fork.

From the opponent’s point of view, the mecha-
nisms of auto-update are the prettiest targets,3 ones 
where the opponent sings Jagger’s “Under my thumb, 
it’s down to me.” Witness SolarWinds. Witness MeDoc. 
Witness Avast. Witness Asus. As software services eat 
software products, auto-update becomes undeter-
rable and, intentionally or not, adds weight to moving 
target defense, to indeterminism. The undeterrable 
nature of auto-updates, coupled to ever finer-grained 
personalization, eventually makes undeterrable 
auto-update into a tool of enforcement, whether that 
is enforcement of law or enforcement of your status as 
a vassal. Why? Because in choosing the indeterminism 
fork you outsourced the capability that had to stay in 
your house if you weren’t to hand over your future—you 
outsourced your capability to have an execution envi-
ronment that would be stable, unchanged, motionless 
until a time of your choosing.

Determinism versus indeterminism is Tony Hoare’s 
two ways of constructing software, “[M]ake it so simple 
that there are obviously no deficiencies, [or] make it so 
complicated that there are no obvious deficiencies.” 

If something needs auto-update, then it is not release 
ready.4 In fact, if the software is self-modifying, the 
game is already over, at least for you. 
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