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Magazine Roundup

The IEEE Computer Society’s lineup of 12 peer-reviewed technical magazines covers cutting-edge top-

ics ranging from software design and computer graphics to Internet computing and security, from sci-

entific applications and machine intelligence to visualization and microchip design. Here are highlights from 

recent issues.

Centering the Law in the 
Digital State

Driven by the promise of increased 

efficiencies and cost-savings, the 

public sector has shown much 

interest in automated decision-

making technologies. However, 

the rule of law and fundamen-

tal principles of good government 

are being lost along the way. Read 

more in this article from the Octo-

ber 2020 issue of Computer.

Scalable Analysis of 
Authentic Viral Envelopes 
on FRONTERA

Enveloped viruses, such as SARS-

CoV-2, infect cells via fusion of 

their envelope with the host mem-

brane. By employing molecular sim-

ulations to characterize viral enve-

lopes, researchers can gain insights 

into key determinants of infection. 

In this article from the Novem-

ber/December 2020 issue of Com-

puting in Science & Engineering, 

the Frontera supercomputer is 

leveraged for large-scale model-

ing and analysis of authentic viral 

envelopes, whose lipid composi-

tions are complex and realistic. 

Visual Molecular Dynamics with 

support for MPI is employed, over-

coming previous computational 

limitations and enabling inves-

tigation into virus biology at an 

unprecedented scale. The tech-

niques applied here to an authen-

tic HIV-1 envelope at two levels of 

spatial resolution (29 million par-

ticles and 280 million atoms) are 

broadly applicable to the study 

of other viruses. The authors are 

actively employing these tech-

niques to develop and charac-

terize an authentic SARS-CoV-2 

envelope.

Michael Milken’s 
Spreadsheets: Computation 
and Charisma in Finance in 
the GoGo ’80s

Wall Street lore holds that “ junk 

bond” king Michael Milken once 

blamed the tumultuous changes 

that roiled American finance 

in the 1980s on VisiCalc, the 

pioneering spreadsheet software. 

This article from the July–Sep-

tember 2020 issue of IEEE Annals 

of the History of Computing

takes Milken’s quip as a prompt 

to explore the practical and cul-

tural place of computing in 1980s 

finance. It reveals that PCs, espe-

cially spreadsheets, augmented 

the capacities of 1980s financiers 

in three ways—surveillance, val-

uation, and imagination—which 

were each crucial to Milken’s 

“machine.” Yet this article also 

exposes another side to Milken’s 

success, grounded not in com-

putation but charisma. Milken’s 

power lay both in innovative com-

mand over novel technicalities 

and a simultaneous sense that he 

possessed a suprarational vision 

transcending the technical.

Data Badges: Making 
an Academic Profile 
Through a DIY 
Wearable Physicalization

In this article from the Novem-

ber/December 2020 issue of 

IEEE Computer Graphics and 
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Appli cations, the authors present 

the design and making process of 

data badges as they were deployed 

during a one-week academic semi-

nar. Data badges are customizable 

physical conference badges that 

invite participants to make their 

own independent and personal-

ized expressions of their academic 

profile by choosing and assem-

bling a collection of predefined 

physical tokens on a flat wearable 

canvas. The modular and intuitive 

design approach allows the con-

struction to occur as a shared, col-

lective activity. Data badges take 

advantage of the creative, affec-

tive, and social values that under-

lie physicalization and its con-

struction to engage participants 

in reflecting on personal data.

Personalized Geographical 
Influence Modeling for  
POI Recommendation

Point-of-interest (POI) recom-

mendation has great signifi-

cance in helping users find favor-

ite places from a large number of 

candidate venues. One challenge 

in POI recommendation is effec-

tively exploiting geographical 

information, since users usually 

care about the physical distance 

to the recommended POIs. Though 

spatial relevance has been widely 

considered in recent recommen-

dation methods, it is modeled 

only from the POI perspective, fail-

ing to capture personalized pref-

erence to spatial distance. More-

over, these methods suffer from a 

diversity-deficiency problem since 

they are often based on collabora-

tive filtering, which always favors 

popular POIs. To overcome these 

problems, the authors of this arti-

cle from the September/Octo-

ber 2020 issue of IEEE Intelligent 

Systems propose a personalized 

geographical influence modeling 

method called PGIM, which jointly 

learns users’ geographical prefer-

ence and diversity preference for 

POI recommendation. 

Internet Evolution:  
Critical Issues

The Internet has been gradually 

evolving since its inception. In 

this article from the July/August 

2020 issue of IEEE Internet Com-

puting, the authors highlight the 

crucial factors that have driven 

this evolution. They describe how 

the Internet is nevertheless still 

struggling with several critical 

issues that need to be solved to 

meet predicted requirements of 

future applications. They also dis-

cuss possible approaches, solu-

tions, and open issues, bearing in 

mind the considerable inertia of 

the Internet’s key architectural 

features.

Accelerating Chip Design 
With Machine Learning

Recent advancements in machine 

learning provide an opportunity 

to transform chip design work-

flows. The authors of this article 

from the November/December 

2020 issue of IEEE Micro review 

recent research applying tech-

niques such as deep convolu-

tional neural networks and graph-

based neural networks in the 

areas of automatic design space 

exploration, power analysis, 

VLSI physical design, and analog 

design. They also present a vision 

of an AI-assisted automated chip 

design workflow to aid designer 

productivity and automate opti-

mization tasks.

An Effective Approach  
for Nonrigid Structure  
From Motion With  
Complex Deformation

In this article from the July–Sep-

tember 2020 issue of IEEE Multi-

Media, an effective approach is 

proposed for nonrigid structure 
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from motion to deal with the image 

sequence with a complex deforma-

tion. In the proposed method, a 3D 

structure is first divided into mul-

tiple local trajectory groups by uti-

lizing the distance weights of the 

pairwise points. For each local tra-

jectory group, a weak estimator is 

constructed by means of the kernel 

shape trajectory approach (KSTA) 

due to its good performance for 

complex deformation. To improve 

the estimation accuracy, a feature 

vector selection algorithm-based 

adaptive rank selection strategy 

is designed to choose the approx-

imately optimal rank parameter 

for KSTA. For each 3D point, the 

final estimation is derived from 

the outputs of the weak estima-

tors by solving a sparse optimiza-

tion problem. The experimental 

results on several commonly used 

sequences demonstrate the effec-

tiveness and feasibility of the pro-

posed method.

Growing Apart:  
How Smart Devices Impact 
the Proximity of Users to  
Their Smartphones

The widespread adoption of fea-

ture phones and smartphones has 

previously led researchers to test 

the assumption that users always 

have their phones ready at hand. 

The authors of this article from 

the July–September 2020 issue of 

IEEE Pervasive Computing believe 

the current ubiquity of other smart 

devices has changed this. Using a 

mixed-methods approach inspired 

by past work in this area, they 

reevaluate the physical proximity 

relationship between individuals 

and their smartphone, as well as 

the role of other smart devices in 

users’ lives. They find that, on aver-

age, participants have their phone 

within arm’s reach 51 percent of 

the time, which is similar to the 

findings of prior work. However, if 

smartphones are not within arm’s 

reach, they are now much farther 

away because of the use of wear-

ables and other devices. 

How Trusted Execution 
Environments Fuel  
Research on Micro
architectural Attacks

Trusted execution environments 

(TEEs) enabled research in sce-

narios where highest-privileged 

attackers had precise control over 

systems and microarchitecture. 

Insights gained from such attacks 

facilitated the discovery of non-

TEE attacks, such as Spectre (as 

well as Foreshadow from within 

virtual machines). Read more in 

this article from the September/

October 2020 issue of IEEE Secu-

rity & Privacy.

Is 40 the New 60? How 
Popular Media Portrays 
the Employability of Older 
Software Developers

The authors of this article from 

the November/December 2020 

issue of IEEE Software studied the 

public discourse around age and 

software development, focusing 

on the United States. This work 

was designed to build awareness 

among decision-makers in soft-

ware projects to help them antici-

pate and mitigate challenges that 

their older employees may face.

Defining Quality of 
Experience for the Internet  
of Things

The Internet of Things (IoT) brings 

a set of unique and complex chal-

lenges to the field of Quality of 

Experience (QoE) evaluation. In 

this article from the September/

October 2020 issue of IT Profes-

sional, the authors argue that 

evaluating QoE in IoT services 

should involve novel metrics for 

measuring the performance of 

the machines alongside metrics 

for users’ QoE. 

Join the IEEE 
Computer 
Society
computer.org/join
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Editor’s Note

Usability in Augmented and 
Virtual Reality

In augmented and virtual real-

ity (AR and VR), clunky headsets 

and unintuitive interfaces that 

require exaggerated gestures can 

create negative user experiences. 

That’s why today’s designers are 

focusing on comfort and incorpo-

rating natural movements. This 

ComputingEdge issue opens with 

two articles that discuss usability 

in AR and VR—one that proposes 

leveraging the reach of our limbs 

in AR environments, and another 

that confronts a common usabil-

ity challenge.    

In IEEE Pervasive Comput-

ing’s “Around-Body Interaction: 

Interacting While on the Go,” the 

authors argue that AR designers 

should take advantage of arm, leg, 

and foot movements to free users’ 

hands for purposes not related to 

the AR environment. Computer’s 

“Embracing Physical Keyboards 

for Virtual Reality” proposes a 

VR hardware setup that not only 

solves the problem of entering 

text but also has the potential 

to streamline other application-

specific tasks.

User-friendly technology is 

making a difference in the busi-

ness world, as well—often enabled 

by blockchain. In IT Professional ’s 

“Blockchains and International 

Business,” the author gives exam-

ples of blockchain-based trad-

ing platforms that make transac-

tions more efficient and reduce 

fraud. Meanwhile, IEEE Software’s 

“Unchain or Block the Hype?: 

Decision Drivers, Success Fac-

tors, and Perspectives for Block-

chain Adoption” takes a broader 

look at the ways businesses are 

using blockchain.

While blockchain is trans-

forming the business world, edge 

devices are bringing computing 

power to more and more places. 

IEEE Internet Computing’s “Mobile 

Cloudization Storytelling: Current 

Issues From an Optimization Per-

spective” explains how edge com-

puting helps optimize mobile 

computing infrastructures, allow-

ing for flexibility and efficiency. 

IEEE Intelligent Systems’ “Image 

Polarity Detection on Resource-

Constrained Devices” presents 

a model for implementing accu-

rate polarity detection on edge 

devices. 

This ComputingEdge issue 

ends with two articles about secu-

rity in the Internet of Things (IoT). 

Computer’s “Network-Level Secu-

rity for the Internet of Things: 

Opportunities and Challenges” 

describes a network-centric 

approach to securing large IoT 

environments. In IEEE Security & 

Privacy’s “Security Midlife Crisis: 

Building Security in a New World,” 

the authors call for a new secu-

rity strategy in a landscape that 

increasingly relies on Internet-

connected devices. 
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DEPARTMENT: WEARABLE COMPUTING

Around-Body Interaction: 
Interacting While on the Go
Florian Müller, Sebastian Günther, and Max Mühlhäuser, Technische Universität Darmstadt

Head-mounted displays (HMDs) have come a 
long way since Sutherland introduced the 
concept 50 years ago.1 This brings us closer 

to the vision of seamlessly molding interactive digi-
tal information onto the physical world—be it with 
HMDs or a future replacement technology (which 
we will subsume under HMD below for simplicity). As 
bits and atoms will continue to merge, correspond-
ing interaction will increasingly happen everywhere, 
hence often on the move. However, today's interac-
tion techniques, ranging from touch input on the 
frame of the HMD (e.g., Google Glass) or accessories2 
to voice commands,3 are not tailored to the specific 
requirements of on-the-go interactions, limiting their 
viability for such situations. Besides the missing 
emphasis on mobile interactions, we see that these 
interaction techniques largely ignore the skills and 
dexterity we show in our day-to-day interactions with 
the physical world: Throughout our lives, we have 
trained extensively to use our upper and lower limbs 
to interact with and manipulate the physical world 
around us.

In this article, we provide a concise overview on 
how the skills and dexterity of our upper and lower 
limbs, acquired and trained in interacting with the 
physical world, can be transferred to the interaction 
with HMD. We present the vision of around-body 
interaction, in which we use the space around our 
body, defined by the reach of our limbs, for fast, accu-
rate, and enjoyable interactions. In the remainder 
of this article, we first introduce a design space for 
such around-body interactions and, second, present 

two examples of such interaction techniques, which 
use the degrees of freedom of the lower limbs for 
on-the-go interactions. Finally, we conclude with 
future research challenges.

DESIGN SPACE
The envisioned ubiquitous interaction with a 
computer system using our limbs presents our 
body with additional tasks, entailing additional 
burdens. This becomes a particular challenge when 
an interaction with digital information coincides 
with an interaction with the physical world: Any 
part of the body involved in the interaction with the 
HMD is no longer (or, at least, no longer entirely) 
available for interaction with the physical world. As a 
consequence, a single interaction technique cannot 
support all situations a user might encounter during 
the day without interfering with the interactions with 
the physical world. To overcome the limitations of 
individual interaction techniques, future interaction 
with HMDs will, therefore, require a set of several 
interaction techniques using different limbs and 
different modalities of these limbs. From such a set, 
the most suitable yet least interfering technique can 
then be selected based on the situation.

There exists already a variety of interaction 
techniques that leverage movements of our limbs 
as an input modality. To classify these interaction 
techniques and help to select appropriate interaction 
techniques for different situations, we present a design 
space for on-the-go interactions using our limbs. This 
design space can help to identify yet unexplored—
and, thus, unsupported—interaction situations for 
future work.

Building on an in-depth analysis of the design 
space for on-the-go interactions using our limbs, 

This article originally  
appeared in 

 

vol. 19, no. 2, 2020

Digital Object Identifier 10.1109/MPRV.2020.2977850 

Date of current version 14 May 2020.
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we propose a classification based on the following 
characteristics.

Limbs used for Input: Interaction techniques can 
use 1) the upper limbs, 2) the lower limbs, or 3) 
both, upper and lower limbs.

Output Reference: Different tracking technologies 
of HMD allow different types of visualization 
that 1) appear at a fixed position in the user's 
field of view (head-stabilized), 2) move as the 
user moves (body-stabilized), or 3) are anchored 
in the real world (world-stabilized) and, thus, 
allow the user to move independently of the 
visualization.4

Mobility: Interaction takes place during 1) stationary 
periods, and 2) while the user is in motion.

Number of Users: By design, HMDs are radically pri-
vate devices, tailored to 1) single-user operation. 
To support collaborative situations, additional 2) 
multiuser interaction techniques are necessary.

Interaction Style: For fast and direct interaction 
both, 1) continuous (e.g.,  gradual adjustment of 
a slider) and 2) discrete (e.g., traverse cascading 
menus) interaction techniques are necessary.

Figure 1 depicts a selection of around-body inter-
action techniques from the body of related works, 
classified in the presented design space. In the fol-
lowing section, we discuss two exemplary interaction 
techniques supporting on-the-go interaction using 
the lower limbs to support users during stationary and 
in-motion periods, as highlighted in Figure 1.

FOOT-BASED INTERACTION
While there is a long history of research on 
foot-based interactions in various areas from 
industrial machines5 to smartphones,6 foot-based 
interactions have seen little systematic evaluation 
for interaction with HMDs. At the same time, 
interaction using our feet can offer great advantages 
in mobile situations: While our hands and arms are 
often—in particular in a mobile context—busy 
interacting with the physical world, our feet are 
free to contribute to the interaction. Therefore, we 
explore two interaction techniques using the lower 
limbs, which allow hands-free interactions in highly 
mobile situations.

Mind the Tap: Interaction 
While Standing
Mind the Tap investigates foot-based interaction with 
an augmented interface that is fixed to the dominant 
foot of the users standing position and, thus, always 
available to the user. The interface consists of a 
semicircular interaction wheel, which is divided into a 
grid by several rows and columns. Each cell of the grid 
represents an option that users can select by tapping 
it with their foot (see Figure 2).

We investigated two different styles of interaction 
with this interface. In both variants, users operate 
the interface by foot taps, but the visualization of the 
interface is different:

Direct Interaction: The semicircular grid is visual-
ized within leg reach on the floor. The user can 
interact with the system by looking to the ground 
and tapping the location, where the respective 
grid cell is visualized. Therefore, there is a direct 
connection between the location of input and 
output.

Indirect Interaction: The indirect interface moves 
the visualization to the air while keeping the 
input location on the floor. Despite the missing 
direct connection between the location of input 
and output, users still can interact with the 
system using foot taps. This ability is based on 
the sense of proprioception, which gives us an 

FIGURE 1. Design space for around-body interactions 

based on the 1) limbs used for input, 2) output stabilization, 

3) mobility, 4) number of users, and 5) interaction style. This 

article discusses the two entries highlighted in green.
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innate understanding of the relative position 
and orientation of our body parts without look-
ing at them.

We compared the two styles of interaction in a 
controlled experiment and evaluated their accuracy 
and efficiency. The results show the suitability of both 
interaction styles for accurate (>99% for two and four 
targets using both interface styles) and fast (1.0–1.2 
s for selecting a highlighted target, depending on the 
condition) interactions through foot movements. The 
comparison of the interaction types revealed that 
direct interactions are better suited for short and 
fine-granular interactions, whereas indirect interac-
tions are better suited for longer (e.g., multistep) 
interactions.

Walk the Line: 
Interaction While 
Walking
Besides the advantages of 
foot-taps as an input modality such 
as hands-free usage, there is one 
major limitation: The user has to 
stand in a fixed position in order to 
operate the interface. This limita-
tion is based on the problem of dif-
ferentiating between intentional 
movements aimed to contribute 
to the interaction and movements 
that occur naturally (e.g., while 
walking), cf., the Midas Tap Prob-
lem.7 If, however, the vision of ubiq-
uitous interaction with information 
in a digitally augmented physical 
world is to become a reality, a sub-
stantial part of the interaction with 
such devices will happen on the go. 
This highlights the necessity for 
truly mobile interaction techniques 
that not only support interaction 
while being at different places but 
also during the process of getting 
there, e.g., while walking.

We consider a system that 
displays multiple lanes parallel to 
the walking path of the user. Each 
lane represents an option the user 

can select. The lanes can be arranged on both sides of 
the users walking path (see Figure 3). To interact, users 
shift their path sideways until they walk on the desired 
option lane. The system highlights the lane the user is 
currently walking on by changing the visualization (e.g., 
the color) of the respective lane. This change affects 
the entire lane, which is also visible in front of the user. 
Therefore, users do not have to look to the ground to 
interact with the system but can keep their heads up. 
By walking along one of the lanes for a certain period 
(i.e., the selection time), the respective option can be 
selected, analogously to the concept of selection by 
dwell time in eye-gaze interaction.

In addition to the option lanes, we propose a 
nonactive null lane that covers the path directly in 
front of the user, which remains free. Therefore, if 

FIGURE 2. Mind The Tap allows hands-free interaction with information through 

foot taps on the floor in front of the user.

FIGURE 3. Walk the Line visualizes options as lanes on the floor. Users select 

options by shifting the walking path sideways.
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users continue walking straight ahead, the system 
does not interpret this as an interaction and does not 
trigger any actions.

We evaluated this interaction technique in a 
controlled experiment focusing on accuracy and 
efficiency. We found a selection time of 2/3 s with 
~11cm wide lanes to be the best compromise between 
accuracy (~94%) and efficiency (~1.8 s for selecting a 
highlighted target).

CHALLENGES AND LIMITATIONS
As discussed above, interaction techniques can be 
rendered unsuitable by the context of use. When we 
carry things, we cannot use our hands for interaction. 
When we walk, we cannot use foot-tapping for 
interacting and, vice versa, when we stand, we 
cannot use a walking-based interaction technique. 
Besides the need to support all situations addressed 
in the design space using appropriate interaction 
techniques, this also raises the question of how to 
select the appropriate interaction technique for the 
current situation.

Simultaneous availability of multiple interaction 
techniques as the most straightforward solution leads 
to many problems similar to the Midas Touch Problem 
in gaze-based interaction: How can natural body 
movement be distinguished from intended interaction? 
The constant availability of all interaction techniques 
would, thus, lead to a large number of false actions 
by the system. Another simple solution could be the 
explicit selection of an interaction technique by the 
user. However, this selection must also be performed 
somehow—possibly by operating a switch, which 
again requires the use of the hands and is, therefore, 
not feasible in all situations.

Further work is needed in this area in order to 
arrive at a truly integrated system that can—based 
on the context and the situation of the user—make a 
decision on which interaction techniques should be 
available in the current situation.

CONCLUSION
We are closer than ever to the era of digitally 
augmented physical worlds—not just inside rooms, 
but increasingly everywhere. Interacting with the 
digital world on the go, while coping with the physical 
world, is a crucial challenge on that evolutionary path.

In this article, we presented a vision for a 
body-centric framework for the future interaction in 
the space around our body by harnessing the degrees 
of freedom offered by our bodies for more natural, 
pleasant, and fun interactions. 
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DEPARTMENT: SPOTLIGHT ON TRANSACTIONS

Embracing Physical Keyboards 
for Virtual Reality
Doug A. Bowman, Virginia Tech

This installment of Computer’s series highlighting the work published in IEEE Computer 
Society journals comes from IEEE Transactions on Visualization and Computer Graphics.

A s virtual reality (VR) systems become more 
popular and affordable, users are rediscover-
ing an old problem that remains challenging 

despite decades of research—how to enter text into 
VR applications. While text entry might be unnec-
essary in VR games and entertainment, there is a 
surprising number of use cases, such as entering a 
file name when saving a 3D scene, writing a note to a 
collaborator who will enter the virtual world later, or 
searching for a particular string in a document visual-

ization. Moreover, as VR headsets improve, more peo-
ple are considering doing office work in VR, where the 
number and size of screens are unlimited. But virtual 
keyboards in VR are slow, gestures for text entry are 
hard to learn, and dictation systems are not appropri-
ate for all usage contexts. By far, the best-performing 
technique is to use a physical keyboard like the one 
attached to your PC, and recent work has demon-
strated that, with accurate finger and keyboard track-
ing, typing on a physical keyboard in VR can result in 

very good performance. The problem, however, is that 
physical keyboards are a one-trick pony; they can be 
used only for entering text. Keyboards in VR seem like 
a necessary but undesirable peripheral.

In “ReconViguRation: Reconfiguring Physical 
Keyboards in Virtual Reality,” Daniel Schneider and 
colleagues1 show that, in VR, physical keyboards can 
become much more than a device for entering charac-
ters. Their article, which also won the best paper award 
at IEEE ISMAR 2019, proposes that physical keyboards 
can be adapted for use in a variety of VR applications 
and interactions capable of taking advantage of their 
unique affordances (for example, dozens of unique 
keys, haptic feedback for both touching and depress-
ing the keys, and broad familiarity to users). The key 
idea is that VR allows designers to magically change 
both the appearance and function of any physical 
object, including the keyboard.

This enables a wide variety of interesting inter-
faces. For example, simply by shuffling the order in 
which letters are assigned to keys, a keyboard can be 
used to enter passwords or other private information 
into a VR application without fear of “shoulder surf-
ing.” The authors show that while this slows down 
typing speed considerably, users see great utility in 
this technique. Another application discussed in the 
article uses the keyboard as if it were a grid of larger 
buttons, allowing direct access to particular images in 
a photo browser. The images are overlaid on the key-
board, and selecting a photo is as easy as “touching” 
it (that is, pressing any key underneath the image). 
This is a fine example of using the whole keyboard 
for application-specific tasks when text entry is not 
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needed. As a final example, the authors show how the 
keyboard can even be used for continuous input—a 
row of keys can become a slider, allowing the user to 
scrub through a video or go directly to a particular 
spot on the timeline.

The work of Schneider et al.1 could also be 
applied to augmented reality (AR), which might 
become an even more ubiquitous technology for 
productivity work. One can certainly imagine future 
workers replacing their laptops with AR glasses and 
a lightweight, wireless keyboard, allowing them to 
work from anywhere without sacrificing screen real 
estate. In that future, repurposing the keyboard for 
powerful interactions beyond text entry would be 
highly desirable. This work also reminds us that when 
it comes to VR/AR interfaces, explicitly breaking 

assumptions about how something is used can be an 
effective design strategy. 

REFERENCE
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COLUMN: IT TRENDS

Blockchains and  
International Business
Nir Kshetri, The University of North Carolina at Greensboro

B lockchain and smart contracts are trans-
forming international trade activities. 
Proof-of-concepts (PoCs), prototypes, pilot 

projects, and actual deployments indicate that smart 
contracts can bring benefits to those involved in 
trading.

As an example, in 2017, the multinational bank 
ING and French multinational investment bank and 
financial services company Societe Generale tested 
a blockchain-based trade finance prototype solu-
tion. The solution was called “easy trading connect”. 
The trial involved transactions between the two 
banks and Mercuria: a Swiss commodities trading 
corporation. An oil cargo shipment containing African 
crude sold to China's ChemChina was processed. 
The solution reportedly performed well in terms 
of criteria such as the elimination of documentary 
fraud, cost reduction, and improvement in efficiency. 
The trade involved the banks, traders, an agent, 
and an inspector (http://www.businessinsider.com 
/ing-and-socgen-partner-on-blockchain-solution 
-2017-2.). All parties executed their roles directly on 
the platform. The prototype reduced the time taken 
by a bank to execute its role to 25 minutes, instead 
of the 3 hr taken earlier (http://www.businessinsider 
.com/ing-and-socgen-partner-on-blockchain-solution 
-2017-2.). It led to a cost saving of up to 30% (http: 
//www.reuters.com/article/us-energy-companies 
-blockchain-idUSKBN16G1UU).

Blockchain-based solutions, such as easy trading 
connect, thus help reduce the costs of international 
trade and increase speed and efficiency. In the 

above-mentioned example, the African crude oil pro-
ducer ChemChina, as well as other players involved 
in the value chain of oil, can benefit. The solution was 
also reported to perform well in terms of replicabil-
ity. ING and Societe Generale were negotiating with 
traders in the liquefied natural gas industry to test 
the solution. Other developing economies engaged 
in commodities trades are thus likely to benefit from 
solutions such as this.

Blockchain makes it possible to keep a closer 
tab on key activities involved in international trades 
such as the flow of goods and documentation. In this 
way, this technology can help fight fraud.1 Other key 
advantages of blockchain-based solutions in inter-
national trade activities include faster settlement 
of international payments, faster access to working 
capital financing at cheaper rates, and availability 
of one-stop solution for all needs related to interna-
tional trades.2

KEY MECHANISMS ASSOCIATED 
WITH BLOCKCHAIN'S ROLES  
IN FACILITATING  
INTERNATIONAL TRADE

Blockchain's impact on international trade key 
associated mechanisms is presented in Table 1.

INCREASING SPEED  
AND EFFICIENCY

Blockchain solutions can greatly enhance speed 
and efficiency. Trade finance, which involves financ-
ing buyers and sellers, is a highly inefficient process. 
Due to the financial crisis, terrorist incidents, and 
other factors, banks are required to perform thor-
ough due diligence and risk assessments of busi-
nesses that require trade finance.3 According to 
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the publishing and events company Global Trade 
Review, a trade finance deal for a single commod-
ities cargo may require processing of as many as 36 
original documents and 240 copies from up to 27 par-
ties.4 Trade finance process in India can take up to 22 
days. According to India's Yes Bank, blockchain plat-
forms can reduce the time to less than a day (https: 
//www.bloomberg.com/news/articles/2018-06-06 
/banks-turn-to-blockchain-to-speed-up-indian 
-internal-trade-deals).

In 2016, the Indian bank ICICI executed a block-
chain pilot in partnership with Dubai's Emirates NBD 
bank (https://www.cryptocoinsnews.com/indian 
-bank-icici-executes-blockchain-remittance-pilot/). 
An international trade finance transaction enabled all 
parties of the transaction to access data in real-time. 
In the pilot, a Mumbai-based firm imported shredded 
steel melting scrap from a Dubai-based supplier 
(https://www.cryptocoinsnews.com/indian-bank-icici 
-executes-blockchain-remittance-pilot/).

In early 2019, IBM conducted a blockchain pilot 
test that involved the shipment of 28 tons of mandarin 
oranges from China to Singapore. All the relevant legal 
and commercial information such as title, ownership, 
and receipt of the shipment was transmitted in 1 s, 
which takes a week without blockchains. It involved 
multiple parties. The bill of lading, which functions 
as a contract between a freight carrier and shipper, a 

document of title, and a receipt of freight services, was 
sent in real-time. Pacific International Lines handled 
the shipment.5

REDUCING FRAUDULENT 
TRANSACTIONS

A further benefit is that blockchain can reduce 
fraud. Trade transactions can be easily falsified 
in the nonblockchain world. For instance, some 
Chinese firms used fake receipts to secure multiple 
loans against a single cargo of metal.6 Likewise, 
Ethiopian importers use fake invoices pay lower taxes 
on imported goods (https://newbusinessethiopia 
.com/ethiopia-gets-1-6-billion-additional-revenue 
-capturing-fake-invoices/).

Blockchain is an effective tool to fight these prac-
tices. The Chinese government has asked its banks to 
take measure to increase transparency and combat 
fraud in its financial sector by adopting blockchain. 
Chinese banks are hiring blockchain experts and 
incorporating blockchain in operations.7

India's central bank, the Reserve Bank of India, 
licensed three firms to facilitate small businesses' 
access to financing. These three platforms want to 
share information to prevent fraud but keep the data 
private. Blockchain can help this. Blockchain makes 
it possible to create a cryptographic representation 
of the invoice, known as a hash. A hash provides 

Mechanism Blockchain’s impact Example

Increasing speed and
e�ciency

Based on slow paper-based procedures and
a large number of physical interactions:
Blockchain increases speed by digitizing

ICICI’s blockchain pilot with Dubai’s Emirates
NBD bank: all parties of the transaction could
access data in real-time.
IBM’s pilot test of the shipment of oranges from
China to Singapore: relevant information was
transmi ed in one second

Reducing fraudulent
transactions

Widespread fraud: Blockchain promotes
transparency

MonetaGo: creates an invoice’s hash–if a trader
submits the same invoice to more than one trade
finance platforms, the hash will match, which
raises a red flag.

Increasing access to
finance for international
trade activities

The global trade finance gap is significant: Smart
contracts and single digital records for customs
clearance enable SMEs’ access to trade finance

OneConnect: can evaluate potential customers
creditworthiness by extracting a wide range of
company data

Reducing the costs of
international trade

High costs of due diligence lead to high trade
finance costs: Reduces the amount of
documentation and manpower needed to
process transactions

OneConnect: can evaluate potential customers
creditworthiness at a low cost

Extensive paper work and physical interactions: Blockchain-based systems
digitize them Easy Trading Connect: cost saving of up to 30%.

TABLE 1. Some key mechanisms associated with blockchain’s roles in facilitating international trade activities.



18 ComputingEdge  February 2021

IT TRENDS

an indecipherable text and tells nothing about the 
invoice. It is nearly impossible to convert a hash back 
to the original data. If a trader submits the same 
invoice to more than one platform, the hash raises a 
red flag. New York-based MonetaGo hashes some of 
the elements of the invoice in order to prevent the 
trader from making some modification. An invoice 
with a high degree of similarity with another submit-
ted to a different platform will not be rejected, but it 
will produce an amber flag. The platform may then ask 
the trader to explain (https://www.ledgerinsights.com 
/monetago-blockchain-trade-finance-fraud/).

It can be even more effective to combine block-
chain with other technologies. The blockchain-based 
online trading platform for small and medium sized 
enterprises (SMEs), i.e., Connect2india, plans to con-
nect trade partners, shipping companies, inspection 
agencies, and other participants in international 
trade. Its PoC uses GPS, IoT, RFID, and other tech-
nologies. These technologies can help inspection 
agencies to verify quality indicators such as steel 
grades and quality and types of agricultural products. 
GPS tracks the movement of goods and will help 
verify that transactions are real. The transaction 
data is stored on blockchains and integrated with 
smart contract and identity management (https: 
//w w w.expresscomputer.in/news/connect2india 
-to-use-blockchain-combined-with-gps-rfid-and-gps 
-to-nab-international-trade-fraud/32885/).

INCREASING ACCESS TO  
FINANCE FOR INTERNATIONAL 
TRADE ACTIVITIES

According to the Asian Development Bank, the 
global trade finance gap was US$1.5 trillion, (https: 
//w w w.weforum.org /press/2018/09/blockchain 
-could-enable-1-trillion-in-trade-mostly-for-smes-and 
-emerging-markets/). The gap can be partly attributed 
to the complexity of the traditional supply chain lend-
ing model. For instance, the first level suppliers (the 
suppliers to the buyer) need to contact lenders for a 
loan. They use the loan money to make payment to 
second level suppliers (suppliers to the first-level sup-
pliers) or to third-level suppliers. In some cases, the 
number of suppliers in advanced supply chains can 
be as deep as 13 layers. The funds thus may take many 
weeks to reach the actual manufacturer (https://www 

.coindesk.com/legally-binding-smart-contracts-9 
-law-firms-join-enterprise-ethereum-alliance/).

Banks are not willing to lend money in places where 
fraudulent invoices are common. Several efforts have 
been made to address these challenges. In 2018, the 
People's Bank of China started to pilot trade finance 
project referred to as the “Bay Area Trade Finance 
Blockchain Platform.” Targeted jurisdictions include 
Guangdong, Hong Kong, and Macau. The participants 
include Bank of China, China Construction Bank, 
China Merchants Bank, Ping An Bank, and Standard 
Chartered Bank, and the auto manufacturer BYD. The 
majority of BYD's suppliers are SMEs, which include 
10  000–20  000 tier one suppliers and even higher 
numbers of tier two and three suppliers. Data sharing 
among banks prohibits a firm from submitting the 
same invoice to two banks for funding. An invoice is 
authenticated by BYD provides credibility for banks.

RECUSING THE COSTS OF 
INTERNATIONAL TRADE

Currently, the high costs of financing prohibit the 
participation of small firms in international trade. These 
can be often attributed to high costs of due diligence. 
Loan frauds result in high interest rates (https://www 
.nasdaq.com/article/why-india-can-become-the 
-global-center-for-blockchain-innovation-cm992358).

Blockchain-led transparency may help reduce 
these undesirable practices. In 2017, the Hong Kong 
Monetary Authority (HKMA) teamed up with the pro-
fessional services group Deloitte and banks to develop 
a PoC for the blockchain-based platform for trade 
finance (https://www.hellenicshippingnews.com 
/unblocking-blockchain-for-shipping/). Participating 
banks include HSBC and Standard Chartered Bank, 
Bank of East Asia, Australia and New Zealand Banking 
Group Limited, Hang Seng Bank, and DBS Bank.8

The platform aims to reduce risks and increase 
efficiency by digitizing trade documents and 
automating trade finance processes. Among the 
key benefits are lower risks related to fraudulent 
activities and higher transparency (https://www 
.scmp.com/business/companies/ar ticle/215568 
/hkma-and-seven-banks-jointly-launch-blockchain 
-based-trade).

The HKMA was reported to be working with 
Ping An to cut paperwork and reduce fraud (https: 
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//www.ft.com/content/f2cacb86-85a3-11e8-96dd 
-fa565ec55929). OneConnect, Ping An Group's 
financial technology company, designed the plat-
form. The technologies had already been deployed in 
China (https://www.crunchbase.com/organization 
/oneconnect#section-overview).

Another key challenge concerns the high costs 
associated with paperwork and other administrative 
procedures. Companies involved in exports must 
complete mountains of paperwork. In 2014, The Dan-
ish shipping company Maersk tracked a shipment 
of avocados and roses from East Africa to Europe. 
A single container to handle a simple shipment of 
refrigerated goods required stamps and approvals 
from up to 30 people such as those in customs, tax 
officials, and health authorities. That included over 
200 different interactions and communications (https: 
//www.forbes.com/sites/tomgroenfeldt/2017/03/05 
/ibm-and-maersk-apply-blockchain-to-container 
-shipping/).

Blockchain-based solutions can drastically 
reduce paperwork. In August 2018, Maersk and IBM 
announced that the two companies jointly developed 
a blockchain-powered shipping solution TradeLens 
(https://www.tradelens.com/). The goals of TradeLens 
are to bring various parties involved in international 
trade together, support information sharing among 
them, and enhance transparency. The platform provides 
a single digital space to unite all relevant participants. 
As of October 2018, TradeLens had 94 participants 
that were actively involved or had agreed to be a part 
of the solution (https://venturebeat.com/2018/08/09 
/ibm-and-maersk-launch-blockchain-to-reduce 
-shipping-time-and-costs/). As of February 2019, over 
100 financial entities were reported to have shown 
interest in TradeLens.9

SOME CONSTRAINTS IN 
IMPLEMENTING BLOCKCHAIN IN 
INTERNATIONAL BUSINESS

There are a number of barriers in the adoption of 
blockchain in international trade. One limitation 
has been the lack of standards. The existence of 
multiple blockchain implementations that are 
noninteroperable creates a barrier for a large-scale 
deployment of the technology. This could lead 
to a fragmented ecosystem, which will limit the 

widespread adoption of the technology. For instance, 
a blockchain-based trade finance service needs to 
have data standard and protocol in order to share 
and use data among multiple participants. This 
situation is further complicated by the fact that 
buyers, sellers, third parties, intermediaries, and 
other participants create dates in different formats. 
The lack of blockchain standards makes it difficult 
to integrate these diverse sources of data in order 
to adopt blockchain-based smart contracts (https: 
//w w w.finextra.com/blogposting/13111/applying 
-blockchain-technology-to-trade-finance).

Another key challenge facing blockchain 
deployment in international trade concerns the lack of 
legal recognition of blockchain transactions in some 
jurisdictions. There are also jurisdictional differences 
in legal principles governing such transactions.10 
For instance, regulations have been laid down by 
the Chinese government to control blockchains. A 
new regulation that became effective on February 
15, 2019, requires blockchain users to provide real 
names as well as national ID card numbers, mobile 
phones, or company registration to use blockchain 
services. Moreover, law enforcement must be able 
to get access to data whenever it is necessary 
(https://www.theverge.com/2018/10/22/18008640 
/china-blockchain-registration-government-id). 
This requirement creates special problems for 
cross border enterprise blockchains with nodes in 
China such as those involved in trade finance and 
international shipping. A Chinese party is required to 
accept supervisions by government authorities. The 
Chinese node, however, can host other encrypted 
transactions that may not be related to a Chinese party 
(https://www.ledgerinsights.com/china-blockchain 
-regulations-identity-censorship/).

Third, the incorporation of blockchain may require 
a drastic change in companies' business models. They 
may not have control over their data. They are required 
to share data with business partners and competitors. 
They also need to devote significant resources 
to understand the technology and its impact on 
day-to-day operations.

Finally, the lack of awareness of blockchain 
among key stakeholders has been a concern. For 
blockchain-based trade finance, regulators in 
Europe were reported to be knowledgeable on 
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blockchain, and they were interested in innovation 
(ht tps://w w w.coindesk.com/blockchain -trade 
-finance-breaking-proof-concept-gridlock/). The same 
cannot be said of regulators in developing economies. 
For instance, the main barrier to introduce blockchain 
in the Republic of Georgia has been educational 
rather than technical (http://www.econotimes.com 
/Blockchain-startup-Humaniq-announces-alpha 
-release-of-mobile-app-607802).

SUMMARY
Blockchain-based solutions can increase efficiency 
for all participants involved in international trade. 
SMEs can have easy access to trade finance. 
Blockchain-based solutions can also bring many 
benefits to governments. For instance, traders in 
some countries are reported to use fake invoices to 
minimize taxes. Government agencies can be part 
of the blockchain-based decentralized system. Such 
systems can thus help minimize tax losses.

A broader participation of a wide range of 
stakeholders is critical to reap the full benefits. 
Examples such as the HKMA's collaboration with local 
banks indicate that regulators are bringing the banks 
together to develop blockchain-based solutions. A 
more likely possibility in the early stage is that some 
participants may lack the ability or willingness to 
adopt blockchain. Over time, positive network effects 
can arise when the utility of using blockchain becomes 
higher with an increase in the number of users. 
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DEPARTMENT: INSIGHTS

Unchain or Block the Hype?
Decision Drivers, Success Factors, and Perspectives for Blockchain Adoption

Cesare Pautasso, Olaf Zimmermann, Liming Zhu, Thomas Bocek, and Xabier Larrucea

BUSINESS VALUE
Cesare Pautasso: Let’s open the discussion on the 
business level. Generally speaking, blockchains prom-
ise to fundamentally transform processes and accel-
erate the digital transformation, but what is the killer 
application for the blockchain?

Thomas Bocek: For some time, there were initial 
coin offerings, the blockchain pendant to initial pub-
lic offerings at stock exchanges, but those days are 
over. However, digitalized shares, for instance secu-
rity token offerings, are very interesting as well as 
what are known as stable coins. Stable coins reduce 
the exchange rate volatility by pegging the coin (typi-
cally) to fiat money, such as USD, EUR or CHF.

Liming Zhu: What about smart money:1 programma-
ble money that knows what it can be spent on, who is 
allowed to spend it, and when it can be spent?

Xabier Larrucea: That’s a good example, indeed! 
There are some application domains in which the ben-
efits are evident, such as those where traceability is 
a must. In such domains, companies want to certify 
the origin of their products, and blockchain is bringing 
and offering these benefits by default. For instance, 
energy utilities can use it to demonstrate the renew-
able origin of their power.2

Liming: Exactly. Blockchains can well be used along 

the pharma supply chain, or to track provenance cer-
tificates of organic food.3 Here are a few more exam-
ples. We see applications both within government 
(e.g., trade facilitation, single window systems, offi-
cial registries, regulatory reporting, and compli-
ance) and across governments (e.g., management of 
tax treaties and intellectual property trademarks). 
Specifically, applications can leverage government 
authority to grant and verify business IDs. Also, other 
kinds of credentials, including trade and professional 
qualifications for labor mobility or microcredentials 
for education, can be stored and validated on the 
blockchain.

Olaf Zimmermann: So these are nice examples of 
scenarios in which certain guarantees between par-
ties are required, but trust in a single authority is not 
possible or not desired. But we have built decentral-
ized distributed systems before, so in which way is the 
blockchain disruptive?

Liming: It’s not just an industrial technology for 
in-firm productivity gain, but also what is referred to 
as a new institutional technology,4 promoting new 
governance and innovation models and significant 
interfirm innovation—including building trust in new 
ways and reducing transaction costs.

Xabier: We used to rely on third-party companies for 
running our businesses, for instance, in the banking 
sector. Blockchain-based approaches reduce the 
central authority role and its power by spreading 
this responsibility among multiple autonomous and 
independent nodes.
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Thomas: A key factor is termed the elimination of 
intermediaries. Public blockchains, such as Bitcoin 
and Ethereum, showed that it’s possible to run a net-
work without a trusted intermediary. Payments, for 
example, in these public blockchains can be made 
without a central financial intermediary. With a digi-
talized share, many business processes, such as vot-
ing or dividend payment, can now run fully automated 
and decentralized.

Xabier: Wait! We definitely need to change our mind-
set for benefiting from blockchain-based solutions, 
but we should also be well aware of limitations of the 
underlying consensus processes and the potential 
vulnerabilities and new failure modes.

Cesare: OK then, let’s dig a little deeper in one 
particular business domain and application scenario 
for pros and cons. Why, when, and how will the 
replacement of the banking system with digital 
currencies happen?

Liming: A complete replacement is unlikely in 
the short term. It’s worth distinguishing different 
types of what is known as digital currency5 and 
cryptocurrency (a small subset). Some currencies 
have a peer-to-peer nature, and it does make a 
difference who issues them.

Thomas: I may have a slightly different opinion 
here. The full transition will happen, but slowly and 
step-by-step. For instance, officials from various 
countries have criticized Facebook’s Libra to 
destabilize financial markets. As a result, central 
banks are now looking into crypto currencies and 
stable coins as well.

Xabier: Actually, this is something we have been 
reading since the emergence of Bitcoin. We have been 
evaluating different cryptocurrencies’ approaches 
for a while; each platform has its benefits and 
tradeoffs. I am not a business analyst, but my feeling 
is that money used to be comfortable in stable 
environments, and I am skeptical about the fact that 
these cryptocurrencies will attract the mass market.

Thomas: Indeed, for the end user (consumer), 

it’s still a long way, as there are no perceived 
advantages to using cryptocurrencies. To succeed, 
cryptocurrency-based solutions have to be at least 
as simple as the current traditional solution. For 
example, contactless crypto payments should not 
require more than waving a near-field communication 
credit card.

Xabier: To conclude: the banking system won’t 
eventually be replaced, but it will be hard to recognize 
as it finds a way to adapt and survive the blockchain.

Olaf: Thank you for your views! Predictions are dif-
ficult, especially about the future, but let’s still gen-
eralize these payment-specific concerns: When do 
blockchains offer which significant benefits? Which 
requirements indicate that I should consider adopt-
ing it (beyond “everybody is doing it”)?

Xabier: Some companies are requesting us to shed 
light onto this technology chasm, hoping all of their 
business problems will be mitigated or removed; but 
let’s be realistic. There are situations where block-
chain does not provide benefits over the existing 
solutions. We should evaluate the real benefits of this 
kind of platform case by case. Only our experience 
will demonstrate the real and significant benefits.

Thomas: I agree; this holds for all emerging and trend-
ing technologies. But here are some example how the 
specific benefits of blockchain may vary by domain:

 › digital finance: reliably sending cryptocurren-
cies around the world

 › fundraising: investment where anyone can 
participate (crowdfunding)

 › digital shares: security token offering discussed 
above, eliminating intermediaries

 › digital identity: giving control back to the user6

 › supply chain management: transparency, 
automation, counterfeit

 › voting: transparent process, blockchain used as 
public bulletin board

 › notary: tamper-free records
 › insurance: transparency, automation.

Liming: I agree with this collection. Let me add and 
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emphasize that blockchain can provide an important 
overlay on top of existing currency and payment 
rails to improve efficiency and cross-jurisdiction 
data flows.

Thomas: Absolutely. In general, if you have multiple 
stakeholders where trust is an issue and an 
intermediary is too expensive, then you may have a use 
case for a blockchain.

EXPERIENCE REPORTS AND 
SUCCESS FACTORS

Cesare: It still is much easier to find big announce-
ments of project launches rather than actual produc-
tive deployments. Can you share a successful exam-
ple of productive deployments?

Liming, Thomas, and Xabier: We have listed some 
examples in Table 1.

Olaf: We can look at this nice set of examples, but also 
the domains you mentioned earlier: blockchain may 
preserve integrity, but what about the actual quality of 
the data?

Thomas: Well, blockchain does not guarantee its data 

to be nongarbage data; as it was once said “garbage 
in, garbage out.”

Xabier: Obviously, we need to think carefully what 
type of data are going to be stored in a blockchain. 
So data quality and provenance are only one of sev-
eral (big) data management concerns here. The data-
base community has a lot to say about them.7 Addi-
tionally, there are regulations to be considered. In 
Europe, the General Data Protection Regulation 
(GDPR)8 has an evident impact, and we should not 
disparage it. GDPR contains some articles, that are 
contradictory with respect to the essence of block-
chain, for example immutability and “the right to be 
forgotten.”

Thomas: So, if you store garbage in a blockchain, you 
won’t be able to clean it up.

Liming: Blockchain helps with actual truth of data 
through independent validators and consensus 
among them. Of course, it is not easy to design val-
idation processes for connecting with the truth in 
the physical world versus digital world (such as using 
mathematical puzzles). A few “oracle”-related pat-
terns may help.

Acciona https://www.tecnalia.com/en/ict/news/acciona-is
-relying-on-tecnalia-to-demonstrate-the-renewable
-origin-of-its-stored-energy-using-blockchain
-technology.htm

Tracking renewable origin of energy production

AgriDigit https://www.agridigital.io/ Global agricultural supply chains

Lygon is blockchain-based platform to transform the 
bank guarantee process

Lygon https://www.lygon.io

Modum https://www.post.ch/en/sending-parcels/domestic
-parcels/thermomonitoring

Modum is collecting digital data and monitoring 
relevant events in the physical world, for example 
temperature tracking in the supply chain

Sibex https://sibex.io/ Sibex built a fully decentralized trading platform based 
on Ethereum and Bitcoin, which works without a 
�nancial intermediary

FQX https://www.fqx.ch/ Digitalizes an unconditional promise to pay a certain 
amount of money on a certain date with an electronic 
promissory note using a consortium-based blockchain

TABLE 1. Examples of productive deployments of blockchain.
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Olaf: Since you mentioned the term oracle, can you 
give an example of related (and other) design patterns 
and principles for smart contracts?

Liming: The oracle introduces the state of external 
systems into the closed blockchain execution envi-
ronment, while with the reverse-oracle, off-chain com-
ponents of an existing system rely on smart contracts 
running on a blockchain to supply requested data and 
check required conditions. With what is called a state 
channel, transactions that are too small in value rel-
ative to a blockchain transaction fee or that require 
much shorter latency than can be provided by a block-
chain, are performed off-chain with periodic record-
ing of net transaction settlements on-chain. For more 
examples, please refer to Xu et al.9

Thomas: A good overview over smart contract best 
practices can be found online (see https://consensys 
.github.io/smart-contract-best-practices/). To avoid 
incurring in possibly serious financial losses, I suggest 
keeping the following four smart contract design best 
practices in mind when developing a smart contract:

1. Keep contracts simple. 
2. No bugs allowed. 
3. If steps 1 and 2 are not feasible, then prepare 

for failure. 
4. Stay up to date with your knowledge and be 

aware of blockchain properties.

Cesare: Can you give an example of a blockchain 
antipattern?

Liming: Using blockchain like a traditional distributed 
database.

Thomas: I couldn’t agree more. Anything that can be 
done with a blockchain can be done without it. One 
thing to remember is that a blockchain is a decentral-
ized system that adds complexity (and therefore also 
effort and risk) with respect to testing, security, sys-
tems management, to name a few complexity drivers. 
A web application programming interface supported 
by a conventional database often is an easier solution, 
especially if only a few stakeholders are involved. How-
ever, stating, “company XYZ uses a database with web 

services for delivery management” is not as attractive 
as a new headline (press announcement), “company 
XYZ uses a blockchain for delivery management.”

TECHNICAL CHALLENGES
Olaf: I have been building distributed systems since 
the mid-1990s and have seen many concepts and tech-
nologies come and go. Coupling always is an issue in 
such systems, and any communication requires coor-
dination if a common goal is to be achieved; not all 
of these concerns might be visible from the outside. 
So, may I ask, is the blockchain network really fully 
decentralized?

Xabier: A blockchain should have a decentralized 
architecture. But as the number of blockchains is 
increasing, we envisage an ecosystem of blockchains 
interacting among them, and a set of common services 
provided by a central authority (e.g., self-sovereign 
identity).10

Thomas: Good question! For public blockchains you 
can argue it’s not, as seen in the Decentralized Auton-
omous Organization hack, where Ethereum develop-
ers “censored” transactions, but the fork of Ethereum 
classic showed that it still could be decentralized. That 
means if you don’t agree with the blockchain develop-
ers, you can fork and start your own chain.

Liming: It depends on the technical definition of 
decentralized (and distributed and federated), and 
which part of the blockchain concepts we are refer-
ring to. For independent validation of transactions, 
the protocols use a form of decentralized validation 
and local decision making. Having a form of consensus 
makes the inputs to future validation (the currently 
agreed ledger, that is) a centralized input although the 
agreed data are distributed across the network.

Olaf: Thanks! Let’s talk about legacy systems and 
migration now. If I decide to adopt blockchain for the 
aforementioned reasons, do I have to rewrite my appli-
cations completely as smart contracts?

Xabier: Not necessarily, some blockchains have been 
just used as a supporting tool for logging into an 
existing system.
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Liming: Smart contract can be a (thin) layer interact-
ing with legacy and existing systems. Blockchain (and 
smart contract) is just a component or even a con-
nector found within larger software systems.

Thomas: Rewriting the software is the easy part 
if a blockchain is used, but then the surrounding 
business processes have to change as well, and 
this is the real challenge. The smart contracts for 
digital shares, for example, are a few hundred lines 
of code long only. That said, the complexity and the 
difficulty lies in adapting the existing surrounding 
infrastructure, such as client software, testing 
infrastructure, logging services, payment gateways, 
and so on.

Cesare: OK. Let’s assume we have succeeded with 
the legacy system modernization and entered the 
management and evolution stage. How can we 
continuously change immutable software?

Liming: Things on blockchain are based on consensus, 
and contracts can have self-destruct features or be 
temporary. There are many ways to leverage these to 
change a contract by consensus (moving into a new 
contract by consensus or through “entry” contract 
and redirection, that is). It’s just a different way of 
managing the lifecycle of a special kind of software 
artifact. The consensus aspect can make things 
slower and difficult - but it can also be viewed as a 
feature, not a bug.

Thomas: Everything has to be planned in advance, 
including changes: if a smart contract does not 
allow and anticipate changes, then there will never 
be a change in it. To change a smart contract, you 
can introduce what is known as a proxy contract 
that can be exchanged to call other functions. This 
important design issue is sometimes forgotten in 
the early stages of a blockchain design, realization 
and rollout.

Liming: You can also use what is termed the contract 
registry pattern: before invoking a smart contract, the 
address of its latest version is located by looking up its 
name on a contract registry, which is maintained on 
the blockchain.

Xabier: Good points! So the immutable property is a 
double-edged sword. On one side, our reliability and 
our confidence about the data stored in a blockchain 
are increasing. On the other side, data cannot be 
changed—but there are some situations where data 
must be changed and blockchains must allow these 
changes.

Olaf: Over to another operational concern: Is the 
substantial energy consumption a problem? If so, how 
to mitigate it?

Thomas: The country closest to Bitcoin in terms of 
energy consumption is the Czech Republic.11 Thus, the 
energy consumption for proof-of-work, an essential 
part of Bitcoin to solve difficult crypto puzzles, is huge 
and clearly not green and sustainable.

Xabier: Our experiments so far reside on the micro-
economics level. Some of these experiments dem-
onstrate a substantial energy consumption. How-
ever, I think we have to look at the macroeconomics 
level. For instance, the consensus process in block-
chains may affect the energy consumption positively 
or negatively.

Thomas: My bet is on what is called proof-of-stake. 
With consensus based on proof-of-stake, you have 
to prove that you own and stake a certain amount 
of coins, rather than proving that you worked on and 
solved a crypto-puzzle. However, the two largest 
cryptocurrencies currently use proof-of-work.

Liming: For large-scale public blockchain, the 
economic cost of attack (to defend against tech 
savvy and resource-rich adversaries) will be very 
likely to be one of the few possible ways so that heavy 
energy consumption is not the problem, but a type 
of solution to a security problem. Depending on the 
threat factors, if a permissioned blockchain with 
proof-of-stake is used, the energy consumption is no 
longer an issue.

Cesare: Given an ever-growing number of blockchains, 
how to make them interoperable?

Thomas: With what are called cross-chain atomic 
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swaps12 in public blockchains, assets can be 
transferred in a decentralized fashion. If a sidechain13 
is used, with two-way pegging, it looks like assets can 
be “sent” from one chain to the other, but they are 
actually temporarily locked on one blockchain and 
unlocked on the other.

Olaf: Do you see the need to standardize smart 
contract portability or blockchain interoperability?

Liming: Yes, we do, and work is going on. For instance, 
ISO Technical Committee 307 on Blockchain and 
Distributed Ledger Technologies and the IEEE 
Blockchain Initiative (https://blockchain.ieee.org 
/standards) have these quality goals, but it will take a 
while before very prescriptive standards are released 
(as it is still too early to standardize).

Xabier: This is something we are also researching. The 
list of blockchain is getting longer, and the variety of 
smart contract definitions is also increasing. There 
are some initiatives at ISO, such as ISO/AWI TS 23259 
related to smart contracts, which are worth following.

Thomas: At the moment I don’t see the need for a 
standard, but this could change in the future. Polkadot 
is quite strong for public blockchain interoperability 
(see https://polkadot.network).

Cesare: How do you make the tradeoff between 
privacy and transparency?

Xabier: This is tricky, and we have been evaluating 
the use of blockchains in the healthcare sector 
where privacy and transparency are key. At the 
end, we concluded that only parts of the system 
can be implemented by using blockchain. Other 
functionalities must be left aside due to privacy 
concerns.

Thomas: You should be able to choose the tradeoff, 
as different use cases require different ones. If you 
have a consortium-based blockchain and in your 
consortium you have competitors, you don’t want to 
store any business-related numbers in the blockchain 
shared by everyone. On the other hand, if you have 
a supply chain and you want to see how the product 

was transported, you want to know all of the details. 
So, one decision is, “who can see what at which time?” 
For a public blockchain, this question is a bit easier to 
answer: everything on the blockchain is public, so the 
sensitive data needs either to stay off the chain or it 
must be encrypted.

Liming: Spot on. I suggest investing in research in 
privacy-preserving technologies and quantitative 
understanding of the privacy-transparency (utility) 
curve so that an informed decision can be made. Make 
an informed, technology-supported, and quantitative 
tradeoff decision rather than a gut feel-driven one.

Olaf: Application and infrastructure architects will 
want to know how well the blockchain concepts, 
technologies, and platforms scale as the usage and 
adoption grows and the chain ages.

Liming: Depending on the nature of the blockchain 
(public, private, consortium), it can be very scalable in 
principle.

Thomas: In public blockchains, every full node knows 
every transaction since the genesis block is found 
at the beginning of the chain. This is not scalable. So 
the challenge refers to scaling the storage capacity. 
Currently, there are several approaches to scale a 
public blockchain. On-chain (more efficient storage, 
e.g, segwit, sharding), side-chain, and off-chain 
(payment channels/lightning, plasma, and state 
channels, as already touched upon) are the three 
top-level approaches.

Cesare: Are developers used to thinking about time/
space cost of their smart contracts? In which way is 
this different than estimating the cost of deploying in 
a serverless cloud?

Xabier: We can generalize this question to: 
“are developers worried about the cost of their 
developments or about their final products?” 
Traditionally, many of them are more focused on the 
functionality, on how to provide an executable smart 
contract, and how to run it on the blockchain.

Liming: They do think about it, but perhaps in ad hoc 
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ways: every call you make you need to estimate how 
much it will cost. If you don’t pay enough, the call will 
fail. Still, the presumed virtual “gas” cost of running 
a smart contract does not always match its true 
total cost (including operational expenses). And this 
can become a threat to node diversity and network 
decentralization.14

Thomas: I’d say that smart contract developers 
are aware of the cost. The difference is that the end 
user pays for interacting with the contract, while the 
serverless developer (or their company) pays the bills 
for the cloud provider that runs the servers.

OUTLOOK
Olaf: How soon will third-generation blockchains be 
here, and what will be their improvement?

Liming: I am not sure. Better interoperability, other 
proof-of-X mechanisms, and data structures could 
drive third-generation blockchain directions.

Xabier: Directed acyclic graphs are not new, but they 
are already being used for implementing a new kind 
of blockchain. All these new developments require a 
mature process for a mass adoption. Innovators and 
early adopters are starting to use them.

Thomas: I’d hope and watch for public blockchain 
improvements, the energy consumption issue solved, 
and the scalability issue overcome. It will take some 
time until these problems are solved.

Cesare and Olaf: Thank you all for this insightful 
discussion! 
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DEPARTMENT: VIEW FROM THE CLOUD

Mobile Cloudization Storytelling: 
Current Issues From an Optimization 
Perspective
Nhu-Ngoc Dao, Ton Duc Thang University, Ho Chi Minh City, Viet Nam 

Woongsoo Na, Electronics and Telecommunications Research Institute, Daejeon, South Korea

Sungrae Cho, Chung-Ang University, Seoul, South Korea

This article considers the cloudization framework for the next-generation mobile computing 
from an optimization perspective. First, a comprehensive cloudization architecture is 
analyzed on the basis of the European telecommunications standards institute (ETSI) 
network functions virtualization management and orchestration (NFV-MANO) specifications. 
Second, current effective approaches are analyzed, and the optimization objectives 
are discussed. Third, intrinsic computing on user devices is described as an extension 
of cloudization. Finally, recent issues are clarified for future research directions.

T he recently emerging IoTization paradigm 
provides billions of things with Internet abil-
ity in the next-generation mobile networks. 

These connected things are predicted to exponen-
tially increase mobile data traffic up to 49 exabytes 
per month within the next three years.1 As a result, 
mobile data traffic is characterized by heterogene-
ity, mobility, and massiveness, which in turn force 
network operators to pay a considerable amount 
of attention to the next-generation mobile com-
puting services.

To overcome these surging requirements, there 
is an expansion of the cloud computing capabilities 
from the core to the edge during mobile network 
evolution, referred to as cloudization.2 Cloudization 
aggregates computing resources on a pool level 
and flexibly allocates these resources on demand. 
As the core enabler for effective mobile comput-
ing, cloudization provides computing, caching, and 

networking infrastructures at the core, distribu-
tion, access, and peer-aware networks, namely 
cloud, fog, edge, and peer-to-peer (P2P) computing, 
respectively (see Figure 1). Despite introducing the 
same services, these four computing tiers offer dis-
tinguished features in terms of capability and per-
formance. Each computing tier plays a unique role, 
and they are complementary to fulfill multitiered 
cloudization infrastructure.

In particular, since each user device or applica-
tion prioritizes its own requirements in terms of the 
latency, energy, availability, resource consumption, 
and so on; cloudization utilization must be optimized 
for the user demands. This leads to the need for flexible 
cloudization orchestration among computing tiers. In 
this circumstance, network slicing techniques3 are 
adopted as an effective solution to virtually separate 
computing resources for each optimal objective. For 
instance, latency minimization for time-sensitive 
services should be mainly allocated with edge and fog 
computing resources, meanwhile, resource consump-
tion minimization for specific group-based services 
should be attracted to a localized P2P computing 
platform.
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In this article, we consider the cloudization 
framework for the next-generation mobile comput-
ing, wherein the utilization of the multitiered com-
puting resources is driven by diverse optimization 
objectives. First, we analyze a cloudization archi-
tecture that adopts the NFV-MANO specifications4 
standardized by the ETSI. Next, the state-of-the-art 
effective approaches are reviewed corresponding 
to the optimization objectives. In addition, intrinsic 
computing is discussed as an extension of the cloud-
ization framework. Finally, we highlight the current 
issues and research directions.

DRIVING FACTORS FOR NEXT-
GENERATION MOBILE COMPUTING

The next-generation mobile networks are expected 
to provide diverse services in the three intended 
usage scenarios: enhanced mobile broadband 
(eMBB), ultrareliable and low-latency communica-
tions (URLLC), and massive machine-type commu-
nications (mMTC), as identified by the International 
Telecommunications Union––Radiocommunication 
(ITU-R) sector.5 These scenarios result in the fol-
lowing factors that drive the development of the 
next-generation mobile computing.

Quality of experience: eMBB aims at facilitating 
human-centric services for access to multimedia 

content, such as video streaming, augmented reality 
(AR) applications, and highly interactive online games. 
These services prioritize user satisfaction, which is 
measured by the quality of experience (QoE) metric. 
From the perspective of the influence of mobile com-
puting, the required QoE criteria are mainly character-
ized by ultralow latency and high performances for 
complex-data handling and large-data storage.

Precision operation: Precision operation 
predominantly arises in URLLC, where stringent 
requirements for sustainable mobile computing 
capabilities in terms of the availability, reliability, and 
energy efficiency exist in addition to a mandatory 
low latency. Among a broad variety of applications, 
smart manufacturing, remote medical surgery, 
mission-critical systems, and self-driving cars are prime 
examples. It is observed that such URLLC-enabled 
applications operate in fault-sensitive domains.

IoTization: The IoTization paradigm represents 
the emergence of connected things for smart living, 
where these things are interconnected via digital 
ecosystems in order to accommodate humans in the 
most convenient manner, e.g., smart cities, smart 
homes/buildings, etc. These use cases are known 
to be mMTC applications that are characterized by 
heterogeneity, mobility, and massiveness. Although an 
individual mMTC-specified thing typically generates 

FIGURE 1. Mobile cloudization model and objectives.
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low-volume traffic, providing stable mobile computing 
services for a very large school of such things with 
diverse application-specific requirements is a very 
large challenge. In addition, the energy efficiency 
must be considered as a further requirement to 
maintain communications with respect to the battery 
constraints.

Resource efficiency: The limitations of the 
computing capability and the workload reduction 
strategy of user devices increasingly affect the 
offloading decision to mitigate service executions 
from the devices to the networks. As a result, the 
mobile computing infrastructure, in turn, bears a 
tsunami of these computing requests. Therefore, 
resource efficiency is a crucial factor to handle these 
requests since the mobile computing infrastructure 
itself is faced with a limited resource capacity.

Cost reduction: Last but not least, the operating 
cost significantly affects the final offloading decisions 
and optimization strategies made by the user devices 
and network operators, respectively. In particular, the 
user devices desire to obtain the best QoE services 
required within a reasonable cost. Meanwhile the net-
work operators do their best to accommodate the user 
requirements with a maximum cost reduction.

In summary, these aforementioned driving factors 
lead to four foundational optimization approaches for 

the mobile computing infrastructure: first, latency min-
imization for time-sensitive services, second, energy 
minimization for green and battery-limited platforms, 
third, resource minimization for resource-constrained 
operations, and fourth, serviceability maximization 
for massive and reliable applications. Depending on 
particular requirements, these objectives can be 
considered to develop either a joint or standalone 
optimization function subject to multiple constraints.

MOBILE CLOUDIZATION
Figure 2 depicts the cloudization architecture 
adopting the ETSI MANO specifications. Accordingly, 
an orchestrator acts as the central entity that 
incorporates four virtualized infrastructure managers 
(VIMs) via the Or-Vi main reference points. Each VIM 
handles both hardware and virtual resources as well 
as their virtualization in a corresponding computing 
tier. The Nf-Vi main reference points are used for 
these interactions. In addition, the VI-Ha execution 
reference points connect the hardware resources and 
the virtualization layer.

Architectural Components
Although the computing tiers are differentiated from 
each other in terms of capability and performance, 
they provide the same services. Therefore, we clarify 

FIGURE 2. Mobile cloudization architecture adopting ETSI standard.
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the functionalities of the central orchestrator for 
the entire cloudization architecture and two entities 
including the VIM and computing infrastructure, which 
are general for every computing tier.

1. Central orchestrator: The central orchestrator 
aims at harmonizing operations among VIMs 
to obtain the optimal objective. To this end, 
the orchestrator performs three functions: 
workload migration across computing tiers, 
flexible resource utilization, and execution 
scheduling. The first decides what arrived user 
services are assigned to which computing 
tier (where), while the second addresses the 
questions how many and which particular 
resources should be used for the assigned 
workload. Finally, the third makes a plan as 
to when the assigned workload should be 
executed. All of these functions are driven by 
the optimization strategies for the optimal 
objective. The central orchestrator obtains the 
whole status picture of computing resources 
through communicating with the VIMs. In other 
words, the central orchestrator controls the 
resource utilization at a high level instead of 
direct handling.

2. VIMs: The VIMs manage both hardware and 
virtual resources in a single computing tier. In 
principle, multiple VIMs can be implemented 
according to each type of resource, as 
standardized in the ETSI GS NFV-MAN speci-
fication.4 However, a unified VIM is applied 
for each computing tier in the cloudization 
architecture because these three resources 
are jointly considered in order to achieve 
the optimal objective. The VIM obtains the 
resource status and handles resource utiliza-
tion through local resource management 
platforms. Specialized for each computing 
tier, the VIMs are named cVIM, fVIM, eVIM, and 
pVIM for the cloud, fog, edge, and P2P tiers, 
respectively.

3. Computing infrastructures: A comput-
ing infrastructure encompasses all of 
the hardware and virtual resources (e.g., 
computing, storage, and networking) in a 
particular computing tier as well as their 

resource management platforms. If a virtu-
alization feature is available, the resource 
management platforms are equivalent to 
the network controller and/or hypervisor 
components, represented as the virtualiza-
tion layer in Figure 2. The virtualization layer 
abstracts physical hardware resources to 
provide virtual functional components that 
have capabilities and performance tailored 
on demand. On the contrary, if a virtualiza-
tion feature is unavailable, the resource 
manager of the operating system (OS) in 
computing-shareable devices is in charge of 
the resource management platforms’ respon-
sibility. Localized for each computing tier, the 
computing infrastructures are referred to as 
CCI, FCI, ECI, and PCI in the cloud, fog, edge, 
and P2P tiers, respectively.

Capability and Performance
The cloudization architecture is able to flexibly sup-
port on-demand services to user devices since the 
four computing tiers provide broad ranges of com-
puting capabilities and performance corresponding 
their dedicated locations shown in Figure 1. Briefly, 
concentrating on specific application sectors, each 
computing tier is characterized as follows.

 › Cloud computing is deployed in data centers 
to provide the highest capability; however, it 
sustains the longest latency.

 › In contrast, fog computing is located in macro-
base stations to handle interdomain traffic with 
an intermediate capability and latency.

 › On the other hand, edge computing involves the 
collaboration among small-cell base stations 
to allow several offloading services in close 
proximity to user devices.

 › Finally, P2P computing is provided on the basis 
of the shared resources among user devices 
for local computing services with an ultralow 
latency.

OPTIMIZATION APPROACHES
The objectives of cloudization utilization aim at 
four main categories: latency, energy, serviceabil-
ity, and resource optimization. Table 1 summaries a 
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comparison among these categories. Regardless of 
the objectives, the optimization solution must address 
the question chain of workload assignment, resource 
allocation, and operation scheduling, as indicated in 
the central orchestrator's description section; that 
is, “What arrived user services are assigned to which 
computing tier (where)?, How many and which par-
ticular resources should be used for the assigned 
workload?, and When should the assigned workload 
be executed?”

Objectives
Latency Optimization. The computing latency 
defines the amount of time a service takes to traverse 
the cloudization framework. In particular, if the end-
point of the service is inside the cloudization frame-
work, the computing latency expresses how much 
time it takes to reach the endpoint. Otherwise, if the 
endpoint is outside the framework, the computing 
latency is determined by the duration from the time 
point at which the service enters the framework to 
the time point at which the service leaves the frame-
work. Generally, the computing latency consists of 
transmission, buffering, and execution times.

From an optimization perspective, it is desirable 
to minimize the computing latency. To this end, the 
P2P and edge computing tiers are mainly utilized to 
reduce the transmission and buffering latencies. 
In addition, the quality of service (QoS), energy 
consumption, resource limitations, mobility, and 

cost efficiency are considered as key constraints to 
develop the optimal solution. Mostly, latency minimi-
zation benefits user services, such as smart manu-
facturing, mission critical systems, remote medical 
surgery, and self-driving cars.

Energy Optimization. The computing energy 
consumption is the amount of energy used to 
compute a service in the cloudization framework. 
The computing energy is consumed during the 
transmission, buffering, execution, and storage 
processes. However, the buffering and storage 
energies are mostly excluded when calculating the 
optimization solution since they are considered as 
constant values that are simply determined on the 
basis of the amount of data.

The objective is to minimize the computing 
energy consumption. Among the four computing 
tiers in the cloudization framework, P2P computing 
concerns the battery limitations of user devices, 
whereas fog computing and cloud computing aim at 
reducing the energy owing to their large data han-
dling responsibility. The main constraints for energy 
minimization include the QoS and latency threshold 
of the offloaded services, the resource limitations 
of the computing infrastructures, and the service 
availability guarantee. Finally, energy optimization 
benefits cloudization providers with regard to the 
operational cost while maintaining the requirements 
of user services.

Characteristics Latency optimization Energy optimization Serviceability optimization Resource optimization

Objective Minimization Minimization Maximization Minimization

Components
Transmission, bu	ering, and
execution

Transmission and
execution Offloaded services

Hauling bandwidth,
CPU, memory, and
storage

Main targets P2P and edge P2P, fog, and cloud Edge, fog, and cloud P2P and edge

Constraints
QoS, energy consumption,
resource limitation, mobility,
cost e�ciency, etc.

QoS, latency
threshold, resource
limitation, service
availability, etc.

Energy e�ciency, resource
limitation, workload
balancing, handover
management, etc.

QoS, latency
awareness, energy
consumption,
mobility, etc.

ProvidersUsers and providersProvidersUsersBeneficiaries

Potential
systems and 
services

Smart manufacturing, remote
medical surgery, missioncritical
systems, self-driving
cars, etc.

Ba�ery-limited
devices, green
networks, smart
grids, etc.

Smart cities, smart home,
smart building, dense IoT
systems, etc.

Lightweight devices,
multimedia services,
dense IoT systems,
etc.

TABLE 1. Optimization objectives.
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Serviceability Optimization. The computing service-
ability is defined as the ability of the cloudization 
framework to serve offloaded user services within 
their desired requirements.6 To be more specific, the 
serviceability is calculated by the percentage of the 
number of successfully executed services per the 
cumulative number of offloaded services during a cer-
tain time interval. For some specific purposes, the ser-
viceability might be considered via the fairness among 
computing devices/tiers or the service drop rate.

In term of optimization, it is desirable to maxi-
mize the computing serviceability. Because service 
adaptation is a response of network providers, edge 
computing, fog computing, and cloud computing, 
which belong to the network infrastructure, are mainly 
optimized to maximize the serviceability. To this end, 
the computing infrastructures must overcome several 
impediments, such as resource limitations, handover 
management, and workload balancing. The service-
ability is very important to realize massive ecosystems 
in the next-generation mobile networks, e.g., smart 
cities, smart homes/buildings, and dense IoT systems.

Resource Optimization. The resource utilization is 
determined by the number of resource units that the 
cloudization framework uses to execute the given 
offloaded services. Resources related to the com-
puting activities consist of the chip frequency, mem-
ory, storage, and hauling bandwidth. Note that other 
resources, such as the energy, time, and space, are 
beyond the scope of this optimization.

Toward a resource-efficient environment, the 
cloudization framework should optimize the resource 
utilization at minimum. Although resource minimiza-
tion has been considered as a crucial characteristic for 
every efficient computing infrastructure, the P2P and 
edge computing tiers in the cloudization framework 
strictly prioritize this objective owing to their limited 
resource powers. In addition, the QoS, latency aware-
ness, and user devices’ mobility are also the main 
constraints for this optimization. Potential systems 
and services that benefit from resource optimization 
include lightweight devices, dense IoT systems, multi-
media services, etc.

Joint Optimization. In order to improve the appli-
cability of these strategies in real scenarios, joint 

optimization (a.k.a. hybrid or balancing solutions) is 
typically considered.7 The mathematical expression 
of the joint optimization is formed to minimize or max-
imize a summation of multiplications of the objective 
functions by their coefficient factors. The coefficient 
factors prioritize their objective functions, and they 
are in range of [0, 1.0]. In other words, joint optimiza-
tion can be utilized to harmonize the optimization 
objectives.

Solutions
The infrastructure components related to the cloud-
ization optimization consist of user devices, com-
puting, and communication links between the user 
devices and computing entities and among the com-
puting entities. Depending upon the particular opti-
mization objective, mathematical expressions of the 
optimization utilities are developed by applying the 
appropriate analysis tools, such as probability, queu-
ing, graph, and game theories.

In the probability perspective, user service arrival 
at the cloudization framework is considered adopt-
ing a discrete probability distributions (e.g., Poisson 
and Zipf). In case none of the well-known distribu-
tions is appropriate, the user service arrival process 
might be possibly patternized using machine learn-
ing classification techniques. Once the user service 
arrival becomes deterministic, optimization func-
tions can be developed accordingly. On the other 
hand, queuing-theoretic approaches consider the 
computing process in the cloudization framework as 
a queuing system. The arrival and service processes 
of the queuing system are characterized based on 
the user service arrival and cloudization computing 
capacity, respectively. In contrast, graph-theoretic 
approaches transfer the system into a bipartite 
model, where vertices and links present the comput-
ing devices/user devices and communication chan-
nels, respectively. This approach mainly focuses 
on addressing the computing problem regarding 
communication channels and service assignments 
from the user devices to computing devices. Last, 
game-based approaches consider all the infrastruc-
ture components as players. Since the cloudization 
framework is centrally managed by the orchestra-
tor, the information, behavior, and actions of the 
players are assumed to be known. Consequently, 
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the optimization function is developed adopting the 
equilibrium strategy.

The final objective functions should be trans-
formed or relaxed into a well-known type of convex/
nonconvex and/or linear/nonlinear problem. Typically, 
the problems might be resolved by using finite-step 
algorithms, iterative methods, or heuristics. Detailed 
classifications and solutions are provided in.8

INTRINSIC COMPUTING
While cloudization is receiving a considerable 
amount of attention to improve its performance to 
accommodate the emergence of service offloading 
from a massive number of IoT devices, another 
computing trend is also burgeoning on the user-device 
side, namely intrinsic computing. As the hardware 
performance of user devices significantly increases 
every year, the intrinsic computing strategy illustrates 
the ability of user devices to cooperate using 
heterogeneous computing components, such as 
central processing units (CPUs), graphics processing 
units (GPUs), and field-programmable gate arrays 
(FPGAs) to execute user services.9 To realize this, an 
open computing language (referred to as OpenCL)10 
has been proposed by the Khronos Group to enable 
a uniform environment for general-purpose parallel 
programming across these computing components.

Figure 3 depicts a typical intrinsic computing 
platform based on the OpenCL model. The platform 
defines a computing environment that consists of a 
host (e.g., a CPU) connected to one or more compute 
devices (i.e., the remainder of the aforementioned 

computing components). A compute device is divided 
into multiple compute units (CUs), which are, in turn, 
further divided into a number of processing elements 
(PEs). Accordingly, several set of memory are assigned 
for these computing levels. To perform a user service, 
the service must be implemented as both host code 
and kernel code. The host code is run by the host pro-
cessor adopting the native regulations of the hardware 
platform. The host code handles the service computa-
tions by submitting kernel codes as commands to 
the computing devices. Finally, the computations are 
executed within the PEs.

Intrinsic computing is applicable for high- 
performance user devices, such as modern 
smartphones, tablets, and laptops. Under these 
circumstances, the user devices are able to decide 
whether their services should be (partially) offloaded 
to the cloudization framework or internally executed 
using intrinsic computing.

Self-Optimization Perspective
Self-optimization aims to benefit intrinsic computing 
with energy efficiency and resource minimization 
since user devices have limited energy and resource 
capacities. A comprehensive literature review11 
showed that energy-efficient resource utilization and 
workload scheduling in intrinsic computing can obtain 
optimal performance by using numerous techniques, 
such as dynamic voltage/frequency scaling (DVFS), 
workload balancing, and service-specific awareness. 
Among these techniques, DVFS dynamically controls 
the chip frequencies and operational voltage in order 

FIGURE 3. OpenCL-based intrinsic computing platform.
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to minimize the energy consumption with strict 
consideration of consequent processing-performance 
decrease. Workload balancing manages the service 
computation assignment among compute devices/
units for optimal resource utilization. In addition, 
workload balancing schemes deactivate the compute 
devices/units that are not used for service executions 
to reduce the energy consumed. On the other 
hand, service-specific-aware schemes consider the 
characteristics of the services to assign service 
computations to the appropriate compute devices.

Offloading Decision
Since user devices are consumers of cloudization 
services, user devices have full rights to make their 
offloading decisions, which means using either 
the cloudization services or their own intrinsic 
computing. The offloading decisions can be full 
offload, partial offload, or no offload. The decisions 
depend on the service demands in terms of the 
latency, energy, resource, and/or cost efficiencies with 
joint consideration of the beneficial offers between 
intrinsic computing and cloudization computing. It is 
worth noting that the wireless channels connecting 
user devices and networks have significant impacts 
on the beneficial offers of cloudization computing.

RESEARCH DIRECTIONS
Contextual adaptation: From a computing 
perspective, context consists of the computational 
environment states and settings that reveal 
the offloaded services’ characteristics and the 
computing infrastructures’ conditions during 
service execution. Contextual adaptation enables 
the autoreconfiguration ability for the cloudization 
framework switching among optimization strategies. 
For instance, resource minimization should be 
prioritized during rush hours, whereas serviceability 
maximization should be activated for serving 
high-mobility devices.

Algorithmic complexity reduction: Currently, 
one of the native challenges that optimization 
solutions face is a high algorithmic complexity 
because almost all of the optimization functions are 
identified as nondeterministic polynomial-time (NP)-
hard problems. The problems become more severe 
for large-scale optimization, as in the cloudization 

framework. To be more specific, the algorithmic 
complexity consists of time and space aspects. The 
time complexity is concerned with how long it takes 
to perform the optimization algorithm. The time 
complexity is measured by the number of elementary 
operations. On the other hand, the space complexity 
specifies how many bytes of memory are occupied by 
the optimization algorithm to find the results.

Elasticity and scalability: Since the cloudization 
framework has a tiered architecture, optimization 
solutions should work elastically either in each 
computing infrastructure or in the entire framework 
depending on the user service demands. In addition, 
scalability is also necessary to handle the rapid growth 
of big data offloaded from the massive number of 
IoT devices. Although the cloudization framework 
has been designed adopting the rule of centralized 
control and distributed operation, flexible cooperation 
among the computing portions still requires further 
improvement.

Stability and reliability: Massiveness and mobility 
are the main characteristics of the user devices 
in the next-generation mobile networks. These 
characteristics highly impact on the stability and 
reliability of the mobile computing services, especially 
on communication. Therefore, a strict consideration 
of fault tolerance and resilient operation is required 
for an efficient cloudization.

Security and privacy: The cloudization framework 
directly manipulates user information that is 
stringently sensitive to security and privacy issues.12 
On the framework side, the vulnerabilities of system 
software and denial of service attacks are open 
challenges. Moreover, data loss and inadequate data 
backups possibly lead to privacy violations, especially 
in P2P and edge computing infrastructures because of 
storage resource limitations. On the other hand, most 
IoT devices require lightweight security protocols 
owing to their insufficient performance.

CONCLUDING REMARKS
This article presented an overview of mobile cloud-
ization regarding a standardized framework archi-
tecture and features, the optimization objectives 
and effective approaches for framework utilization, 
intrinsic computing beyond the infrastructure-based 
cloudization, and research directions for current 
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issues. Efficient cloudization could result in a broader 
range of applicable services. Adopting the cloudiza-
tion architecture, user services are optimally sliced 
and served by appropriate computing levels, hence, 
improving user experiences. Although the cloudiza-
tion framework has provided a convenient infrastruc-
ture for service offloading, several technical chal-
lenges still need to be resolved in order to obtain 
optimal operation, especially in the dynamic hetero-
geneous IoT paradigm.  
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DEPARTMENT: AFFECTIVE COMPUTING  
AND SENTIMENT ANALYSIS

Image Polarity Detection on 
Resource-Constrained Devices
Edoardo Ragusa, Christian Gianoglio, Rodolfo Zunino, and Paolo Gastaldo, Department of Electrical, 
Electronic, Telecommunication Engineering and Naval Architecture, DITEN, University of Genoa

Image polarity detection opens new vistas in the area of pervasive computing. State-of- 
the-art frameworks for polarity detection often prove computationally demanding, as 
they rely on deep learning networks. Thus, one faces major issues when targeting their 
implementation on resource-constrained embedded devices. This article presents a 
design strategy for convolutional neural networks that can support image-polarity 
detection on edge devices. The outcomes of experimental sessions, involving standard 
benchmarks and a pair of commercial edge devices, confirm the approach suitability.

Image polarity detection aims to identify the 
emotional content expressed in a picture. Such 
technology is crucial in the era of pervasive com-

puting, when millions of users interact everyday with 
smart devices and use social networks.1 Modern polar-
ity detectors rely on object recognition technologies 
and embed convolutional neural networks (CNNs). The 
increasing availability of reliable, pretrained CNNs for 
object recognition is a major advantage, as it allows 
to use transfer learning to shift the focus on polarity 
detection; as a result, training a polarity detector does 
not require collection of a large dataset, which is a 
complex, time-consuming task due to the so-called 
subjective perception problem.2 Pretrained CNNs, 
however, are most effective for extracting high-level, 
structured features from images, at a considerably 
high computational cost. Thus, their implementation 
on low-power embedded devices is typically quite 
challenging.

A practical polarity-detection framework, in fact, 
might not require those high-end object recognition 
models, as it is known that polarity is not uniquely 
determined by the objects identified in an image.3–5 In 
principle, suitable performances in polarity detection 
can be achieved by feeding the model with “simple” 
features inspired directly by the psychology of vision.6 
In the presence of stringent constraints on computa-
tional resources, it seems reasonable to rely on CNN 
architectures that are less computationally demand-
ing, even at the expense of a limited performance in 

object recognition. Research on that subject4 recently 
showed that the CNN architecture (i.e., the pretrained 
object recognition model) does affect the overall per-
formance in polarity detection only when using a small 
dataset for fine tuning.

This article proposes that a proper design of the 
CNN architecture for high-level features extraction 
can lead to embedded implementations of polarity 
detection with real-time capabilities. The underlying 
design criteria accomplish the goal of limiting the 
computational complexity of the architecture without 
affecting the performances of the polarity detectors 
significantly.

CONTRIBUTION
This article presents a hardware-friendly design 
model for image polarity detection. The model is sup-
ported by a CNN architecture exploiting Depthwise 
Separable Convolution (DSC) and weight trunca-
tion. Two commercial low-power embedded devices, 
namely, the MNCS and the Nvidia Jetson TX2, pro-
vided the platforms for system deployment. Exper-
imental results involved four real-word datasets 
and confirmed the prediction effectiveness of the 
design criterion.

This article originally  
appeared in 
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RELATED WORK
The literature offers a variety of interesting approaches 
to polarity detection. Recent survey works on this 
topic2,4,7 concur on the fact that CNN-based models 
are state of the art in this area. It is worth to mention 
that several important works addressed image polar-
ity detection before that deep learning changed the 
approach to image processing.8–11 However, currently 
models based on CNNs represent the state of the art.

According to the transfer-learning paradigm, polar-
ity detection frameworks rely on the low-level features 
extracted by a CNN trained on object recognition. The 
implementations mainly differ in 1) the adopted CNN, 
2) the transfer learning technique, and 3) the training 
data domain. Many works have explored the idea of 
fine-tuning pretrained object classifiers. In this regard, 
Campos  et al.12 adopted the AlexNet architecture 
for feature extraction; they carried out an interesting 
analysis on the effects of layer ablation and layer addi-
tion on the eventual accuracy in polarity detection. 
Other approaches augmented the basic framework by 
inserting an ontology-based representation on top of 
object recognition.13 You  et al.14 proposed a custom 
architecture, in which a pair of convolutional layers 
and four fully connected layers were stacked.15

In some variants of CNN architectures for polar-
ity detection, both the image and a set of additional 
features formed the network inputs. In the work of Fan  
et al.,16 the Vgg_19 architecture processed an image 
along with its focal channel, to model human atten-
tion. Likewise, others works studied the role played 
by art features,6 context information,17 salience,18,19 
attention mechanisms,20–22 and combinations of the 
last two.23 Rao  et al.24 exploited a faster-RCNN to 
locate the distinctive parts of an image.

POLARITY DETECTION ON  
EDGE DEVICES

The deployment of inference models derived from 
trained networks on edge devices brings about 
several design issues, as one needs to properly 
balance prediction accuracy, power consumption, 
and computational speed. When considering that 
CNNs are an unavoidable requirement due to their 
effectiveness, that Trade-off is even more demanding 
because of the inherent complexity of the networks. 
A reasonable approach goal seems to get a reliable 

image polarity detector even starting from a relatively 
weak object detector, i.e., starting from a CNN with 
moderate complexity.

Interestingly, a recent work4 empirically proved 
that such target is achievable. The experiments 
showed that, when applying fine-tuning strategies 
and in the presence of large datasets, accuracy of the 
final polarity detector did not vary significantly with 
the basic, pretrained CNN. A possible explanation of 
this phenomenon is that large datasets are built on 
top of automatic labeling processes and, therefore, 
are presumably affected by induced noise. Therefore, 
it seems convenient to design the CNN architecture 
according to a set of strategies that can reduce the 
computational cost of a deployed model25 such 
as weight factorization, parameter pruning and 
sharing, low-rank factorization, transferred/compact 
convolutional filters, and knowledge distillation.

The CNN architectures adopted in the research 
presented in this article feature a pair of specific 
design strategies. First, the proposed method involves 
DSC, which mostly proves as the key element of the 
most successful implementation of CNNs on resource 
constrained devices.26–29 In DSC, a standard convo-
lutional operator is replaced by two separate layers, 
which represent a factorized version of the original 
convolution operation. The first layer supports a dep-
thwise convolution and involves a single convolutional 
filter per input channel. The second layer is a 1×1 con-
volution, called pointwise convolution; it extracts a 
new set of features by working out linear combinations 
of the input channels. This decomposition remarkably 
reduces computational costs: given an input of size 
h×w×d and a convolutional layer characterized by 
q kernels of size k×k, the computational cost CSC of 
standard convolution is

CSC = h×w×d×q×k×k. (1)

By contrast, when using the factorized version, the 
cost CDSC becomes

CDSC = h×w×d×(k2+q) (2)

which is significantly smaller than (1). Empirical evi-
dence proves that, in spite of this reduction in 
cost, CNN architectures exploiting DSC can yield 
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object-detection accuracy values that are compa-
rable with those attained by the state-of-the-art 
architectures.26–29

Weight truncation is the second design strat-
egy used in the proposed approach and involves 
half-precision arithmetic. The eventual outcomes 
are appealing: lower latency, memory saving, and a 
decrease in power consumption. On the other hand, 
quantization errors may seriously affect arithmetic 
computations. As modern CNNs involves hundreds of 
layers, error propagation is a major problem that ends 
up in a lower accuracy of the inference model. Thus, 
the effects of weight truncation on the deployed 
model should be carefully evaluated.

In general, both DSC and half-precision arithmetic 
act as a low-pass filter, reducing the capability of the 
model of learning details. This issue, however, might 
not be an actual disadvantage in the present applica-
tion, since DSC and half-precision arithmetic might 
help reduce the effects of overfitting phenomena with 
the noisy datasets at hand.

EXPERIMENTS
The experimental sessions were designed 1) to assess 
the accuracy scored by the different image polarity 
models built upon the different CNN architectures, 
and 2) to analyze the memory usage, the power 
consumption, and the latency of the models when 
deployed on embedded devices.

This work compares three CNN architectures 
involving DSC: MobileNet_v1, MobileNet_v2, and 
MobileNet_v2(1.4). These comparisons were selected 
because pretrained models on Imagenet were 
available. This made a fair comparison feasible with the 
state-of-the-art architectures for object recognition 
such as Res_101, Res_152, Vgg_16, and Vgg_19, which 
had already proved to be most effective for image 
polarity detection.4

Four popular datasets provided the experimental 
benchmarks: ANP40,11 MANP40,15 T4SA,30 and “Twit-
ter.”14 ANP40 and MANP40 hold collections of images 
crawled from Flicker repository. Both these datasets 
are characterized by adjective–noun pairs that have 
been generated by an automatic system. Although 
each original dataset held more than 1 million images, 
the experiments involved pruned versions of the sam-
ples4: only the 20 most positive and 20 most negative 

adjective–noun pairs were selected. The correspond-
ing images were split into two subsets (positive and 
negative samples). T4SA is a recent dataset of images 
crawled from Twitter for sentiment analysis; it contains 
470,586 images. In this research, images were catego-
rized into three classes according to textual informa-
tion: positive, negative, and neutral. Finally, “Twitter” 
is a small dataset of images crawled from Twitter and 
manually labeled by five human annotators. In this 
work, following the experimental setup employed in 
previous research papers, the five-on-five agreement 
version of the dataset was taken into account.

The checkpoints of the seven networks trained 
on the three dataset are freely available on the 
author’s website.*

Table 1 summarizes the main details of the used 
datasets; the columns give the size of the training set, 
the validation set for model selection (development), and 
the test set. It is worth noting that Twitter dataset was 
only used to test models trained on a different dataset.

Single Domain
The first group of experiments evaluated the perfor-
mances of the image polarity models when trained 
and tested on data belonging to the same dataset. All 
architectures were trained using an ADAM optimizer 
with forgetting factor equal to 0.9, second moment of 
the gradient equal to 0.999, and batch size 32. Early 
stop mechanism was implemented with validation 
patience of 5.

Table 2 reports on the result of the experiments. 
The second column gives, for each single CNN 
architecture, the average accuracy obtained by the 
image polarity model on the test set in the bi-class 
experiments involving ANP40 with 32-bit floating 
point representation. The value between brackets 

* http://sealab.diten.unige.it

Training Devel. TotalTest

9.916 200 10.516400

25.258 3100 31.2583100

368.586 51.000 470.58651.000

- - 882882

ANP40

MANP40

T4SA

Twi�er

TABLE 1. Datasets.
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refer to the difference between such accuracy and 
the accuracy obtained when adopting 16-bit floating 
point representation. A positive value indicates that 
the half-precision model scored a lower accuracy. The 
third column refers to the bi-class experiments involv-
ing MVSO40, while the fourth column refers to the 
three-class experiments involving T4SA.

Figure 1 depicts the accuracy attained by differ-
ent classifiers when implemented using halfpreci-
sion floating point arithmetic. It is worth to note that 
Figure 1 conveys the same information of Table 2 in a 
different format. In the figure, accuracies are grouped 
in three sets correspond to the three datasets. Bars 
refer to the score of different predictors.

This experimental session yielded quite interest-
ing results. For each dataset, the accuracy values 

always lied within a narrow interval. Second, Residu-
alNets seemed to suffer the switch from full precision 
to half precision more than other comparisons. This 
issue can be explained by considering that Residual-
Nets architectures were far deeper than the others, 
thus, making error propagation nonnegligible. Third, 
mobile networks could compete with ResidualNets 
and VggNets; moreover, their performances were not 
affected by half-precision representation. In sum-
mary, empirical evidence confirmed that DSC is a 
valuable strategy for the design of the CNN architec-
ture in polarity detectors, under the hypothesis that a 
large dataset is available for fine tuning.

Transfer Domain
The second experimental session considered a real-
istic case, in which a model was trained on a large 
dataset and was tested on a different sample. This 
configuration emulated the practical run-time 
implementation. In this session, ANP40, MANP40, 
and T4SA provided the training set, while “Twitter” 
formed the test set. Unfortunately, the latter data-
set was rather unbalanced, as 581 images were 
labeled as “positive” and 301 as “negative.” Thus, any 
naïve classifier (always predicting “positive”) would 
obtain 65% accuracy.

To tackle this issue, true positive rate and true 
negative rate were proposed: for each class, the true 
positive rate and true negative rate give the number 
of patterns correctly classified as belonging to the 
corresponding class over the total number of pat-
terns of the class. The aforementioned naïve clas-
sifier would obtain the true positive rate 1.0 and 0.0 

true negative rate.
Figure 2 reports on the results 

of this experimental session. Each 
mark is associated with the result 
of one experiment, involving a train-
ing set and a CNN architecture. 
In the graph, the x-axis gives the 
true negative rate, and the y-axis 
gives the true positive rate. Differ-
ent markers identify the training 
datasets: circles refer to ANP40, 
crosses refer to MANP40, and stars 
refer to T4SA. Likewise, colors 
denote the various architectures 

Architecture ANP40 MVSO40 T4SA

MobileNet_v1 80.50
(0.25)

76.58
(0.00)

50.68
(0.07)

MobileNet_v2 82.75
(0.00)

77.10
(0.07)

49.83
(0.12)

MobileNet_v2
(1.4)

80.50
(-0.25)

77.55
(0.16)

49.94
(-0.01)

Res_101 82.25
(1.75)

78.19
(3.25)

48.27
(1.98)

Res_152 81.00
(5.75)

78.94
(3.29)

48.61
(2.12)

Vgg_16 80.75
(0.00)

75.90
(0.00)

48.89
(-0.01)

Vgg_19 80.00
(0.00)

75.71
(0.06)

48.69
(0.04)

TABLE 2. Average accuracy on the test set for single  
domain experiments.

FIGURE 1. Error rate of the proposed architectures.
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(as per legend). The experiments were all performed 
by adopting the half-precision representation.

Empirical results confirmed that, unsurprisingly, 
the performances of the inference models strictly 
depended on the adopted training set. Both ANP40 
and MANP40 led to high true positive rate values and 
lower true negative rate values. T4SA instead lead 
to the opposite behavior. In term of architectures, 
MobileNet_v1 trained on T4SA scored the best perfor-
mance; the polarity detector scored about 80% values 
for both the descriptors.

Implementation on Edge Devices
The final test session focused on the implementa-
tion of the polarity detector on low-power embed-
ded devices. Experiments involved two commercial 
devices, namely Movidius Neural Computing Stick 
(MNCS)† and Nvidia Jetson TX2.‡

The MNCS is an hardware accelerator designed 
to be plugged to a computing unit through a USB3.0 
port. It embeds a VPU unit, namely Myriad 2, and 4 GB 
of LPDDR3 DRAM. MNCS implements the inference 
phase of a CNN after receiving the input data from 
the computing unit, which deals with data acquisition, 
preprocessing, and operations scheduling. Inference 
operations are performed on half-precision floating 
point arithmetic.

Jetson TX2 is a standalone device embedding a 
256-core Pascal 1300 MHz GPU, an ARM Cortex-A57 
(quad-core) 2 GHz, a NVIDIA Denver2 (dual-core) 
2 GHz and 8 GB LPDDR4 RAM. In the experimental 
setup, a 32 SDD memory has been employed for oper-
ating system installation. During the experimental 
session, a swap partition of 12 GB was adopted. The 
device was set on high performance through a Nvidia 
configuration file.

In each experiment, the deployed model was 
obtained by fine tuning the involved CNN on ANP40. 
Table 3 summarizes the results of the experimental 
session: each row corresponds to an architecture (as 
per first column). The subsequent columns are divided 
in two groups: the second, third, and fourth columns 
refer to Movidius and give the average latency in ms, 
the average memory consumption, and the average 

†  http://movidius.com
‡  http://developer.nvidia.com/embedded/jetson-tx2

power consumption for completing an inference, 
respectively. The classification results were all esti-
mated by testing on the “Twitter” dataset.

Memory consumption was assessed via MNCS 
Python APIs, power consumption by using a USB power 
meter connected between Movidius and the host PC. 
The fifth, sixth, and seventh columns give the cor-
responding results for the test on Jetson TX2. In this 
case, memory consumption was measured by exploit-
ing TegraStats. Accordingly, two different values are 
provided. The first value is the power consumption 
associated to the actual computing device (CPU, GPU, 
SOC, DDR); the second value is the power consump-
tion associated to the whole development platform.

The table shows that, as expected, Jetson TX2 
largely outperformed Movidius in terms of latency. 
Nonetheless, the experiments involving Movidius 
revealed the remarkable features of MobileNets, 
which were targeted indeed to resource-constrained 
devices. In terms of memory consumption, there was a 
significant gap between Movidius and Jetson. The lat-
ter platform, in fact, adds an overhead to the memory 
required to store the CNN’s parameters. Such over-
head stems from the optimization processes adopted 
by Jetson to reduce latency.

CONCLUSION
This article has followed an empirical approach to 
show that image polarity detection can be deployed 
on edge devices, provided suitable design strategies 
are applied. The crucial aspect is the design of the 

FIGURE 2. Transfer domain results.
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pretrained CNN that supports object classification. 
The hypothesis proposed in this work is that—when 
fine tuning can rely on a large dataset—a reliable polar-
ity detector can be obtained even from a weak object 
classifier. Such a weak platform is in fact a CNN that is 
set to fit the constraints imposed by an edge device. 
In practice, the research has proved that hypothesis 
held true for the most prominent CNN architecture 
designed by exploiting DSCs, namely MobileNet.

Polarity detectors based on MobileNet reached 
the same classification accuracy performances of 
detectors based on VggNet and ResNet. Nonetheless, 
the implementations on edge devices confirmed that 
MobileNet attained outstanding performances in 
terms of both latency and memory usage. 
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Smart environments with many Internet of Things (IoT) devices are at significant risk of 
cyberattacks, putting private data and personal safety in danger. While IoT device manufacturers 
are putting more safeguards in their products, they need to be augmented with network-level 
methods to detect and block anomalous behavior. Our approach provides a strong layer of 
runtime defense at the network layer applicable to large and heterogeneous IoT environments.

Several research groups1,2 have identified and 
reported various forms of vulnerabilities in 
commercial Internet of Things (IoT) devices. 

We experimentally evaluated the privacy and secu-
rity risks of tens of consumer IoT devices4 and dem-
onstrated real-life threats to typical users posed 
by hackers: they can snoop on activities inside a 
building by obtaining unencrypted data from motion 
detectors and security cameras or disable the smoke 
alarms by bombarding them with a large number of 
requests. Furthermore, most commercial IoT devices 

can be exploited to reflect and amplify attacks on 
Internet-based servers, while certain models of con-
nected printers allow hackers to obtain recently 
scanned documents or print threatening messages 
remotely. A systematic technique3 for evaluating 
the security posture of IoT devices can be divided 
into four categories based on 1) the confidentiality 
of data they communicate, 2) the integrity of con-
nections they make, 3) the access control of devices, 
and 4) their capacity in reflecting unwanted traffic 
to other Internet-connected services. Table 1 shows 
sample outcome ratings obtained for three devices. 
The smoke alarm properly protected confidentiality 
(green boxes), the camera had poor access control 
protection (red boxes), firmware updates were manual 
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rather than automatic for the camera and motion sen-
sor (yellow boxes), and some attributes could not be 
tested or assessed (gray unfilled boxes).

BASELINE BEHAVIOR OF IOT 
DEVICES IN THE NETWORK

Network operators today lack real-time visibility into 
connected devices: more than 40% of today’s end-
points are unknown and unmanaged by their organiza-
tions, leading to significant infrastructure blind spots, 
unauthorized access, and data leaks.5 Given that IoT 
devices exhibit limited traffic patterns, we believe it is 
possible to identify and profile their network behav-
ior. The network traffic of tens of real IoT devices over 
a period of several months6 can be represented pic-
torially using Sankey diagrams, as shown in Figure 1, 
for two representative IoT devices: a LIFX smart bulb 
and an Amazon Echo. Using these representations, we 

developed a framework7 that is able to classify IoT 
devices based on the statistical attributes of their net-
work traffic, such as activity cycles and volume pat-
terns, server-side port numbers, Domain Name Sys-
tem (DNS)/Network Time Protocol (NTP) signaling 
profiles, and cipher suites exchanged in Secure Sock-
ets Layer connections. This enables network opera-
tors to have runtime visibility and the baseline behav-
ior of operational IoT devices in their network.

FORMAL BEHAVIORAL MODELS 
AND RUNTIME LOCKDOWN

A formal grammar for IoT network behavior in the 
form of access control lists (ACLs) was recently 
standardized by the Internet Engineering Task Force 
in the form of RFC Standard 8520, Manufacturer 
Usage Description (MUD). MUD allows the manufac-
turer to specify what layer 3 servers and layer 4 ports 
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may or may not be used by the device. For example, 
an Internet Protocol camera may need to use DNS 
and dynamic host configuration protocol on the 
local network, contact NTP servers, and communi-
cate over HTTPS with a set of cloud-based control-
lers on the Internet but nothing else. Knowing each 

device’s requirements allows network operators to 
impose a tight set of ACL restrictions for each IoT 
device in operation to reduce the potential attack 
surface. We developed a tool that can automatically 
generate the MUD profile for an IoT device from its 
(presumably clean) traffic trace and further translate 
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FIGURE 1. A Sankey diagram of daily network activity for two representative IoT devices: (a) a LIFX smart bulb and (b) an 
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the MUD profile into flow rules 
that can be enforced at runtime 
into the network substrate using 
the software-defined network-
ing (SDN) paradigm, as shown in 
Figure 2. This lockdown of the IoT 
device ensures that conformant 
traffic can be let through with-
out inspection, while unexpected 
packets can be either dropped or 
passed for inspection to an intru-
sion detection system to detect 
security breach attempts.8

REAL-TIME ANOMALY DETECTION
The enforcement of MUD-policy-based lockdown 
using SDN can significantly reduce the attack sur-
face on the IoT device, but certain volumetric attacks 
can still be launched. We therefore developed meth-
ods9 for detecting volumetric attacks that are not pre-
vented by the MUD profile because ACLs simply allow 
or deny traffic without provision to limit rates. Fending 
off such attacks requires more sophisticated machin-
ery (shown in Figure 3). This machinery monitors the 
level of activity associated with each policy rule com-
pared to the baseline (deduced in the “Baseline Behav-
ior of IoT Devices in the Network” section) to detect 
anomalies. Scalable models for detecting anoma-
lous patterns can be trained by intelligently combin-
ing coarse-grained (device-level) and fine-grained 
(flow-level) flow telemetry, and this continues to be 
the subject of our ongoing research.

IoT security research is still in its early days, but it 
is becoming clear that device-level security will by 

itself not suffice and network-level protection mea-
sures will be needed. In this article we outlined our 
approach, which combines baseline network behavior 
with SDN lockdown and anomaly detection to identify 
and eventually mitigate security attacks on IoT-rich 
environments. In the big picture of IoT system secu-
rity, these steps form the foundation for smarter and 
more robust networks that will enable more complex 
deployments. Without such systems, smart environ-
ments will remain at constant risk to unauthorized 
intrusions. Thus far, our approach, which has been 
very much device-centric, needs to be augmented 

by network-wide monitoring to capture interrelation-
ships among IoT devices, users and servers, and con-
trollers in smart environments. 

REFERENCES
1. N. Dhanjani, Abusing the Internet of Things: Blackouts, 

Freakouts, and Stakeouts. Sebastopol, CA: O’Reilly 

Media, 2015.

2. E. Fernandes, J. Jung, and A. Prakash, “Security 

analysis of emerging smart home applications,” in Proc. 

2016 IEEE Symp. Security and Privacy (SP), pp. 636–654.

3. F. Loi, A. Sivanathan, H. H. Gharakheili, A. Radford, and V. 

Sivaraman, “Systematically evaluating security and pri-

vacy for consumer IoT devices,” in Proc. 2017 Workshop 

on Internet of Things Security and Privacy, pp. 1–6.

4. A. Sivanathan, F. Loi, H. H. Gharakheili, and V. Sivaraman, 

“Experimental evaluation of cybersecurity threats to the  

smart-home,” in Proc. 2017 IEEE Int. Conf. Advanced Net

works and Telecommunications Systems (ANTS), pp. 1–6.

5. Cisco, “Cisco 2017 midyear cybersecurity report,” 2017. 

[Online]. Available: https://www.cisco.com/c/dam 

/global/es_mx/solutions/security/pdf/cisco-2017 

-midyear-cybersecurity-report.pdf

6. UNSW Sydney IoT Security. Accessed on: June 13, 

2019. [Online]. Available: https://iotanalytics.unsw 

.edu.au/index

7. A. Sivanathan et al., “Classifying IoT devices in smart 

environments using network traffic characteristics,” 

IEEE Trans. Mobile Comput. doi: 10.1109/TMC.2018 

.2866249.

8. A. Hamza, H. H. Gharakheili, and V. Sivaraman, 

“Combining MUD policies with SDN for IoT intrusion 

detection,” in Proc. 2018 Workshop on IoT Security and 

MUD
Profile

MUD
File Server

Inspection
Engine

Intrusion Detection
System

SDN App

SDN Controller

Internet

Gateway
SDN Switch

Local Network

1

2

4

5

3

FIGURE 2. An automatic translation of MUD policies and enforcement of network 

flow rules.



50 ComputingEdge  February 2021

THE IOT CONNECTION

Privacy, pp. 1–7.

9. A. Hamza, H. H. Gharakheili, T. A. Benson, and V. Sivara-

man, “Detecting volumetric attacks on IoT devices via 

SDN-based monitoring of MUD activity,” in Proc. 2019 

ACM Symp. SDN Research, pp. 36–48.

HASSAN HABIBI GHARAKHEILI is with the University of 

New South Wales, Sydney, Australia. Contact him at h.habibi 

@unsw.edu.au.

ARUNAN SIVANATHAN is with the University of New South 

Wales, Sydney, Australia. Contact him at a.sivanathan 

@unsw.edu.au.

AYYOOB HAMZA is with the University of New South Wales, 

Sydney, Australia. Contact him at m.ahamedhamza@unsw 

.edu.au.

VIJAY SIVARAMAN is with the University of New South 

Wales, Sydney, Australia. Contact him at vijay@unsw.edu.au.

Anomaly Detector Specification-Based
Intrusion Detector

MUD
Collector

MUD
Policy Engine

MUD
File Server

SDN App
SDN

Controller

MUD
Profile

Internet

Gateway
SDN Switch

Local Network

Flow-Level
Telemetry

Stage 1 Workers Stage 2 Workers
Fine Grained

Internet Channel
Anomaly Detector

Local Channel
Anomaly Detector

Flow a
Anomaly Detector 

Flow b
Anomaly Detector 

Flow d
Anomaly Detector 

Flow e
Anomaly Detector    

Flow f
Anomaly Detector 

Flow h
Anomaly Detector  

Flow i
Anomaly Detector 

Flow j
Anomaly Detector  

Fe
at

ur
es

 E
xt

ra
ct

or

A
�

ac
ke

r/
V

ic
ti

m
 Id

en
ti

fie
r

6

5

1

4

2

3

(a)

(b)

FIGURE 3. Detecting anomalies by real-time-monitoring, MUD-compliant network flow rules: (a) an SDN-based system architec-

ture and (b) a device-specific anomaly detection.



Software and Cybersecurity ■ Big Data: Privacy Versus Accessibility ■  Resiliency in Cloud Computing

November/December 2018
Vol. 16, No. 6

CYBERSECURITY AND 
PRIVACY ISSUES IN BRAZIL

IEEE SEC
U

RIT
Y &

 PRIVA
C

Y 
A

I ETH
IC

S 
V

O
LU

M
E 16 

N
U

M
BER 3 

M
AY/JU

N
E 2018 

W
W
W
.CO

M
PU

TER.O
RG

/SEC
U
RIT

Y

E-Currency and Fairness  ■ Ransomware Defense  ■  A National Cybersecurity Policy

May/June 2018
Vol. 16, No. 3

IEEE SEC
U

RIT
Y &

 PRIVA
C

Y 
PRIVA

C
Y A

N
D

 A
U

TO
M

ATED
 A

IRPO
RT SC

REEN
IN

G
 

V
O

LU
M

E 17 
N

U
M

BER 2 
M

A
RC

H
/A

PRIL 2019 
W
W
W
.CO

M
PU

TER.O
RG

/SEC
U
RIT

Y

March/April 2019
Vol. 17, No. 2

IEEE SEC
U

RIT
Y &

 PRIVA
C

Y 
D

IG
ITA

L FO
REN

SIC
S, PA

RT 2 
V

O
LU

M
E 17 

N
U

M
BER 1 

JA
N

U
A

RY/FEBRU
A

RY 2019 
W
W
W
.CO

M
PU

TER.O
RG

/SEC
U
RIT

Y

Blockchain Technologies  ■ The Fuzzing Revival  ■  Cybersecurity for the Public Interest

January/February 2019
Vol. 17, No. 1

Resiliency in Cloud Computing

November/December 2018
Vol. 16, No. 6

Join the IEEE Computer Society 
for subscription discounts today!
www.computer.org/product/magazines/security-and-privacy

IEEE Security & Privacy is a bimonthly magazine 
communicating advances in security, privacy, 
and dependability in a way that is useful to a 
broad section of the professional community. 

The magazine provides articles with both a 
practical and research bent by the top thinkers in 
the fi eld of security and privacy, along with case 
studies, surveys, tutorials, columns, and in-depth 
interviews. Topics include:

• Internet, software, hardware, and systems security
• Legal and ethical issues and privacy concerns
• Privacy-enhancing technologies
• Data analytics for security and privacy
• Usable security
• Integrated security design methods
• Security of critical infrastructures
• Pedagogical and curricular issues in security education
• Security issues in wireless and mobile networks
• Real-world cryptography
• Emerging technologies, operational resilience, 

and edge computing
• Cybercrime and forensics, and much more

www.computer.org/security



52 February 2021 Published by the IEEE Computer Society  2469-7087/21 © 2021 IEEE

EDITORS: Fabio Massacci, fabio.massacci@unitn.it 
John Steven, john@zernorth.io

DEPARTMENT: BUILDING SECURITY IN

Security Midlife Crisis:  
Building Security in a New World
Holger Mack and Tom Schröer, SAP

A re we (the experts) fooling ourselves that 
our security approaches are effective or 
appropriate to protect today’s and future 

IT environments? Are our old recipes still suitable? 
After working in IT security for more than 20 years, we 
started to realize that something had fundamentally 
changed. We tried to match the growing expectations 
of customers and consumers (the market), techno-
logical development, innovations, and strategies 
[the cloud, the Internet of Things (IoT), and machine 
learning] to today’s established security approaches, 
measures, and tools. Change is nothing new in the IT 
industry, and we are used to adapting, evolving, and 
improving security measures to keep up. However, 
some of the recent and upcoming changes are so fun-
damental that incremental improvements no longer 
seem appropriate. We ended up calling this our own 
security midlife crisis.

SYMPTOMS OF A SECURITY 
MIDLIFE CRISIS

There are many symptoms of this midlife crisis. Here, 
we focus on how changes in the technology stack 
affect security (Figure 1). It is just an example.

The classic application software stack relied, 
at all levels, on a development approach that was 
largely based on homegrown software developed by 
(often large) companies that had their own develop-
ers. Security experts in those companies applied 
and perfected measures that fit this model. Security 
measures were typically organized along the classic 

software development lifecycle. The best practice 
was to integrate security into the lifecycle as early as 
possible.

Measures such as developer training, threat mod-
eling, and security planning aim at creating security by 
design and proactively prevent design flaws and bugs. 
Security testing, code reviews, and so on addition-
ally detect any mistakes made during development; 
security response processes have the goal to provide 
fixes quickly, if necessary. Sophisticated source code 
management systems with roles and authorizations 
prevent attackers from including malicious code, while 
customers can check, based on digital signatures, that 
the software they received was not tampered with 
(e.g., to introduce back doors). Overall, these mea-
sures help improve the security of software developed 
along this model.

In the modern stack, coding that follows such a 
development process is increasingly reduced to only 
a small set of “glue code” or configurations built to 
combine software developed elsewhere, especially in 
the open source community. As a consequence, the 
classic in-house security measures listed previously 
cover only a small portion of the coding of the overall 
solution. The majority of the coding is not affected by 
those in-house measures.

Open source is clearly not a new phenomenon; 
some parts of this stack have been replaced by open 
source components for years. The Linux operating 
system and Apache Tomcat application servers are 
prominent examples of how critical parts of the appli-
cation stack have been replaced by software largely 
developed in a distributed open source community 
and downloaded from the Internet. However, the 
increased scale of today’s challenge becomes more 
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apparent when you look at other aspects of the mod-
ern architecture, such as:

 › The size and complexity of projects: Kubernetes 
(including Docker) as well as Cloud Foundry 
and Hadoop consist of millions of lines of code 
and are themselves built by combining other 
components, which, again, consist of more open 
source projects.

 › The increasingly dynamic nature of today’s 
architectures: Those architectures are built on 
the principle of dynamically loading compo-
nents and dependencies from their source (e.g., 
using NPM). What, at first glance, looks like a 
good security measure (always use the newest 
version) becomes, with more insight, a security 
challenge, especially if the source and its 
controller are unclear. A case documented by 
Linux2 shows what can go wrong. By taking over 
one popular open source component that was 
referenced in many open source projects, an 
attacker managed to inject malicious code into 
a large number of programs and installations.

 › Rapid replacement: Last but not least, tech-
nologies are superseded by newer and cooler 

versions at an amazing rate. This leaves very 
little time to develop the right expertise on 
how to secure them. The Hadoop project is just 
one example of such a complex technology 
trend, with a fast-growing ecosystem of related 
components and subprojects (Ambari, Cassan-
dra, Pig, and Spark).

Applying security measures the old-fashioned 
way is no longer easy or even possible (e.g., threat 
modeling during early phases of development, source 
code management to prevent malicious acts, deal 
constants, and dynamic updates). We should not rush 
to conclude that proprietary software is more/less/
equally secure than open source software: the new 
stack is the same for both, and they share the same 
challenges. The point is to start the discussion about 
how our security approach must evolve to tackle the 
new complexity, dependencies, and dynamics of the 
IT world today.

The technology stack is only one example of 
symptoms of this midlife crisis. There are many other 
aspects of our modern environment that challenge 
the old ways of achieving security, from the problem 
of separating the right facts from fake news; fear, 
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uncertainty, and doubt; and increasingly fast release 
cycles to managing environments that are progres-
sively dependent on millions of IoT devices and sen-
sors that are directly connected to the Internet.

There is also some good news: security knowledge, 
the understanding of how an attacker works, and pro-
tection tools and practices are still valid—even more 
so, they are increasingly in demand. Security experts 
must learn how to apply them efficiently in the new 
world. The automation of security-testing methods 
and integration of automated release decisions in 
continuous integration/continuous deployment (CI/
CD) pipelines have already shown how security can be 
intelligently applied to support short delivery cycles 
and continuous delivery models.

SO, WHAT NOW?
Fundamental changes in IT also require structural 
revisions to the approach to security. Two aspects are 
of particular importance.

Challenge Existing Assumptions
Security experts are sure to fall behind if we stick 
to old ways while the world around us is changing. 
We have to actively challenge some of the existing 
paradigms (e.g., handle open source like your own 
code), come up with new standards (design to pro-
tect against the unknown), focus activities where 
security matters most, and reevaluate threats and 
risks (e.g., the hazard of introducing back doors). The 
opportunities that come with new developments 
(e.g., CI/CD pipelines for automation) also need to be 
recognized. There are many good opportunities, but 
security experts have to be brave enough in pursu-
ing them, even if the opportunities seem to contra-
dict past experience.

Become Part of the Solution: 
Bridge the Gap
Security is often still seen as hindering innovation: 
“You want to stop us from delivering our products!” 
All security experts have been in those situations. On 
the other hand, management, product owners, and 
developers are increasingly conscious of and ner-
vous about security. The business damage a security 
incident can cause is clearly visible. It becomes even 
clearer that without convincing security concepts 

and the trust of customers in a solution’s security, 
business opportunities can be missed (e.g., the cloud 
and IoT).

There is a catch: business management, decision 
makers, and security experts often don’t speak the 
same language or don’t speak to each other at all. 
Security experts usually do not have a problem com-
ing up with a technically good solution to address a 
challenge; a skill gap is not the problem. However, how 
good are security experts at explaining the business 
value of their proposals? Are decision makers willing 
to listen to security experts?

There is no easy answer for bridging this gap. 
From our experience, making the effort to get a good 
understanding of the business problem and customer 
requirements that need to be solved by an applica-
tion is crucial. Such an understanding is the basis for 
explaining the impact/risks of a security issue on a 
business’s success as well as the opportunities that 
come with good security solutions. The proposals 
can be a solution to the problem, a workaround, or 
an assessment that enables decision makers to bal-
ance security risks and opportunities against other 
business challenges they need to consider. In the 
end, any investment in security stands against other 
investments.

The same principle also applies to other crucial 
groups, such as developers and architects. Security 
measures often fail because too little attention was 
given to how they can be implemented and executed 
on a daily basis. Examples include tools that are made 
for security experts but not for developers, require 
extra manual effort, and are not integrated in stan-
dard toolchains. This often comes from the security 
expert’s lack of understanding of how developers 
work on a daily basis. And yes, all this works only if 
“the other side” plays its part. Developers, architects, 
product owners, developers, and so on need to accept 
their responsibility for security, be open to new 
approaches, make the effort to understand security, 
acknowledge that security does not come free, and 
accept security experts as partners to make prod-
ucts, companies, and others more successful.

T hings need to change, and not all is lost. Our 
experience with the described approach has 

been very good, even though it was sometimes gained 
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the hard way. The strategy requires some new skills, 
breaking with old traditions, trying new things, and 
sometimes just listening. Those efforts, from our 
experience, are appreciated and help build the trust 
required between security experts on the one side 
and product owners, developers, and related par-
ties on the other. Being part of the solution is more 
rewarding and much more fun. We are very interested 
in feedback. Let’s start the discussion. 
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preeminent and inclusive student-focused research 
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Ph.D. degrees. 
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