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Established in memory of Dr. B. (Bob) Ramakrishna 
Rau, this award recognizes his distinguished career in 
promoting and expanding the use of innovative computer 
microarchitecture techniques, including his innovation 
in compiler technology, his leadership in academic and 
industrial computer architecture, and his extremely high 
personal and ethical standards.

Award
A certificate and a $2,000 honorarium are awarded.

Presentation
The award is presented annually at the ACM/IEEE 
International Symposium on Microarchitecture.

Nomination Requirements
The candidate will have made an outstanding innovative 
contribution or contributions to microarchitecture and 
use of novel microarchitectural techniques or compiler/
architecture interfacing. It is hoped, but not required, that 
the winner will have also contributed to the computer 
microarchitecture community through teaching, mentoring, 
or community service.

This award requires 3 endorsements. 

Nominations are being accepted electronically by  
1 May 2019 to bit.ly/ramakrishna-rau.

Questions?
VIsit bit.ly/ramakrishna-rau 
or email awards@computer.org
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CS FOCUS

T he IEEE Computer 
Society’s lineup of 12 
peer-reviewed techni-

cal magazines covers cutting-
edge topics ranging from soft-
ware design and computer 
graphics to Internet comput-
ing and security, from scien-
tifi c applications and machine 
intelligence to visualization 
and microchip design. Here are 
highlights from recent issues.

Computer

Toward an Internet of 
Battlefi eld Things: A 
Resilience Perspective
The Internet of Battlefi eld 
Things (IoBT) might be one 
of the most expensive cyber-
physical systems of the next 
decade, yet much research 
remains to develop its funda-
mental enablers. A challenge 

that distinguishes the IoBT 
from its civilian counterparts 
is resilience to a much larger 
spectrum of threats. Read more 
in the November 2018 issue of 
Computer.

Computing in Science & 
Engineering

User-Centered Design 
and Experimentation 
to Develop Eff ective 
Software for Evidence-
Based Reasoning in the 
Intelligence Community: 
The TRACE Project
Improving reasoning in intel-
ligence analysis is of vital 
national importance. The Track-
able Reasoning and Analysis 

Magazine 
Roundup
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for Crowdsourcing and Evaluation 
(TRACE) project takes a user-cen-
tered design approach combined 
with rigorous experimentation 
to ascertain eff ective structured 
techniques to support high-qual-
ity reasoning. This article from the 
November/December 2018 issue of 
Computing in Science & Engineering
presents results that suggest a light 
structure is more eff ective than a 
rigid structure.

IEEE Annals of the History 
of Computing

DLL Hell: Software 
Dependencies, Failure, and 
the Maintenance of Microsoft 
Windows
The authors of this article from 
the October–December 2018 issue 
of IEEE Annals of the History of 
Computing consider a failure of 
the Microsoft Windows platform 
that occurred in the mid-to-late 
1990s. Software applications often 
failed because they required spe-
cifi c dynamic-link libraries (DLLs), 
which other applications may 
have overwritten with their own 
preferred versions. The authors 
excavate this “DLL hell” case for 
insight into the experience of mod-
ern computing, especially in the 
1990s, and into the history of leg-
acy class software.

IEEE Computer Graphics 
and Applications

Visualization and the Digital 
Humanities: Moving toward 
Stronger Collaborations
For the past two years, researchers 
from the visualization community 

and the digital humanities have 
come together at the IEEE Visual-
ization (VIS) conference to discuss 
how both disciplines can work 
together to push research goals in 
their respective disciplines. In this 
article from the November/Decem-
ber 2018 issue of IEEE Computer 
Graphics and Applications, the 
authors present their experiences 
as a result of this collaboration.

IEEE Intelligent Systems

No, That Never Happened!! 
Investigating Rumors on 
Twitter
Social media rumors that are later 
proven false can have harmful con-
sequences both for individuals and 
for society. Therefore, rumor detec-
tion invites great interest from vari-
ous organizations and government 
agencies. Determining the veracity 
of the circulating rumor in a timely 
manner is crucial. Read more in 
the September/October 2018 issue 
of IEEE Intelligent Systems.

IEEE Internet Computing

To Be Neutral or Not Neutral? 
The In-Network Caching 
Dilemma
Caching allows Internet service 
providers (ISPs) to reduce network 
traffi  c and allows content provid-
ers (CPs) to increase the off ered 
quality of service. However, when 
contents are encrypted, eff ective 
caching is possible only if ISPs 
and CPs cooperate. The authors 
of this article from the Novem-
ber/December 2018 issue of IEEE 
Internet Computing suggest pos-
sible forms of non-discriminatory 

cooperation that make caching 
compliant with the principles of 
net neutrality.

IEEE Micro

A Communication-Centric 
Approach for Designing 
Flexible DNN Accelerators
Continuous innovations in deep 
neural networks (DNNs)—includ-
ing myriad layer types and shapes, 
cross-layer fusion, and sparsity—
have led to irregular datafl ows 
within accelerators, which intro-
duces severe processing element 
(PE) underutilization because of 
rigid and tightly coupled connec-
tions among PEs and buff ers. To 
address this challenge, this arti-
cle from the November/December 
2018 issue of IEEE Micro proposes 
a communication-centric approach 
for designing DNN accelerators. 

IEEE MultiMedia

Deep Medical Image 
Computing in Preventive and 
Precision Medicine
Deep learning has a game-changing 
potential to improve the state of 
preventive and precision medicine 
within medical image computing. 
This article from the July–Sep-
tember 2018 issue of IEEE Multi-
Media fi rst provides an overview 
of preventive and precision medi-
cine and the fi eld of deep learn-
ing. Then, the authors share their 
perspective on recent research 
and development activities in both 
areas and point out some exist-
ing achievements, positive indica-
tions, limitations, and near-future 
opportunities and impediments.
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MAGAZINE ROUNDUP

IEEE Pervasive Computing

Enabling Sustainability and 
Energy Awareness in Schools 
Based on IoT and Real-World 
Data
Few Internet of Things (IoT) sys-
tems monitoring energy consump-
tion in buildings have focused on 
the educational community. IoT in 
the educational domain can jump-
start a process of sustainability 
awareness and behavioral change 
toward energy savings, as well 
as provide tangible fi nancial sav-
ings. This article from the Octo-
ber–December 2018 issue of IEEE 
Pervasive Computing presents a 
real-world multisite IoT deploy-
ment—comprising 19 school 
buildings—that aims to enable 

IoT-based energy awareness and 
sustainability lectures, promot-
ing energy-saving behaviors sup-
ported by IoT data.  

IEEE Security & Privacy

Quantum Computing: 
Codebreaking and Beyond
The authors of this article from the 
September/October 2018 issue 
of IEEE Security & Privacy survey 
recent developments in quantum 
algorithms, focusing on resource 
estimates for breaking crypto-
graphic protocols on a quantum 
computer, which in turn can be 
used to derive quantum security 
parameters for various schemes. 
The authors contrast these cryp-
tographic applications with appli-
cations based on a quantum 
computer’s supreme ability to effi  -
ciently simulate other quantum 
mechanical systems.

IEEE Software

Designing Corporate 
Hackathons with a Purpose: 
The Future of Software 
Development
In this article from the January/
February 2019 issue of IEEE Soft-
ware, the authors discuss how 
hackathons can be organized 
around goals such as enriching 
social networks, facilitating col-
laborative learning, and workforce 
development. They discuss design 
choices that can scaff old the orga-
nization of hackathons and their 
tradeoff s. Design choices include 
identifying a suitable mixture 
of attendee skills, the selection 

process for projects and teams, 
and whether to hold a competi-
tive or collaborative event. Hack-
athons can achieve multiple goals 
if designed carefully.

IT Professional

The Internet of Things, 
Artifi cial Intelligence, 
Blockchain, and 
Professionalism
Digital transformation is aff ect-
ing industries across global 
markets. Market segments—
including industrial manufactur-
ing, healthcare, fi nancial services, 
food services, and automotive—
are increasingly adopting artifi -
cial intelligence, the Internet of 
Things, robotic process automa-
tion, and blockchain technologies. 
The convergence of these technol-
ogies holds the promise of creat-
ing smarter, safer, more effi  cient, 
and more secure systems. Read 
more in the November/December 
2018 issue of IT Professional. 
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EDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTE

T here are hundreds of software program-
ming languages out there. Some are 
widely used—with Java, C, and Python 

topping the TIOBE index—others are obscure, 
and still others are growing in popularity. Accord-
ing to GitHub, the fastest-growing languages are 
statically typed languages focused on type safety 
and interoperability. Two articles in this issue of 
ComputingEdge discuss choosing, researching, 
and developing programming languages.

In Computer’s “Methodological Irregularities in 
Programming-Language Research,” the authors 
argue that changes to programming languages—
whether eliminating, modifying, or introducing a 
language—should be made only when the ben-
efi ts outweigh the negative impact on developers 
and educators. Meanwhile, Computing in Science 
& Engineering’s “Domain-Specifi c Languages in 
Scientifi c Computing” contends that languages 
that are designed for a specifi c application can 
provide more security and simplicity than general-
purpose languages.  

Besides choosing appropriate programming 
languages, there are myriad other decisions that 
information technology (IT) departments and soft-
ware companies have to make. In IEEE Software’s 

“Making Companies Nimble—From Software Agil-
ity to Business Agility: A Conversation with the 
Authors,” the interviewees emphasize the impor-
tance of adapting to changing customer needs. 
“Free Software without  a Free Lunch or Free Beer,” 
from IEEE Micro, analyzes the decision to off er cus-
tomers products and services free of charge. 

This ComputingEdge issue covers two more 
topics: data visualization and robotics. Visual ana-
lytics is facing new challenges related to shifts in 
data collection. IEEE Internet Computing’s “Rethink-
ing Visual Analytics for Streaming Data Applica-
tions” describes the shift from static to streaming 
data and its eff ect on visualization tools, and IEEE 
Computer Graphics and Applications’ “Challenges in 
Visual Analysis of Ensembles” addresses dealing 
with large and complex ensemble datasets.

Finally, two articles contemplate philosophical 
issues in robotics. Computer’s “The Meanings in 
the Machine” argues that future robots will need 
to understand more than spoken language; they 
will also need to interpret implicit meaning. The 
author of Computing in Science & Engineering’s 
“The Consciences of Robot Warriors” ponders 
the ethical implications of high-tech weapons like 
robot soldiers. 

Programming-Language Impact 
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AFTERSHOCK

Software plays an essential role in modern life and 
is a major economic driver. According to Gart-
ner, software sales in 2013 topped $407 billion, a 
nearly 5 percent increase over the previous year.1

Changes in the languages used to program software 
necessarily a  ect the entire industry. Developers must 

implement new processes and poli-
cies, and users—whether enterprises, 
government agencies, or consumers—
must adapt to the changes by learn-
ing new functions, conventions, and 
terminology. 

Programming- language changes 
also impact education, where science, 
technology, engineering, and math-
ematics (STEM) programs such as 
Computer Science for All2 in the US 
are receiving signi� cantly increased 
government and corporate support. 
As languages change, curricula must 
be updated and teachers retrained. For 
example, Exploring Computer Science 
(www.exploringcs.org), which aims to 
democratize computer science in K–12 
schools in the US, uses seven program-
ming or markup languages: HTML, 
CSS, Java Script, R, Flash, Scratch, and 
Lego Mindstorms.

Given the substantial economic investment in soft-
ware and its importance to all aspects of society, one 
would expect the industry to use rigorous empirical 
methodologies to ascertain whether the bene� ts of 
eliminating or modifying programming languages or 
introducing new ones outweigh the disadvantages. As 

Methodological 
Irregularities in 
Programming-
Language Research
Andreas Stefi k, University of Nevada, Las Vegas

Stefan Hanenberg, University of Duisburg-Essen

Substantial industry and government 

investments in software are at risk due to 

changes in the underlying programming 

languages, despite the fact that such changes 

have no empirically verifi ed benefi ts. One way 

to address this problem is to establish rigorous 

evidence standards like those in medicine and 

other sciences.



www.computer.org/computingedge 11
A U G U S T  2 0 1 7 61

EDITORS
HAL BERGHEL University of Nevada, Las Vegas; hlb@computer.org

ROBERT N. CHARETTE ITABHI Corp.; rncharette@ieee.org

JOHN L. KING University of Michigan; jlking@umich.edu

the “Historical Evidence Standards in 
Science” sidebar points out, such stan-
dards are commonplace in many � elds. 
However, research suggests that isn’t 
the case in software engineering, es-
pecially with respect to programming- 
language design.

LACK OF EVIDENCE IN 
SOFTWARE ENGINEERING
Scholars such as Walter Tichy3 have 
criticized the lack of evidence in soft-
ware engineering for decades, argu-
ing that computer scientists conduct 
fewer experiments than scientists in 

other � elds. A recent study by Andrew 
Ko, Thomas Latoza, and Margaret Bur-
nett4 supports this assertion. The re-
searchers reviewed papers on software 
engineering tools over a 10-year pe-
riod and found that, while 77 percent 
of the papers included some form of 

HISTORICAL EVIDENCE STANDARDS IN SCIENCE

Perhaps the fi rst evidence standard in scientifi c experimen-

tation was the blind trial, introduced as a research protocol 

in the late eighteenth century to eliminate the potential impact 

of bias, preconceived opinions, or imagination. Tasked by Louis 

XVI of France with assessing Dr. Franz Mesmer’s claims that 

he could cure illness through “animal magnetism,” a commit-

tee headed by Benjamin Franklin used a series of placebo- 

controlled blind trials of test subjects to expose the treatment 

as a sham.1

Since then, experimental design has been largely formal-

ized: researchers randomly assign test subjects to different 

groups, including a control group, and use statistics to evaluate 

the outcomes of multiple trials. The earliest double-blind 

randomized control trial (RCT) of which we are aware was 

the Nuremberg salt test of 1835, which invalidated a popular 

homeopathic treatment.2 A century later, biostatistician 

Ronald Fisher published his groundbreaking work The Design 

of Experiments. In the ensuing decades, researchers refi ned 

RCTs to challenge the fraudulent claims of alternative medicine 

and various pseudosciences such as telepathy and psychics.1

RCTs like those carried out by the US Veterans Administration 

in the 1940s paved the way for modern experimentation and 

led to new medical advances. Also seminal was the work of 

Austin Bradford-Hill, a British epidemiologist and statistician 

who demonstrated the connection between smoking and lung 

cancer in the 1950s.3

By the end of the 20th century, RCTs were commonplace. 

For example, 114,850 RCT-based medical studies were 

published between 1990 and 2001—approximately 2.2 

percent of all such studies and an 11.2 percent increase per 

year since the early 1960s.4 In 1996, efforts to develop 

unifi ed recommendations for RCTs in medicine culminated in 

the Consolidated Standards of Reporting Trials (CONSORT) 

Statement,5 which was subsequently revised in 2001 and 

2010 (www.consort-statement.org/consort-2010). In the 

education fi eld, the US Department of Education’s Institute 

of Education Sciences created the What Works Clearinghouse 

(ies.ed.gov/ncee/wwc) in 2002 to evaluate “different pro-

grams, products, practices, and policies … to provide educators 

with the information they need to make evidence-based deci-

sions.” As of 2014, 652 of the 11,771 studies the organiza-

tion had reviewed—about 5.5 percent—used RCTs that met the 

highest standard of “without reservations.”6

In short, while not yet a high proportion of the overall litera-

ture, RCTs provide an important check and balance on research 

in a variety of scientifi c disciplines. Unfortunately, that isn’t the 

case in software engineering.
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Software plays an essential role in modern life and 
is a major economic driver. According to Gart-
ner, software sales in 2013 topped $407 billion, a 
nearly 5 percent increase over the previous year.1

Changes in the languages used to program software 
necessarily a  ect the entire industry. Developers must 

implement new processes and poli-
cies, and users—whether enterprises, 
government agencies, or consumers—
must adapt to the changes by learn-
ing new functions, conventions, and 
terminology. 

Programming- language changes 
also impact education, where science, 
technology, engineering, and math-
ematics (STEM) programs such as 
Computer Science for All2 in the US 
are receiving signi� cantly increased 
government and corporate support. 
As languages change, curricula must 
be updated and teachers retrained. For 
example, Exploring Computer Science 
(www.exploringcs.org), which aims to 
democratize computer science in K–12 
schools in the US, uses seven program-
ming or markup languages: HTML, 
CSS, Java Script, R, Flash, Scratch, and 
Lego Mindstorms.

Given the substantial economic investment in soft-
ware and its importance to all aspects of society, one 
would expect the industry to use rigorous empirical 
methodologies to ascertain whether the bene� ts of 
eliminating or modifying programming languages or 
introducing new ones outweigh the disadvantages. As 
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Substantial industry and government 

investments in software are at risk due to 

changes in the underlying programming 

languages, despite the fact that such changes 

have no empirically verifi ed benefi ts. One way 

to address this problem is to establish rigorous 

evidence standards like those in medicine and 

other sciences.
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empirical evaluation, only 27 percent 
involved human use of a tool. Further, 
in 62 percent of these studies, the tool 
users were the authors  themselves—
an obvious conflict of interest and 
source of bias. Over the entire decade, 
just 44 studies had both independent 
test participants and a control group.

One might assume that work 
on programming-language design 
would have higher evidentiary stan-
dards given that much of it is funded 
by the NSF, which explicitly requires 
analysis of the broader impact of re-
search. However, a detailed survey by 
Antti-Juhani Kaijanahoo5 of the lit-
erature up to 2012 found only 22 ran-
domized controlled trials (RCTs) with 
human subjects.

Some language-design subfields 
lack any empirical foundation. For 
example, Phillip Uesbeck and his col-
leagues6 tracked the evidence stan-
dards of research presented at the In-
ternational Conference on Functional 
Programming from its founding in 
1996 to 2014 and found that not one 
study followed methodological guide-
lines like those recommended by the 
What Works Clearinghouse (WWC; ies 
.ed.gov/ncee/wwc) or the Consolidated 
Standards of Reporting Trials (CON-
SORT) Group (www.consort-statement 
.org)—for example, having a control 
group, randomly assigning partici-
pants to avoid bias, and using statistics 
to check assumptions. Nevertheless, 
this research community has vehe-
mently and successfully argued for 
the inclusion of functional features in 
popular programming languages such 
as Java, C++, and Snap!

EXISTING RESEARCH ON 
PROGRAMMING LANGUAGES
Although work on programming lan-
guages is limited, researchers have 
conducted some experiments. 

Evidence from one videotaped RCT 
of programming sessions suggests that 
static typing is generally more benefi-
cial than dynamic typing, perhaps be-
cause with the latter there are no type 
annotations on bind points and thus it 

takes time to discover what to pass to 
a function.7

Empirical research indicates that 
inexperienced programmers struggle 
with notations.8 Another RCT shows 
that, in C++, novices have particular 
trouble with lambda expressions.6 

A large-scale survey of Java com-
piler errors from students across the 
world9 reinforces RCT findings on 
common typing and syntax mistakes, 
suggesting a coherence between field 
and lab studies.

Another investigation found that 
blocks- and visualization-based pro-
gramming can be slightly more ben-
eficial than a purely text-based ap-
proach in certain regions of code, but 
not in others.10

Beyond these few studies, the vast 
majority of language features haven’t 
been evaluated using reasonable evi-
dence standards.

ALTERNATIVES TO EVIDENCE
Without evidence of the broader im-
pact of programming-language changes, 
on what grounds is the software engi-
neering community arguing for or 
against particular design choices?

Each year, hundreds of papers are 
published at conferences such includ-
ing PLDI (Programming Language 
Design and Implementation), OOPSLA 
(Object- Oriented Programming, Sys-
tems, Languages, and Applications), 
ICFP (the International Conference on 
Functional Programming), and ECOOP 
(the European Conference on Object- 
Oriented Programming). Mathemat-
ical approaches play an essential role 
in many of these papers—for example, 
the authors describe a new language 
construct, define its semantics and 
a type system for it, and then show a 
proof of type soundness. While use-
ful, mathematic reasoning alone won’t 
reveal whether a particular proposed 
feature is easy to understand or would 
actually be useful in practice.

Further, the call for papers at these 
venues is very odd compared to other 
scientific gatherings. For example, the 
calls for papers at the flagship OOPSLA 

conference in 2014–2016 stated that ac-
ceptable examples of evidence include 
“proofs, implemented systems, exper-
imental results, statistical analyses, 
case studies, and anecdotes.” ICFP has 
a similar statement. No other scientific 
field known to us accepts anecdotes as 
a standard of evidence.

In addition, the methodologies used 
by programming-language scholars 
are highly suspicious. For example, 
one common approach that we think 
lacks merit is the so-called cognitive 
dimensions of notations framework, a 
set of design principles conceived by 
Thomas R.G. Green in 1989 and ex-
panded in a 1996 article.11 According 
to Google Scholar this influential arti-
cle has been cited some 500 times, but 
Green’s theory wasn’t based on sound 
empirical evidence—by 1989 there 
had only been seven programming- 
language design studies.5

Another popular approach called 
grounded theory, which originated in 
the social sciences in 1967, describes a 
process to come up with new theories 
by making observations and reasoning 
about context. However, in a study of 
98 papers at software engineering con-
ferences that applied grounded-theory 
techniques, only eight actually came 
up with explicit theories.12

In sum, programming-language 
studies rely on such weak method-
ological procedures that it’s doubt-
ful whether they could even detect 
fraud, let alone be replicated by other 
scholars.

CHECKS AND BALANCES
To address the current methodolog-
ical regularities in programming- 
language research, we offer two main 
suggestions.

First, we implore software engi-
neering conferences and journals to 
adopt CONSORT as initial standards 
of evidence for empirical investiga-
tions. Such standards would need to be 
adapted from medicine to software en-
gineering, but they would provide guid-
ance for all stakeholders, including 
researchers, students, programmers, 
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and reviewers and editors seeking 
higher-quality evidence. Mathematical 
reasoning will always remain central 
to programming-language science, but 
we need significantly more input from 
developers and users.

Second, we should adopt similar 
strategies to those of the WWC in re-
gard to peer review. In our own expe-
rience, most reviewers have a sound 
grasp of theoretical principles but lack 
the expertise to evaluate empirical 
work. WWC uses reviewer certification, 
which might or might not be appropri-
ate for software engineering, but we 
must do something to stem the publica-
tion of methodologically tenuous work.

Substantial industry and govern-
ment investments in software 
are at risk from changes in the 

underlying programming languages, 
despite the fact that such changes 
have no empirically verified benefits. 
One way to address this long-standing 
problem is to establish rigorous evi-
dence standards like those in other sci-
ences, beginning with the adaptation 
of well-established methodological 
guidelines from medicine and educa-
tion to software engineering. 
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empirical evaluation, only 27 percent 
involved human use of a tool. Further, 
in 62 percent of these studies, the tool 
users were the authors  themselves—
an obvious conflict of interest and 
source of bias. Over the entire decade, 
just 44 studies had both independent 
test participants and a control group.

One might assume that work 
on programming-language design 
would have higher evidentiary stan-
dards given that much of it is funded 
by the NSF, which explicitly requires 
analysis of the broader impact of re-
search. However, a detailed survey by 
Antti-Juhani Kaijanahoo5 of the lit-
erature up to 2012 found only 22 ran-
domized controlled trials (RCTs) with 
human subjects.

Some language-design subfields 
lack any empirical foundation. For 
example, Phillip Uesbeck and his col-
leagues6 tracked the evidence stan-
dards of research presented at the In-
ternational Conference on Functional 
Programming from its founding in 
1996 to 2014 and found that not one 
study followed methodological guide-
lines like those recommended by the 
What Works Clearinghouse (WWC; ies 
.ed.gov/ncee/wwc) or the Consolidated 
Standards of Reporting Trials (CON-
SORT) Group (www.consort-statement 
.org)—for example, having a control 
group, randomly assigning partici-
pants to avoid bias, and using statistics 
to check assumptions. Nevertheless, 
this research community has vehe-
mently and successfully argued for 
the inclusion of functional features in 
popular programming languages such 
as Java, C++, and Snap!

EXISTING RESEARCH ON 
PROGRAMMING LANGUAGES
Although work on programming lan-
guages is limited, researchers have 
conducted some experiments. 

Evidence from one videotaped RCT 
of programming sessions suggests that 
static typing is generally more benefi-
cial than dynamic typing, perhaps be-
cause with the latter there are no type 
annotations on bind points and thus it 

takes time to discover what to pass to 
a function.7

Empirical research indicates that 
inexperienced programmers struggle 
with notations.8 Another RCT shows 
that, in C++, novices have particular 
trouble with lambda expressions.6 

A large-scale survey of Java com-
piler errors from students across the 
world9 reinforces RCT findings on 
common typing and syntax mistakes, 
suggesting a coherence between field 
and lab studies.

Another investigation found that 
blocks- and visualization-based pro-
gramming can be slightly more ben-
eficial than a purely text-based ap-
proach in certain regions of code, but 
not in others.10

Beyond these few studies, the vast 
majority of language features haven’t 
been evaluated using reasonable evi-
dence standards.

ALTERNATIVES TO EVIDENCE
Without evidence of the broader im-
pact of programming-language changes, 
on what grounds is the software engi-
neering community arguing for or 
against particular design choices?

Each year, hundreds of papers are 
published at conferences such includ-
ing PLDI (Programming Language 
Design and Implementation), OOPSLA 
(Object- Oriented Programming, Sys-
tems, Languages, and Applications), 
ICFP (the International Conference on 
Functional Programming), and ECOOP 
(the European Conference on Object- 
Oriented Programming). Mathemat-
ical approaches play an essential role 
in many of these papers—for example, 
the authors describe a new language 
construct, define its semantics and 
a type system for it, and then show a 
proof of type soundness. While use-
ful, mathematic reasoning alone won’t 
reveal whether a particular proposed 
feature is easy to understand or would 
actually be useful in practice.

Further, the call for papers at these 
venues is very odd compared to other 
scientific gatherings. For example, the 
calls for papers at the flagship OOPSLA 

conference in 2014–2016 stated that ac-
ceptable examples of evidence include 
“proofs, implemented systems, exper-
imental results, statistical analyses, 
case studies, and anecdotes.” ICFP has 
a similar statement. No other scientific 
field known to us accepts anecdotes as 
a standard of evidence.

In addition, the methodologies used 
by programming-language scholars 
are highly suspicious. For example, 
one common approach that we think 
lacks merit is the so-called cognitive 
dimensions of notations framework, a 
set of design principles conceived by 
Thomas R.G. Green in 1989 and ex-
panded in a 1996 article.11 According 
to Google Scholar this influential arti-
cle has been cited some 500 times, but 
Green’s theory wasn’t based on sound 
empirical evidence—by 1989 there 
had only been seven programming- 
language design studies.5

Another popular approach called 
grounded theory, which originated in 
the social sciences in 1967, describes a 
process to come up with new theories 
by making observations and reasoning 
about context. However, in a study of 
98 papers at software engineering con-
ferences that applied grounded-theory 
techniques, only eight actually came 
up with explicit theories.12

In sum, programming-language 
studies rely on such weak method-
ological procedures that it’s doubt-
ful whether they could even detect 
fraud, let alone be replicated by other 
scholars.

CHECKS AND BALANCES
To address the current methodolog-
ical regularities in programming- 
language research, we offer two main 
suggestions.

First, we implore software engi-
neering conferences and journals to 
adopt CONSORT as initial standards 
of evidence for empirical investiga-
tions. Such standards would need to be 
adapted from medicine to software en-
gineering, but they would provide guid-
ance for all stakeholders, including 
researchers, students, programmers, 
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If you have been following developments in software engi-
neering in recent years, you have probably noticed that the 
term "DSL" (domain-specific language) has become a mi-
nor buzzword in that field. You may have concluded that 
this is a hot new idea that is certainly not ready for applica-
tion in real life. But, as I will show in this article, computa-
tional scientists (and others) have been using DSLs for 
decades. What is new is not DSLs per se, but the name and 
the attention given to them. 

As the name says, a DSL is first and foremost a language. 
In the context of computing, this means a formal language, 

or one that can be processed mechanically by algorithms. The definition of a formal language 
consists of two parts: syntax defines which byte sequences are valid elements in the language, 
and semantics assigns a meaning to each valid element. For example, HTML syntax defines start 
tags (such as <h1>) and end tags (such as </h1>) and prescribes that they must occur as match-
ing pairs, whereas HTML semantics says that the text between <h1> and </h1> is a top-level 
heading. 

The qualifier “domain-specific” indicates that a language was designed specifically for a re-
stricted application domain, as opposed to general-purpose or broad-spectrum languages that aim 
to be useful in many application domains. HTML is a DSL because it was designed to represent 
web documents and nothing else. Python is an example of a general-purpose language because 
you can encode almost any kind of digital information in Python. 

Given that there are general-purpose languages like Python, what’s the point of more-limited 
languages like HTML? Why don’t we just store web documents as Python scripts, using the Ele-
mentTree module, for example? There are several good reasons. To start with, the same web 
document would be longer and more complex when written in Python than in HTML. Web doc-
uments would thus be more difficult to read and write for human authors. Moreover, a web 
browser would have to know the entire Python language and come up with some way to detect 
whether the Python script really is a web document. It can’t just run the script and see what hap-
pens, because the script might be malicious and delete all the files on the computer. From a secu-
rity point of view, a limited language that doesn’t allow malicious operations is a clear 
advantage. And for a language intended to be processed by many application programs, simplic-
ity makes everybody’s life easier. 
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As this example shows, a DSL is (1) more than, (2) less than, and (3) different from a general-
purpose language. It is more in that it provides domain-specific functionality that a general-pur-
pose language would have to acquire via a library. It is less in that it doesn't provide superfluous 
functionality that makes the information more difficult to process and, at worst, could become 
dangerous. It is different in that it is optimized for a narrow range of information types right 
from the start, allowing a more concise representation. 

To end the theoretical part of my discussion of DSLs, let me add that the distinction between 
“domain-specific” and “general-purpose” is more one of intended use than of technical charac-
teristics. As an example, consider the TeX language that many scientists use for writing their 
publications. Its intended purpose is typesetting, but technically it has all the required properties 
for a general-purpose language, in particular Turing-completeness. TeX can therefore be 
(ab)used for other applications, such as simulating a Mars rover (sdh33b.blog-
spot.fr/2008/07/icfp-contest-2008.html). Exploring the limits of a language has its merits beyond 
the intellectual challenge of winning a contest, in particular, when it comes to detecting security 
problems. However, I still consider TeX a DSL rather than a general-purpose language, in spite 
of the possibility of using it for Mars rover simulations. 

The two examples I have given, HTML and TeX, are both related to electronic documents, and 
that application domain has many more DSLs to offer. HTML is complemented by other web-
standard DSLs such as MathML for formulas and SVG for vector graphics. More recently, light-
weight markup languages such as Markdown and reStructuredText have become very popular. 
And, at the printing-press end of the publishing chain, we find DSLs such as PostScript and 
PDF.  

At this point, I can almost hear the protesting murmurs. PDF is not a language, it’s a file format! 
But then, isn’t HTML a file format as well? Yes, if you prefer. There is, in fact, a significant 
overlap between file formats and DSLs. The two terms represent different points of view rather 
than distinct concepts. The term “file format” emphasizes the technical aspect of data manage-
ment: how to store data in a file such that a program can read it. The term “language” empha-
sizes the human–computer interfacing aspect: representing information in such a way that is 
makes sense to both computers and their users. Purely machine-oriented file formats, and in par-
ticular binary formats, would not be considered DSLs, and therefore PDF is indeed a borderline 
case (it’s a container file format inside which page contents are defined in PostScript, which is a 
DSL by any reasonable definition). But every file format meant to be read or written by humans, 
be they software developers or users, qualifies as a DSL. 

In scientific computing, we find two dominant approaches to the human–computer interface (not 
considering GUIs, because they are used for a very different type of interaction). The traditional 
one is to write application programs, usually in a compiled language such as Fortran or C++, that 
have a broad but fixed functionality. Such programs tend to require a large number of parameters 
and input files, which they read from a file typically referred to as an “input,” “control,” or “con-
figuration file.” Because humans write these files, their formats should be treated as DSLs. A 
more recent alternative approach is to create a collection of interoperating libraries and let users 
write scripts that combine items from these libraries for doing a specific computation. The scien-
tific Python ecosystem is probably the best-known example of this approach. The problem-spe-
cific information is contained in a script, expressed in a general-purpose language rather than a 
DSL. 

I will illustrate these two approaches with a hypothetical example: the computation of the elec-
trostatic potential of a set of point charges. A traditional program would require an input file to 
look like this: 

0. 0. 0.  1. 
0. 1. 0. -1. 
1. 0. 0. -1. 
1. 1. 0.  1. 

The program’s user manual would explain that each line describes one point charge by four 
floating-point numbers separated by spaces, the first three numbers being the Cartesian coordi-
nates in nanometers, and the last number being the charge in elementary charge units. Without 
this explanation, the file would be impossible for a human reader to interpret. Even for a reader 
who knows that the file describes four point charges, it is not obvious whether they are stored by 
line or by column, whether the charge comes first or last, or what the units are. 

89January/February 2018 www.computer.org/cise

 

 

DEPARTMENT: Scientific Programming 

Domain-Specific 
Languages in Scientific 
Computing 
 

If you have been following developments in software engi-
neering in recent years, you have probably noticed that the 
term "DSL" (domain-specific language) has become a mi-
nor buzzword in that field. You may have concluded that 
this is a hot new idea that is certainly not ready for applica-
tion in real life. But, as I will show in this article, computa-
tional scientists (and others) have been using DSLs for 
decades. What is new is not DSLs per se, but the name and 
the attention given to them. 

As the name says, a DSL is first and foremost a language. 
In the context of computing, this means a formal language, 

or one that can be processed mechanically by algorithms. The definition of a formal language 
consists of two parts: syntax defines which byte sequences are valid elements in the language, 
and semantics assigns a meaning to each valid element. For example, HTML syntax defines start 
tags (such as <h1>) and end tags (such as </h1>) and prescribes that they must occur as match-
ing pairs, whereas HTML semantics says that the text between <h1> and </h1> is a top-level 
heading. 

The qualifier “domain-specific” indicates that a language was designed specifically for a re-
stricted application domain, as opposed to general-purpose or broad-spectrum languages that aim 
to be useful in many application domains. HTML is a DSL because it was designed to represent 
web documents and nothing else. Python is an example of a general-purpose language because 
you can encode almost any kind of digital information in Python. 

Given that there are general-purpose languages like Python, what’s the point of more-limited 
languages like HTML? Why don’t we just store web documents as Python scripts, using the Ele-
mentTree module, for example? There are several good reasons. To start with, the same web 
document would be longer and more complex when written in Python than in HTML. Web doc-
uments would thus be more difficult to read and write for human authors. Moreover, a web 
browser would have to know the entire Python language and come up with some way to detect 
whether the Python script really is a web document. It can’t just run the script and see what hap-
pens, because the script might be malicious and delete all the files on the computer. From a secu-
rity point of view, a limited language that doesn’t allow malicious operations is a clear 
advantage. And for a language intended to be processed by many application programs, simplic-
ity makes everybody’s life easier. 
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 SCIENTIFIC PROGRAMMING 

Next, let’s look at a Python script using a hypothetical library called ElectrostaticPotential: 

from ElectrostaticPotential import ChargeSystem 
import numpy as np 
 
charges = [(np.array([0., 0., 0.]),  1.), 
           (np.array([0., 1., 0.]), -1.), 
           (np.array([1., 0., 0.]), -1.), 
           (np.array([1., 1., 0.]),  1.)] 
energy = ChargeSystem(charges).potential_energy() 
print("The energy is", energy) 

In this case, it would be the library’s user manual that explains how to store the positions and 
charges in Python data structures, and in which units the values must be given. For the reader of 
the file, the Python code provides much useful context. Contrary to the input file containing 
nothing but 16 numbers, the script explicitly refers to charges and potentials. A reader with a 
basic knowledge of electrostatics and the Python language could easily identify the position and 
charge values from this context, but would remain in the dark concerning their units.  

The 16-number program input file clearly suffers from a lack of explicit context (the type of in-
formation, including the units) and from a lack of structure (which values are the charges?) that 
would permit basic error checking. The Python script adds the structure and some of the context, 
but still lacks unit information. On the other hand, the Python script also contains too much in-
formation for the purpose of describing a point charge system: it refers to a specific library 
(ElectrostaticPotential) and to a specific computation (potential energy). Moreover, it also con-
tains scientifically irrelevant technical details, such as the use of three different sequence data 
structures (lists, tuples, and arrays). If I want to compute something else, say the total charge of 
my system, using a different library, I have to write another script from scratch, probably using 
somewhat different data structures. I end up having two copies of my point charge system defini-
tion that I might have to keep in sync for a while as my research project evolves. 

So, what would a proper DSL for point charge systems look like? A good starting point is to 
consider how the information would be presented in a scientific article. My choice would be the 
format in Table 1. 

Table 1. Position and charge. 

position [nm] charge [e] 

0. 0. 0.  1. 

0. 1. 0. -1. 

1. 0. 0. -1. 

1. 1. 0.  1. 

 

Table 1 contains exactly the information we want to store, neither more nor less. This could be 
translated straightforwardly into a machine-readable file: 

| position [nm] | charge [e] | 
|---------------|------------| 
| 0. 0. 0.      |  1.        | 
| 0. 1. 0.      | -1.        | 
| 1. 0. 0.      | -1.        | 
| 1. 1. 0.      |  1.        | 
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To make sure that this table syntax is a valid formal language, I would have to show that it can 
be parsed unambiguously by a computer program. The proof would consist of actually writing a 
parser, but I can spare myself that effort because others have already done it: I have borrowed 
the table syntax from an extension to the lightweight markup language Markdown, which is 
parsed by the popular file format converter pandoc (www.pandoc.org/), among others. 

Compared to the original input file, this point-charge-systems DSL has the advantage of being 
immediately comprehensible to a human reader, because all information is explicit. Note that the 
presence of a unit indication does not imply that every program reading such a file must be able 
to handle arbitrary length and charge units. It might well report an error if the units are different 
from what it expects. In fact, the definition of the DSL (which I have not given) might well pre-
scribe that the input table must have exactly two columns with exactly the headings given in the 
example, making the first line completely redundant. It’s up to the DSL designer to choose the 
right compromise between generality and simplicity. The main difference between the DSL and 
file format point of view is that the former can lead to requiring redundant information for the 
benefit of human readers, and require software to verify it as part of error checking. 

The main obstacle to human-friendly DSLs is the effort required to implement them. Computa-
tional scientists are not specialists in parser development, so it’s not something they are particu-
larly eager to do. There are, however, various libraries and tools, called parser generators, that 
make the task easier. But even if you prefer to avoid writing parsers altogether (like myself, as I 
will happily admit), there are useful compromises that are much easier to implement while re-
taining many of the advantages of human-optimized DSLs. The general idea is to pick a syntax 
for generic data structures and express your DSL in terms of them. You can then use an off-the-
shelf parser for the data structure syntax—you don’t have to write your own. As a bonus, you 
might find that your favorite text editor already supports such data structure syntax. 

Let me show you some concrete examples. A popular generic data structure syntax is YAML 
(www.yaml.org/), which calls itself a data serialization language. One way to encode our point 
charge system in YAML is 

columns: 
 - position: nm 
 - charge: e 
records: 
 - [[0., 0., 0.],  1.] 
 - [[0., 1., 0.], -1.] 
 - [[1., 0., 0.], -1.] 
 - [[1., 1., 0.],  1.] 

Parsing this with the PyYAML library (github.com/yaml/pyyaml) returns a simple Python data 
structure that any Python programmer should know how to process: 

{'columns': [{'position': 'nm'}, 
             {'charge': 'e'}], 
 'records: [[[0.0, 0.0, 0.0], 1.0], 
           [[0.0, 1.0, 0.0], -1.0], 
           [[1.0, 0.0, 0.0], -1.0], 
           [[1.0, 1.0, 0.0], 1.0]]} 

Another generic data structure syntax is known as s-expressions. It is probably the oldest one, 
having been developed originally for the Lisp programming language in the 1950s. A possible 
encoding of our point charge system in terms of s-expressions looks like this: 

(point-charges ((position nm) (charge e)) 
               ((0. 0. 0.)       1.) 
               ((0. 1. 0.)      -1.) 
               ((1. 0. 0.)      -1.) 
               ((1. 1. 0.)       1.)) 

Again, parsers exist for use with many programming languages. Python programmers can turn to 
the sexpdata library (sexpdata.readthedocs.io/) and obtain a Python data structure with next to no 
effort: 
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Next, let’s look at a Python script using a hypothetical library called ElectrostaticPotential: 
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           (np.array([1., 0., 0.]), -1.), 
           (np.array([1., 1., 0.]),  1.)] 
energy = ChargeSystem(charges).potential_energy() 
print("The energy is", energy) 

In this case, it would be the library’s user manual that explains how to store the positions and 
charges in Python data structures, and in which units the values must be given. For the reader of 
the file, the Python code provides much useful context. Contrary to the input file containing 
nothing but 16 numbers, the script explicitly refers to charges and potentials. A reader with a 
basic knowledge of electrostatics and the Python language could easily identify the position and 
charge values from this context, but would remain in the dark concerning their units.  

The 16-number program input file clearly suffers from a lack of explicit context (the type of in-
formation, including the units) and from a lack of structure (which values are the charges?) that 
would permit basic error checking. The Python script adds the structure and some of the context, 
but still lacks unit information. On the other hand, the Python script also contains too much in-
formation for the purpose of describing a point charge system: it refers to a specific library 
(ElectrostaticPotential) and to a specific computation (potential energy). Moreover, it also con-
tains scientifically irrelevant technical details, such as the use of three different sequence data 
structures (lists, tuples, and arrays). If I want to compute something else, say the total charge of 
my system, using a different library, I have to write another script from scratch, probably using 
somewhat different data structures. I end up having two copies of my point charge system defini-
tion that I might have to keep in sync for a while as my research project evolves. 

So, what would a proper DSL for point charge systems look like? A good starting point is to 
consider how the information would be presented in a scientific article. My choice would be the 
format in Table 1. 

Table 1. Position and charge. 

position [nm] charge [e] 

0. 0. 0.  1. 

0. 1. 0. -1. 

1. 0. 0. -1. 

1. 1. 0.  1. 

 

Table 1 contains exactly the information we want to store, neither more nor less. This could be 
translated straightforwardly into a machine-readable file: 

| position [nm] | charge [e] | 
|---------------|------------| 
| 0. 0. 0.      |  1.        | 
| 0. 1. 0.      | -1.        | 
| 1. 0. 0.      | -1.        | 
| 1. 1. 0.      |  1.        | 
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[Symbol('point-charges), 
 [[Symbol('position'), Symbol('nm')], 
  [Symbol('charge'), Symbol('e')]], 
[[0.0, 0.0, 0.0], 1.0], 
[[0.0, 1.0, 0.0], -1.0], 
[[1.0, 0.0, 0.0], -1.0], 
[[1.0, 1.0, 0.0], 1.0]] 

One of the big ideas of Lisp is to use the flexible data structure notation of s-expressions not only 
for data, but also for code. This feels weird at first to anyone coming to Lisp from other lan-
guages, but to those who persist until they get used to it, the syntactical uniformity starts to show 
its advantages. One of them is the ease of adding small DSLs to one’s programs using Lisp mac-
ros. If macros were invented today, they would perhaps be called DSL compilers, because that’s 
exactly what they are. Note, however, that these are so-called embedded DSLs because they are 
used inside a program, not in separate files. Python programmers can try this out for themselves 
using Hy (docs.hylang.org/), which is an alternative s-expression syntax for Python. Hy can also 
be considered a Pythonic dialect of Lisp because it supports macros. Using Hy macros, you can 
develop DSLs that are sub- or supersets of Python, or both, with relatively little effort, as long as 
your DSL syntax fits into the overall s-expression syntax. 

In case you end up addicted to DSL development, your ultimate drug is the Racket language 
(www.racket-lang.org/), which claims to be “the world’s first ecosystem for developing and de-
ploying new languages.” Racket has a Lisp heritage and favors s-expressions for everything, but 
it also lets you plug in your own parser for your own syntax. With such a language-development 
toolkit, designing and implementing DSLs requires no more effort than designing and imple-
menting GUIs. Note that I am not saying that either one is trivial, but both are within the reach of 
motivated software developers. DSLs are a better match than GUIs for many scientific compu-
ting tasks, so I hope scientific software developers will explore this option more intensively than 
they did in the past. Some examples from the Racket ecosystem worth looking at to appreciate 
the potential of DSLs are: Scribble (docs.racket-lang.org/scribble/), a DSL for electronic docu-
ments; Slideshow (docs.racket-lang.org/slideshow/index.html?q=slideshow), a DSL for slide-
based presentations; and Video (lang.video/), a DSL for video editing. 

The one guiding principle to keep in mind when designing DSLs is to focus on the human user’s 
perspective, starting with your own. Ask yourself how you would ideally write down your scien-
tific data or computation for a computer. Assume first that there are no software-related con-
straints, as if you were taking notes to share with a colleague. Then try to express the same 
information using generic data structures, for example in YAML or in s-expressions. Finally, if 
you believe that moving to a nicer syntax is worth the additional effort, write your own parser. 
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INSIGHTS

Thomas Ronzon: In your experi-
ence, what does company-wide agil-
ity imply?

Jutta Eckstein: Company-wide agil-
ity is the organizational answer to 
today’s challenges. We’re living in a 
volatile, uncertain, complex, and am-
biguous (VUCA) world. Customer 
needs are changing rapidly, markets 
are disrupted, and digitalization hits 
every industry. Companies that aren’t 

agile (in the literal sense, meaning 
adaptive, responsive, flexible, and 
nimble) struggle keeping up with 
these challenges. In our experience, 
for example, in (the) car manufactur-
ing or banking (industries) agreeing 
on yearly budgets is too slow. The 
same mentality that likes yearly bud-
gets advocates a process of develop-
ing job descriptions and looking for 
people to fi t the jobs. This process 
ignores the need to fi nd people—re-
gardless of their job assignment—
who have the power to innovate and 
learn continuously. Without high pri-
ority for continuous learning on all 

levels and in all areas, processes that 
were adequate in the old world stabi-
lize and quickly become inadequate 
in today’s world.

Thus, company-wide agility com-
bines proven principles by synergizing 
Beyond Budgeting, Open Space, So-
ciocracy, and Agile (in short, BOSSA 
nova) into an overarching theory of 
agility, as detailed in “Background 
and Meaning of Budgeting, Open 
Space, Sociocracy, and Agile Nova.” 
This synthesis of four disciplines pro-
vides a framework for implementing 
safe probes that can address all the 
aforementioned challenges. This way, 

Making Companies 
Nimble—From Software 
Agility to Business Agility
A Conversation With the Authors
Thomas Ronzon, John Buck, and Jutta Eckstein

Digital Object Identifi er 10.1109/MS.2018.2874321
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From the Editors

 Companies are facing turbulent times. Markets are changing or being disrupted, 

customers expect individualized products, and the demand for products seem to 

change continuously. These turbulent times require not only information technol-

ogy departments but whole companies to be agile. In this installment of “Insights,” 

Thomas Ronzon talks with Jutta Eckstein and John Buck on what is needed for 

 company-wide agility. You can learn more about their collected experiences in 

their book Company-Wide Agility With Beyond Budgeting, Open Space & Sociocracy: 

Survive and Thrive on Disruption.1
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a company can not only survive but 
also thrive on disruption.

Company-wide agility means ev-
eryone is included in agile processes, 
strategies, and structures. However, 
agility, as practiced by information 
technology (IT) departments, in-
cludes unique requirements of soft-
ware development and, therefore, 

doesn’t generalize easily to the 
C-suite. The BOSSA Nova synthesis 
seems better equipped to align spirit 
and inspiration.

John Buck: Company-wide agil-
ity means the whole company is 
in sync, including and especially 
the board of directors and even the 

shareholders and customers. For  
example, I recently encountered a 
striking example of a company with 
a significant disconnect between top 
management and the workforce. I 
was a speaker at a special daylong 
conference for employees at a large 
company. I had a hunch that while 
the staff and even the chief informa-
tion officer were quite alive with in-
spiration and creativity (operating in 
an agile way), there was a disconnect 
with the board, the chief executive 
officer, and most of the C-suite. I de-
cided to do a quick check of my intu-
ition by asking my audience to give 
me words and phrases that would de-
scribe the spirit of their corporation. 
The audience offered some inspiring 
descriptors, but I noted that none 
of the words or images matched the 
words of the company’s purpose and 
vision statement that appears in large 
lettering at the entrance to the com-
pany’s cafeteria! When I pointed out 
the discrepancy to the audience, they 
looked sheepish. It added credence to 
my hunch of a disconnect between 
the top and everyone else.

Thomas: How does your approach 
differ from approaches to scaling ag-
ile such as DAD, SAFe, and LeSS, to 
name just a few? 

Jutta: Our approach is not about scal-
ing Agile, it is about helping compa-
nies become agile. The difference is 
scaling Agile comes from an IT per-
spective and uses the (proven) soft-
ware development approaches for 
scaling these to, for example, the 
portfolio level. BOSSA Nova regards 
Agile as one discipline among several, 
and it takes a holistic perspective to-
ward the company not one coming 
from IT. Thus, BOSSA Nova focuses 
not only on the process(es) but also 
on the strategy and the structure.

BACKGROUND AND MEANING OF 
BUDGETING, OPEN SPACE, SOCIOCRACY, 

AND AGILE NOVA

Budgeting, Open Space, Sociocracy, and Agile (BOSSA nova) is a synthesis of 
the following four different disciplines:

1) Beyond Budgeting is a management model that is more empowered and 
adaptive (that is, it is beyond command and control) and encourages 
abandoning the practice of fixing budgets annually. 

2) Open Space is a facilitation technique that is also known as an unconfer-
ence style. Open Space is based on inviting everyone to bring up ideas 
and self-responsibly learning while helping others to learn. 

3) Sociocracy, meaning rule by the socios or people who know each other, is 
a method of organizing a company’s power structure such that everyone 
has a voice in policy decision making, either directly or through a repre-
sentative they elect.

4) Agile, which originated in software development, is based on continuously 
inspecting and adapting for delivering early and frequently the highest 
possible value to the customer. 

The acronym BOSSA Nova is related to “bossa nova” and represents the 
following:

1) It is a special kind of music, a fusion of cool jazz and samba, not unlike 
BOSSA Nova, which is a fusion of different disciplines.

2) It is an intricate dance. As a dancer, you adapt to the music being 
played, your dance partner, and everyone else on the dance floor. But 
the way you dance also influences the music being played as well as 
the other dancers. In the same way, a BOSSA Nova company is influ-
enced (changed) by implementing BOSSA Nova, but it also influences its 
ecosystem. 

3) And finally, bossa nova in Portuguese means new trend or new wave, 
and, of course, we hope that the same is true for BOSSA Nova.
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BOSSA NOVA PRINCIPLES

Budgeting, Open Space, Sociocracy, and Agile (BOSSA 
nova) (Figure S1) is based on four values:

 • self-organization
 • transparency
 • constant customer focus
 • continuous learning.

As mentioned previously, today, companies live in a 
volatile, uncertain, complex, and ambiguous (VUCA) world. 
According to Cynefin, managing in complex environments 
calls for an approach of “probe, sense, respond.”S1 In other 
words, if you face a complex situation, there is no recipe or 
formula you can follow. You can make reliable predictions 
in complicated situations but not in complex ones. Rather 

than simple recipes, we suggest probes to help you start 
experimenting to test possible solutions. The probes can 
be used either as-is (if appropriate) or as an inspiration for 
your own best-fit probe. Note there is no failure, because no 
matter if the probe is failing or succeeding, the emphasis 
is always on the learning. Thus, you need to stress that the 
goal is learning, not whether the probe will be a success. 
This marks the probe as being “safe to fail.”

As an example, here is the probe: How can we leverage 
the existing network?

BACKGROUND
According to Karen Stephenson, in every company, there 
are many trust networks in place for different kinds of 
work.S2 The leaders of these networks often powerfully 

Transparency

Self-Organization Continuous Learning

Constant Customer Focus

Create transparency for all involved in
two directions by providing information

and lowering the barriers to those
seeking information.

Use accountable cross-functional
teams that select themselves and

follow their passion with
responsibility.

Always learn and contribute to others
learning, get feedback and adapt.

“Focus Wide” on every aspect of the
company: product and process,

structure and strategy, and individual
contributions and people.

Beyond
Budgeting

Open
Space

Sociocracy

Agile

FIGURE S1. The four values of BOSSA nova.
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a company can not only survive but 
also thrive on disruption.

Company-wide agility means ev-
eryone is included in agile processes, 
strategies, and structures. However, 
agility, as practiced by information 
technology (IT) departments, in-
cludes unique requirements of soft-
ware development and, therefore, 

doesn’t generalize easily to the 
C-suite. The BOSSA Nova synthesis 
seems better equipped to align spirit 
and inspiration.

John Buck: Company-wide agil-
ity means the whole company is 
in sync, including and especially 
the board of directors and even the 

shareholders and customers. For  
example, I recently encountered a 
striking example of a company with 
a significant disconnect between top 
management and the workforce. I 
was a speaker at a special daylong 
conference for employees at a large 
company. I had a hunch that while 
the staff and even the chief informa-
tion officer were quite alive with in-
spiration and creativity (operating in 
an agile way), there was a disconnect 
with the board, the chief executive 
officer, and most of the C-suite. I de-
cided to do a quick check of my intu-
ition by asking my audience to give 
me words and phrases that would de-
scribe the spirit of their corporation. 
The audience offered some inspiring 
descriptors, but I noted that none 
of the words or images matched the 
words of the company’s purpose and 
vision statement that appears in large 
lettering at the entrance to the com-
pany’s cafeteria! When I pointed out 
the discrepancy to the audience, they 
looked sheepish. It added credence to 
my hunch of a disconnect between 
the top and everyone else.

Thomas: How does your approach 
differ from approaches to scaling ag-
ile such as DAD, SAFe, and LeSS, to 
name just a few? 

Jutta: Our approach is not about scal-
ing Agile, it is about helping compa-
nies become agile. The difference is 
scaling Agile comes from an IT per-
spective and uses the (proven) soft-
ware development approaches for 
scaling these to, for example, the 
portfolio level. BOSSA Nova regards 
Agile as one discipline among several, 
and it takes a holistic perspective to-
ward the company not one coming 
from IT. Thus, BOSSA Nova focuses 
not only on the process(es) but also 
on the strategy and the structure.

BACKGROUND AND MEANING OF 
BUDGETING, OPEN SPACE, SOCIOCRACY, 

AND AGILE NOVA

Budgeting, Open Space, Sociocracy, and Agile (BOSSA nova) is a synthesis of 
the following four different disciplines:

1) Beyond Budgeting is a management model that is more empowered and 
adaptive (that is, it is beyond command and control) and encourages 
abandoning the practice of fixing budgets annually. 

2) Open Space is a facilitation technique that is also known as an unconfer-
ence style. Open Space is based on inviting everyone to bring up ideas 
and self-responsibly learning while helping others to learn. 

3) Sociocracy, meaning rule by the socios or people who know each other, is 
a method of organizing a company’s power structure such that everyone 
has a voice in policy decision making, either directly or through a repre-
sentative they elect.

4) Agile, which originated in software development, is based on continuously 
inspecting and adapting for delivering early and frequently the highest 
possible value to the customer. 

The acronym BOSSA Nova is related to “bossa nova” and represents the 
following:

1) It is a special kind of music, a fusion of cool jazz and samba, not unlike 
BOSSA Nova, which is a fusion of different disciplines.

2) It is an intricate dance. As a dancer, you adapt to the music being 
played, your dance partner, and everyone else on the dance floor. But 
the way you dance also influences the music being played as well as 
the other dancers. In the same way, a BOSSA Nova company is influ-
enced (changed) by implementing BOSSA Nova, but it also influences its 
ecosystem. 

3) And finally, bossa nova in Portuguese means new trend or new wave, 
and, of course, we hope that the same is true for BOSSA Nova.
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John: If I hear someone talking about 
“scaling Agile,” I hear them saying, ‘I 
am trying to develop something new 
without leaving my familiar frame-
work.’ In the world of education 
there is a concept called transforma-
tive learning, which means gaining 
new insights by jumping out of your 
familiar worldview. By synthesizing 
different streams of management de-
velopment, BOSSA Nova encourages 
“framework surfing.” The synthesis is 
something new and encourages you to 
be aware of your chosen “box.” Once 
you are aware of it, you can think out-
side that box.

T homas:  So you descr ibe how 
to bring the agile idea through-
out a whole organization. Who will 

benefit from reading your book 
then? The management or the staff?

John: Both! All four BOSSA Nova dis-
ciplines are pretty consistent in valu-
ing everyone’s voice and encouraging 
everyone to take leadership initiatives.

Jutta: Actually, not only manage-
ment and staff, but also consultants 
and coaches; everyone can influence a 
huge change like this. The key thing 
is, it has to start somewhere. And, 
exactly where and by whom doesn’t 
really matter. (See “BOSSA Nova 
Principles.”)

Thomas: Okay, but how can you get 
people to care about agility when 
they’ve never heard of it? When I 

think of some of my customers in 
certain old-fashioned companies, 
the managers are unfamiliar with it. 
How can they be “awakened”?

John: That’s simple. Give them a 
copy of our book (laughs). Hmm 
… you’d probably like a serious an-
swer, too. Personally, I really like 
the change-management frame-
work of Diffusion of Innovations. 
There are whole books about it 
and a good Wikipedia article.5,6 In 
diffusion-of-innovation parlance, 
the managers you’re talking about 
are probably “late-majority” folks.

Jutta: Well, before any kind of change 
starts, there has to be a need for a 
change. In my experience, also in 

influence the dynamic structure of the company. Can we 
directly address this often hidden leadership structure to 
get assistance in building alignment?

HYPOTHESIS
If we identify hidden trust leaders and get them together, 
they will, together, be able to improve the company’s align-
ment for customer focus. 

EXPERIMENT
Conduct surveys to determine “Who in the company do 
we trust the most regarding our relationships with our 
customers?” The survey process should identify persons 
who “know how the system really works,” “won’t blab if 
I share a problem or mistake with them,” “have a good 
relationship with the customers,” and/or “intuits the cus-
tomers’ needs.” The persons identified are now visible. 
They build the trust network that aligns with customer 
focus. Introduce the people identified to each other and 
invite them to participate in an ad hoc cross-functional 
team. The team builds the company’s culture by coming 

up with improvements, such as decreasing the response 
time for customers’ requests, repeating business, or mini-
mizing waste (for example, unsold inventory, unneces-
sary or very complicated processes, output rather than 
outcome, and so on). All of these improvements should pre 
and postmeasured. 

ALL IN ALL
So, BOSSA Nova, in short, means “ to never stop trying, 
learning, changing.” The next step is for you to try this 
or other experiments. You can do so even if your orga-
nization is confronted with budget and workload chal-
lenges; in fact, that might be the best time to start! 
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old-fashioned companies, people talk 
about, for example, digitalization and 
how this will impact their business. 
This means that currently all compa-
nies are wondering how they need to 
change to survive and thrive the dis-
ruption that’s going on right now. And 
yes, as this is related to change, as John 
points out, there might be people (and 
thus companies) who will try to ignore 
the need for change as long as possible, 
and maybe for too long. And note, we 
talk about company-wide agility, not 
about using Scrum or something of 
the like, because a stand-up meeting 
doesn’t necessarily help a company be-
come more adaptive, flexible, respon-
sive, and nimble.

Thomas: I agree. And what do early 
adopters of your principles and the 
probes report?

John: For instance, Titansoft in Sin-
gapore and Taiwan is experimenting 
with the whole BOSSA Nova synthe-
sis. However, a number of companies 
contributed insights sections to our 
book that describe how they have been 
probing and experimenting, looking 
for better ways to organize, which is a 
core message of our book. The compa-
nies include ING, Walmart, Ericsson, 
Spotify, and Statoil.

Jutta: The great thing about the 
BOSSA Nova synthesis is that all these 
principles are tried and proven. Many 
were created starting in the 1970s (Be-
yond Budgeting and Sociocracy).2–4 
However, what’s new is the synthesis 
of these principles. We are aware of 
many companies (and our own clients) 
who have combined the principles of 
two or three of the four disciplines 
(such as Agility, Sociocracy, and Open 
Space; or Agility, Beyond Budgeting, 
and Open Space), but not many are 
combining all four of them. We can 

only wonder where Titansoft’s “Never 
Stop Improving” journey will take 
them next! (See “Feedback from the 
Early Adopter Titansoft.”)

Thomas: How did these early adopt-
ers get started and become successful?

John: The earliest adopters have 
strongly valued (the notion of) al-
ways developing. You can’t learn 
to dance by being a shy wallflower. 

Even classic companies can enjoy 
trying a few BOSSA Nova dance 
steps. It all begins with intention of 
seeing what’s outside our current 
framework of viewing the world. 
And, that may involve courage; forg-
ing ahead in the face of anxiety, fear, 
embarrassment, and skepticism.

Jutta: Early adopters experience that it 
is more and more difficult to stabilize 
on structure, strategy, or processes. 

FEEDBACK FROM THE EARLY  
ADOPTER TITANSOFT

A 12-year-old company with 200 employees in Singapore and Taiwan, Titan-
soft offers games as well as software development and systems services in 
10 languages and 50 countries. Its motto is “Never Stop Developing.” 

In 2014, Titansoft started to adopt Agile and Scrum because “Agile seems 
faster.” Production improved, and they also found themselves facing new prob-
lems such as communications across departments. They next began experi-
menting with Open Space. There was a day when the entire company took a 
break from work, came together, and discussed topics related to the theme of 
communication. They were delighted with the outcome and later in the year 
held a second Open Space gathering with the theme of “How can we create 
the most impact in the next three months?” The difficult part emerged after the 
Open Space happened, for example, “How do we sustain momentum for the 
action topics generated?”

Among other problems, the action arenas did not fit into teams’ daily tasks, 
and there were no official chains of controls from departments to teams. They 
introduced the Sociocracy framework to the organization in early 2017 to ad-
dress these issues, with an initial focus on creating the circle structure and 
double linking for a more transparent flow of information. The key driving fac-
tor behind this adoption was the need to scale effectively. They found that the 
double-linking model encouraged participation in policy decision making by 
members of both circles; each circle had its own focus and in-links to encour-
age the team to drive forward. Yet, Sociocracy had its limitations, such as its 
complex framework consisting of many patterns and principles. 

Titansoft has started experimenting with the 12 principles of Beyond Bud-
geting to integrate its personnel and financial management systems into its 
agile philosophy and reap the productivity benefits that can flow from a deep 
trust culture. They believe it will provide an infrastructure vital to the company’s 
future growth.
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John: If I hear someone talking about 
“scaling Agile,” I hear them saying, ‘I 
am trying to develop something new 
without leaving my familiar frame-
work.’ In the world of education 
there is a concept called transforma-
tive learning, which means gaining 
new insights by jumping out of your 
familiar worldview. By synthesizing 
different streams of management de-
velopment, BOSSA Nova encourages 
“framework surfing.” The synthesis is 
something new and encourages you to 
be aware of your chosen “box.” Once 
you are aware of it, you can think out-
side that box.

T homas:  So you descr ibe how 
to bring the agile idea through-
out a whole organization. Who will 

benefit from reading your book 
then? The management or the staff?

John: Both! All four BOSSA Nova dis-
ciplines are pretty consistent in valu-
ing everyone’s voice and encouraging 
everyone to take leadership initiatives.

Jutta: Actually, not only manage-
ment and staff, but also consultants 
and coaches; everyone can influence a 
huge change like this. The key thing 
is, it has to start somewhere. And, 
exactly where and by whom doesn’t 
really matter. (See “BOSSA Nova 
Principles.”)

Thomas: Okay, but how can you get 
people to care about agility when 
they’ve never heard of it? When I 

think of some of my customers in 
certain old-fashioned companies, 
the managers are unfamiliar with it. 
How can they be “awakened”?

John: That’s simple. Give them a 
copy of our book (laughs). Hmm 
… you’d probably like a serious an-
swer, too. Personally, I really like 
the change-management frame-
work of Diffusion of Innovations. 
There are whole books about it 
and a good Wikipedia article.5,6 In 
diffusion-of-innovation parlance, 
the managers you’re talking about 
are probably “late-majority” folks.

Jutta: Well, before any kind of change 
starts, there has to be a need for a 
change. In my experience, also in 

influence the dynamic structure of the company. Can we 
directly address this often hidden leadership structure to 
get assistance in building alignment?

HYPOTHESIS
If we identify hidden trust leaders and get them together, 
they will, together, be able to improve the company’s align-
ment for customer focus. 

EXPERIMENT
Conduct surveys to determine “Who in the company do 
we trust the most regarding our relationships with our 
customers?” The survey process should identify persons 
who “know how the system really works,” “won’t blab if 
I share a problem or mistake with them,” “have a good 
relationship with the customers,” and/or “intuits the cus-
tomers’ needs.” The persons identified are now visible. 
They build the trust network that aligns with customer 
focus. Introduce the people identified to each other and 
invite them to participate in an ad hoc cross-functional 
team. The team builds the company’s culture by coming 

up with improvements, such as decreasing the response 
time for customers’ requests, repeating business, or mini-
mizing waste (for example, unsold inventory, unneces-
sary or very complicated processes, output rather than 
outcome, and so on). All of these improvements should pre 
and postmeasured. 

ALL IN ALL
So, BOSSA Nova, in short, means “ to never stop trying, 
learning, changing.” The next step is for you to try this 
or other experiments. You can do so even if your orga-
nization is confronted with budget and workload chal-
lenges; in fact, that might be the best time to start! 
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Because things are changing so 
quickly, companies need to be able to 
adapt and adjust constantly. So, for 
the early adopters, it is key to be open 

to experimentation and this requires 
courage. For example, like many of 
my fellow Germans, I like to plan 
things out thoroughly. However, it is 

important to be able to let go of the 
plan! Today’s world requires respond-
ing to today’s needs and not sticking 
to a plan based on yesterday’s needs.

Thomas: If I want to follow the early 
adopters, how do I get started?

John: Set aside some time to re-
fl ect. Do it regularly. Refl ection leads 
to “wondering about” thoughts. (The 
BOSSA Nova synthesis can help 
stimulate lots of “wondering about” 
thoughts.) That wondering can lead 
to the idea that “we could implement 
experiments that probe alternatives 
to current management practices.” 
And now you’re on the BOSSA Nova 
dance fl oor. 

Jutta: The good thing is you can start 
anywhere—strategy, structure, or pro-
cesses—because, wherever you start 
the other two, one will be infl uenced by 
the change you’re making. And yes, as 
we sketch in the following picture, you 
start by refl ecting on your situation, the 
needs, the pain points, and then design 
a probe, consisting of a background, 
a hypothesis, and one or several safe-
to-fail experiments that help to im-
prove your current situation by ad-
dressing the earlier detected needs and 
pain points. After having tried at least 
one experiment, an important fi nal step 
in the spirit of being a good scientist 
or refl ective practitioner, is to publish 
the results of your experiments to your 
peers—both internally and externally. 
For example, for the public, you can 
present at conferences, write an expe-
rience report for the Agile Alliance, or 
submit to IEEE Software’s “Insights” 
department (Figure 1).

Thomas: Do you think that it is a 
problem if an agile company wants 
to work with a “classic” one? What 
should they do or avoid?
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John: The dimension of inspiration 
can help. Find what spirit and val-
ues inspire you the most. A common 
inspiration is the basis of great part-
nerships, such as the one I mentioned 
previously about the company with 
a significant disconnect between top 
management and the workforce. Al-
though that example describes an 
internal partnership between top 
management and the workforce, the 
principle of common inspiration is the 
same, (for example, between a classic 
company and its agile supplier).

Jutta: I think it doesn’t make a dif-
ference. Any company is acting in its 
environment. If the supplier of an ag-
ile banking company is working in a 
classic way, then that classic company 
is also part of the environment of the 
banking company. The environment 
of companies is defined not only by 
the companies they interact with but 
also by society and the regulations en-
acted by agencies like the Food and 
Drug Administration; all of these in-
fluence the way an (agile) company 
acts and can act.

Yet, companies also inf luence 
that environment. We compare this 
to dancing—probably because of 
the bossa nova metaphor—while on 
the dance floor you adapt to other 
dancers and to the music, but the 
way you dance will also influence 
the other dancers and the music be-
ing played.

Thomas: Did you get feedback from 
managers?

Jutta: Indeed we do get feedback 
from managers. Currently, it seems 
that mostly the finance and re-
tail industry is looking for ideas 
to become more agile as a whole 

company. At least , most of the 
management feedback is provided 
by these industries.

John: We published the book in 
time to announce it at the Business 
Agility Conference in New York 
in March 2018, and we’re follow-
ing up on a number of expressions 
of interest from that and subse-
quent conferences.

Thomas: What are your plans for 
the future?

Jutta: We hope that people will un-
derstand and leverage the power of 
company-wide agility. We provide, a 
home for the book, on the one hand, 
and, on the other hand, a platform 
for sharing experiences on company-
wide agility.8 Currently, these expe-
riences are shared through our blog 
but also via articles from colleagues. 
We hope that this platform will en-
able mutual learning.

John: Besides social media and ar-
ticles such as this one, we will pres-
ent at various conferences in the 
coming months.7 A colleague re-
cently asked me when we will offer 
BOSSA Nova training. We need to 
mull over that strategy.

Also, I have a dream of a system 
or network where people from lots 
of different companies and indus-
tries publish the results of their con-
tinuous improvement experiments 
the way scientists do in other disci-
plines. It would mean that everyone 
would be governance-system scien-
tists as an adjunct to their regular 
work; all society would benefit from 
their regular sharing of their innova-
tions. I have no idea at this point if 
that dream will ever materialize.

Thomas: Thank you for this very in-
teresting discussion. Best wishes to 
you!  
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to experimentation and this requires 
courage. For example, like many of 
my fellow Germans, I like to plan 
things out thoroughly. However, it is 

important to be able to let go of the 
plan! Today’s world requires respond-
ing to today’s needs and not sticking 
to a plan based on yesterday’s needs.

Thomas: If I want to follow the early 
adopters, how do I get started?

John: Set aside some time to re-
fl ect. Do it regularly. Refl ection leads 
to “wondering about” thoughts. (The 
BOSSA Nova synthesis can help 
stimulate lots of “wondering about” 
thoughts.) That wondering can lead 
to the idea that “we could implement 
experiments that probe alternatives 
to current management practices.” 
And now you’re on the BOSSA Nova 
dance fl oor. 

Jutta: The good thing is you can start 
anywhere—strategy, structure, or pro-
cesses—because, wherever you start 
the other two, one will be infl uenced by 
the change you’re making. And yes, as 
we sketch in the following picture, you 
start by refl ecting on your situation, the 
needs, the pain points, and then design 
a probe, consisting of a background, 
a hypothesis, and one or several safe-
to-fail experiments that help to im-
prove your current situation by ad-
dressing the earlier detected needs and 
pain points. After having tried at least 
one experiment, an important fi nal step 
in the spirit of being a good scientist 
or refl ective practitioner, is to publish 
the results of your experiments to your 
peers—both internally and externally. 
For example, for the public, you can 
present at conferences, write an expe-
rience report for the Agile Alliance, or 
submit to IEEE Software’s “Insights” 
department (Figure 1).
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COLUMN: Micro Economics 

Free Software without a 
Free Lunch or Free Beer 

 

Economists like to say that there are no free lunches. How 
does that attitude apply to free software and services? It is 
no secret that many prominent platforms give away ser-
vices, and so do many widely used open-source projects. 

The answer should help us understand our world. 

While it costs next to nothing to replicate an existing piece of software, someone had to design 
and debug it in the first place. That takes resources. Therefore, giving away software is not just 
about making it—to use the lingo of open source—“free as in freedom.” Giving away software 
really is the same as giving away free beer.  

It will sound odd, but free goods and services create challenges for gross domestic product 
(GDP). In case you forgot what you learned in Econ 101, GDP is the total flow of final goods 
and services in an economy over a specific period of time (without double counting). Prices play 
an essential role in adding up the total flow. Stated bluntly, if a service is free, the revenue is 
zero, and the service contributes nothing to GDP. 

That is problematic. Free software leads GDP accountants, as well as many corporate CFOs, to 
underestimate the contribution of free software to growth. Here is why.   

NOT BLACK AND WHITE  
Have you ever tried to explain to a child what it was like to experience color television after 
years of viewing in black and white? It is obvious that the quality of the user experience rose 
when color deployed. But imagine having the same conversation with a mathematically gifted 
child who only believes numerical evidence. That comes close to describing a conversation with 
an economic accountant about free software.   

Stay with this metaphor. There is a big insight at the end.  

What happened to GDP when color TV replaced black-and-white television? Here is how the 
conversation goes. 

First of all, the price index for televisions primarily measured changes in prices for existing tele-
visions. So, measured prices did not change. TV price indices underestimated the value of doing 
something that had been previously impossible. So far, says the child, there’s been no improve-
ment at all. 

But wait, you stammer, color improved shows. It also led to better ads because color made ads 
nicer to view and, hence, more effective. Overall, therefore, households watched more TV and 
bought more televisions, which increased ad revenue and revenue from televisions. Surely that 
increased GDP. Indeed, it did.  

Shane Greenstein   
Harvard Business School 
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But there is an offsetting effect, says the child. Radio and newspaper ad revenue fell as advertis-
ers switched to television. Creative destruction moved the allocation of ads from one market to 
another. As it turns out, the biggest effect comes from the increase in sales of TVs, because the 
amount of ad revenue in the economy tends to stay constant.   

What about the increased effectiveness of ads? Surely that showed up in GDP in the form of in-
creased sales for advertised products. Yes, but that came at the expense of sales for non-adver-
tised products, so it was mostly a reallocation and, at most, a small gain.   

Find that conversation frustrating? 

Here is the promised insight: Similar economic reasoning covers the upgrade from dial-up to 
broadband, as well as subsequent improvements in bandwidth. The price index for Internet ac-
cess underestimates the gains from doing something that was previously impossible. The im-
provement in speed helped providers of content and ads, who improved what they produced. 
Users spent more time online, and total online ad revenue did grow. The online ads also took 
away from ad revenue from old media, such as radio and newspapers (though, as yet, it has not 
yet taken a big chunk out of television), and that reallocation was mostly one for one. On net, 
these gains improved GDP, but not by much.  

It cannot be by much because the sales of television sets and broadband lines are not large. To 
give a sense of scale, in the US, the former is less than $30 billion a year (depending on whether 
you count monitors), and the latter is just north of $50 billion for households. On a per-capita 
basis, that is less than $300 per year per household. That is just not very much economic growth.  

In other words, your numerically gifted child will insist that replacing black-and-white with 
color television did not make you rich. Neither did the improvement in broadband. If everybody 
sticks to the numbers, the child is right, even though the answer seems to defy common sense.   

As an aside, the upgrade from cell phones to smart phones contains similar economics, albeit, 
with a twist. Smart phones both complement and substitute for other online devices. For exam-
ple, your Facebook picture, taken and uploaded from your smart phone, also improves your par-
ent’s Facebook experience on a PC. Hence, smart phones both substitute for other devices, such 
as your landline phone and PC, and increase the time on them, as well as on tablets. We are still 
going through the smart phone transition, so it is not entirely clear how the creative destruction 
will evolve. Nonetheless, we can be assured of only one thing: the per-capita numbers will be 
small. 

SITUATIONS   
We can classify issues with free software by the three types of situations in which they arise: free 
output, free input, and a combination of both.  

Free output is common today. The most prominent examples come from ad-supported web 
firms, such as Google and Facebook. A major part of their services is free, even though their op-
erating expenses for electricity, datacenters, and internal development run in the tens of billions. 
Yet, only the revenue from ads shows up in GDP (which displaces other ads). Society also bene-
fits from the main service, which is not a part of GDP. 

Gazillions of less-prominent versions of the same phenomenon populate the web. From 
Weather.com and Reddit.com to Wikia.com, the vast majority of ad-support websites run up ex-
penses on servers and programmers, as well as make revenue selling ads. Only the ad revenue 
counts in GDP.   

Free input also arises frequently in the modern IT economy. That creates another type of distor-
tion. For example, the Android phone makers get their software for free from Alphabet/Google, 
which does this for numerous reasons; among them, it wants to prevent the iPhone from domi-
nating mobile search. The phone makers still charge for the phone, just not as much as they 
would have charged if the software cost money. As another example from the same firm, today, 
the software for machine-learning algorithms has become free. Management strategically de-
cided—correctly, I believe—that somebody else would do this if it did not.   
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zero, and the service contributes nothing to GDP. 

That is problematic. Free software leads GDP accountants, as well as many corporate CFOs, to 
underestimate the contribution of free software to growth. Here is why.   

NOT BLACK AND WHITE  
Have you ever tried to explain to a child what it was like to experience color television after 
years of viewing in black and white? It is obvious that the quality of the user experience rose 
when color deployed. But imagine having the same conversation with a mathematically gifted 
child who only believes numerical evidence. That comes close to describing a conversation with 
an economic accountant about free software.   

Stay with this metaphor. There is a big insight at the end.  

What happened to GDP when color TV replaced black-and-white television? Here is how the 
conversation goes. 

First of all, the price index for televisions primarily measured changes in prices for existing tele-
visions. So, measured prices did not change. TV price indices underestimated the value of doing 
something that had been previously impossible. So far, says the child, there’s been no improve-
ment at all. 

But wait, you stammer, color improved shows. It also led to better ads because color made ads 
nicer to view and, hence, more effective. Overall, therefore, households watched more TV and 
bought more televisions, which increased ad revenue and revenue from televisions. Surely that 
increased GDP. Indeed, it did.  

Shane Greenstein   
Harvard Business School 
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This situation is especially problematic for public policy. Many free software services descended 
from government-subsidized programs. Society benefits from the free inputs, but nobody knows 
how much.   

By the way, many CFOs have the same problem in another form. They are happy to save the ex-
pense by using open-source software, but it also leads them to stop taking inventory (as they do 
for licensed software). Later on, they have a difficult time explaining to their board how much 
software exists at the firm and, moreover, why it is a source of productivity.  

In the last situation, both input and output are free. Apache and Linux are prominent examples. 
Supported by foundations, which receive some minimal support from firms, Apache and Linux 
grow with suggestions from users. Another example is Wikipedia, which is also supported by a 
foundation that solicits donations. Content comes from volunteers, and the site charges nothing 
to billions of readers.  

Apache, Linux, and Wikipedia create enormous value. Tens of millions of people use the soft-
ware, and Wikipedia gets billions of views a month. The creative destruction is also high. The 
software displaces activity that could generate billions in revenue. And, as with smart phones or 
color TVs, it also raises the value of other parts of the economy where Linux, Apache, and Wik-
ipedia get used intensively. Good luck trying to figure out the net contribution to GDP. 

This topic remains complicated because a number of hybrids have grown off the basic models, 
and these keep evolving. For example, Github provides a substantial set of services at no charge, 
relying primarily on user contributions. It has attempted to generate revenue with complementary 
activity, such as talent acquisition. As another example, Ngnix is a competitor to Apache for pro-
viders of websites with a huge scale of simultaneous transactions. Like many other providers of 
free software, Ngnix maintains a free version with basic capabilities and an “enterprise-quality” 
version for which it charges. The additional list of hybrids is long and includes YouTube, Yelp, 
and OpenTable. In some of these platforms, the output came from the users, who provided it for 
free while expressing themselves on the website. Again, good luck trying to figure out the net 
contribution to GDP. 

CONCLUSION 
There is some merit to worrying about the underestimation in GDP. That is because free soft-
ware—as in free beer—has become common. More to the point, try explaining this topic to a 
CFO or to someone in the executive branch of the US government. I have tried numerous times, 
and it was a lot like explaining something to a numerically gifted child when the numbers do not 
come out the right way.  
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Visual analytics is entering a period of renewed growth due to a shift in focus 

from static to streaming data applications. In this article, the authors illustrate 

several challenges arising from this pivot and suggest potential avenues for 

future exploration.

I n the age of data science, the use of inter-
active information-visualization techniques 
has become increasingly ubiquitous. From 

online scientific journals to the New York Times 
graphics desk, the utility of interactive visual-
ization for both storytelling and analysis has 
become ever more apparent. Many visual ana-
lytics systems employ an overview first, zoom-
and-filter, details-on-demand model, which 
enables the reader to first get a big picture view 
and then dig deeper into the data. As these tech-
niques have become more readily accessible, the 
appeal of combining interactive visualization 
with computational analysis continues to grow.

Arising from a need for scalable, human- 
driven analysis, a primary objective of visual 
analytics systems is to capitalize on the comple-
mentary strengths of human and machine anal-
ysis, using interactive visualization as a medium 
for communication between the two. These sys-
tems leverage developments from the fields of 
information visualization, computer graphics, 
machine learning, and human-computer interac-
tion to support insight generation in areas where 
purely computational analyses fall short.

Over the past decade, visual analytics sys-
tems have generated remarkable advances in 
many historically challenging analytical con-
texts. These include areas such as modeling po-
litical systems,1 detecting financial fraud,2 and 

cybersecurity.3 In each of these contexts, do-
main expertise and human intuition is a neces-
sary component of the analysis. This intuition 
is essential to building trust in the analytical 
products, as well as supporting the translation 
of evidence into actionable insight.

In addition, each of these examples also high-
lights the need for scalable analysis. In each case, 
it’s infeasible for a human analyst to manually  
assess the raw information unaided, and the com-
munication overhead to divide the task between a 
large number of analysts makes simple parallel-
ism intractable. Regardless of the domain, visual 
analytics tools strive to optimize the allocation 
of human analytical resources, and to streamline 
the sensemaking process on data that are mas-
sive, complex, incomplete, and uncertain in sce-
narios requiring human judgment.

Streaming Data: A New Frontier
The analysis of streaming data (data that are 
generated continuously rather than collected in 
a single pass) presents an altogether new set of 
challenges for the designers of visual analytics 
tools. In a streaming context, the user expends 
much time and cognitive effort trying to stay 
abreast changing conditions in a complex data 
environment that’s ripe for misinterpretation. 
Sampling and filtering mean that data are in-
complete in the best of circumstances. Because 
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of this, traditional visual analytics 
systems fall short in many stream-
ing data contexts, as it becomes im-
possible to maintain an up-to-date 
overview without derailing the ana-
lyst’s working model of the situation.

The power grid represents a case 
study of one of the largest, con-
tinuously operated streaming-data  
machines in the US. It produc-
es enormous volumes of data from 
a multitude of in-the-field sensors, 
which requires real-time situation 
awareness to maintain safe and ef-
ficient operations. Intensive obser-
vational studies and task analyses 
have enabled insight into the com-
plex behavior of trained grid op-
erators (see Figure 1).4 Successful 
analysis requires shared aware-
ness of tasks and the current state 
of the grid, both those directly un-
der the operator’s control as well as 
those adjacent to controlled regions.5 
Specialized decision support sys-
tems such as M-DART6 have shown 
promise in supporting the offloading 
of certain low-level tasks, enabling 
grid operators to interact with in-
formation at levels that support bet-
ter anomaly detection and facilitate 
causal inference. Approaches such 
as these are needed to help operators 
cope with the volume of information 
and alarms that currently occupy 
the majority of their time.5

The power grid is in constant 
operation at all hours of the day 
and night, generating new data to 
be responded to, logged, and ar-
chived for both accountability and 
future-planning purposes. This vol-
ume makes proactive responses to 
changing conditions difficult: small 
signals of trouble such as a poorly 
performing piece of equipment in a 
remote substation are lost until crit-
ical alarms draw the attention of 
operators. By the time operators are 
made aware, it might be too late to 
avert an incident. The ability to find 
small but important signals in the 
noise of daily operations could be 

the difference between small-scale 
disturbances and fully cascading 
failures.

Some of the most challenging 
pro blems for operators could also 
benefit from visual analytic sys-
tems. For instance, updating grid re-
liability models to handle real-time 
data and making them accessible 
to control rooms would support the 
mitigation of cascading substation 
losses. In this context, the effect of 
even modest improvements in reac-
tion time can’t be understated: the 
time elapsed in responding to power 
grid events can mean the difference 
between a brief flicker of the lights 
and the devastating, potentially life-
threatening effects of a full scale 
blackout.

Challenges in Streaming 
Data Analysis
This example demonstrates the need 
for clear communication regarding 
changes in data over time, as well 
as how these changes might alter a 
user’s understanding of the past and 
expected future. When analysts are 
working with streaming data, a sub-
stantial portion of their time and cog-
nitive effort is spent trying to stay 
on top of changing situations within 
a complex data environment that’s 
ripe for misinterpretation. Because 
of the incoming data’s overwhelm-
ing scale, sampling and filtering 
are a necessity: this means that 
even in the best of circumstances,  
the data that ultimately reach the 
analyst are incomplete. Initial re-
sults generated using fast heuris-
tics might be contradicted by more 
computationally intensive, more ac-
curate analysis that comes in later. 
As a result of these simultaneous, 
asynchronous processes, data might 
arrive out of order, with informa-
tion about temporally later phenom-
ena becoming available before data 
about precursor events that provide 
important context. These complexi-
ties in change and uncertainty add 

to a user’s cognitive load, present-
ing several new challenges within 
the streaming visual analytics life-
cycle (see Figure 2).

Challenge 1: Orientation
Imagine an operator working in the 
control room of a transmission util-
ity in the power grid. Every day, 
this operator receives a schedule of 
planned maintenance, anticipated 
impacts to the grid, and the sched-
uled use of transmission resources. 
The operator combines this infor-
mation with daily weather forecasts 
and historical grid performance data 
to complete a mental model of their 
day and possible scenarios for grid 
operations. These activities, as well 
as any other preparatory tasks, are 
what we refer to as orientation.

In a general streaming context, 
the analyst often faces the daunting 

Figure 1. A transmission control 
dispatcher monitors multiple data 
streams simultaneously, bringing 
in external context while trying to 
keep pace with a rapidly evolving 
data landscape. The North American 
Electric Reliability Corporation 
oversees the reliability of a grid that 
provides electricity to 334 million 
people through eight regional entities. 
The Western Electricity Coordinating 
Council alone oversees 121,200 
circuit-miles of transmission  
lines connecting 350 US and  
34 international entities serving a 
population of more than 80 million. 
(Photograph by Eric Andersen 
at Pacific Northwest National 
Laboratory.)
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Sampling and filtering mean that data are in-
complete in the best of circumstances. Because 
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task of testing competing lines of 
reasoning on multiple data streams 
in tandem. These streams might be 
sampled, filtered, error-prone, and 
uncertain. They might not be sam-
pled at the same resolution, or they 
might come in at irregular inter-
vals. Moreover, the pace at which 
the data are changing could pre-
clude the use of traditional explor-
atory data analysis strategies for 
orientation. By the time the compu-
tation of even a modest statistical 
model terminates, the data land-
scape could be completely differ-
ent. Analysts of streaming data are 
thus presented with a conundrum: 
they must address problems requir-
ing human intellect, but they must 
also adapt to machine speeds. They 
must build a robust understanding 
of the current state of the data, as 
well as any relevant changes, and 
they must do so without the lux-
ury of unlimited hindsight. Meet-
ing this challenge will require a 
reimagining of the overview first 
model, perhaps with an emphasis 
on the communication of critical 

change rather than the communi-
cation of full history.

Challenge 2: Reorientation
Generally, once analysts have suc-
cessfully oriented themselves, they 
must then be able to efficiently iden-
tify and react to new developments 
that violate their assumptions and ex-
pectations. They must rapidly refine 
their understanding, and then gen-
erate and test new hypotheses. They 
must swiftly interpret and reinter-
pret incoming and historical data in 
light of these changes, and ultimate-
ly use these new models to consider 
potential futures states they didn’t or 
couldn’t previously anticipate.

Early research into how humans 
build and use mental models7 pro-
vides an incisive window into why 
this presents such a daunting chal-
lenge. Faced with an overwhelming 
barrage of competing signals and 
relatively expensive biological com-
putation, we build abstracted, high-
ly simplified models of the world 
to cope. This results in some fairly 
predictable behavior. For example, 

we know that mental models form 
quickly but change slowly, and that 
we tend to see what we expect to 
see.8 We know that new information 
gets incorporated into the existing 
mental model. Moreover, we know 
that when presented with compet-
ing information, the brain will go 
to extraordinary lengths to avoid 
recalibration.

Returning to our example grid op-
erator, we can imagine a number of 
scenarios that he or she must deal with 
that weren’t a part of earlier orienta-
tion tasks. For instance, the unexpect-
ed loss of a transmitter at a substation 
would impact the operator’s ability to 
stick to the day’s scheduled outages. 
This would trigger reorientation ac-
tivities that could include re-evalu-
ating upcoming plans for feasibility, 
cancelling low-priority maintenance, 
contacting adjacent uti lities for help, 
and triggering repair efforts to resolve 
the situation and return to normal.  
To support reorientation at the fre-
quency required in streaming data ap-
plications, we must investigate more 
effective mechanisms for alerting 
the operator to changing conditions 
as well as triage support technolo-
gies that go beyond rigid, rule-based 
methods.

Challenge 3: Summary Statistics
During the course of a regular work-
day, grid operators must careful-
ly match the supply of electricity 
with consumer demand. Generate 
too much and resources are wast-
ed, too little and customers expe-
rience blackouts. This estimation is 
re-evaluated every hour in trans-
mission utilities and is based on op-
erators’ ability to make inferences 
from actual electricity usage on sim-
ilar days.5 Accurate statistics and 
summarization of all available his-
tory is critical in this process, as the 
operator might have to decide which 
of several similar historical usage 
patterns is the best predictor of cur-
rent conditions.
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Figure 2. Streaming visual analytics lifecycle. (a) Data are sampled from 
various streams; (b) sampled data are processed, relevant changes detected; 
(c) the processed sample is mapped onto various visual dimensions; and  
(d) the visualization is interpreted by the analyst (e) in the context of domain 
knowledge and other external information, which drives (f) interaction with the 
visualization and underlying model.
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Summary statistics are the back-
bone of many data visualization 
techniques that highlight anomalies 
and other interesting events in the 
data as deviations from a baseline. 
However, as data volume increas-
es, standard summary statistics and 
aggregate measures start to lose 
their descriptive power. This is es-
pecially apparent when large, sud-
den changes occur in the baseline. 
In such cases, summary statistics 
that appear stable in the short term 
might be significantly misleading 
in the long term. When working 
with streaming data, we might need 
to evaluate alternative techniques 
such as moving averages and local 
regression.

Challenge 4: Scalability  
and Approximation
To be most effective, an interactive 
system needs to update and render 
information at a rate of at least 12 
frames per second. In many stream-
ing data applications, the scale of the 
data to be processed and visualized 
makes this benchmark difficult or 
impossible to achieve. As the refresh 
rate starts to fall below 10 frames 
per second, the delay between a us-
er’s action and the system’s response 
begins to disrupt the user’s ongoing 
cognitive processes, which great-
ly diminishes their ability to ex-
plore the data and test hypotheses. 
Thus, to achieve the benefits of in-
teractive visual analysis on stream-
ing data, we might need to gradually, 
but intelligently, degrade the data 
sampling, analytics, and visual rep-
resentations in favor of more effi-
cient approximations.

In many cases, we can use what 
we know about human perception 
to help inform these approximation 
strategies. For example, we know that 
information density in visual analyt-
ics is bounded by the discrimination 
power of the human visual system, 
which is determined by well-under-
stood perceptual limits. Therefore, 

when continued refinement won’t lead 
to a human-detectable change to the 
visual display, we know that we can 
terminate any additional computa-
tion without degrading the visual dis-
play’s accuracy. Bounds such as these 
can inform an approximate/adaptive 
computing strategy that enables us 
to intelligently trim extraneous com-
putation, maintaining locally optimal 
performance under changing compu-
tational circumstances.

Discussion
Although we framed these challenges  
in the context of power grid re-
silience, these same issues emerge 
wherever streaming data are in play; 
for example, cybersecurity, medi-
cine, climate change, and more. The 
blind reapplication of established 
strategies for visualizing static data 
might not succeed when applied 
to streaming data, even when the  
systems were designed for similar 
tasks in similar domains. Such chal-
lenges aren’t restricted to the do-
mains highlighted previously; in the 
wake of ever-evolving data land-
scapes and human intelligence that 
proves difficult to scale, the visual-
ization community faces pressing is-
sues as a whole.

The desire to build effective visual-
analytics systems for streaming data 
will require us to develop novel ways 
to represent change. These representa-
tions must not only be accurate, but 
must also present identified patterns 
in the context of the analyst’s under-
standing of the evolving situation. 
This necessity for context and clarity 
has been a driving force in the devel-
opment of visual analytics as a field, 
and so we might look past solutions for 
inspiration. For example, consider the 
utility of video keyframes in facilitat-
ing rapid orientation to a lengthy vid-
eo’s content. Could analytic keyframes 
provide a user with succinct change 
points in both data and analytic 
thinking? How would those points be 
identified and kept up to date, and how 

would we deal with branching analyt-
ical paths? Could they be used to pro-
vide both fast orientation, as well as a 
compact representation of change over 
a long window of time?

H istorically, the analysis of com-
plex data has been an offline 

process, in which the data’s dynam-
ic nature is ignored during analy-
sis. This simplifying assumption is 
acceptable when the analysis is fast 
relative to the rate of change of the 
data. However, in big data environ-
ments in which data and conditions 
continually change, ignoring this 
change is insufficient. Acknowledg-
ing the dynamic nature of real-world 
problems compels a new line of re-
search to study the effects of stream-
ing data in visual analytics systems. 
This article is a call to action to ad-
dress these challenges and enable 
users to benefit fully from the capa-
bility to gain insight from their data 
in real time. 
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DEPARTMENT: Visualization Viewpoints 

Challenges in Visual 
Analysis of Ensembles 

Modeling physical phenomena through computational 

simulation increasingly relies on generating a 

collection of related runs, known as an ensemble. 

This article explores the challenges we face in 

developing analysis and visualization systems for 

large and complex ensemble data sets, which we 

seek to understand without having to view the results of every simulation run. 

Implementing approaches and ideas developed in response to this goal, we 

demonstrate the analysis of a 15K run material fracturing study using Slycat, our 

ensemble analysis system. 

Traditional scientific visualization systems provide tools to explore and compare no more than a 
handful of simulation results simultaneously. Rather than scaling in the number of results, these 
systems have been designed to scale relative to problem size, focusing on interactive visualiza-
tion of extremely large results data. However, there are some important types of questions that 
cannot be answered with just a few simulations. In particular, sensitivity analysis, uncertainty 
quantification, and parameter studies all rely on generating a collection of simulation runs, typi-
cally referred to as an ensemble. An ensemble is a set of related runs, each of which is a sample 
within a shared problem space. Ensemble data is typically large, consisting of paired sets of in-
put parameters and simulation results. The inclusion of the input parameters (or a set of inde-
pendent variables) is a key distinction that separates ensemble research from research into 
techniques for comparing collections of results data. 

With increases in the availability and scale of High Performance Computing (HPC) platforms, 
ensembles are increasingly being used to evaluate and understand computational models. The 
trend has been towards growth in the numbers of runs within an ensemble, so scalability is a key 
requirement for designing systems to explore and interpret ensemble results. In Slycat,1 an en-
semble visualization and analysis system that we are developing at Sandia National Laboratories, 
we routinely work with ensembles containing thousands of runs. In the last year or two, we have 
started seeing ensembles with tens of thousands of runs. 

Our goal in ensemble analysis is to enable an understanding of the ensemble without requiring 
the user to view each simulation’s data. This is analogous to using text analysis to understand the 
content of a set of documents without reading them all. Beyond scalability issues, there are three 
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aspects of ensemble analysis that make it difficult: the complex nature of the results data, the dif-
ficulty of defining analysis approaches that reveal high-level relationships between runs or be-
tween variables, and finding suitable visual representations at various levels of abstraction.  

 
Figure 1. Parameter Space Model of a 15K run ensemble to study material fracturing, filtered by 
velocity value on left, showing in situ generated images of an anomalous run, which have been 
retrieved from a remote computing system. 

Depending on the simulation code and the problem being modeled, results data typically include 
multiple variables saved in a series of temporal snapshots. The variables can consist of scalar or 
vector values, or they can be a set of values arranged into more complex structures, such as vol-
umes, surfaces, matrices, graphs, or trees. With the growth of in situ visualization, which renders 
images and videos as part of the simulation, we are seeing media-based results increasingly 
among the outputs. These results combine decreased capabilities for post-simulation control of 
views, variable selections, and visualization parameters with increased data fidelity, especially 
temporal fidelity, during image rendering.  

How do we construct a mental model of such a diverse set of results and relate that back to the 
input parameters? To understand the ensemble as a whole, we need analysis methods that sum-
marize the predominant behaviors of the overall group. This includes relationships between sets 
of runs, individual runs relative to the majority, correlations between variables, and how set 
membership or all of the preceding relationships change over time. The analysis techniques se-
lected are highly dependent on the type of results data being compared and the type of relation-
ships being evaluated. For example, Slycat uses hierarchical, agglomerative clustering for 
discovering set relationships within time series results, and Canonical Correlation Analysis1 for 
correlating relationships between input variables and scalar outputs. 

The last challenge is the visual representation. Representations of ensemble data are closely tied 
to the level of abstraction being shown, ranging from highly abstract to concrete. We define four 
levels of abstraction for viewing an ensemble: the entire ensemble, sets of runs, individual runs, 
and individual simulation results. A representation at the ensemble level shows trends or behav-
iors that are exhibited by most of the runs, including relationships between variables and their 
values. Relationships may include variable correlations, spatial distributions of values, spatial 
co-occurrences, or temporal shifts in any of the preceding. Abstractions for sets of runs display 
group relationships, such as similarities between clusters of responses. At the level of individual 
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runs, the abstraction explicitly represents runs as separate entities in the visualization. Similari-
ties and differences in runs relative to the broader group can reveal the robustness of solution 
spaces, outliers, or anomalies. Finally, the ability to drill-down to the level of an individual run 
and quantitatively examine its unique input and output data is important for understanding anom-
alies. 

The choice of representation for a particular result type is also tied to the mental model of the 
user community. For instance, circuit simulations produce sequences of voltage and current val-
ues over time as outputs. Electrical analysts want to see and compare waveform shapes as graphs 
of amplitude over time, so at least one of the abstraction levels should present the data in this fa-
miliar form. 

Interactions are as important as the representations in designing the interface. Representations 
should be linked to explore relationships across abstraction levels. At the ensemble level, the vis-
ual elements themselves can be used as affordances within the interface, executing operations 
over sets of simulations or acting as filters to enable rapid reduction in visual clutter. At the level 
of individual runs, each simulation can be linked to both ensemble level groups and to individual 
variable values. As information foraging2 leads the analyst to a reduced set of simulations, group 
operations can be used to retrieve and compare sets of result variables.  

SHARED ATTRIBUTE SPACES  
To compare members of an ensemble, we need to find sets of variables shared by all the runs, 
such as a multi-variate set of scalar outputs, or a finite element mesh of the final time step in the 
simulation. We will refer to these variables as shared attribute spaces. Although it might seem 
that simulation ensembles could be easily constructed to simply generate common result sets, 
even outputs as simple as time series data may require transformations prior to comparison. For 
instance, the set of time series may not all span identical time intervals, sequences may contain 
differing numbers of values, or values may not be sampled at corresponding times. Conse-
quently, the attribute space is a transformation of the data that is constructed to facilitate compar-
isons. For more complex output types, attribute spaces based on statistical measures or extracted 
features are necessary to reduce the dimensionality of the results. 

In the research literature, we see that ensemble systems tailor their techniques to the types of re-
sults data being analyzed. Some good examples of ensemble analysis systems for various results 
types include: spatial data,3 spatiotemporal weather/climate,4 flow fields over time,5 shape gener-
ation,6 and visual effects design in movies.7 

Although exploratory visual analysis may be done to gain insights into a data set, typically en-
sembles are generated to perform a specific analysis task. That task, combined with the results 
data type, determines the analysis techniques that are used. In their survey of parameter space 
analysis research, Sedlmair et al. identified six recurring analysis tasks: parameter optimization, 
result partitioning, fitting measured data, identifying outliers, quantifying uncertainty (results 
reliability), and sensitivity analysis of the results relative to changes in the inputs.8 

Data fitting and uncertainty are especially difficult due to the challenges in constructing a shared 
attribute space between simulation data and measured real-world data. For example, the input 
parameters used by the simulation may not correspond to the set of independent variables in the 
experimental data, there may be calibration differences in measured data, or experimental results 
may consist of a set of photographs created under unknown conditions (lighting, lens characteris-
tics, positioning). There is great demand for comparing simulation and real-world data, so we 
expect this will be an important research area in the near future. 

SLYCAT MODELS 
Although for scientists, each simulation run is a model of real-world phenomena given certain 
conditions, we use the term model to refer to our modeling of the ensemble data, not the physics. 
Within Slycat, a model encapsulates an attribute space, an analysis method, a set of visual repre-
sentations, and a set of interactions between those representations. 
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Slycat models are each tailored to address specific results types, so different model types can 
provide complementary perspectives of data features when analyzing the same data set. Insights 
gained from each model combine to create a more complete mental model of the underlying 
problem domain.  

We currently have models providing correlation analysis, parameter exploration, and time series 
clustering. Correlation analysis looks exclusively at scalar-valued table data and addresses the 
tasks of sensitivity analysis and outlier identification. Parameter exploration combines table data 
and media data, facilitating tasks of parameter optimization and outlier finding. Time series clus-
tering operates on tables and temporal sequences, targeting the tasks of result partitioning and 
outlier detection. Because we want to map results back to input parameters, table data is a com-
ponent of all Slycat model types. 

The Slycat architecture integrates data management into our models. Typically, results consist of 
many files per run, distributed across multiple directories, stored on a remote file system. Analy-
sis of even a single result variable across all runs can entail significant data management issues 
due to the size, locality, and organization of the results data. Minimizing data movement helps to 
mitigate these issues. Analysis is performed in parallel by remotely launching jobs through a 
Slycat Agent on the same HPC where the ensemble was created, as shown in Figure 2. This re-
duces the scale of data moved from the HPC to that of a much smaller set of analysis artifacts 
and a handful of results from selected sets of runs. Results, such as images or movies, are inter-
actively pulled from the HPC and viewed remotely on the analysts’ desktops via commodity web 
clients.  

 
Figure 2. Slycat web-based architecture, designed for ensemble analysis and visualization. 
Ensemble data is stored on the HPC, where analysis is performed in parallel to reduce computation 
time and avoid data movement. Analysis results are sent to the Slycat server, where they form the 
basis of a Slycat model. Models combine analysis of specific results types with multiple visual 
representations, each with a different level of abstraction. Users remotely visualize and interact with 
these models through a standard web browser. Drill-down to view individual results data, such as 
images or movies, is interactively managed by the model through the Slycat Agent.  

Prior to beginning this work, we interviewed analysts at Sandia to evaluate workflows, analysis 
needs, and available tools.1 Slycat resulted from our identification of an unmet need for ensem-
ble analysis. Our choices in targeted results data types, analysis tasks, and visual interfaces were 
made in response to requests from, and in collaboration with, our users.  

MATERIAL FRACTURING PROBLEM  
We use Slycat to analyze a solid mechanics problem, consisting of a 15K run ensemble. This en-
semble explores changes in material responses as a punch impacts a plate (shown in Figure 3) 
under various conditions. The analysts are interested in understanding how different parameter 
combinations affect stresses and material fracturing around the point of impact. Over the course 
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of the simulation, as stresses distort mesh cells beyond certain limits, those cells are removed 
from the mesh and marked as dead. The missing cells form the fracture. 

Sierra/SolidMechanics9 and ParaView Catalyst10 are the simulation and in situ codes, respec-
tively, used to generate the ensemble. Given the large number of simulation runs, we did not 
save volumetric results, choosing to save in situ generated outputs instead. For each of the 15K 
runs, the ensemble consists of 8 input parameters and 38 outputs (12 scalar results, 16 variables 
changing over time, 6 event-triggered images, and 4 movies of 1000 frames each). Although the 
total data size was small, only about a terabyte, the complexity is derived from the sheer number 
and variety of results. This ensemble is used in generating all the examples in the remainder of 
the paper. 

 
Figure 3. In situ generated movie frame showing material fracturing as a punch impacts a plate. 
Cells are colored by Von Mises stress. Dead cells have been removed from the mesh of the plate 
(near the blue region on the right side of the image).  

We want to answer the following questions. Are there groups of runs that share fracturing behav-
iors? How many groups? Which runs are in each group? Do runs change groups over time? Do 
specific input values correspond to group membership? How do cell behaviors near the point of 
impact differ relative to group membership? 

TIME SERIES MODEL 
Since cell death is tightly coupled with fracturing behavior, we want to understand how cell 
death evolves over time. We use Slycat’s Time Series Model to analyze a temporal result con-
taining running totals for the number of dead cells, sampled at each time step (Figure 4). Note 
that the lines are color-coded by initial velocity values, which we chose because the results of 
analyzing the parameter table with Slycat’s Canonical Correlation Analysis (CCA) Model 
showed that this input parameter has the strongest correlation with output metrics for stresses 
(see below).  

Looking at the individual-run-level representation in the line plot view (Figure 4, upper right), 
where each line represents cell deaths for a single run, we see that there are four or five distinct 
groups. The red lines represent runs with the smallest initial velocities and the dark blue lines are 
those with the largest. We see that cell death, and hence fracturing, increases with the initial ve-
locity of the punch.  
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Figure 4. Time series analysis of cell deaths over time in 15k run fracture ensemble. Each run is 
color-coded by initial velocity value. In the line plot view on the right, the x-axis is simulation time 
and the y-axis is cumulative cell deaths. An anomalous run in orange is highlighted. Initially a 
member of the orange group, this run later shifts into the white group. 

Changing to the Parameter Space Model to view videos from each group, we discover that a 
high-speed impact stretches and tears the plate cells, leading to earlier and greater numbers of 
cell deaths, while a slower impact does less cell damage (sometimes not even penetrating the 
plate), leading to fewer and later cell deaths (see Figure 7). 

To better evaluate whether the dark and light blue runs form distinct groups, we switch to the 
ensemble-level abstraction (Figure 4, upper left), which uses agglomerative hierarchical cluster-
ing. We chose this analysis method because it does not require prior knowledge of the number of 
clusters, and the dendrogram representation because it mirrors the technique. The dendrogram is 
initially only drawn to a few levels, with most of the tree hidden in subtree icons, which are the 
purple triangles annotated with the number of the hidden leaves. Each subtree or leaf node is fol-
lowed by a sparkline,12 which is an exemplar of the plot shape for runs in that subtree. Dendro-
gram components act as controls, not only in the display of the tree itself, but also in the line plot 
and the table (Figure 5).  

By highlighting one of the two dark blue subtrees (clicking on a sparkline selects its subtree 
members in both the line plot and the table), we can see that although the two groups initially 
have similar plots, the highlighted set of dark blue runs levels off with fewer overall deaths. As 
the dendrogram shows, the highlighted runs more closely match the light blue group (whose sub-
tree is immediately above the highlighted group) than the non-highlighted dark blue set. By in-
teractively manipulating the view, we can determine that there are only four unique groups of 
responses. We use the highlighted rows in the table to identify group members through their ID 
number.  

The dendrogram can also be used to find outliers and anomalous runs. In Figure 5, two light blue 
outliers appear in the dendrogram above the three subtrees that we previously discussed. In Fig-
ure 4, the highlighted anomalous run in orange initially aligns with the orange group, then transi-
tions to more closely match the behaviors of the white group. The dendrogram shows it as a lone 
run (fourth sparkline from the bottom) and links it with the white group’s subtree below. 
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Figure 5. The darkened portion of the dendrogram represents the visible runs. The line plot and 
table views are reduced to show only the cell death evolution for the visible subtree. Within those 
runs, the bottom subtree with the darker sparkline has been selected, highlighting its member runs 
in both the line plot and the table.  

CANONICAL CORRELATION ANALYSIS MODEL 
It is not enough to cluster temporal results in the Time Series Model, we want to understand how 
differences in the input parameters are related to changes in the responses. Although we could 
have stepped through color-coding the line plots by each of the input variables to discover the 
relationship between initial velocity and cell deaths, a more efficient approach is to use the Ca-
nonical Correlation Analysis (CCA) Model to explore relationships between variables.11 

CCA operates on tables of scalar values, providing correlations between two sets of multivariate 
data, such as between sets of input parameters and output metrics, which form the shared attrib-
ute space. We selected this analysis method to perform sensitivity analysis because it maps well 
to the duality of our data space and provides a many-to-many analysis of the variables, i.e. it 
simultaneously correlates all the inputs to all the outputs (see our earlier paper for more detail).1 

CCA can be used for sensitivity analysis, determining which input variables are the primary 
drivers of the results, the strength of the correlations, and whether the correlations are negative or 
positive. The correlations between variables form the ensemble-level abstraction and are shown 
in the bar chart in the upper left of Figure 6.  

We chose a bar chart for the representation because we wanted to encode both the magnitude and 
type of correlation so they could be understood pre-attentively. Although the weight values are 
written in the central column, they are also encoded in the bar length. Color and orientation of 
the bars redundantly encode the positive or negative correlation between rows of variables, with 
shared color between input and output variable rows representing positive correlations and dif-
fering color showing negative correlations. Variables are sorted in order of decreasing signifi-
cance (weight) in each of the input and output sets.  

In Figure 6, we can see at a glance that there are only two significant input parameters, velocity 
and density_1, which are negatively correlated with most of the output metrics (i.e. axis-aligned 
minimum and maximum stress values at the punch tip). 

128March/April 2018 www.computer.org/cga



42 ComputingEdge April 2019

  

 IEEE COMPUTER GRAPHICS AND APPLICATIONS 

 
Figure 6. Correlation model for 15K run fracture problem. Ensemble level variable correlations are 
shown in the bar chart (shared bar color between variables indicates positive correlation, differing 
color is a negative correlation; bar length shows correlation strength). The scatterplot provides 
individual level relationships between each run and the weightings in the bar chart, with two outliers 
in white at the bottom. Runs are color-coded by initial velocity value.  

The scatterplot provides the individual-run level of abstraction with each point representing a 
run. This view shows the correspondence between the bar chart’s high-level relationships and 
each simulation run. The coordinate space is highly abstract, with the x-axis representing a 
metavariable that is the sum of all the input parameters and the y-axis a metavariable of all the 
scalar outputs. The x and y coordinates for each run are computed as the weighted sums of input 
and output values, respectively. Runs whose variable relationships exactly match the CCA 
weightings will lie along the diagonal. Runs whose variable relationships do not match will ap-
pear off the diagonal, such as the two white-colored outliers in Figure 6.  

This view can be used detect runs whose variable values or relationships are outliers or anoma-
lous. Because the point coordinates depend upon all variables simultaneously, this view reveals 
outliers resulting from interactions between multiple variables, which would not be discovered 
by simple thresholding. 

The table at the bottom provides drill-down to variable values within individual runs. All three 
views are linked by selected variable (bar chart row, scatterplot color, and table column). The 
scatterplot and table are linked by selected run (point and table row). These interactions facilitate 
searching for patterns and relationships, such as identifying that the anomalous points in Figure 6 
represent simulations with extreme values at the punch tip, one in a maximum stress variable, 
and the other in a minimum stress variable.  

PARAMETER SPACE MODEL  
The previous two models have provided very abstract representations of simulation results. Alt-
hough image and movie outputs provide familiar representations of volumetric data, without the 
context of the associated simulation parameters and the ability to simultaneously view and com-
pare multiple instances, media results rapidly become incomprehensible. The Parameter Space 
Model provides this context. 
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Figure 7. Parameter Space Model with synched videos to examine differences between high initial 
velocity (linked to blue point on the left) and low initial velocity (linked to red point on the right). 
Cells in the high velocity video are stretched and dying. The plate is not being penetrated in low 
velocity case. 

Like CCA, the Parameter Space Model operates on table data, but it additionally provides filter-
ing and remote access to in situ generated media results, along with group-based operations for 
interacting with them. The shared attribute space is the parameter table combined with media 
types. This model can be used for tasks such as parameter optimization, result partitioning, and 
identifying outliers. Other than gathering summary statistics for the variables, no analysis is done 
by the system. Instead, this model is an exploratory interface to assist the user in finding pat-
terns.  

Filters are the ensemble level representation (Figure 1), showing either a set of buttons, if the 
variable values are discrete as in Latin hypercube sampling, or a range slider. Summary infor-
mation is only displayed if a filter is active. Filters are predominantly scatterplot controls to re-
duce visual clutter. 

The individual-simulation-level abstraction embodied in the scatterplot is the core representation. 
We chose scatterplots because we wanted to interact with media from large numbers of runs, and 
points use very few pixels. Hovering over individual points (or selecting groups of points to ena-
ble a group interface) retrieves images and movies from remote data stores, providing rapid 
viewing of media outputs that are linked to parameter information. Although overplotting can be 
an issue with this representation, the scatterplot axes and point color-coding are interactively se-
lectable, so the plot can be manipulated to expose interesting runs. Since outliers are often targets 
for drill-down, their unique position or color can be used to further down-select runs.  

Interesting media can be pinned in the view to perform comparisons (Figure 7). For multiple 
pinned videos, video synch enables shared group controls for synchronized playback and single-
stepping of all visible videos. 

FINAL THOUGHTS 
Currently, the application of multiple Slycat models to analyze the same ensemble is a manual 
operation. Each model must be independently created and operations are not shared between 
models. Given the power of combining multiple perspectives on a shared problem, we are work-
ing on mechanisms to link selection or visibility between models. The challenge is to do this in a 
web-based framework. 

An additional issue is that although Slycat provides the data management for retrieving and 
viewing multiple videos using synchronized playback, screen real estate limits viewing to a 
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handful of videos at a time. What we really need is a new model that will abstractly show video 
similarities over time, so that we can see the shifting relationships between video results without 
having to view them all. 
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The Meanings in 
the Machine
Julie Jenson Bennett, Precipice Design

In the future, we’ll share meanings with 

computers, AIs, and robots. And that makes 

meanings matter even more.

Meanings matter to people. 
Meanings are our sym-

bolic representation of the 
world, helping us make 

sense of life and communicate with one 
another. We constantly de� ne, inter-
pret, translate, and express meanings—
often unconsciously, usually implicitly.

Many philosophers and psycholo-
gists would say that meaning-making 
is an intrinsically human activity, 
maybe even the de� ning human activ-
ity. But that’s changing.

In the future, we’ll share meanings 
with computers, AIs, and robots. And 
that makes meanings matter even more.

WHY NOW?
In the past, computers didn’t participate 
in the human world. We programmed 
them in simulated worlds in their own 
language. They � gured stu�  out in that 
world, and returned a result for us to 
use in our world. Remember the old 
saying “garbage in, garbage out”?

But computing objects are increas-
ingly entering our world, sensing 
what’s going on around them in real 

time and being asked to respond di-
rectly in our language.

Future nonhuman companions will 
need to not only sense but also make 
sense—smell the “rotting garbage” and 
toss it out.

Although computers won’t have 
human consciousness, they’ll have 
sentience—the capacity to feel, per-
ceive, or experience subjectively.

Because we don’t think like com-
puters and computers don’t think like 
us, we’ll need a shared language to 
communicate. I think that shared lan-
guage just might be meanings.

MAKING MEANINGS EXPLICIT 
AND SYSTEMATIC
Spoken language is the � rst frontier 
for human–nonhuman communica-
tion. Anybody living with Alexa or 
Google Home is getting a glimpse of 
how talking to your computer changes 
the relationship. 

But we’re also becoming pain-
fully aware of words’ limitations. 
So much meaning lies in the implicit 
and unspoken. 

Meanings are rich, contextual, and 
shared. They create relationships, com-
munities, cultures, and markets. 

Meanings are also easy to dismiss 
as transient, invisible, abstract, and 
di�  cult. 

But as meanings become the de 
facto currency of collaboration with 
technology, we must acknowledge that 
they exist, better understand how they 
develop, and learn to create new ones 
e� ectively. 

Thus, meanings will move from the 
implicit to explicit. From the acciden-
tal to the systemic. From the shadow to 
the light. 

FROM HUMAN- TO MEANING-
CENTERED DESIGN
I recently told fashion designers that 
future technology will need its own 
fashion and accessories to participate 
e� ectively in this world. If fashion is 
an expression of the self, perhaps it 
can help us understand the subjective 
experience of these sentient but non-
human objects: when they’re confused 
and overwhelmed; when they need our 
care and attention; when they have 
a new perspective to o� er that could 
improve, or even  save, our lives. This 
will require us to understand our own 
meanings and translate them so that 
the machines understand us. And then 
we’ll need to translate meanings back, 
so that we’ll understand the machines. 

Are you prepared to think about 
meanings and technology in 
this way? If not, it’s time to 

start. Meanings matter to people—and 
will matter to robots, too. 

FROM THE EDITOR

This column explores how we’ll ensure that the machines of the future under-
stand not only what we say but also what we mean.  —Brian David Johnson

JULIE JENSON BENNETT is the 

CEO of Precipice Design. Contact 
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COLUMN: The Last Word 

The Consciences of Robot 
Warriors 

This past November, I attended chipmaker Nvidia’s GPU 
Technology Conference, which was held in Washington, 
DC. Its focus was artificial intelligence. You might be 
wondering, as I did, what AI has to do with graphical pro-
cessing units and, by extension, video games. Here’s your 
answer: The calculations needed to track, say, the stream 

of ignited fuel that shoots from Master Chief’s flamethrower in Halo 3 are similar in character to 
those needed to run the deep-learning algorithms that underlie one of the most popular variants 
of AI. 

The examples of AI in the opening keynote speech by Greg Estes, Nvidia’s VP of developer 
marketing, were impressive: AI-driven cars, AI-written classical music, AI-translated spoken 
language, and AI-diagnosed medical images. They stopped well short, however, of what some 
people might consider the pinnacle of AI: sentient robots. Estes explained one of the obstacles. 
“It’s much easier to train a car to avoid hitting things than it is to train a robot to pick things up it 
sees for the first time.” 

Tesla CEO Elon Musk is not waiting for technical obstacles to be surmounted to consider the 
ethical implications of AI. He was among the signatories of a letter addressed to the United Na-
tions Convention on Certain Conventional Weapons. The letter warned of the dangers of robot 
soldiers, drones, and other high-tech weapons whose AIs would, in effect, be making life-or-
death decisions. If an AI-equipped drone mistook civilians for soldiers and slaughtered them, 
would anyone be held accountable for the war crime? 

The question of military accountability has an evolving history. In the years after World War I, 
some German military personnel were tried for war crimes. Among the defendants was Karl 
Neumann, the commanding officer of a U-boat that torpedoed and sank a British hospital ship, 
the Dover Castle. Germany’s supreme court acquitted the officer on the grounds that “all civi-
lized recognize the principle that a subordinate is covered by the orders of his superiors.” That 
defense was weakened in World War II by two provisos: First, if the soldier’s orders left him 
with a moral decision to carry them out, he would still be guilty. Second, if the orders themselves 
were illegal, then their execution would also be illegal. 

It’s not a stretch to compare a soldier’s orders to the program that governs today’s autonomous 
drones. Both are sets of instructions. Indeed, the program is the more binding because the drone 
has no choice whatsoever. In those circumstances, the programmer and the person who author-
ized the program are responsible—and culpable in the event of a bug that causes a war crime. 
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Computing in Science & Engineering Copublished by the IEEE CS and the AIP
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If a weaponized drone fired on the basis not of programmed instruc-
tions but on the criteria it acquired through deep learning, the authors 
of the algorithms would still be culpable, in my view. If an AI were 
ever to attain human-level consciousness, then it would presumably be 
capable of acquiring a conscience of its own and the moral responsi-
bility that goes with it. And somewhere in between, maybe at dog-
level intelligence, both the AI and its human owner would share re-
sponsibility. 

ABOUT THE AUTHOR 
Charles Day is Physics Today’s editor in chief. The views in this 
column are his own and not necessarily those of either Physics 
Today or its publisher, the American Institute of Physics. 
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I EEE Computer Society conferences are valuable forums for learning on broad and dynamically 
shifting topics from within the computing profession. With over 200 conferences featuring leading 

experts and thought leaders, we have an event that is right for you. 
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4 April

• 7th IEEE International Conference on Mobile 
Cloud Computing, Services, and Engineering 
(MobileCloud)

• IEEE International Conference on Service- 
Oriented System Engineering (SOSE)

8 April
• IEEE 35th International Conference on Data 

Engineering (ICDE)
• IEEE 14th International Symposium on Auton-

omous Decentralized System (ISADS)
16 April

• ACM/IEEE 10th International Conference on 
Cyber-Physical Systems (ICCPS)

• IEEE Real-Time and Embedded Technology 
and Applications Symposium (RTAS)

17 April
• IEEE Symposium in Low-Power and High-

Speed Chips (COOL CHIPS)
22 April

• 12th IEEE Conference on Software Testing, 
Validation and Verifi cation (ICST)

23 April
• IEEE Pacific Visualization Symposium 

(PacificVis)
• IEEE 37th VLSI Test Symposium (VTS)
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• IEEE 27th Annual International Symposium 

on Field-Programmable Custom Computing 
Machines (FCCM)

MAY
5 May

• IEEE International Symposium on Hardware 
Oriented Security and Trust (HOST)

7 May
• IEEE 22nd International Symposium on Real-

Time Distributed Computing (ISORC)
12 May

• 25th IEEE International Symposium on Asyn-
chronous Circuits and Systems (ASYNC)
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• 19th IEEE/ACM International Symposium 

on Cluster, Cloud and Grid Computing 
(CCGRID)

• 14th IEEE International Conference on Auto-
matic Face & Gesture Recognition (FG 2019)
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• IEEE International Conference on Computa-

tional Photography (ICCP)
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• IEEE 5th International Conference on Big 
Data Security and Privacy (BigDataSecurity)

• IEEE International Conference on High Per-
formance and Smart Computing, (HPSC)

• IEEE International Conference on Intelligent 
Data and Security (IDS)

• IEEE Symposium on Security and Privacy 
(SP)
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• IEEE International Parallel and Distributed Pro-

cessing Symposium (IPDPS)
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• IEEE 49th International Symposium on Multi-
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• IEEE/ACM 41st International Conference on 
Software Engineering (ICSE)

27 May
• IEEE International Conference on Energy Inter-
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• IEEE International Conference on Big Data, 
Cloud Computing, Data Science & Engineer-
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• IEEE 17th International Conference on Soft-
ware Engineering Research, Management and 
Applications (SERA)

JUNE 
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• IEEE International Conference on Embedded 
Software and Systems (ICESS)

• ACM/IEEE Joint Conference on Digital Librar-
ies (JCDL)
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• IEEE Second International Conference on 

Artifi cial Intelligence and Knowledge Engi-
neering (AIKE)
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• IEEE 32nd International Symposium on Com-

puter-Based Medical Systems (CBMS)
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World of Wireless, Mobile and Multimedia 
Networks” (WoWMoM)
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• IEEE 26th Symposium on Computer Arithme-

tic (ARITH)
• IEEE International Conference on Healthcare 

Informatics (ICHI)
• 20th IEEE International Conference on Mobile 

Data Management (MDM)
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• IEEE/ACIS 18th International Conference on 
Computer and Information Science (ICIS)
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• 2019 49th Annual IEEE/IFIP International 
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• IEEE International Conference on Cloud Engi-
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• 2019 34th Annual ACM/IEEE Symposium on 
Logic in Computer Science (LICS)
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• IEEE 32nd Computer Security Foundations 

Symposium (CSF)

JULY 
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• IEEE International Conference on Multimedia 
and Expo (ICME)

• IEEE International Conference on Multimedia 
& Expo Workshops (ICMEW)

• IEEE World Congress on Services (SERVICES)
• 20th IEEE/ACIS International Conference on 

Software Engineering, Artifi cial Intelligence, 
Networking and Parallel/Distributed Com-
puting (SNPD)
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