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CS FOCUS

T he IEEE Computer 
Society’s lineup of 13 
peer-reviewed techni-

cal magazines covers cutting-
edge topics ranging from soft-
ware design and computer 
graphics to Internet comput-
ing and security, from scien-
tifi c applications and machine 
intelligence to cloud migration 
and microchip design. Here are 
highlights from recent issues.

Computer

Kinetic-Powered Health 
Wearables: Challenges and 
Opportunities
On-body health monitoring 
involves continuous sensing 
and wireless data transmissions, 
which severely impacts the bat-
tery life of wearable devices. 
However, rapid advances in 
kinetic energy harvesting (KEH) 

soon might obviate the need for 
battery recharging or replace-
ment by harnessing human 
motion energy. The authors of 
this article from the September 
2018 issue of Computer discuss 
the challenges and opportuni-
ties of KEH technology to help 
realize the ultimate vision of 
fully autonomous IoT-based 
healthcare.

Computing in Science & 
Engineering

HPC Opens a New Frontier 
in Fuel-Engine Research
An industry-led research team at 
the US Department of Energy’s 
Argonne National Laboratory 
recently conducted a compu-
tationally guided combustion 

Magazine 
Roundup
Editor: Lori Cameron
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system optimization on the IBM 
Blue Gene/Q Mira supercomputer. 
The team used a high-fi delity sim-
ulation approach to optimize the 
fuel spray and combustion bowl 
geometry of a heavy-duty diesel 
engine using a gasoline-like fuel. 
The accelerated simulation time 
allowed the team to evaluate an 
unprecedented number of design 
variations and improve the produc-
tion design using a new fuel. Read 
more in the September/October 
2018 issue of Computing in Science 
& Engineering.

IEEE Annals of the History 
of Computing

Common Language: Business 
Programming Languages and 
the Legibility of Programming
The English-like business pro-
gramming language COBOL saw 
widespread use from its introduc-
tion in 1960 well into the 1980s, 
despite being disdained by com-
puter science academics. This 
article, from the April–June 2018 
issue of IEEE Annals of the History 
of Computing, traces out decisions 
made during COBOL’s develop-
ment and argues that its English-
like appearance was a rhetorical 
move designed to make the con-
cept of code itself more legible to 
non-programming management at 
computer-using companies.

IEEE Cloud Computing

House in the (Biometric) 
Cloud: A Possible Application
This article, which appears in the 
July/August 2018 issue of IEEE 
Cloud Computing, presents a novel 

approach to extending cloud com-
puting from company services to 
consumer biometrics. The pro-
posed system recognizes the per-
son at the door, allowing entrance 
or denying it according to the 
recognition result. Very little pro-
cessing is required locally, and 
biometrics is implemented as a 
service.

IEEE Computer Graphics 
and Applications

VitalVizor: A Visual Analytics 
System for Studying Urban 
Vitality
Creating lively places with high 
urban vitality is an ultimate goal 
for urban planning and design. In 
this article from the September/
October 2018 issue of IEEE Com-
puter Graphics and Applications, 
the authors present VitalVizor—
a visual analytics system that 
employs well-established visual-
ization and interaction techniques 
to facilitate user exploration of 
spatial physical entities and non-
spatial urban design metrics when 
studying urban vitality.

IEEE Intelligent Systems

Ensemble Algorithms for 
Microblog Summarization
In this article from the May/June 
2018 issue of IEEE Intelligent 
Systems, the authors investigate 
whether off -the-shelf summariza-
tion algorithms can be combined 
to produce better summaries. To 
this end, the authors propose 
ensemble schemes that can com-
bine the outputs of multiple base 
summarization algorithms to 

produce summaries that are better 
than what is generated by any of 
the base algorithms.

IEEE Internet Computing

Serverless Is More: From PaaS 
to Present Cloud Computing
In the late 1950s, leasing time 
on an IBM 704 cost hundreds of 
dollars per minute. Today, cloud 
computing—that is, using IT as 
a service, on demand, and as pay 
per use—is a widely used com-
puting paradigm that off ers large 
economies of scale. Born from a 
need to make platform as a ser-
vice (PaaS) more accessible, fi ne-
grained, and aff ordable, serverless 
computing has garnered interest 
from both industry and academia. 
This article from the September/
October 2018 issue of IEEE Internet 
Computing provides an overview 
of serverless computing: what it 
is, where it comes from, its current 
status, and its main obstacles and 
opportunities.

IEEE Micro

SPARC64 XII: Fujitsu’s 
Latest 12-Core Processor for 
Mission-Critical Servers
The SPARC64 XII 12-core pro-
cessor, developed for high-
performance, mission-critical serv-
ers, runs at speeds of up to 4.35 
GHz and achieves a peak per-
formance of 417 GIPS and 835 
Gflops. SPARC64 XII realizes a 
2.3-2.9 times improvement in core 
performance over the previous-
generation SPARC64 X+. Read 
more in the September/October 
2018 issue of IEEE Micro. 
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IEEE MultiMedia

Visual Nonverbal Behavior 
Analysis: The Path Forward
Social signal processing (SSP) 
is a promising automated tech-
nology that aims to provide com-
puters with the ability to sense 
and understand human social 
behaviors. Representative SSP 
applications include novel human-
computer interaction mechanisms 
that enhance machine sensitiv-
ity of users’ emotional and men-
tal states, more engaging games, 
ambient intelligence systems that 
are responsive to social context, 
and new quantitative psychologi-
cal evaluation tools for coaching or 
diagnosis. Based on adopted cues, 
existing SSP methods can be cat-
egorized as verbal or nonverbal. 

Over the last decade, signifi cant 
progress has been accomplished in 
visual nonverbal behavior analysis 
(VNBA). However, several emerg-
ing issues such as fusion of mul-
timodal cues, context estimation, 
and user privacy protection still 
need to be addressed adequately. 
In this article from the April– June 
2018 issue of IEEE MultiMedia, 
the authors present an overview 
of VNBA and describe various 
research challenges and proposed 
solutions.

IEEE Pervasive Computing

Learning from Our Mistakes: 
Identifying Opportunities 
for Technology Intervention 
against Everyday Cognitive 
Failure
There is growing opportunity for 
technologies to augment human 
memory and other cognitive 
processes, but systems to date 
typically either address known cog-
nitive impairments such as autism 
and Alzheimer’s disease or look 
to enhance one’s general capac-
ity for a specifi c task. In contrast 
to these approaches, the authors 
of this article from the April–June 
2018 issue of IEEE Pervasive Com-
puting argue that recognition and 
quantifi cation of human error is 
key to the design of future com-
puting systems for augmenting 
the human mind. By focusing on 
cognitive errors, the authors argue 
that we can fi rst identify frequent, 
persistent, or severe failures as tar-
gets for such systems and then go 
on to measure the success of any 
interventions. 

IEEE Security & Privacy

When the Crypto in 
Cryptocurrencies Breaks: 
Bitcoin Security under Broken 
Primitives
Digital currencies such as Bitcoin 
rely on cryptographic primitives 
to operate. However, past experi-
ence shows that cryptographic 
primitives do not last forever; 
increased computational power 
and advanced cryptanalysis cause 
primitives to break and motivate 
the development of new ones. It is 
therefore crucial for maintaining 
trust in a cryptocurrency to antici-
pate such breakage. The authors 
of this article from the July/August 
2018 issue of IEEE Security & Pri-
vacy present the fi rst systematic 
analysis of the eff ect of broken 
primitives on Bitcoin. They analyze 
the ways in which Bitcoin’s core 
cryptographic building blocks can 
break and the subsequent eff ect on 
the main Bitcoin security guaran-
tees. Their analysis reveals a wide 
range of possible eff ects depend-
ing on the primitive and type of 
breakage, ranging from minor 
privacy violations to a complete 
breakdown of the currency. Their 
results lead to several suggestions 
for the Bitcoin migration plans and 
insights for other cryptocurren-
cies in case of broken or weakened 
cryptographic primitives.

IEEE Software

Yesterday, Today, and 
Tomorrow: 50 Years of 
Software Engineering
In 2018, we’re now 50 years after 
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the famous groundbreaking con-
ference on software engineering in 
Garmisch, organized by its chair-
man F.L. Bauer and his co-chairs 
L. Bolliet and H.J. Helms. This 
conference introduced the notion 
and discipline of software engi-
neering. This is a moment to look 
back at what we’ve achieved, what 
we haven’t achieved, where we 
are today, and what challenges lie 
ahead. This article is part of the 

September/October 2018 issue of 
IEEE Software on software engi-
neering’s 50th anniversary.

IT Professional

How Do You Create an 
Internet of Things Workforce?
This article, published in the July/
August 2018 issue of IT Profes-
sional, argues that it is time for a 
new engineering and computer 

science discipline to emerge that is 
focused on the Internet of Things 
and cyber-physical systems. 
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EDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTE

H igh-performance computing (HPC) has 
revolutionized academic research and 
industry applications, enabling analysis, 

modeling, and visualization that would be impos-
sible without high computational speeds. The 
world’s fastest supercomputers are now capable of 
performing quadrillions of fl oating-point operations 
per second (fl ops). Additionally, more and more 
researchers and industry professionals have access 
to aff ordable supercomputing resources.  

This issue of ComputingEdge showcases two 
articles on HPC, both originally published in Com-
puting in Science & Engineering. “A Dream of Sim-
plicity: Scientifi c Computing on Turing Machines” 
discusses how computational scientists can best 
prepare their data and software for high-performance 
computations. In “Enhancing Product Innovation 
with Computational Engineering,” the authors 
describe how product developers in diverse indus-
tries such as automotive and sporting goods are 
harnessing the power of HPC to design and ana-
lyze virtual prototypes of new products.  

Supercomputing is often needed to analyze 
the vast amounts of data we collect in today’s era 
of big data and the Internet of Things (IoT). This 
large amount of data creates issues related to data 
security, storage, and analytics. In Computer’s 
“Cyberthreats under the Bed,” the authors warn 
that smart toys could make children’s data vul-
nerable to security breaches. The authors of IEEE 
Intelligent Systems’ “On Using the Intelligent Edge 
for IoT Analytics” present a fl exible architecture 

for IoT data analytics for application in smart cit-
ies, smart buildings, and smart manufacturing. 

Other topics in this issue include automated 
vehicles, smart cities, and artifi cial intelligence (AI). 
As automated driving becomes a standard feature in 
our vehicles, dependability and security are of para-
mount importance. In Computer’s “Automated Driv-
ing: The Cyber-Physical Perspective,” the author 
describes the impact of automated driving on the 
cyber-physical vehicle hardware and software, 
including drastically increased design complexity.

Smart cities aim to use the IoT, data analytics, 
and other technologies to improve livability for citi-
zens. In IEEE Pervasive Computing’s “What Can We 
Learn from Smart Urban Mobility Technologies?,” 
the authors discuss how smart mobility technologies 
aff ect behavior and improve transportation planning 
in cities. IEEE Internet Computing’s “Humane Smart 
Cities: The Need for Governance” argues that local 
governments implementing smart-city technologies 
should improve transparency in decision-making. 

IEEE Security & Privacy’s “Artifi cial Intelligence 
and the Attack/Defense Balance” posits that AI will 
allow computers to take over many Internet secu-
rity tasks from humans, performing them faster 
and at scale. Finally, in IEEE Computer Graphics 
and Applications’ “Visual Analytics for Explainable 
Deep Learning,” the authors argue that—despite 
unprecedented advancements in deep learning—
the lack of explanation regarding decisions is a 
major drawback in applications such as precision 
medicine and law enforcement.

Advances in High-Performance 
Computing
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A Dream of Simplicity:  
Scientific Computing on Turing Machines

Konrad Hinsen | Centre de Biophysique Moléculaire in Orléans

I
t’s one of those days in the life of a computational scien-
tist. Your desktop computer is busy updating its operating 
system and doesn’t have any time left for you. The instal-
lation of your favorite simulation software on the new 

supercomputer doesn’t advance beyond an error message ex-
tending over 500 lines. And your data analysis hasn’t made 
much progress either: the results change when you use more 
or fewer processors, which doesn’t look right. You already 
asked Siri for advice, but as so often is the case, that con-
versation led absolutely nowhere. Computers are complex, 
frustrating machines. If only we could have simple ones that 
just did what we tell them to do!

Maybe it’s a good idea to go back to the basics. Ever 
heard of Turing machines? They were invented in 1937 by 
Alan Turing,1 and they’re as simple as computers can get. 
No keyboard, no screen, no hard disk—no operating system 

either, nor any voices pestering you. You write your instruc-
tions on a tape, put the tape into the machine, and push a 
button. The machine starts working, moving the tape back 
and forth. When it stops, you take out the tape again and 
read off the result. Computing couldn’t be simpler!

Turing invented the machine that was later named after 
him as a purely theoretical concept. There wasn’t much real 
computing hardware available back then, but people eventu-
ally built physical realizations (www.legoturingmachine.org/
lego-turing-machine, http://aturingmachine.com, and http://
videotheque.cnrs.fr/index.php?urlaction=doc&id_doc=3001). 
However, before you rush off to Amazon to shop for your 
own Turing machine, watch out: not all Turing machines 
are equal. Each of them has its own instruction set to de-
fine its capabilities. What Turing wrote about in his famous 
paper is the family of all imaginable Turing machines, 
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which only shows that he was a theoretician. For-
tunately, there’s a subfamily called universal Tur-
ing machines. They aren’t all equal either, but they 
all have the same capabilities. In fact, they can 
compute anything that any computer can possibly 
compute, so make sure you buy a universal model, 
even if it’s a bit more expensive.

Another detail you should watch out for is 
the machine’s symbol set. Those symbols are what 
you’re allowed to use on the tape and what the 
machine can use to produce its output. The cheap 
models work in binary, allowing only the symbols 
0 and 1 on the tape; high-end Turing machines can 
handle Unicode symbols. Not only does this allow 
you to copy your favorite poems to tape, no matter 
which language they’re written in, but it also saves 
you a lot of typing.

When you order your Turing machine, be sure 
to order a sufficient supply of blank tape to get you 
started. Turing speaks of infinitely long tapes in his 
paper, but that’s a theoretician for you. The good 
news is that a computation that’s of any practical 
use will need only a finite piece of tape. Exactly 
how much is difficult to predict, unfortunately, but 
for your first experiments, a 100-meter roll should 
be sufficient.

For the details about operating your machine, 
refer to its instruction manual. In particular, the 
manual should tell you how to prepare your input 
tape, either via a special keyboard device or a plain 
old typewriter from the attic. What’s more impor-
tant is the machine’s instruction set, which is ex-
plained in detail in the manual as well. The effect 
of each instruction tends to be very basic: move 
the tape one step to the right, copy the symbol at 
the current position to internal register number 3, 
and so on. It might seem laborious to express your 
problem in terms of such low-level operations, but 
that’s the price you pay for simplicity. You chose 
asceticism to escape the frustration of complex ma-
chinery. Would you really be happier reading the 
500+ pages that describe the instruction set of an 
ordinary modern computer?2

You’ll definitely appreciate a Turing machine’s 
simplicity when it comes to publishing your work. 
Being a CiSE reader, you’re, of course, practicing 
reproducible research—a Turing machine makes it 
even easier. Just publish a copy of your input tape 

as supplementary material to your article and de-
scribe the precise model of Turing machine that 
you used. If you worry that its manufacturer might 
go out of business, making it impossible for your 
readers to get an identical model for replication 
purposes, add the specification of the machine as 
an appendix to your article as well (the specifica-
tion is the part of the manual that describes the 
instruction set, and with that information, any 
competent Turing machine shop can build a com-
patible model, at any time).

Frequently Asked Questions, Beginner Level
At this point, perhaps a few questions are starting 
to emerge. Let me see if I can provide some answers!

Q: My machine doesn’t stop, it just keeps on 
running. What should I do?

A: First, it’s possible that your computation 
contains an infinite loop, which means it’s erro-
neous and you should correct it. Otherwise, the 
problem you want to solve is probably bigger than 
your level of patience. Buy a faster machine or start 
practicing yoga. 

Q: How do I know whether my computation is 
just long or contains an infinite loop?

A: Mathematics can’t help you, sorry.1 Maybe 
your yoga teacher can offer advice.

Q: What I write on the tape is a program, but 
how do I get my data into the machine?

A: I don’t agree. I’d say the program is em-
bodied by the machine, and the tape contains only 
data. In fact, the distinction between program and 
data is part of our interpretation of a computation. 
From the machine’s point of view, it just manipu-
lates a sequence of symbols. You need to develop a 
more holistic view of computation.

Q: It’s a real pain to write floating-point opera-
tions in terms of single-symbol manipulations all 
the time. Isn’t there an easier way to do this?

A: You could try contacting a renowned Tur-
ing machine manufacturer and asking for a ma-
chine designed specifically for number crunching, 
with predefined f loating-point operations in its  
instruction set. Let me know if you succeed! In the 
meantime, read on for other ideas.

When you order your Turing machine, be sure to order a sufficient 
supply of blank tape to get you started. Turing speaks of infinitely 
long tapes in his paper, but that’s a theoretician for you.
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A Dream of Simplicity:  
Scientific Computing on Turing Machines

Konrad Hinsen | Centre de Biophysique Moléculaire in Orléans

I
t’s one of those days in the life of a computational scien-
tist. Your desktop computer is busy updating its operating 
system and doesn’t have any time left for you. The instal-
lation of your favorite simulation software on the new 

supercomputer doesn’t advance beyond an error message ex-
tending over 500 lines. And your data analysis hasn’t made 
much progress either: the results change when you use more 
or fewer processors, which doesn’t look right. You already 
asked Siri for advice, but as so often is the case, that con-
versation led absolutely nowhere. Computers are complex, 
frustrating machines. If only we could have simple ones that 
just did what we tell them to do!

Maybe it’s a good idea to go back to the basics. Ever 
heard of Turing machines? They were invented in 1937 by 
Alan Turing,1 and they’re as simple as computers can get. 
No keyboard, no screen, no hard disk—no operating system 

either, nor any voices pestering you. You write your instruc-
tions on a tape, put the tape into the machine, and push a 
button. The machine starts working, moving the tape back 
and forth. When it stops, you take out the tape again and 
read off the result. Computing couldn’t be simpler!

Turing invented the machine that was later named after 
him as a purely theoretical concept. There wasn’t much real 
computing hardware available back then, but people eventu-
ally built physical realizations (www.legoturingmachine.org/
lego-turing-machine, http://aturingmachine.com, and http://
videotheque.cnrs.fr/index.php?urlaction=doc&id_doc=3001). 
However, before you rush off to Amazon to shop for your 
own Turing machine, watch out: not all Turing machines 
are equal. Each of them has its own instruction set to de-
fine its capabilities. What Turing wrote about in his famous 
paper is the family of all imaginable Turing machines, 
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Q: I do many computations that share com-
mon elements, in particular, mathematical func-
tions. Is there a way to write them only once?

A: This is a more general version of the last ques-
tion, since floating-point operations are nothing but 
specific common elements. The answer is the same as 
well. Convince a manufacturer that it should design 
them into its machines ... or read on for other ideas.

Q: I need to run the same computation on 
many different input datasets. Every time I have 
to design an input tape from scratch. Isn’t there an 
easier way to do this?

A: Let me rephrase your question: you have 
many computations that share a common element, 
which is the algorithm that you wish to apply to 
your different datasets. So this is really the same 
question as the previous one. If your algorithm 
is important and you plan to use it intensively for 
many years, consider having a Turing machine de-
signed and built specifically for it. Your tapes then 
contain nothing but your datasets. If a custom-built 
machine sounds impractical, read on for other ideas.

Building Blocks to the rescue
If you’ve started playing around with a Turing ma-
chine and perhaps encountered some of the beginner- 
level questions in the previous section, I suspect 
that some of you are considering a remorseful re-
turn to your desktop computers. Well, simplicity 
isn’t for cowards. I never said it would be easy, but 
stay with me for a while, and maybe we’ll find a 
way out of this situation.

What’s probably bothering you is having to fig-
ure out how to do what you consider basic opera-
tions, such as adding two floating-point numbers, 
in terms of even more basic symbol manipulations. 
Worse, you have to do it all over again, for every sin-
gle addition! And what happens when you lose track 
of which part of your very long tape does what?

As I mentioned, one solution is to convince a 
Turing machine manufacturer to produce a ma-
chine that’s better suited to your needs. Unfortu-
nately, this can rapidly become rather expensive, 
plus it has an additional disadvantage: every new  

instruction in your Turing machine makes its 
specification more complex. If your manufacturer  
disappears, the next one will have to work much 
harder to make a compatible machine in the future. 
That’s not only going to cost a lot of money, but a 
complex specification also entails a higher risk of 
mistakes in the design of a new machine. And even 
if those arguments don’t convince you, they might 
convince the editorial boards of your favorite jour-
nals, who worry about the reproducibility of your 
work. They might actually reject your next paper  
for relying on an obscure and expensive custom-built  
machine rather than on cheap and well-understood 
commodity equipment.

Here’s another idea. Imagine that you could 
write symbol sequences for common simple jobs, 
such as adding two floating-point numbers, and 
then just copy and paste these sequences into your 
tape where needed. Rather than compose your 
tape symbol by symbol, you could compose it from 
bigger building blocks. Or, better yet, make a col-
lection of such reusable tape segments, paste the 
whole collection into your tape, and then somehow 
refer to its items when designing your computa-
tion. We could call such pieces subroutines and our 
collection a subroutine library.

We have a few administrative details to consider  
to make this work. To tell our machine to run a 
subroutine, we must tell it precisely which one. We 
could give each subroutine a name, and say “run 
subroutine FLOAT-ADD,” or we could use a num-
bering scheme, saying, “run the third subroutine in 
the library,” but neither of these approaches is per-
fect. Imagine that you delegate writing subroutines 
to your graduate students and then combine their 
efforts into a single library that everybody can be 
proud of. What if two of your students have used 
the name “FLOAT-ADD” for somewhat differ-
ent subroutines? What if all of them have referred 
to their subroutine number 2 somewhere in their 
code, but once the library is put together, the num-
bers have all shifted? In fact, you don’t just want to 
compose subroutines into libraries, you also want to 
compose libraries into bigger libraries. Otherwise,  

What’s probably bothering you is having to figure out how to 
do what you consider basic operations, such as adding two 
floating-point numbers, in terms of even more basic symbol 
manipulations. Worse, you have to do it all over again, for 
every single addition!
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what’s the point of having graduate students? So it’s 
worth thinking harder about this problem.

We also need to figure out a way to tell our ma-
chine to run a subroutine and then come back to 
the “main” program—as well as a way to store the 
data to be processed by our subroutines in a place 
where the subroutine’s instructions can pick them 
up. How to do this depends on your machine’s in-
struction set, so you have to figure it out for your-
self. Definitely do not delegate this to your students: 
each of them will come up with a different scheme, 
and they’ll quarrel forever about whose scheme is 
best. Have you seen the endless online discussions 
about the relative merits of different programming 
languages? You don’t want that happening in your 
research group. Setting up conventions requires 
firm authority. It’s a job for a real expert, like you.

Whatever scheme you come up with, it will 
consist of conventions to be followed by both au-
thors and users of subroutine libraries and support 
code to make the scheme work on your Turing ma-
chine. Let’s call these conventions an API, which 
will impress your friends in software engineering. 
While we’re at it, let’s call the support code an op-
erating system. When everything ends up working, 
you can proudly say that you’ve written an operat-
ing system that implements a powerful API. The 
mundane work of using it to prepare useful com-
putations can then be left to your students. It’s 
much more interesting to be the author of an op-
erating system—after all, everyone who writes or 
uses a subroutine will have to refer to the API and 
the operating system. You’ll get lots of citations!

Data Management
I hope that by now you’re feeling a bit more opti-
mistic about your future with the Turing machine. 
You can compose large programs using references 
to reusable subroutines. You can also compose 
these subroutines into libraries. And if you’ve fig-
ured out a clever subroutine reference scheme, in 
which one library’s references don’t interfere with 
those of another library, you can even compose li-
braries into bigger libraries.

But remember that a program is really just an-
other reusable building block for computations: 

you still need to compose it with an input dataset 
to make a full computation that you can set your 
Turing machine to work on. Or maybe several input 
datasets. Come to think of it, you’ll want datasets to 
be building blocks as well, which means you need a 
way to refer to data items in your computation. How 
about names or a numbering scheme? If you want to 
impress your friends in software engineering, maybe 
you should call a data item a file and a collection of 
data items a filesystem. You prefer to call it a data 
item library? That’s fine with me, but be warned that 
if you don’t put up a smokescreen of jargon, people 
will belittle your work as overly simple!

The management of data access requires some 
support code as well, but just a couple of subrou-
tines. This is a good occasion to complement your 
operating system with its very own subroutine li-
brary. You’ll need a great idea for a composable 
subroutine reference schema, otherwise your op-
erating system’s library will occupy names such as 
“READ-DATASET” or particularly convenient 
numbers such as 1, meaning that nobody else’s 
subroutines can use them. If you didn’t yet come 
up with a great idea, don’t worry: as the operating 
system supplier, you’re the boss, so everyone else 
will have to comply with your rules!

There’s a lot we could do to make program-
ming our little Turing machine even more pleas-
ant, but let’s stop here and profit a bit from our 
investments. Finish your subroutine library and 
use it to get some research done. When you pub-
lish your work, don’t forget that for reproducibility 
you still have to publish your complete input tape, 
including the operating system and your subrou-
tine library. And because your tape is probably a 
bit long by now, be nice to your readers and write 
some documentation so they can figure out how 
everything works.

Opening Up to the World
Congratulations on your first publication based on 
Turing machine computations! I’m sure it’ll become 
a citation classic. In the meantime, as you might 
have expected, other CiSE readers have followed 
the same path you did, and their papers will be out 
at about the same time as yours. Like you, they’re  

But remember that a program is really just another reusable 
building block for computations: you still need to compose it 
with an input dataset to make a full computation that you can 
set your Turing machine to work on.
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Q: I do many computations that share com-
mon elements, in particular, mathematical func-
tions. Is there a way to write them only once?

A: This is a more general version of the last ques-
tion, since floating-point operations are nothing but 
specific common elements. The answer is the same as 
well. Convince a manufacturer that it should design 
them into its machines ... or read on for other ideas.

Q: I need to run the same computation on 
many different input datasets. Every time I have 
to design an input tape from scratch. Isn’t there an 
easier way to do this?

A: Let me rephrase your question: you have 
many computations that share a common element, 
which is the algorithm that you wish to apply to 
your different datasets. So this is really the same 
question as the previous one. If your algorithm 
is important and you plan to use it intensively for 
many years, consider having a Turing machine de-
signed and built specifically for it. Your tapes then 
contain nothing but your datasets. If a custom-built 
machine sounds impractical, read on for other ideas.

Building Blocks to the rescue
If you’ve started playing around with a Turing ma-
chine and perhaps encountered some of the beginner- 
level questions in the previous section, I suspect 
that some of you are considering a remorseful re-
turn to your desktop computers. Well, simplicity 
isn’t for cowards. I never said it would be easy, but 
stay with me for a while, and maybe we’ll find a 
way out of this situation.

What’s probably bothering you is having to fig-
ure out how to do what you consider basic opera-
tions, such as adding two floating-point numbers, 
in terms of even more basic symbol manipulations. 
Worse, you have to do it all over again, for every sin-
gle addition! And what happens when you lose track 
of which part of your very long tape does what?

As I mentioned, one solution is to convince a 
Turing machine manufacturer to produce a ma-
chine that’s better suited to your needs. Unfortu-
nately, this can rapidly become rather expensive, 
plus it has an additional disadvantage: every new  

instruction in your Turing machine makes its 
specification more complex. If your manufacturer  
disappears, the next one will have to work much 
harder to make a compatible machine in the future. 
That’s not only going to cost a lot of money, but a 
complex specification also entails a higher risk of 
mistakes in the design of a new machine. And even 
if those arguments don’t convince you, they might 
convince the editorial boards of your favorite jour-
nals, who worry about the reproducibility of your 
work. They might actually reject your next paper  
for relying on an obscure and expensive custom-built  
machine rather than on cheap and well-understood 
commodity equipment.

Here’s another idea. Imagine that you could 
write symbol sequences for common simple jobs, 
such as adding two floating-point numbers, and 
then just copy and paste these sequences into your 
tape where needed. Rather than compose your 
tape symbol by symbol, you could compose it from 
bigger building blocks. Or, better yet, make a col-
lection of such reusable tape segments, paste the 
whole collection into your tape, and then somehow 
refer to its items when designing your computa-
tion. We could call such pieces subroutines and our 
collection a subroutine library.

We have a few administrative details to consider  
to make this work. To tell our machine to run a 
subroutine, we must tell it precisely which one. We 
could give each subroutine a name, and say “run 
subroutine FLOAT-ADD,” or we could use a num-
bering scheme, saying, “run the third subroutine in 
the library,” but neither of these approaches is per-
fect. Imagine that you delegate writing subroutines 
to your graduate students and then combine their 
efforts into a single library that everybody can be 
proud of. What if two of your students have used 
the name “FLOAT-ADD” for somewhat differ-
ent subroutines? What if all of them have referred 
to their subroutine number 2 somewhere in their 
code, but once the library is put together, the num-
bers have all shifted? In fact, you don’t just want to 
compose subroutines into libraries, you also want to 
compose libraries into bigger libraries. Otherwise,  

What’s probably bothering you is having to figure out how to 
do what you consider basic operations, such as adding two 
floating-point numbers, in terms of even more basic symbol 
manipulations. Worse, you have to do it all over again, for 
every single addition!
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attracted by simplicity, so wouldn’t those people be 
ideal partners for future collaborations? How about 
organizing a conference to bring them all together?

Unfortunately, you’ll likely have a few technical 
problems when you start collaborating. First, not ev-
erybody bought the same model of Turing machine. 
Second, each group has its own operating system 
with its distinct API and standard library. Even data 
is organized differently on each group’s tapes. Before 
you can start sharing the fruits of your hard work, 
you have to think about how to put it all together.

Believe it or not, Turing has once more done the 
hard work for you.1 He showed that every univer-
sal Turing machine can run software for any other 
Turing machine by simply prefixing that machine’s 
tape with a specific symbol sequence that acts as 
an adapter. Call it a virtual Turing machine if you 
want. Producing such an adapter should be no more 
than an exercise for you now that you’re an experi-
enced Turing machine programmer. And if you can 
virtualize your colleagues’ entire Turing machines, 
virtualizing their operating systems and APIs is just 
a little extra work. Not only can you run everyone’s 
tapes, you can even compose a new computation 
from subroutines written by different people for dif-
ferent instruction sets and APIs. Isn’t that cool?

frequently asked Questions, expert Level
Congratulations—you’ve graduated to the next 
level of challenges. Again, maybe I can provide 
some answers.

Q: I studied one of my tapes over the weekend 
and noticed that only 10 percent of the symbols 
were about my science—the other 90 percent were 
operating system, adapters, and subroutines for 
data access. Isn’t that a lot of overhead?

A: Perhaps, but would you rather go back to 
composing your tapes symbol by symbol as you did 
in the dark ages?

Q: My graduate student spent an entire week de-
bugging the tape from our last collaborative endeav-
or. It turned out that the adapter for our colleague’s 
data access subroutines was incorrectly using another 
colleague’s operating system. In fact, on a more care-
ful reading, that operating system’s API specification 
turned out to be incomplete. Do you have any advice 
for avoiding such issues in the future?

A: Maybe error checking would help? All it requires 
is some additional support code and conventions.

Q: I have this strange feeling that if we go on 
improving our tape development environments, 
we’ll get into the same mess that we have on our 
desktop computers. Is that right?

A: Well ... you might be on to something there.

Back to the real World
You’ve certainly noticed some similarities between 
my fictitious universe of Turing machines and the 
real world of computers made from silicon, but did 
you notice when and why the two worlds started 
to look similar? At what point in the story did the 
Turing machines’ simplicity start to evaporate? 
It’s when we wanted to prepare a computation by 
composing preexisting elements designed for re-
use, right? In other words, modular design makes 
complex computations feasible in practice, but at 
the same time, that’s what makes our daily lives so 
frustrating. In the end, computers aren’t really the 
origin of these frustrations—rather, it’s the limi-
tation of human brains that can’t reason reliably 
about sequences of thousands of instructions. Ab-
straction and modularization were invented for the 
programmer’s benefit, not the computer’s.

In real life, though, a major issue is the multi-
tude of schemes for composing units of computation. 
A typical programming language provides building 
blocks called procedure, function, and subroutine. 
But each language provides its own variety of this 
basic idea, with somewhat different conventions and 
different support code to make it work. Consequent-
ly, it’s usually difficult and sometimes impossible to 
combine procedures, functions, and subroutines 
written in different programming languages. More-
over, languages, operating systems, and web services 
provide several levels of building blocks whose com-
position mechanisms are always similar but rarely 
equal to the point of being interoperable. Popular 
names for such building blocks are “class,” “module,” 
“package,” “library,” “script,” “executable,” “file,” “di-
rectory,” and “filesystem,” but no two uses of these 
terms refer to exactly the same concept. A big part 
of the software agglomerate that occupies a modern 
computer’s memory is therefore made up of glue and 
translation code, much like in my Turing machine 

Computing technology is young and immature, with a fast 
rate of technological progress creating incentives for change 
at all levels.
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story. This glue and translation code includes link-
ers, loaders, archive managers, configuration tools, 
package managers, file format converters, and a lot 
more, all of which solve problems that we wouldn’t 
have without computers. More importantly, all this 
code creates opportunities for mistakes to sneak in.

As I already hinted, one cause for this diversity 
is that it’s hard to make people agree on something, 
especially if everyone has already made investments 
in a particular technological choice. In the realm of 
physical objects, economic pressures related to econ-
omies of scale provide a strong incentive for agree-
ment: every manufacturer can define its own sizes 
of screws and bolts, but people can also realize that 
they’re better off if the whole industry agrees on a few 
standard sizes such that a few manufacturers pro-
duce screws and bolts for everyone at a low price. In 
principle, this mechanism ought to work for software 
as well, but the cost of deviating from a standard is 
much lower in the world of bits than in the world of 
atoms. Perhaps more importantly, computing is still 
in an early development phase, with several big play-
ers hoping to gain a competitive advantage by impos-
ing their technology on everyone else.

But there’s also a productive source of diversity 
that comes from different and evolving technologi-
cal environments. One convention for composing 
components might favor performance, another 
one memory usage, and yet another one flexibility. 
New applications lead to new requirements that 
could conflict with an earlier convention’s design 
goals. New insights permit improvements that can 
only be implemented by abandoning old conven-
tions. Computing technology is young and im-
mature, with a fast rate of technological progress 
creating incentives for change at all levels.

To convince you that composition really is at the 
heart of most of our frustrations with computers, I’ll 
discuss one familiar problem with two different la-
bels in more detail: software installation and nonre-
producible computations. They’re actually the same 
fundamental problem because nonreproducibility 
means that you can’t successfully install somebody 
else’s computation on your computer because you 
don’t have all the required parts, they can’t be com-
posed with the software that’s already available on 
your computer, or you don’t have sufficient instruc-
tions to perform the composition.

The way software installation is handled on 
most of today’s computational platforms is by con-
tinuous aggregation. The starting point is the hard-
ware plus minimal firmware (called a BIOS). The 
first add-on is an operating system, such as GNU/
Linux or Windows. Such an operating system is al-
ready a composition of many parts, including a ker-
nel, system libraries, and utility programs; software 
installation simply adds to this collection. System 
libraries are complemented by other libraries, and 
system utility programs gain application programs 
as new neighbors. There is, in fact, no fundamental 
difference between the system parts and the other 
parts—the label “system” simply means that an item 
is provided by the operating system manufacturer.

At each step of a software installation procedure, 
you thus compose an aggregate of items with an ad-
ditional item to make a more powerful aggregate. The 
new items—libraries and applications—must be com-
patible with the aggregate you start with. But that ag-
gregate is nearly unique; it’s the preexisting installation 
on your computer, the result of a particular sequence 
of software installation steps that’s unlike anybody 
else’s. The developers of the additional items you want 
to add can’t possibly have tested their code on the ag-
gregate that you’ll install it on, which is a big reason 
why software installation so often ends in frustration. 
It’s also a reason why computations are so difficult to 
reproduce: in addition to the software and data that 
your colleagues ideally provide as supplementary ma-
terial for their papers, you would need the exact same 
software aggregate that they used. However, describ-
ing one’s software aggregate in a paper is difficult, 
lengthy, and ultimately of limited use because there’s 
no straightforward way to reproduce it elsewhere.

You might argue that this is no different from 
other technologies: your car is quite different from 
your friend’s car, yet you don’t have to include a 
detailed description of your car down to the last 
screw when you explain to your friend how to drive 
from point A to point B. But computation is un-
likely any other technology in its dependence on 
small details.3 Most technologies use interfaces that 
are robust against small changes in their imple-
mentations, but we don’t yet have such interfaces  
in computing technology.

The difficulties of software installation have led 
to the development of a category of support tools 

Package managers don’t solve the fundamental problems 
of composing software items—rather, they simplify the 
instructions you have to follow to install software.
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attracted by simplicity, so wouldn’t those people be 
ideal partners for future collaborations? How about 
organizing a conference to bring them all together?

Unfortunately, you’ll likely have a few technical 
problems when you start collaborating. First, not ev-
erybody bought the same model of Turing machine. 
Second, each group has its own operating system 
with its distinct API and standard library. Even data 
is organized differently on each group’s tapes. Before 
you can start sharing the fruits of your hard work, 
you have to think about how to put it all together.

Believe it or not, Turing has once more done the 
hard work for you.1 He showed that every univer-
sal Turing machine can run software for any other 
Turing machine by simply prefixing that machine’s 
tape with a specific symbol sequence that acts as 
an adapter. Call it a virtual Turing machine if you 
want. Producing such an adapter should be no more 
than an exercise for you now that you’re an experi-
enced Turing machine programmer. And if you can 
virtualize your colleagues’ entire Turing machines, 
virtualizing their operating systems and APIs is just 
a little extra work. Not only can you run everyone’s 
tapes, you can even compose a new computation 
from subroutines written by different people for dif-
ferent instruction sets and APIs. Isn’t that cool?

frequently asked Questions, expert Level
Congratulations—you’ve graduated to the next 
level of challenges. Again, maybe I can provide 
some answers.

Q: I studied one of my tapes over the weekend 
and noticed that only 10 percent of the symbols 
were about my science—the other 90 percent were 
operating system, adapters, and subroutines for 
data access. Isn’t that a lot of overhead?

A: Perhaps, but would you rather go back to 
composing your tapes symbol by symbol as you did 
in the dark ages?

Q: My graduate student spent an entire week de-
bugging the tape from our last collaborative endeav-
or. It turned out that the adapter for our colleague’s 
data access subroutines was incorrectly using another 
colleague’s operating system. In fact, on a more care-
ful reading, that operating system’s API specification 
turned out to be incomplete. Do you have any advice 
for avoiding such issues in the future?

A: Maybe error checking would help? All it requires 
is some additional support code and conventions.

Q: I have this strange feeling that if we go on 
improving our tape development environments, 
we’ll get into the same mess that we have on our 
desktop computers. Is that right?

A: Well ... you might be on to something there.

Back to the real World
You’ve certainly noticed some similarities between 
my fictitious universe of Turing machines and the 
real world of computers made from silicon, but did 
you notice when and why the two worlds started 
to look similar? At what point in the story did the 
Turing machines’ simplicity start to evaporate? 
It’s when we wanted to prepare a computation by 
composing preexisting elements designed for re-
use, right? In other words, modular design makes 
complex computations feasible in practice, but at 
the same time, that’s what makes our daily lives so 
frustrating. In the end, computers aren’t really the 
origin of these frustrations—rather, it’s the limi-
tation of human brains that can’t reason reliably 
about sequences of thousands of instructions. Ab-
straction and modularization were invented for the 
programmer’s benefit, not the computer’s.

In real life, though, a major issue is the multi-
tude of schemes for composing units of computation. 
A typical programming language provides building 
blocks called procedure, function, and subroutine. 
But each language provides its own variety of this 
basic idea, with somewhat different conventions and 
different support code to make it work. Consequent-
ly, it’s usually difficult and sometimes impossible to 
combine procedures, functions, and subroutines 
written in different programming languages. More-
over, languages, operating systems, and web services 
provide several levels of building blocks whose com-
position mechanisms are always similar but rarely 
equal to the point of being interoperable. Popular 
names for such building blocks are “class,” “module,” 
“package,” “library,” “script,” “executable,” “file,” “di-
rectory,” and “filesystem,” but no two uses of these 
terms refer to exactly the same concept. A big part 
of the software agglomerate that occupies a modern 
computer’s memory is therefore made up of glue and 
translation code, much like in my Turing machine 

Computing technology is young and immature, with a fast 
rate of technological progress creating incentives for change 
at all levels.
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called package managers, of which the best-known 
examples are Debian’s apt and RedHat’s rpm. A pack-
age manager defines its own scheme for composing 
software building blocks, now called packages, which 
has stricter rules than the older schemes defined by 
operating systems. In particular, the composition 
scheme requires each package to contain a specifica-
tion of the aggregate that it can be composed with. 
These specifications are rather laboriously prepared 
by a team of packagers, but they’re intentionally im-
precise, as otherwise they would be obsolete after 
a few days, which is just another way of saying that 
the packagers don’t really promise that a package will 
work on every system that conforms to the specifica-
tion, because there’s still a lot of unpredictable diver-
sity in the set of all such systems. Package managers 
don’t solve the fundamental problems of composing 
software items—rather, they simplify the instructions 
you have to follow to install software. They don’t 
eliminate the causes and thus the risk of failure.

One particularly important problem that 
most package managers don’t solve is the one 
I’ve referred to repeatedly: name conflicts. Every 
package is identified by an arbitrarily assigned 
name, and you can’t have two packages with the 
same name installed on your computer. In par-
ticular, you can’t have two different versions of 
the same software package. This might not sound 
so bad at first—after all, why would you want to 
use two different versions of a package in parallel? 
There are actually some good reasons, related to 
bugs and compatibility-breaking changes, but the 
main problem is elsewhere. Name conflicts make 
it impossible in practice to compose two soft-
ware aggregates into a new, more powerful aggre-
gate. Imagine simply downloading an archived  
software aggregate published by some other re-
searcher and putting it onto your own computer 
without destroying anything in the process.  
Reproducibility would become much less of an  
issue in computational science.

One approach to eliminating name conflicts in 
software aggregates is compartmentalization. Instead 
of having a single software aggregate per computer, 
we would create multiple encapsulated aggregates 
that are isolated from each other—examples of  
such encapsulated aggregates include Java’s JAR  
files, MacOS application bundles, Docker containers,  
and Python’s virtual environments. Unfortunately, 
compartmentalization comes at a price. In the one-
aggregate universe, existing software building blocks 
could be freely reused. In the compartmentalized 
world, reuse across aggregate boundaries is impos-

sible, and aggregates become black boxes. This is 
particularly inconvenient in a research setting, where 
experimentation with building blocks (“let’s see what 
happens if I change only this piece”) is common.

Doing Better in the future
Once we understand the causes of a problem, we 
can figure out how to solve it. A nice example is a 
recent approach to avoiding name conflicts, which 
is based on the idea of content-addressable storage.  
Instead of referring to building blocks by arbitrarily  
assigned names, a unique short reference handle  
is computed from the contents of that building 
block, that is, from the contents of the files that 
represent the building block on your computer. 
This can be achieved by using a cryptographic hash 
function such as SHA-1 (for a plain data file, this 
means that you use the SHA-1 hash of the data as 
the filename). Name conflicts can then only occur in 
the case of a hash collision, whose theoretical prob-
ability is vanishingly small and that to the best of my 
knowledge has never been observed in practice. With 
content-addressable storage, large amounts of data 
can be stored with unique short reference IDs and 
without wasting any storage by allowing duplicates. 
This is why it’s used by the popular version control 
system Git and also by the Software Heritage project 
(https://www.softwareheritage.org), whose ambitious 
goal is to create a permanent archive of all publicly 
available software source code on the planet.

Two recent package managers, Nix (https://nix 
os.org) and its offshoot Guix (https://guixsd.org), 
use content-addressable storage to solve the name 
conf lict problem in software installation. Entire  
software aggregates thus become composable: you can  
take the full aggregate of computer A and merge it 
with the full aggregate on computer B, creating a 
composite aggregate that has all the functionalities 
of A and B. Each of these aggregates can contain 
three different versions of some library without 
causing any trouble. The price to pay is a more la-
borious preparation of package descriptions: un-
like the first generation of package managers, these 
newcomers don’t build on the conventions of to-
day’s operating systems, but have to work against 
them. Guix has already been used for improving 
the reproducibility of computational research.4

Could we take another step and get rid of li-
braries and packages completely? If we apply the 
content-addressable storage idea to the smallest 
building blocks of a computation, which are sub-
routines and data structures, we wouldn’t need any 
kind of structured software aggregate. A computer’s 
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internal storage would simply be a lookup table that 
tells you for each unique identifier where to find the 
full computational building block that it was de-
rived from. To copy software to another machine, 
you would just need to locate all the required build-
ing blocks’ references and copy them over. You can 
see this approach in action in the experimental pro-
gramming platform Unison (http://unisonweb.org).

It might seem that understanding the role of com-
position in computation is of interest only for pro-

gramming language designers and developers of 
operating systems. As a computational scientist, is 
there any way you can put this knowledge to good 
use in practice to make your life easier and your 
research more reliable? I believe you can, otherwise 
I wouldn’t have written this article!

We might not be developers of composition 
schemes, but as users we make choices that influence 
developers. With your newly acquired understand-
ing of software installation and reproducibility,  
you can now add “ease of managing software ag-
gregates” to your list of criteria when choosing 
computers and operating systems. You might then 
want to give Nix or Guix a try, even though they’re a 
bit exotic and, for now, not nearly as mature as other 
Linux distributions. In a similar vein, you could add 
“ease of distributing and installing modules” to your 
list of criteria for choosing programming languag-
es and their support tools, in particular, when you 
make that choice in a teaching context.

Another case of composition that computational 
scientists frequently have to deal with is data manage-
ment. As I explained, reading a data file is nothing 
but a way of composing algorithms with the data they 
work on into a complete computation. File format 
conversion, another pain point in the life of computa-
tional scientists, is one of those “glue and translation” 
activities made necessary by the diversity of conven-
tions in computing technology. If you ever have to de-
sign a file format, choose one for a piece of software or 
steer a community toward the adoption of common 
file formats; it helps to understand the issues related 
to composition, including composition with software 
(reading and writing data files) but also composing 
data with other data. Do you want a format for in-
dividual data items, for collections of data items, or 
both? Do you expect that in the future, there will be 
a need to store additional data along with what you 
want to store now? In science, the answer to the last 
question is almost always yes, yet few scientific data 
formats are designed with extensibility in mind.

Finally, if you start to look at computational 
science from the point of view of building blocks, 
you’ll notice a strange contradiction: when it comes 
to data, our attitude as a community is very conser-
vative, whereas our attitude to software is progres-
sive. Most scientists agree that datasets should be 
archived for preservation and published for verifica-
tion and reuse. There’s also widespread agreement 
on the importance of using community-standard 
data formats to facilitate the exchange and reuse of 
data. Concerning scientific software, there’s a grow-
ing support for publishing its source code, but the 
goal of maintaining executability is considered un-
realistic or too expensive by most of today’s compu-
tational scientists. Given limited resources, today’s 
dominant view is that we should emphasize new 
science and update our software with that goal in 
mind, even if that means rendering older work non-
reproducible and the software of the past unusable. 
Once we realize that software and data are just roles 
we attribute to different building blocks of a com-
putation, and that both software and data represent 
scientific knowledge, we can develop a unified view 
of the relative importance of preserving existing 
knowledge versus developing new knowledge. Bet-
ter yet, we might actually succeed in lowering the 
cost of both preservation and development by a ju-
dicious choice of composition technologies. 
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called package managers, of which the best-known 
examples are Debian’s apt and RedHat’s rpm. A pack-
age manager defines its own scheme for composing 
software building blocks, now called packages, which 
has stricter rules than the older schemes defined by 
operating systems. In particular, the composition 
scheme requires each package to contain a specifica-
tion of the aggregate that it can be composed with. 
These specifications are rather laboriously prepared 
by a team of packagers, but they’re intentionally im-
precise, as otherwise they would be obsolete after 
a few days, which is just another way of saying that 
the packagers don’t really promise that a package will 
work on every system that conforms to the specifica-
tion, because there’s still a lot of unpredictable diver-
sity in the set of all such systems. Package managers 
don’t solve the fundamental problems of composing 
software items—rather, they simplify the instructions 
you have to follow to install software. They don’t 
eliminate the causes and thus the risk of failure.

One particularly important problem that 
most package managers don’t solve is the one 
I’ve referred to repeatedly: name conflicts. Every 
package is identified by an arbitrarily assigned 
name, and you can’t have two packages with the 
same name installed on your computer. In par-
ticular, you can’t have two different versions of 
the same software package. This might not sound 
so bad at first—after all, why would you want to 
use two different versions of a package in parallel? 
There are actually some good reasons, related to 
bugs and compatibility-breaking changes, but the 
main problem is elsewhere. Name conflicts make 
it impossible in practice to compose two soft-
ware aggregates into a new, more powerful aggre-
gate. Imagine simply downloading an archived  
software aggregate published by some other re-
searcher and putting it onto your own computer 
without destroying anything in the process.  
Reproducibility would become much less of an  
issue in computational science.

One approach to eliminating name conflicts in 
software aggregates is compartmentalization. Instead 
of having a single software aggregate per computer, 
we would create multiple encapsulated aggregates 
that are isolated from each other—examples of  
such encapsulated aggregates include Java’s JAR  
files, MacOS application bundles, Docker containers,  
and Python’s virtual environments. Unfortunately, 
compartmentalization comes at a price. In the one-
aggregate universe, existing software building blocks 
could be freely reused. In the compartmentalized 
world, reuse across aggregate boundaries is impos-

sible, and aggregates become black boxes. This is 
particularly inconvenient in a research setting, where 
experimentation with building blocks (“let’s see what 
happens if I change only this piece”) is common.

Doing Better in the future
Once we understand the causes of a problem, we 
can figure out how to solve it. A nice example is a 
recent approach to avoiding name conflicts, which 
is based on the idea of content-addressable storage.  
Instead of referring to building blocks by arbitrarily  
assigned names, a unique short reference handle  
is computed from the contents of that building 
block, that is, from the contents of the files that 
represent the building block on your computer. 
This can be achieved by using a cryptographic hash 
function such as SHA-1 (for a plain data file, this 
means that you use the SHA-1 hash of the data as 
the filename). Name conflicts can then only occur in 
the case of a hash collision, whose theoretical prob-
ability is vanishingly small and that to the best of my 
knowledge has never been observed in practice. With 
content-addressable storage, large amounts of data 
can be stored with unique short reference IDs and 
without wasting any storage by allowing duplicates. 
This is why it’s used by the popular version control 
system Git and also by the Software Heritage project 
(https://www.softwareheritage.org), whose ambitious 
goal is to create a permanent archive of all publicly 
available software source code on the planet.

Two recent package managers, Nix (https://nix 
os.org) and its offshoot Guix (https://guixsd.org), 
use content-addressable storage to solve the name 
conf lict problem in software installation. Entire  
software aggregates thus become composable: you can  
take the full aggregate of computer A and merge it 
with the full aggregate on computer B, creating a 
composite aggregate that has all the functionalities 
of A and B. Each of these aggregates can contain 
three different versions of some library without 
causing any trouble. The price to pay is a more la-
borious preparation of package descriptions: un-
like the first generation of package managers, these 
newcomers don’t build on the conventions of to-
day’s operating systems, but have to work against 
them. Guix has already been used for improving 
the reproducibility of computational research.4

Could we take another step and get rid of li-
braries and packages completely? If we apply the 
content-addressable storage idea to the smallest 
building blocks of a computation, which are sub-
routines and data structures, we wouldn’t need any 
kind of structured software aggregate. A computer’s 
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Enhancing Product Innovation with 
Computational Engineering

Douglass E. Post and Oscar Goldfarb
US Department of Defense High Performance Computing Modernization Program

S
ilicon Valley is the home of many of the most innovative high-technology industries that have 
ever existed, and their level of innovation gives them a competitive economic advantage that 
sustains a significant portion of the US economy. While there have been dozens of attempts 
in the US and abroad to replicate this success, few have been very successful. A relatively new 

approach to product development, computational engineering,1 is based on the use of computing, espe-
cially high-performance computing, to design, construct, and analyze virtual prototypes of new prod-
ucts. Because this new approach intrinsically shares many of the operational characteristics of Silicon 
Valley companies—including small, highly skilled product development teams that are empowered to 
take risks, make decisions, and accept failure on the path to success (see Figure 1)—it isn’t surprising 
that the application of computational engineering can achieve levels of operational success similar to 
Silicon Valley companies, which exhibit high levels of product innovation, short times to market, high-
quality product designs, and high customer appeal.2

Many high-tech industries are achieving product innovation by employing computational engineer-
ing. For instance, the automobile industry improves the crash worthiness of its products by modeling 
crashes using high-performance computing simulation models for vehicle crashes.3 Goodyear uses physics- 
based models of tire performance to reduce its time to market and to increase the annual number of new 
products.4 Ping Golf models the interaction of its golf clubs with golf balls to maximize the effectiveness 
of its clubs.5 Integrated circuit manufacturers model their new integrated circuits to maximize perfor-
mance, reduce power consumption, and minimize defects.6 The value of computational engineering is 
described in many reports by the Aberdeen Group (www.aberdeen.com) and the Council on Competi-
tiveness (www.compete.org).

A comparison of the two cultures identifies many common features between them:

 ■ The computational engineering culture involves small teams, indeed, sometimes only one or two 
subject matter experts. These people are usually highly skilled and experienced engineers trusted by 
their management to take risks and make the necessary decisions and product tradeoffs, and who are 
intimately familiar with the technical performance issues of the organization’s products. They gener-
ally have access to influential decision makers. In the words of Goodyear senior management,4 the 
computational engineers run the company’s “innovation engine.”

 ■ Computational engineers can generate many, many design options, explore the trade-space of these 
design options, and test the performance of those options very early in the design process. They can 
use both lower fidelity rapid analysis tools and high-fidelity (but less rapid) tools to identify design 
defects and performance shortfalls and fix them before designs are turned into real systems. This 
reduces expensive and time-consuming rework, resulting in lower risks, a faster time to market, lower 
costs, and a better performing product.

 ■ The level of expertise, the time and commitment, and the long-term perspective required to be suc-
cessful with computational engineering encourages leadership continuity and the development of 
close working relations with customers. The rapid response and flexibility that computational engi-
neering tools provide for supporting the design and analysis process for products make it much easier 
and much more likely to produce a successful design option than does the conventional “design, 
build, test” paradigm.
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The comparison is very suggestive that adopt-
ing computational engineering (virtual prototyp-
ing) naturally captures many of the success features 
of the Silicon Valley culture. 
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FROM THE EDITORS

Enhancing Product Innovation with 
Computational Engineering

Douglass E. Post and Oscar Goldfarb
US Department of Defense High Performance Computing Modernization Program

S
ilicon Valley is the home of many of the most innovative high-technology industries that have 
ever existed, and their level of innovation gives them a competitive economic advantage that 
sustains a significant portion of the US economy. While there have been dozens of attempts 
in the US and abroad to replicate this success, few have been very successful. A relatively new 

approach to product development, computational engineering,1 is based on the use of computing, espe-
cially high-performance computing, to design, construct, and analyze virtual prototypes of new prod-
ucts. Because this new approach intrinsically shares many of the operational characteristics of Silicon 
Valley companies—including small, highly skilled product development teams that are empowered to 
take risks, make decisions, and accept failure on the path to success (see Figure 1)—it isn’t surprising 
that the application of computational engineering can achieve levels of operational success similar to 
Silicon Valley companies, which exhibit high levels of product innovation, short times to market, high-
quality product designs, and high customer appeal.2

Many high-tech industries are achieving product innovation by employing computational engineer-
ing. For instance, the automobile industry improves the crash worthiness of its products by modeling 
crashes using high-performance computing simulation models for vehicle crashes.3 Goodyear uses physics- 
based models of tire performance to reduce its time to market and to increase the annual number of new 
products.4 Ping Golf models the interaction of its golf clubs with golf balls to maximize the effectiveness 
of its clubs.5 Integrated circuit manufacturers model their new integrated circuits to maximize perfor-
mance, reduce power consumption, and minimize defects.6 The value of computational engineering is 
described in many reports by the Aberdeen Group (www.aberdeen.com) and the Council on Competi-
tiveness (www.compete.org).

A comparison of the two cultures identifies many common features between them:

 ■ The computational engineering culture involves small teams, indeed, sometimes only one or two 
subject matter experts. These people are usually highly skilled and experienced engineers trusted by 
their management to take risks and make the necessary decisions and product tradeoffs, and who are 
intimately familiar with the technical performance issues of the organization’s products. They gener-
ally have access to influential decision makers. In the words of Goodyear senior management,4 the 
computational engineers run the company’s “innovation engine.”

 ■ Computational engineers can generate many, many design options, explore the trade-space of these 
design options, and test the performance of those options very early in the design process. They can 
use both lower fidelity rapid analysis tools and high-fidelity (but less rapid) tools to identify design 
defects and performance shortfalls and fix them before designs are turned into real systems. This 
reduces expensive and time-consuming rework, resulting in lower risks, a faster time to market, lower 
costs, and a better performing product.

 ■ The level of expertise, the time and commitment, and the long-term perspective required to be suc-
cessful with computational engineering encourages leadership continuity and the development of 
close working relations with customers. The rapid response and flexibility that computational engi-
neering tools provide for supporting the design and analysis process for products make it much easier 
and much more likely to produce a successful design option than does the conventional “design, 
build, test” paradigm.
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This article originally appeared in 
Computing in Science & Engineering, vol. 19, no. 6, 2017.
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According to Juniper Research, the size of the 
global smart toy market was $5 billion in 2017.1

Smart toys employ sensors, cameras, micro-
phones, data storage, voice recognition, GPS, 

and more. These technologies make toys more fun and 
engaging but also provide more vectors for cyberattacks. 

In early 2017, a security vulnerability was discovered 
in CloudPets, a line of stu� ed animals that connect via 
Bluetooth to a smartphone, enabling parents and children 
to send voice messages to and from each other from a dis-
tance. Exploiting the � aw, hackers were able to access chil-
dren’s personal information, photos, and voice recordings 
stored in the cloud. According to one security researcher, 
more than 820,000 user accounts were compromised 

including 2.2 million voice record-
ings. At one point, the hacked infor-
mation was held for ransom.2,3

Two years earlier, Hong Kong–
based toymaker VTech had experi-
enced an even larger cyberbreach. 

Through a � aw in its website, hackers obtained access to 
photos and chat logs from the accounts of more than 6.3 
million children in the US, Canada, Europe, Latin Amer-
ica, Australia, and New Zealand.4,5

SLOPPY SECURITY 
In part due to limited technology budgets, many smart 
toymakers have weak security and privacy policies.6,7

VTech, for instance, had secured its toys’ user data 
with outdated protocols.8 It’s standard practice to hash 
passcodes—transform them into a di� erent set of digital 
characters—to make databases more secure. VTech re-
portedly used the hashing algorithm MD5, whose devel-
oper had publicly announced back in June 2012 that it was 

Cyberthreats under 
the Bed
Nir Kshetri, University of North Carolina at Greensboro

Je� rey Voas, IEEE Fellow

Internet-connected toys provide an often-

overlooked avenue for breaching personal 

data, especially of those most vulnerable. 

Government and private measures can 

minimize the risks, but responsibility for 

monitoring smart toy usage ultimately lies 

with parents. 
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obsolete due to software limitations 
and dramatic increases in computing 
power since the algorithm was � rst 
released.5,9

Toymakers sometimes fail to make 
serious e� orts to strengthen security 
and privacy even after experiencing 
signi� cant attacks. For instance, af-
ter its massive data breach, VTech 
did little to � x the security problems. 
Instead, it revised the terms and con-
ditions of its user agreement to shift 
the responsibility of any future data 
leaks onto parents, prompting outrage 
among security experts.4

CHILD IDENTITY THEFT
Information held by smart toy man-
ufacturers can be more sensitive and 
valuable than credit card data. In 
VTech’s case, the breached data in-
cluded parent names, email addresses, 
passwords, secret questions and an-
swers used to verify account informa-
tion, IP addresses, mailing addresses, 
and download histories, as well as 
information about the child such as 
name, gender, and birthdate.5,10

One study found that children are 
51 times more likely to be targeted for 
identity theft than adults.11 Child data 
is speci� cally sought by cybercrimi-
nals because children are unlikely to 
� nd out that they have been a victim 
of identity theft until they apply for 
credit, which could be decades later. 
In testimony to the House Ways and 
Means Subcommittee on Social Secu-
rity, a Federal Trade Commission (FTC) 
o�  cial noted that “children’s SSNs [So-
cial Security numbers] are uniquely 
valuable because they lack a credit his-
tory and can be paired with any name 
and birth date.”12

Additionally, the potential misuse 
of sensitive data such as GPS location 
information, visual identi� ers from 
pictures or videos, and known inter-
ests to garner trust from a child pres-
ent exploitation risks.6

CHILD-PROTECTION 
EFFORTS
Government and consumer watchdog 
organizations have taken measures to 
protect children from toy-related secu-
rity breaches and privacy violations as 
well as to highlight the risks posed by 
certain toys. 

Regulatory initiatives
In some jurisdictions, regulations have 
been established to protect children 
from harmful e� ects attributed to 
smart toys. 

In the US, the FTC expanded com-
pliance with the Children’s Online 

Privacy Protection Act (COPPA) in June 
2017 to include smart toys and other 
Internet-connected devices aimed at 
children. The extended rule explicitly 
deems such devices to fall under the 
protected category of “websites or on-
line services.”13

In Germany, wireless devices with 
hidden cameras or microphones are 
illegal. In February 2017, the country’s 
Federal Network Agency classi� ed 
the My Friend Cayla doll (created by 
the US company Genesis Toys), which 
connects wirelessly to the Internet to 
answer questions, as an “espionage 
apparatus” after learning that hack-
ers could listen to children’s conver-
sations and steal their personal data 
through its unsecured Bluetooth con-
nection. The agency told parents of 
children with a doll to destroy its in-
ternal microphone and banned future 
sales.14–16

Some are hopeful that the EU’s 
General Data Protection Regulation 

(GDPR), which aims to generally 
strengthen and unify consumer data 
protection in all member countries, 
will address privacy and data security 
issues related to smart toys.17 GDPR 
enforcement begins on 25 May 2018.

Raising public awareness
Government agencies and private 
watchdog groups are raising public 
awareness of smart toys’ security and 
privacy risks.

In a July 2017 public service an-
nouncement, the FBI’s Internet Crime 
Complaint Center warned consumers 
that hacking smart toys could lead to a 

breach of sensitive information includ-
ing a child’s name, school, likes and 
dislikes, and geographic location, po-
tentially leading to identity theft.18,19

The Norwegian Consumer Council 
examined various Internet-connected 
toys including My Friend Cayla and 
raised four key concerns:20

› lack of safeguards—anyone can 
easily take control of the toys; 

› illegal or improper terms of 
service—users are required to 
consent to changes in the terms 
without notice, the use of per-
sonal data for targeted adver-
tising, and information sharing 
with third parties;

› privacy violations—for example, 
anything told by a child to My 
Friend Cayla is recorded and 
transmitted to the manufactur-
er’s technology partner, Nuance 
Communications; and

› hidden marketing targeted at 

Children are unlikely to fi nd out that they have 
been a victim of identity theft until they apply for 

credit, which could be decades later.
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kids—for example, pre- 
programmed spoken phrases 
endorse different products such 
as Disney movies.

The UK consumer watchdog Which? 
likewise tested seven smart toys and 
discovered security vulnerabilities 
in CloudPets along with the Furby 
Connect, i-Que Intelligent Robot, and 
Toy-Fi Teddy. The organization urged 
retailers to stop selling these and other 
toys with security flaws.21,22

These and other public interest 
groups are making a concerted effort 
to produce positive policy outcomes. 
In 2016, for example, more than 18 pri-
vacy groups filed complaints with the 
FTC and the EU concerning smart toys. 
How successful these attempts will ul-
timately be remains an open question 
given consumers’ sometimes heedless 
rush to acquire any “smart” device. 

E xperience suggests that many 
smart toy manufacturers ig-
nore or only pay lip service to 

security and privacy concerns. Their 
products thus could be even more 
vulnerable to cyberattacks than other 
Internet of Things devices, providing 
an often-overlooked entry point for 
hackers. In addition, security flaws 
in Internet-connected toys expose 
children to identity theft, which 
might not be revealed for years, as 
well as surveillance of the family by 
cybercriminals. 

Manufacturers might lack the ca-
pabilities, resources, and motivation 
to strengthen the security built into 
their smart toys. Regulatory efforts to 
address this issue are nascent, a gap 
that various government agencies 
and consumer watchdog groups are 
trying to fill. For now, however, the 

obligation to monitor smart toy usage 
and protect children’s personal data 
largely lies with parents. The expec-
tation of understanding smart toys’ 
security and privacy risks might be 
unrealistic for most parents. As a gen-
eral rule, however, parents should be 
wary of toys with recording technol-
ogy, connect to the Internet, or ask 
for personal data. Returning “creepy” 
dolls and other suspect smart toys to 
vendors for refunds and exchanges, 
or refusing to purchase them, will 
likely motivate toymakers to improve 
their products’ security.  
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kids—for example, pre- 
programmed spoken phrases 
endorse different products such 
as Disney movies.

The UK consumer watchdog Which? 
likewise tested seven smart toys and 
discovered security vulnerabilities 
in CloudPets along with the Furby 
Connect, i-Que Intelligent Robot, and 
Toy-Fi Teddy. The organization urged 
retailers to stop selling these and other 
toys with security flaws.21,22

These and other public interest 
groups are making a concerted effort 
to produce positive policy outcomes. 
In 2016, for example, more than 18 pri-
vacy groups filed complaints with the 
FTC and the EU concerning smart toys. 
How successful these attempts will ul-
timately be remains an open question 
given consumers’ sometimes heedless 
rush to acquire any “smart” device. 

E xperience suggests that many 
smart toy manufacturers ig-
nore or only pay lip service to 

security and privacy concerns. Their 
products thus could be even more 
vulnerable to cyberattacks than other 
Internet of Things devices, providing 
an often-overlooked entry point for 
hackers. In addition, security flaws 
in Internet-connected toys expose 
children to identity theft, which 
might not be revealed for years, as 
well as surveillance of the family by 
cybercriminals. 

Manufacturers might lack the ca-
pabilities, resources, and motivation 
to strengthen the security built into 
their smart toys. Regulatory efforts to 
address this issue are nascent, a gap 
that various government agencies 
and consumer watchdog groups are 
trying to fill. For now, however, the 

obligation to monitor smart toy usage 
and protect children’s personal data 
largely lies with parents. The expec-
tation of understanding smart toys’ 
security and privacy risks might be 
unrealistic for most parents. As a gen-
eral rule, however, parents should be 
wary of toys with recording technol-
ogy, connect to the Internet, or ask 
for personal data. Returning “creepy” 
dolls and other suspect smart toys to 
vendors for refunds and exchanges, 
or refusing to purchase them, will 
likely motivate toymakers to improve 
their products’ security.  
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Although the challenges of connecting Internet 

of Things (IoT) devices are being addressed, 

the next wave of IoT innovation will be driven by 

data analytics. Correspondingly, there has been a

proliferation of cloud-based, centralized data ana-
lytics platforms, such as Amazon Web Services 
(AWS) IoT, IBM Bluemix, and Microsoft Azure 
IoT Suite. Sensors send data over the network to 
these cloud-based platforms, where all the pro-
cessing takes place and appropriate decisions are 
made. This approach reduces application develop-
ment efforts and maintenance costs by keeping the 
application logic in one central location and offer-
ing preprogrammed services (for example, data 
visualization and device management) to devel-
opers. However, cloud-based solutions have limi-
tations, such as high bandwidth cost and/or high 
latency. They also assume that suffi cient connec-
tivity exists between IoT devices and a cloud ser-
vice, which does not always hold in reality. Even if 
we assume that we could address the bandwidth, 
latency, and connectivity issues by employing a 
sophisticated infrastructure, a large class of IoT 
applications might not be suitable because of regu-
lations and the security concerns of sharing data.

Advances in IoT technologies have ensured the 
design of powerful sensing/actuating devices with 
increased computing power and storage capaci-
ties that enhance their ability to perform a few 
computation tasks at the device or gateway level1

rather than through a centralized data analytics 
approach. Recently, the fog computing concept 
has gained momentum. The term refers to push-
ing the data processing tasks to the edge of the 

network rather than using a centralized cloud-
based approach.

In this article, we outline an intelligent approach 
for IoT analytics that facilitates the automated 
transitions between edge and cloud depending on 
the dynamic conditions of the IoT infrastructure 
and application requirements.

Intelligence at the Edge: 
Fog Computing
Fog computing (a term coined by Cisco) aims to 
address the limitations of cloud computing. Cis-
co’s IOx operating system is one of the prominent 
solutions that provides storage and computation in 
virtual machines (VMs) on infrastructure nodes. 
Computational, networking, and storage can be 
called fog nodes. Fog nodes can be devices such 
as Raspberry PI, devices with ContikiOS/TinyOS, 
mobile devices with Android OS/iOS, or rout-
ers with Cisco’s IOx operating system. However, 
a fog node cannot handle a large analytic task or 
multiple IoT applications competing for resources, 
which could result in increased processing latency. 
To overcome such limitations, a fog node leverages 
on-demand cloud resources and coordinates with 
other geographically distributed fog nodes, as 
Figure 1 shows.

In future fog deployments, many fog nodes 
will have resource constraints and rapidly chang-
ing contexts, such as battery level, availability, 
and mobility. Moreover, there will be a demand 
to provide fl exible environments where fog nodes 
can dynamically adapt according to context and 
application requirements rather than just provid-
ing simple static services. Therefore, we will need 
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an intelligence at the edge to address 
these requirements.

Related Concepts
The concept of intelligence at the edge 
is not new. Similar concepts include 
mobile cloud computing (MCC), mo-
bile edge computing (MEC), mist 
computing, and cloudlets. MCC in-
tegrates a centralized cloud service 
(such as AWS) into the mobile envi-
ronment to overcome the limitations 
of mobile devices such as performance 
(storage, bandwidth, battery life, and 
so on) and environment (such as het-
erogeneity, availability, and scalabil-
ity).2,3 MEC advances further and 
tries to move a large portion of tasks 
from centralized resources directly to 
nearby devices and infrastructure.4 
Cloudlets are trusted, resource-rich, 
and well-connected computers that 

are available for use by nearby mobile 
devices.5

Mist computing, proposed by 
Cisco, pushes the computation to the 
extreme edge of the IoT environment, 
where sensing and actuating devices 
are involved. Mist nodes are differ-
ent from traditional sensor nodes. 
For instance, a sensor node largely 
provides preconfigured services such 
as reporting temperature and humid-
ity values, whereas a mist node pro-
vides a more flexible environment in 
which the mist node can execute an 
application-specific customized com-
putation. The computation could be a 
simple application-specific task such 
as data aggregation, data filtering 
and preconditioning, or data fusion. 
Other researchers propose an intelli-
gence at the edge framework, which 
enables efficient execution of machine 

perception on resource-constrained 
IoT devices (for example, a mobile 
phone or gateway).6 This approach 
uses bit-vector encodings to represent 
domain knowledge and implement 
the semantic perception algorithms.

The concept of intelligence at fog 
nodes comes from several of these 
existing concepts. However, we dis-
tinguish it as a more generalized 
approach for IoT, where the IoT en-
vironment is resource constrained. 
Our focus is on IoT scenarios (as 
discussed in the next section) in 
which computation needs to be per-
formed quickly and locally. More-
over, the application logic is not 
explicitly woven into an underlying 
infrastructure.

A broad aim of the system is to 
speed up an analytic task through 
parallelization. We achieve this 

Application layer

Fog layer

IoT device layer

Private/public cloud Private/public cloud

Figure 1. Fog computing architecture. Fog nodes collect Internet of Things (IoT) data and conduct analytics by coordinating with 
other fog nodes and leveraging on-demand scalability of cloud resources.
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Although the challenges of connecting Internet 

of Things (IoT) devices are being addressed, 

the next wave of IoT innovation will be driven by 

data analytics. Correspondingly, there has been a

proliferation of cloud-based, centralized data ana-
lytics platforms, such as Amazon Web Services 
(AWS) IoT, IBM Bluemix, and Microsoft Azure 
IoT Suite. Sensors send data over the network to 
these cloud-based platforms, where all the pro-
cessing takes place and appropriate decisions are 
made. This approach reduces application develop-
ment efforts and maintenance costs by keeping the 
application logic in one central location and offer-
ing preprogrammed services (for example, data 
visualization and device management) to devel-
opers. However, cloud-based solutions have limi-
tations, such as high bandwidth cost and/or high 
latency. They also assume that suffi cient connec-
tivity exists between IoT devices and a cloud ser-
vice, which does not always hold in reality. Even if 
we assume that we could address the bandwidth, 
latency, and connectivity issues by employing a 
sophisticated infrastructure, a large class of IoT 
applications might not be suitable because of regu-
lations and the security concerns of sharing data.

Advances in IoT technologies have ensured the 
design of powerful sensing/actuating devices with 
increased computing power and storage capaci-
ties that enhance their ability to perform a few 
computation tasks at the device or gateway level1

rather than through a centralized data analytics 
approach. Recently, the fog computing concept 
has gained momentum. The term refers to push-
ing the data processing tasks to the edge of the 

network rather than using a centralized cloud-
based approach.

In this article, we outline an intelligent approach 
for IoT analytics that facilitates the automated 
transitions between edge and cloud depending on 
the dynamic conditions of the IoT infrastructure 
and application requirements.

Intelligence at the Edge: 
Fog Computing
Fog computing (a term coined by Cisco) aims to 
address the limitations of cloud computing. Cis-
co’s IOx operating system is one of the prominent 
solutions that provides storage and computation in 
virtual machines (VMs) on infrastructure nodes. 
Computational, networking, and storage can be 
called fog nodes. Fog nodes can be devices such 
as Raspberry PI, devices with ContikiOS/TinyOS, 
mobile devices with Android OS/iOS, or rout-
ers with Cisco’s IOx operating system. However, 
a fog node cannot handle a large analytic task or 
multiple IoT applications competing for resources, 
which could result in increased processing latency. 
To overcome such limitations, a fog node leverages 
on-demand cloud resources and coordinates with 
other geographically distributed fog nodes, as 
Figure 1 shows.

In future fog deployments, many fog nodes 
will have resource constraints and rapidly chang-
ing contexts, such as battery level, availability, 
and mobility. Moreover, there will be a demand 
to provide fl exible environments where fog nodes 
can dynamically adapt according to context and 
application requirements rather than just provid-
ing simple static services. Therefore, we will need 
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parallelization by segmenting the 
task into smaller tasks and offloading 
these tasks to fog nodes and cloud ser-
vices while maintaining the system’s 
objectives. The objectives could be 
any combination of saving the collec-
tive energy of devices, saving network 
bandwidth, processing or filtering a 
large amount of data before transfer-
ring it outside the network, perform-
ing distributed large-scale analytic 
tasks, targeting low latency for spe-
cific IoT scenarios (for example, real-
time video analytics, cloud gaming, 
and smart factories), or achieving ap-
plication-specific requirements.

Application-specific analytic tasks 
can be reconfigured at runtime, 
rather than deciding the data pro-
cessing strategy at design time. For 
instance, a fire detection sensor can 
be configured to send values every  
5 seconds in a normal situation, but, 
if the temperature value is above a 
certain threshold, it will send val-
ues more frequently, irrespective of 
constraints.

Fog nodes could aim together to op-
timize certain objectives as a whole. 
In their work, Cássio Prazeres and 
Martin Serrano present an example to 
describe this behavior: a fog node can 
serve up to X simultaneous requests 
(REQ), and other fog nodes notice 
that requests are made beyond the fog 
node’s capacity (that is, REQ . X).7 
This increases the latency time, thus 
affecting an application’s perfor-
mance. To avoid this, fog nodes could 
replicate the same functionality and 
offer it to achieve REQ , X.

Fog nodes can adapt themselves 
to provide a better quality of expe-
rience to users.7 For instance, fog 
nodes could perform analytics lo-
cally and send the data to the cloud 
to serve remote users. For local users, 
the system can offer the same service 
through localized protocols (such as 
Wi-Fi and Bluetooth). This can serve 

the needs of both remote and local 
users and could provide better quality 
experience to local users.

Potential Use Cases
Data analytics have been used suc-
cessfully to design innovative smart 
applications that facilitate large com-
munities, including smart cities, 
smart enterprises, and smart build-
ings as well as industry needs such 

as smart manufacturing, smart farm-
ing, and business services. However, 
many applications still face difficul-
ties related to an application’s adapt-
ability, robustness, and performance 
due to the unpredictable nature of 
IoT infrastructure. Here, we outline 
use cases requiring intelligence at the 
edge for IoT analytics.

Smart City Applications
Smart city initiatives are driven by 
the deployment of IoT infrastructure 
within various cities around the world 
and by building IoT applications over 
this infrastructure. Examples include 
challenges related to traffic congestion, 
public services, energy management, 
sustainability, and public safety and 
security. Despite all the advancements 
in telecommunication technologies and 
network coverage, cities still face great 
difficulty providing support for all 
smart city applications. The analytics 
will reduce both network congestion by 
building an ad hoc local network and 
the dependency on the central network. 
Additionally, by having an on-demand 
tradeoff option between the cloud and 
the edge, applications can make on-
the-fly decisions related to data trans-
mission and computing tasks.

Security Surveillance
Live streams from surveillance cam-
eras often result in heavy network 
traffic. Intelligence at the edge can 
play a key role in reducing network 
traffic and saving bandwidth by de-
ploying different analytical algo-
rithms such as anomaly detection 
from crowd behavior. The algorithms 
can support devices such as surveil-
lance cameras to locally process 
video images and only dispatch rele-
vant information based on contextual 
requirements. For example, analyti-
cal algorithms can detect anoma-
lies locally after processing the video 
streams and can reconfigure the cam-
era settings (video quality, camera an-
gle, operational configurations, and 
so on) and/or trigger actuations to 
switch between analytical algorithms 
deployed at the edge or the cloud.

Smart Manufacturing
Industry 4.0 and similar initiatives are 
embracing the concept of “fog in the 
factory,” where the decision-making 

Data analytics have 
been used successfully to 
design innovative smart 
applications that facilitate 
large communities, 
including smart cities, smart 
enterprises, and smart 
buildings as well as industry 
needs such as smart 
manufacturing, smart 
farming, and business 
services.
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process moves from the cloud to the 
edge. Analytical algorithms can help 
realize such concepts, since cloud-
based solutions are not optimal for 
meeting the high latency demands 
of manufacturing processes and de-
vices, mainly because of the large vol-
ume of data produced at a rapid rate. 
Data analytics algorithms can be ad-
opted for smart manufacturing and 
deployed at the edge, fog, or cloud. 
In the smart manufacturing domain, 
a key requirement is to gain perfor-
mance and operational efficiencies by 
providing a quick decision-making 
process for automated devices operat-
ing on the factory floor.

Design Considerations  
for Intelligent System  
at the Edge
Figure 2 shows a general intelli-
gent system architecture in a fog 

paradigm. Such a system receives a 
request from an application, then, 
based on the system context and us-
er’s objectives, it divides the ana-
lytic task into segments, which it can 
offload to surrogates, expecting that 
the offloaded task will be executed on 
surrogates and they will return the 
results to the user’s application.

Roles
Each element has one or more roles, 
depending on each fog node’s func-
tionality. Like any emerging area, 
fog roles are not completely new; in-
stead, they are an evolved version 
of concepts found in the existing 
literature.7–9

Surrogate. A surrogate is a fog node 
that can be used to offload a portion 
of a large analytic task. The offloaded 
task are executed on a surrogate, and 

the results sent back to the initiating 
fog node.8

Context manager. The context man-
ager node periodically monitors the 
status of surrogates and provides the 
context information to other com-
ponents for decision making. An in-
telligent fog computing system that 
performs computation offloading 
needs a certain awareness of a surro-
gate’s status, such as its availability, 
battery level, CPU, RAM, band-
width, and free memory. The sys-
tem uses this information to decide 
whether a surrogate is qualified for 
an offloading task.

A surrogate can be mobile, which 
changes its availability and connectiv-
ity over time. For a mobile surrogate, 
the context manager could use predic-
tion techniques to forecast the device’s 
connectivity, location, link quality, 
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Figure 2. An intelligent architecture in fog computing. Each fog node is assigned one or more roles. Roles include surrogate (S), 
storage (ST), context manager (C), partitioner (P), and offloading (O). The roles are changed over time depending on the context.
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parallelization by segmenting the 
task into smaller tasks and offloading 
these tasks to fog nodes and cloud ser-
vices while maintaining the system’s 
objectives. The objectives could be 
any combination of saving the collec-
tive energy of devices, saving network 
bandwidth, processing or filtering a 
large amount of data before transfer-
ring it outside the network, perform-
ing distributed large-scale analytic 
tasks, targeting low latency for spe-
cific IoT scenarios (for example, real-
time video analytics, cloud gaming, 
and smart factories), or achieving ap-
plication-specific requirements.

Application-specific analytic tasks 
can be reconfigured at runtime, 
rather than deciding the data pro-
cessing strategy at design time. For 
instance, a fire detection sensor can 
be configured to send values every  
5 seconds in a normal situation, but, 
if the temperature value is above a 
certain threshold, it will send val-
ues more frequently, irrespective of 
constraints.

Fog nodes could aim together to op-
timize certain objectives as a whole. 
In their work, Cássio Prazeres and 
Martin Serrano present an example to 
describe this behavior: a fog node can 
serve up to X simultaneous requests 
(REQ), and other fog nodes notice 
that requests are made beyond the fog 
node’s capacity (that is, REQ . X).7 
This increases the latency time, thus 
affecting an application’s perfor-
mance. To avoid this, fog nodes could 
replicate the same functionality and 
offer it to achieve REQ , X.

Fog nodes can adapt themselves 
to provide a better quality of expe-
rience to users.7 For instance, fog 
nodes could perform analytics lo-
cally and send the data to the cloud 
to serve remote users. For local users, 
the system can offer the same service 
through localized protocols (such as 
Wi-Fi and Bluetooth). This can serve 

the needs of both remote and local 
users and could provide better quality 
experience to local users.

Potential Use Cases
Data analytics have been used suc-
cessfully to design innovative smart 
applications that facilitate large com-
munities, including smart cities, 
smart enterprises, and smart build-
ings as well as industry needs such 

as smart manufacturing, smart farm-
ing, and business services. However, 
many applications still face difficul-
ties related to an application’s adapt-
ability, robustness, and performance 
due to the unpredictable nature of 
IoT infrastructure. Here, we outline 
use cases requiring intelligence at the 
edge for IoT analytics.

Smart City Applications
Smart city initiatives are driven by 
the deployment of IoT infrastructure 
within various cities around the world 
and by building IoT applications over 
this infrastructure. Examples include 
challenges related to traffic congestion, 
public services, energy management, 
sustainability, and public safety and 
security. Despite all the advancements 
in telecommunication technologies and 
network coverage, cities still face great 
difficulty providing support for all 
smart city applications. The analytics 
will reduce both network congestion by 
building an ad hoc local network and 
the dependency on the central network. 
Additionally, by having an on-demand 
tradeoff option between the cloud and 
the edge, applications can make on-
the-fly decisions related to data trans-
mission and computing tasks.

Security Surveillance
Live streams from surveillance cam-
eras often result in heavy network 
traffic. Intelligence at the edge can 
play a key role in reducing network 
traffic and saving bandwidth by de-
ploying different analytical algo-
rithms such as anomaly detection 
from crowd behavior. The algorithms 
can support devices such as surveil-
lance cameras to locally process 
video images and only dispatch rele-
vant information based on contextual 
requirements. For example, analyti-
cal algorithms can detect anoma-
lies locally after processing the video 
streams and can reconfigure the cam-
era settings (video quality, camera an-
gle, operational configurations, and 
so on) and/or trigger actuations to 
switch between analytical algorithms 
deployed at the edge or the cloud.

Smart Manufacturing
Industry 4.0 and similar initiatives are 
embracing the concept of “fog in the 
factory,” where the decision-making 

Data analytics have 
been used successfully to 
design innovative smart 
applications that facilitate 
large communities, 
including smart cities, smart 
enterprises, and smart 
buildings as well as industry 
needs such as smart 
manufacturing, smart 
farming, and business 
services.
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and mobility. The context manager 
could leverage a machine learning li-
brary such as Google’s TensorFlow 
(www.tensorflow.org/mobile) to im-
plement learning on devices such as 
a Raspberry PI and Android phone. 
Sometimes, collecting data from sur-
rogates and learning about their be-
havior is a computation-intensive task 
and it might not be possible on fog 
nodes due to resource constraints; 
therefore, the context manager could 
move the data collection and learning 
tasks to a cloud service, which could 
build prediction models and return 
them to the context manager.

Partitioner. The partitioner generates 
a bundle of components that can be 
used by the offloading process, which 
we discuss next. Hadoop automates 
the partition phase, which takes place 
after the map phase and before the 
reduce phase (https://hadooptutorial 
.wikispaces.co/Custompartitioner). 
The partition can be performed by 
developers, too. Developers explic-
itly build applications such that part 
is executed locally and another part is 
executed at a surrogate (for example, 
some user interface-driven tasks are 
performed locally while computation- 
intensive tasks are performed at a 
powerful surrogate). A recent prac-
tice is to adopt a microservices ar-
chitecture (https://martinfowler.com 
/articles/microservices.html), a more 
distributed architecture where some 
application functions are explicitly 
divided at design time. Although this 
approach requires extra development 
effort, it also optimizes some param-
eters because it is fine-grained; that 
is, an application can execute re-
motely on only those subparts that 
benefit from remote execution.

Offloading. An offloading process is 
divided into two steps: mapping and 
migration.

After a partitioner segments an an-
alytic task at design time, the map-
ping process decides during runtime 
which part should be offloaded to 
surrogates and which part should be 
executed locally. The mapping pro-
cess receives information about the 
static and dynamic contexts from the 
context manager and determines an 
optimal deployment strategy. The de-
cision is not limited to a single goal; 
users can have multiple goals that 
conflict with one another. Based on 
these parameters, the mapper decides 
which partitioned segment should be 
deployed on which surrogates.

After the partitioner decides to map 
a segment to a surrogate, this tech-
nique migrates the segmented bun-
dles to the surrogates. The bundle’s 
granularity could be a full VM, in 
which an individual application can 
be migrated to a fog node. However, 
this approach might be too “heavy” 
for resource-constrained surrogates. 
To address this problem, a light-
weight container, such as a docker 
(www.docker.com/what-docker) can 
be applied.10 Unlike VMs, these con-
tainers do not bundle a full operating 

system; rather, they bundle a docker 
image, which contains the necessary 
runtime and libraries required to ex-
ecute the bundle on a fog node. The 
docker image is efficient, lightweight, 
and self-contained, and it guarantees 
that an application’s code will always 
run the same, regardless of where it is 
deployed. A docker image uses a cen-
tralized distribution strategy, where 
a cloud-based central repository (for 
example, Docker store; https://store 
.docker.com) in the cloud holds bun-
dles and the fog nodes fetch the bun-
dles necessary for execution.

Gaps in Current Technology 
and Requirements
Some important gaps in current tech-
nologies and requirements required 
to build an intelligent system at the 
edge remain.

Programming Models
Application development for IoT in 
fog computing is a challenging task 
because of the associated dynamic-
ity; the goal is to allow an analytic 
task to dynamically scale based on 
context in the fog. It is hard for de-
velopers to orchestrate such a dy-
namicity. The orchestration becomes 
more challenging over numerous 
heterogeneous fog nodes distrib-
uted over a wide area. Existing dis-
tributed stream and data-processing 
programming frameworks (such as 
Hadoop and Apache storm) might 
not be suitable for fog computing be-
cause their architectures are based 
on static configurations. Technolo-
gies such as Google’s Kubernetes 
(https://kubernetes.io) automate 
scaling and the management of con-
tainerized applications. However, 
these technologies have been devel-
oped largely for cloud computing 
scenarios, where resources are typi-
cally homogeneous and tasks are re-
source intensive.

Application development 
for IoT in fog computing 
is a challenging task 
because of the associated 
dynamicity; the goal is to 
allow an analytic task to 
dynamically scale based on 
context in the fog.
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Heterogeneity
A fog infrastructure consists of a 
broader variety of heterogeneous 
nodes than a cloud computing ecosys-
tem. A fog infrastructure implements 
heterogeneous protocols and hard-
ware resources that exhibit different 
operating conditions. The hetero-
geneity further raises interoperabil-
ity issues among nodes. To address 
these issues, a common technique 
is to design a common framework/ 
middleware and provide abstractions 
on top of it. A good example to fill this 
gap is Eclipse’s ioFog (https://projects 
.eclipse.org/projects/iot.iofo). Eclipse 
ioFog is a set of technologies on a fog 
computing layer that can be installed 
on any fog node running a Linux op-
erating system. The ioFog universal 
runtime allows microservices to run 
on fog nodes.

Deployment
Existing technologies such as con-
tainers and VMs provide suitable 
abstractions for application deploy-
ment. However, these technologies 
have largely been developed for cloud 
computing scenarios, where resources 
are generally homogeneous and tasks  
are resource intensive. However, fu-
ture fog deployments will contain 
a wide variety of fog nodes with re-
source limitations. Therefore, tech-
nologies that can accommodate a 
wide variety of fog nodes are needed. 
Some early efforts such as micro-
clouds10,11 attempt to bring docker 
containerization techniques to de-
vices like Raspberry PI. However, 
more efforts are required to bring 
these technologies into industrial 
practices.

Fog computing can definitely pro-
vide benefits over cloud. However, 
it is not a replacement for cloud  
computing. We believe that some 

scenarios (more specifically in indus-
trial Internet/Industry 4.0 domains) 
will use fog along with cloud. 
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and mobility. The context manager 
could leverage a machine learning li-
brary such as Google’s TensorFlow 
(www.tensorflow.org/mobile) to im-
plement learning on devices such as 
a Raspberry PI and Android phone. 
Sometimes, collecting data from sur-
rogates and learning about their be-
havior is a computation-intensive task 
and it might not be possible on fog 
nodes due to resource constraints; 
therefore, the context manager could 
move the data collection and learning 
tasks to a cloud service, which could 
build prediction models and return 
them to the context manager.

Partitioner. The partitioner generates 
a bundle of components that can be 
used by the offloading process, which 
we discuss next. Hadoop automates 
the partition phase, which takes place 
after the map phase and before the 
reduce phase (https://hadooptutorial 
.wikispaces.co/Custompartitioner). 
The partition can be performed by 
developers, too. Developers explic-
itly build applications such that part 
is executed locally and another part is 
executed at a surrogate (for example, 
some user interface-driven tasks are 
performed locally while computation- 
intensive tasks are performed at a 
powerful surrogate). A recent prac-
tice is to adopt a microservices ar-
chitecture (https://martinfowler.com 
/articles/microservices.html), a more 
distributed architecture where some 
application functions are explicitly 
divided at design time. Although this 
approach requires extra development 
effort, it also optimizes some param-
eters because it is fine-grained; that 
is, an application can execute re-
motely on only those subparts that 
benefit from remote execution.

Offloading. An offloading process is 
divided into two steps: mapping and 
migration.

After a partitioner segments an an-
alytic task at design time, the map-
ping process decides during runtime 
which part should be offloaded to 
surrogates and which part should be 
executed locally. The mapping pro-
cess receives information about the 
static and dynamic contexts from the 
context manager and determines an 
optimal deployment strategy. The de-
cision is not limited to a single goal; 
users can have multiple goals that 
conflict with one another. Based on 
these parameters, the mapper decides 
which partitioned segment should be 
deployed on which surrogates.

After the partitioner decides to map 
a segment to a surrogate, this tech-
nique migrates the segmented bun-
dles to the surrogates. The bundle’s 
granularity could be a full VM, in 
which an individual application can 
be migrated to a fog node. However, 
this approach might be too “heavy” 
for resource-constrained surrogates. 
To address this problem, a light-
weight container, such as a docker 
(www.docker.com/what-docker) can 
be applied.10 Unlike VMs, these con-
tainers do not bundle a full operating 

system; rather, they bundle a docker 
image, which contains the necessary 
runtime and libraries required to ex-
ecute the bundle on a fog node. The 
docker image is efficient, lightweight, 
and self-contained, and it guarantees 
that an application’s code will always 
run the same, regardless of where it is 
deployed. A docker image uses a cen-
tralized distribution strategy, where 
a cloud-based central repository (for 
example, Docker store; https://store 
.docker.com) in the cloud holds bun-
dles and the fog nodes fetch the bun-
dles necessary for execution.

Gaps in Current Technology 
and Requirements
Some important gaps in current tech-
nologies and requirements required 
to build an intelligent system at the 
edge remain.

Programming Models
Application development for IoT in 
fog computing is a challenging task 
because of the associated dynamic-
ity; the goal is to allow an analytic 
task to dynamically scale based on 
context in the fog. It is hard for de-
velopers to orchestrate such a dy-
namicity. The orchestration becomes 
more challenging over numerous 
heterogeneous fog nodes distrib-
uted over a wide area. Existing dis-
tributed stream and data-processing 
programming frameworks (such as 
Hadoop and Apache storm) might 
not be suitable for fog computing be-
cause their architectures are based 
on static configurations. Technolo-
gies such as Google’s Kubernetes 
(https://kubernetes.io) automate 
scaling and the management of con-
tainerized applications. However, 
these technologies have been devel-
oped largely for cloud computing 
scenarios, where resources are typi-
cally homogeneous and tasks are re-
source intensive.

Application development 
for IoT in fog computing 
is a challenging task 
because of the associated 
dynamicity; the goal is to 
allow an analytic task to 
dynamically scale based on 
context in the fog.

This article originally appeared in 
IEEE Intelligent Systems, vol. 32, 
no. 5, 2017.



30 November 2018 Published by the IEEE Computer Society  2469-7087/18/$33.00 © 2018 IEEE
76 C O M P U T E R P U B L I S H E D  B Y  T H E  I E E E  C O M P U T E R  S O C I E T Y 0 0 1 8 - 9 1 6 2 / 1 8 / $ 3 3 . 0 0  ©  2 0 1 8  I E E E

CYBER-PHYSICAL SYSTEMS

We are fascinated by reports of automated 
vehicles but often overlook the biggest 
challenges still ahead of us. Robot taxis 
can decide where and when to go, and 

could be remotely supervised if needed, at least at the time 
of market entry when operating costs are less important. 
But bringing unsupervised, driverless automation at SAE 
(Society of Automotive Engineers) levels 4 and 5 to mil-
lions of middle-class cars—and reliably operating them in 
all tra   c and environmental conditions—is a very di er-
ent challenge.

This challenge includes all the 
e ects of a high-volume consumer 
market—cost constraints, lack of 
maintenance, security threats, and 
so on. While currently the emphasis 
is on developing dependable auto-
mated driving, I would like to focus 
on the consequences for the cyber-
physical systems implementing the 
automation. Major changes are al-

ready in place that will determine future vehicle design 
processes and, eventually, a ect the automotive and semi-
conductor markets. We might expect the market e ect to 
be similar or even stronger than the transition to electro-
mobility, in parallel with an increased level of driving au-
tomation. Overall, the automotive IC market is expected 
to grow by 12.6 percent each year, reaching US$ 43.6B by 
2021 according to IC Insights.1

The four main requirements driving these changes are 
performance, dynamics, safety, and vehicle interoperation. 

Automated Driving: 
The Cyber-Physical 
Perspective
Rolf Ernst, Technische Universität Braunschweig

Although the robot taxi is a proof-of-concept, 

the volume market introduction of automated 

vehicles represents the main cyber-physical 

challenge and will necessitate drastically 

increased design complexity. Challenges and 

possible architecture and design process 

solutions are discussed.
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THE QUEST FOR 
PERFORMANCE 
Today, at much lower levels of automa-
tion, advanced driver assistance sys-
tems (ADASs) use multicore systems 
to meet performance requirements, 
usually with a heterogeneous struc-
ture. New accelerators have entered 
the stage, including general-purpose 
graphics processors (GPGPUs) and ac-
celerators for convolutional neural net-
works (CNN). They need large SDRAMs 
and fast communication. The resulting 
multicore systems share part of the 
memories, coprocessors, and commu-
nication resources, commonly pro-
tected by memory management units 
(MMUs) or memory protection units 
(MPUs). Protection and virtualization 
work well on the level of logic, but tim-
ing interference remains. However, 
the traditional automotive execution 
model of periodic tasks communicat-
ing via shared variables, programmed 
with tool chains such as MATLAB/Sim-
ulink, is sensitive to timing variations. 

The main sources of timing inter-
ference are the network-on-chip (NoC), 
the SDRAM memory, and the o� -chip 
network interface. Attempts to replace 
the established priority-based sched-
uling (as in the automotive software 
standard AUTOSAR; www.autosar.
org) by an isolating time division mul-
tiple access (TDMA) scheduling, as in 
avionics (ARINC 653), had very lim-
ited success because of the lower e�  -
ciency and in� exible time-slot assign-
ment procedure. TDMA scheduling 
also doesn’t solve the core problem of 
timing interference: cache coherence 
tra�  c. Even worse, timing e� ects of 
virtualization, such as translation 
look-aside bu� er (TLB) misses, can 
cause hundreds of extra cycles. Thus, 
virtualization, which improves logic 
separation, tends to deteriorate timing 
interference.

As a result of this nonnegligi-
ble timing interference, the entire 

multicore software veri� cation pro-
cess must be repeated for every update 
of a software component. This drives 
up design costs and counters modular 
function compositions, so automotive 
research has started looking for alter-
native programming models. We can 
separate the problem into two con-
cerns: the lack of timing predictability 
and control, and the application sensi-
tivity to timing changes. 

We start with timing predictability 
and control. Predictability of cache traf-
� c can generally be improved by suitable 
cache management (partitioning, lock-
ing, and so on). TLB misses could be mit-
igated by minimizing address spaces 
and access right management or by 
replacing MMUs with MPUs where ac-
ceptable. Those are largely local e� ects 
that improve predictability of core exe-
cution and core tra�  c. On the global-
chip level, NoC access control and di-
rect memory access (DMA) transfers 
controlled by active resource manage-
ment seem to be suitable instruments 
for improving timing predictability.2,3

To reduce timing sensitivity, sev-
eral automotive original equipment 
manufacturers (OEMs) and their im-
mediate suppliers (those suppliers that 
provide complete subsystems, such as 
Bosch, Continental, Denso, and Delphi) 
have successfully explored the Logical 
Execution Time (LET) programming 
model or variants thereof.4,5 Origi-
nally developed by Tom Henzinger 
and his colleagues at the University 
of California, Berkeley, the LET model 
allows communication only at � xed 
points in time.6 This passes respon-
sibility for predictable timing to the 
producer of data and allows function 
composition and later updates, as long 
as the LET timing is respected. Such 
clear determination of responsibili-
ties nicely � ts the automotive supply 
chain. Because the LET programming 
model can be seen as a speci� c imple-
mentation of Simulink models, LET 

remains compatible with the estab-
lished function development. But LET 
is no general solution. Extending the 
LET model beyond the scope of a single 
chip, as needed for automated driving, 
will be hindered by its strict zero-time 
communication model. System-level 
LET extensions allowing the program-
ming of a distributed vehicle function 
are currently being investigated. 

The growing performance requests 
similarly a� ect the vehicle network. 
With the use of larger multicore pro-
cessors replacing many smaller pro-
cessors, the number of computers in 
the vehicle—the electronic control 
units (ECUs)—is shrinking. Because of 
the distributed nature of the vehicle, 
with its sensors and actuators, and be-
cause of safety reasons still to be dis-
cussed, there will always remain a net-
work of ECUs. The traditional CAN and 
FlexRay buses are complemented and 
gradually replaced by a set of switched 
Ethernet-based standards, called 
Time-Sensitive Networks (TSNs). The 
current automotive implementation 
uses a two-wire physical layer (BroadR-
Reach) with a 100 Mbit/s data rate, but 
1 Gbit/s and faster generations are on 
the way. Originally introduced for in-
fotainment, the TSN now carries cam-
era and other sensor data with high 
data rates and serves as communica-
tion backbone between the ECUs. TSN 
integrates the new tra�  c on top of the 
traditional in-vehicle communication. 
As in multicore architectures, there 
is timing interference, which can be 
mitigated using frame preemption 
and time-aware shaping and/or pri-
oritization as o� ered in TSN, but the 
multitude of communication streams 
and their requirements can’t easily be 
isolated given the few available TSN 
tra�  c classes. A possible approach 
is to replace the decentralized sched-
uling and routing, as used in TSN, by 
centralized network management, 
as developed for software-de� ned 
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networking (SDN). Of course, SDN pro-
tocols such as OpenFlow lack real-time 
properties, but faster and predictable 
variants are possible, with worst-case 
response times of 1 ms and below.7 

MORE DYNAMICS
The second major requirement is the 
management of greater execution dy-
namics. AUTOSAR originally assumed 
static mapping of tasks to processors 
and messages to network communica-
tion. Such static configurations allow 
design-time verification of processor 
and network load and response times. 
In this way, overloaded components 
or timing violations can be detected 
before deployment and updates can 
be tested in the lab. However, while 
the established automotive software 
tasks had a rather static execution 
profile with often periodic access pat-

terns to memories and networks, the 
new memory intensive software tasks 
come with stronger variations leading 
to complex load and communication 
patterns on-chip and in the vehicle 
network. This also applies to systems 
with different modes. Examples for 
such modes are driving under cer-
tain traffic conditions (highway, city) 
and in different directions (forward, 
backward), parking, and stopping. The 
exploitation of modes allows further 
optimization. And, finally, there is a 
request for online updates such that 
software components can be updated 
in the field in configurations that were 
not intensively tested in the lab. 

Adaptive AUTOSAR is an extension 
that supports such dynamic behavior 
and updates. However, what is stan-
dard in mobile computing today is a 
threat to automotive systems integrity 
if not handled properly. As elaborated 

above, virtualization can achieve log-
ical isolation, but does not guarantee 
timing isolation in high-performance 
multicore systems and networks. This 
can lead to a conflict with safety re-
quirements. The automotive safety 
standard ISO262628 requires thorough 
verification of all safety-critical func-
tions (ISO26262: Automotive Safety 
Integrity Level [ASIL] A-D) before 
deployment, and “freedom from in-
terference” from all other functions 
with lower or no ASIL classification 
(ISO26262: QM). This includes timing 
interference. So, dynamically upload-
ing software or other dynamic load 
changes, such as task migration, are 
severely constrained. A safety-critical 
function (ASIL A-D) must have been 
tested in the environment in which it 
shall be used, or it must be proven that 
no interference of other tasks is pos-

sible. A QM function must be proven 
not to interfere with any function 
with ASIL A-D classification. In con-
clusion, increased system dynamics 
will drive up verification costs. This is 
not least a consequence of the transfer 
of performance concepts developed 
for standard and mobile computing 
to automotive technology. Given the 
importance of automatic driving to 
future automotive and semiconductor 
markets, it should be possible to revise 
the existing multicore solutions to 
give better control on timing interfer-
ence, possibly with similar approaches 
as proposed for improved predictabil-
ity. Verification methods could exploit 
such architectural support for modu-
lar verification to cut design costs. To 
comply with the safety standard re-
quirements, modular verification re-
quires tool support to prove noninter-
ference. All these are highly relevant 

research topics of “mixed criticality” 
systems design (for a discussion, see 
“Mixed Criticality Systems—A History 
of Misconceptions?”9).

THE SAFETY CHALLENGE
We have already touched on the 
third requirement: safety. Like other 
safety standards, ISO26262 regulates 
the design process and the resulting 
artifact—the automotive hardware- 
software system. A crucial require-
ment is the capability to cope with 
errors. This requirement is not lim-
ited to hardware errors and failures, 
but also includes design and software 
errors. Error handling is defined in 
the safety concept. In automotive en-
gineering, the safety concept of com-
plex functions typically addresses a 
fail-safe behavior, meaning the system 
is required to detect all relevant er-
rors, and stop operation if an error is 
detected before a safety hazard oc-
curs. The capability to not cause harm 
is called integrity (for a discussion of 
terms, we refer readers to “Basic Con-
cepts and Taxonomy of Dependable 
and Secure Computing”10). In the case 
of current ADAS functions, the sys-
tem is turned off and responsibility is 
given back to the driver, who should 
bring the car to a safe stop or continue 
without ADAS support. In this ap-
proach, fail-safe is an appropriate re-
quirement. The ADAS function’s fail-
safe requirement is inherited by the 
hardware-software platform. So, the 
platform is also permitted to pursue 
a fail-safe concept for its errors and 
failures, a standard approach in au-
tomotive engineering. This changes 
at higher SAE levels of automatic 
driving, where the driver is no longer 
permanently involved. In this case, 
the driver cannot be part of the safety 
concept—the car must continue and 
come to a safe stop on its own. This 
behavior is called fail-operational and 
means that the vehicle must provide 
a guaranteed minimum functionality 
in the event of error. Again, this fail- 
operational requirement is inherited 
by the platform. Now, the hardware 

A crucial requirement is the capability to cope 
with errors. This requirement is not limited to 

hardware errors and failures, but also includes 
design and software errors.
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and software implementing the driv-
ing function must be fail-operational 
with huge consequences: to guarantee 
the minimum function, they must be 
able to not only cope with hardware er-
rors, but also to handle software errors, 
hardware design errors and, to some 
extent, conceptual errors. Handling 
such conceptual errors can be avoided 
only if the design process provides 
proof that software or hardware errors 
are impossible. Such proof is already 
very di�  cult for simple designs—and 
unrealistic for automotive multicore 
systems and their software, with their 
continuous changes and function inte-
gration requirements.

So, hardware redundancy is not 
su�  cient. Instead, the guaranteed 
minimum function is implemented 
on a simpler, independent subsystem 
of a di� erent structure that takes over 
in case of an error. Such redundancy is 
accepted as implementation diversity, 
assuming that a design error only af-
fects one of the two system parts. Now, 
the error must still be detected, as in 
the case of fail-safe behavior, and a 
mechanism is needed that can reliably 
switch from the regular operation of 
the primary system to the redundant 
secondary system. What I’ve described 
is a very condensed depiction of a 
mechanism that entails many prac-
tical challenges. The fail-operational 
requirement adds an extra level of 
platform functionality to an already 
complex design problem that will con-
tinue to grow as we move toward driv-
ing automation. 

OPEN TO THE WORLD
The last requirement is vehicle in-
teroperation. Car-to-car and car-to-
infrastructure communication pro-
vide new opportunities. From a cyber-
physical systems perspective, the wire-
less communication allows over-the-air 
updates, online diagnosis, and online 
maintenance, as well as data collec-
tion, which can help master the chal-
lenge of growing system complexity. 
Communication will also be exploited 
to support automated driving, 

providing additional information for 
perception or decision making. Be-
cause of the lower dependability of 
communication, it will not increase 
safety in the sense of ISO26262. 

In this column, I highlighted the spe-
ci� c impact of automated driving on 
the cyber-physical vehicle hardware 

and software. There are many, more 
generic challenges related to automo-
tive systems, including IT security and 
energy consumption, making automo-
tive systems a highly interesting cyber-
physical research topic. 
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networking (SDN). Of course, SDN pro-
tocols such as OpenFlow lack real-time 
properties, but faster and predictable 
variants are possible, with worst-case 
response times of 1 ms and below.7 
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The second major requirement is the 
management of greater execution dy-
namics. AUTOSAR originally assumed 
static mapping of tasks to processors 
and messages to network communica-
tion. Such static configurations allow 
design-time verification of processor 
and network load and response times. 
In this way, overloaded components 
or timing violations can be detected 
before deployment and updates can 
be tested in the lab. However, while 
the established automotive software 
tasks had a rather static execution 
profile with often periodic access pat-
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come with stronger variations leading 
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no interference of other tasks is pos-
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not to interfere with any function 
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clusion, increased system dynamics 
will drive up verification costs. This is 
not least a consequence of the transfer 
of performance concepts developed 
for standard and mobile computing 
to automotive technology. Given the 
importance of automatic driving to 
future automotive and semiconductor 
markets, it should be possible to revise 
the existing multicore solutions to 
give better control on timing interfer-
ence, possibly with similar approaches 
as proposed for improved predictabil-
ity. Verification methods could exploit 
such architectural support for modu-
lar verification to cut design costs. To 
comply with the safety standard re-
quirements, modular verification re-
quires tool support to prove noninter-
ference. All these are highly relevant 

research topics of “mixed criticality” 
systems design (for a discussion, see 
“Mixed Criticality Systems—A History 
of Misconceptions?”9).

THE SAFETY CHALLENGE
We have already touched on the 
third requirement: safety. Like other 
safety standards, ISO26262 regulates 
the design process and the resulting 
artifact—the automotive hardware- 
software system. A crucial require-
ment is the capability to cope with 
errors. This requirement is not lim-
ited to hardware errors and failures, 
but also includes design and software 
errors. Error handling is defined in 
the safety concept. In automotive en-
gineering, the safety concept of com-
plex functions typically addresses a 
fail-safe behavior, meaning the system 
is required to detect all relevant er-
rors, and stop operation if an error is 
detected before a safety hazard oc-
curs. The capability to not cause harm 
is called integrity (for a discussion of 
terms, we refer readers to “Basic Con-
cepts and Taxonomy of Dependable 
and Secure Computing”10). In the case 
of current ADAS functions, the sys-
tem is turned off and responsibility is 
given back to the driver, who should 
bring the car to a safe stop or continue 
without ADAS support. In this ap-
proach, fail-safe is an appropriate re-
quirement. The ADAS function’s fail-
safe requirement is inherited by the 
hardware-software platform. So, the 
platform is also permitted to pursue 
a fail-safe concept for its errors and 
failures, a standard approach in au-
tomotive engineering. This changes 
at higher SAE levels of automatic 
driving, where the driver is no longer 
permanently involved. In this case, 
the driver cannot be part of the safety 
concept—the car must continue and 
come to a safe stop on its own. This 
behavior is called fail-operational and 
means that the vehicle must provide 
a guaranteed minimum functionality 
in the event of error. Again, this fail- 
operational requirement is inherited 
by the platform. Now, the hardware 

A crucial requirement is the capability to cope 
with errors. This requirement is not limited to 

hardware errors and failures, but also includes 
design and software errors.
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Spotlight

What Can We Learn from 
Smart Urban Mobility 
Technologies?
Barbara Lenz and Dirk Heinrichs, DLR Institute of Transport Research

G lobal population growth, urbaniza-
tion, and economic globalization 

have triggered a growing transporta-
tion demand. Traditionally, transport 
planners have addressed this challenge 
through optimization, researching 
technical improvements for the exist-
ing transport system. This has primarily 
helped increase the urban transport sys-
tem’s efficiency—for example, by offer-
ing traffic management technologies that 
increase the capacities of street and pub-
lic transport networks. However, such 
optimization has not changed the sys-
tem itself; its two pillars (cars and pub-
lic transport) have basically remained 
unchanged—at least in the cities of 
industrialized and emerging countries, 
where the car already is or is currently  
becoming the dominant means of trans-
portation and public transportation 
remains an important service providing 
access to jobs, education, and supplies 
for a considerable part of the population.

Furthermore, although the contribu-
tions of technology-oriented research 
have been substantial, many capacity 
gains have been eaten up by further 
increases in demand. Yet the answer 
has remained the same: invest in more 
research for further technological 
improvements. This approach, deter-
mined by the optimization paradigm, 
didn’t change when the digitization era 
started. Rather, it was assumed that dig-
itization would transform conventional 
infrastructure-based mobility into a new 
form of data-based “smart” mobility. 

As users became more involved in cit-
ies’ optimization strategies, they started 
to receive increased attention from 
industry, policymakers, and (usability) 
researchers. The user, equipped with 
digital devices, was supposed to use 
those devices not only to better plan 
trips but also to change plans sponta-
neously. It was expected that the mere 
provision of travel information would 
induce behavioral changes that would 
support better use of the transport sys-
tem, thereby leading to smart mobility. 
This assumption turned out to be false, 
and the need for more in-depth research 
about the user became obvious.

Here, we take a look at how smart 
mobility has evolved and discuss the 
goals and challenges of related research 
and implementations, considering how 
smart mobility technologies will shape 
the future of transportation systems. 

UndErStandIng Smart 
mobIlIty USErS
The need for more user-centered 
research sparked a considerable 
push for social science research to be 
involved in the field of transportation, 
focusing on travelers’ wishes, prefer-
ences, and behaviors. The research 
results informed industry and service 
providers, helping them develop more 
user-friendly devices and applications; 
policymakers and planners used the 
same results to better design measures 
in the transportation field to control 
user behaviors. However, in this set-

ting, the human was still regarded from 
a functional perspective only—as some 
kind of manageable element within the 
overall transport system.

In addition, most research remained 
restricted to smart mobility as an issue 
of hardware and software, ignoring the 
fact that smart applications can hardly 
work without a physical counterpart; 
the usefulness of detailed information 
on schedules, trip duration, alternative 
routes, and other aspects of the trip is 
directly linked to the existence and 
accessibility of well-performing infra-
structures. There are some concerns that 
research that addresses smart mobility 
will maintain this approach of only 
focusing on the hardware and software, 
although its shortcomings are evident.

Newly revealed aspects concerning 
the user of digital information and com-
munication-based smart mobility have 
given rise to new business models for 
mobility services. These services have 
the potential to reconfigure the trans-
port market, whose structures have 
been defined for decades through a clear 
separation of transportation modes. 
Traditionally, the main stakeholders in 
the transportation arena have been pub-
lic transport operators and carmakers 
(and car owners), operating in a frame-
work set by local and national govern-
ments. Although public transportation 
has made significant improvements, 
it hasn’t really changed in terms of 
function. Similarly, the private car has  
continued providing perceived comfort 
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to its owners and users irrespective of 
increased congestion and costs.

However, with new stakeholders 
entering the market using smart plat-
form-based applications to provide their 
services, traditional boundaries between 
modes of transportation are now soften-
ing. One new type of service is UBER-
like ridesharing services, operating with 
fleets that draw on private cars as their 
physical resource and make them acces-
sible via smart brokering platforms. This 
gives access to both conventional and new 
players in the market, including individu-
als for whom mobility services represent a 
new opportunity to earn money. Another 
new and emerging service is flexible car 
sharing, available predominantly in big 
cities where the market potential is strong 
enough to make the service competitive. 
Research has shown that people deploy 
these cars as a complement to their pre-
vailing public transport use, albeit not 
only for practical reasons, such as time 
savings or the need to transport heavy 
items, but also for aspects such as the fun 
of riding in a (luxurious) car.1

In the context of new mobility ser-
vices, it has become obvious that 
research on users—their needs and 
wishes, attitudes and behaviors—is not 
only relevant for the user-friendly adap-
tation of smart mobility but also for 
understanding smart mobility’s wider 
impact on cities and regions, both now 
and in the future.2 The broader effects 
go far beyond the interface between the 
technology/application/service and user, 
also concerning users’ overall mobility 
behavior, which in turn heavily impacts 
the environment as well as social and 
economic structures in the city.

Defining smart mobility only in terms 
of the most advanced technological char-
acteristics, without taking into account 
the human dimension, won’t be useful 
for the cities of tomorrow. Research must 
help find the balance between technology 
and the people to whom it should be con-
ducive. The objective is to overcome the 
conventional “either-or” mentality and 
point to ways in which we can combine 
people’s needs and wishes on the one 
hand and technological options and mar-

ket opportunities on the other. Research 
about the future of smart mobility can’t 
just concentrate on cities; it must also 
address the regions and networks in 
which these cities are embedded, and it 
must widen its preoccupation with smart 
mobility to cities beyond industrialized 
and emerging countries.

ExPloItIng Smart  
mobIlIty tEChnology
In the context of everyday mobility, smart 
mobility technologies can help people 
access and exploit multimodal mobility 
options and make the most of available 
mobility alternatives. Such technologies 
let users find the various modes of trans-
portation available nearby and even book 
and pay for some. Services such as Red 
Ride in the US, or Matchrider and Flinc in 
Germany, help users find the closest vehi-
cles or shared rides available. Such apps 
are on the forefront of digitized transpor-
tation access and will play a growing role 
in urban mobility in the future.

However, mobility technologies don’t 
just affect mobility practices and user 
behavior. They can also improve trans-
portation and mobility planning in cities. 
The key aspects are sharing data, gener-
ating data, integrating different types of 
data, and involving citizens in data gath-
ering (crowdsourcing) and planning.

Sharing Data
Digitization helps make data open and 
available so it can be shared. Examples 
are OpenStreetMap (www.openstreet-
map.org) and the General Transit Feed 
Specification. GTFS defines a common 
format for public transportation sched-
ules and associated geographic infor-
mation. GTFS feeds let public transit 
agencies publish their transit data and 
developers write applications that con-
sume that data in an interoperable way. 
This is the foundation for informing, 
planning, and designing new applica-
tions for users to access information.

Generating New Data
Digitization also enables the generation 
of new data previously not available—
such as data for informal transportation 

services in developing cities. These ser-
vices have traditionally operated without 
formalized routes, schedules, or stops. 
Low-cost open-source mapping tools 
and widespread cellular network cov-
erage have made it possible to “create” 
data about matatus (privately owned 
minibuses) in Nairobi, Jeepneys (a popu-
lar means of public transportation in the 
Philippines) in Manila, or buses in Cairo, 
making the networks and operation vis-
ible. For example, students in Nairobi 
using their mobile phones have collected 
GPS data on bus journeys. This data is 
the basis for the now “official” map of 
the matatu network in Nairobi. Startups 
have come in to develop mobile naviga-
tion apps (www.digitalmatatus.com).

Increasing Data Interoperability
Beyond capturing data, digitization 
has made it much easier to integrate 
different types and forms of data. This 
requires data interoperability, so dif-
ferent types of data, and data from 
different origins, can be connected. 
Combining datasets with seemingly 
disconnected information might facili-
tate a new offering of urban services 
that are more reliable and easier to use.

As an example, today’s route-mapping 
offerings are more focused on “domi-
nant” modes of transportation, such as 
public transportation and cars. Digitali-
zation has enabled the integration of less 
well-represented options, such as cycling 
and walking. Another example is acces-
sibility data, conventionally found in dif-
ferent domains in disconnected forms: 
such as data related to land use (the dis-
tribution of available destinations) and 
transportation details (including the time 
and cost of reaching a destination and the 
quality of the transportation services).

Involving Citizens
But perhaps the biggest change with 
digitization has been the involvement 
of citizens. Citizens in cities can add 
data and enrich databases for transport  
and mobility planning. Tagging in 
OpenStreetMap lets users attach prop-
erties to a geocoded object. For example,  
for the BBBike initiative in Berlin  
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the potential to reconfigure the trans-
port market, whose structures have 
been defined for decades through a clear 
separation of transportation modes. 
Traditionally, the main stakeholders in 
the transportation arena have been pub-
lic transport operators and carmakers 
(and car owners), operating in a frame-
work set by local and national govern-
ments. Although public transportation 
has made significant improvements, 
it hasn’t really changed in terms of 
function. Similarly, the private car has  
continued providing perceived comfort 
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(www.bbbike.org/Berlin), citizens are con-
tributing to the generation of “bikeability” 
indices. In this manner, crowdsourcing 
has become a way to purposefully inform 
local mobility planning. Initiatives such as 
the online dialogue about bike safety in 
Berlin through BBBike, or online mapping 
of how citizens perceive their streets using 
open street map, are used to plan interven-
tions that reduce the number of accidents 
involving cyclists. The city of Chicago 
has employed online mapping to identify 
where to place new bike racks (http://
bikeparking.chicagocompletestreets.org/
page/about).

ChallEngES
Initiatives such as those just discussed show 
how urban planning is becoming more 
dynamic and participatory. They show that 
digitization can help mobility planning in 
cities become more responsive. However, 
while these are all important elements/pre-
requisites to enhance planning, there are 
also important challenges involved.

Technical Challenges
The first challenge is primarily a techni-
cal one. GTFS, for example, has been 
very useful for capturing systems that 
have fixed routes. It’s less useful when 
capturing services that have no fixed 
stops—which is a defining feature of 
informal and semiformal transporta-
tion systems around the world. GTFS 
databases are also difficult to build, and 
information on data features must be as 
detailed as possible to limit interpreta-
tion errors. As for the recovery method, 
the uploading of data must be accompa-
nied data availability in the API format 
to integrate regular data updates.

Inequitable Access
A second challenge is that, so far, access 
to digitized mobility and data has been 
inequitable. Digitized mobility and citi-
zen participation in digital data gath-
ering and planning rely on access to 
smartphones/the Internet. Of individu-
als in the US with an income lower than 
US$30,000 per year, approximately 40 
percent don’t own a smartphone.3 Age 
and educational status show a similar 

correlation, with older and less educated 
individuals less likely to own a smart-
phone than younger, more educated 
individuals. Although the percentage of 
smartphone owners will increase in the 
years ahead within all sociodemographic 
cohorts, equity will remain a prominent 
issue. In other words, digitization might 
mean access and inclusion for some, but 
barriers still exist for others.

Capacities and Competences
A third challenge relates to capacities 
and competences of the (local) govern-
ment to capture, process, and interpret 
data, as well as to enable and organize 
meaningful participation and citizen 
involvement. And although mapping 
exercises such as those in Manila or Nai-
robi often rely on volunteers, volunteer 
mappers aren’t free. They need training 
for inputting quality and reliable data, 
so designs must accommodate the con-
stant updating of information bases.

Data Ownership
Perhaps the biggest issue is data ownership. 
On the one hand, initiatives on digital data 
and crowdsourcing place data in the hands 
of everybody. On the other hand, citizens 
are concerned about personal data privacy, 
and governments don’t want to lose their 
leading role and sovereignty over manag-
ing communal data to private companies. 
The lack of business models that address 
the issue of data ownership presents a hin-
drance for the development of multi- and 
intermodal mobility services.

W e have watched smart mobility 
evolve, noting how it affects human 

mobility practices and how it provides 
new ways to exploit data for individual 
as well as for collective planning. Against 
this background, we’ve discussed here the 
goals and challenges of related research 
and implementations. The broader effects 
of smart mobility go far beyond the inter-
face between the technology, application, 
or service and the user, also concerning 
users’ overall mobility behavior. This in 
turn affects the environment as well as 
the city’s social and economic structures. 

Research is thus needed that goes beyond 
defining smart mobility only in terms of 
the most advanced technological charac-
teristics. Future research must take into 
account the human dimension. 

RefeReNCeS

 1. F. Giesel and C. Nobis, “The Impact of 
Carsharing on Car Ownership in German 
Cities,” Transportation Research Pro-
cedia, vol. 19, 2016, pp. 215-224; http://
dx.doi.org/10.1016/j.trpro.2016.12.082.

 2. F. Adoue, “La Mobilité Connectée au 
Quotidien: Les Usages du Smartphone 
dans les Transports en Commun Fran-
ciliens” [Mobility Connected to Every-
day Life: The Uses of the Smartphone 
in Public Transport in the Ile-de-France 
Region], PhD dissertation [in French], 
Université Paris-Est, 2016.

 3. J. Poushter, “Smartphone Ownership 
and Internet Usage Continues to Climb 
in Emerging Economies,” Pew Research 
Center, 22 Feb. 2016; www.pewglobal.
org/2016/02/22/smartphone-owner-
ship-and-internet-usage-continues-to-
climb-in-emerging-economies.

barbara lenz is director of 

the Dlr Institute of Transport 

research in Berlin. She is also 

a professor of transport geog-

raphy at Humboldt university. 

Her research interests include 

automation and new mobil-

ity concepts, the interrelation between ICT use and 

travel behavior, and informal transport in developing 

countries. Contact her at barbara.lenz@dlr.de.

dirk heinrichs leads the 

Department of Mobility and 

urban Development at the 

Dlr Institute of Transport 

research. He is also a profes-

sor for urban development 

and mobility at Technische universität (Tu) Berlin 

and is the founding director of the joint master pro-

gram on urban planning and mobility together with 

the faculty of architecture and urban design at the 

university of Buenos aires. His research focus is on 

the linkages between technology-driven mobility  

concepts and mobility behavior residential location 

choice and accessibility in urban areas worldwide. 

Contact him at dirk.heinrichs@dlr.de.

This article originally appeared in 
IEEE Pervasive Computing, vol. 16, no. 2, 2017.



2469-7087/18/$33.00 © 2018 IEEE Published by the IEEE Computer Society November 2018 37

 

COLUMN: Internet Governance 

Humane Smart Cities:  
The Need for Governance 

Humane smart cities need local governance to take 

care of the interests of all citizens. Governance 

mechanisms should avoid the transformation of a 

smart city into a “black-box,” where the city 

administration and its citizens lose control of critical 

information. Instead, they should let data be used to 

make better and transparent decisions for the 

population.  

You have probably heard the term “smart city”: a place full of cameras, sensors, big data analyt-
ics, control centers, and such. But you probably heard less or not at all about the well-being, hap-
piness, and average prosperity of such a city’s citizens. Smart cities make intensive use of 
modern information and communication technologies (ICTs), which are indeed very useful. But 
in recent years, attention is being driven to more “humane” (in the sense of the good characteris-
tics of humans) cities, where planning is focused on citizens’ wishes, interests and needs.1 The 
difference is subtle but it may lead to completely different solutions. Think of traffic jams, for 
instance. Facing the problem from the smart city trenches, one arrives at a solution that involves 
smart semaphores, a control center, etc. From the humane smart city perspective, one studies the 
mobility of people (not cars) in the traffic jam, where the solution might involve new or im-
proved public transport in the region, better localization of government offices, or even the es-
tablishment of new working hours. Many cities are already full of sensors that collect gigantic 
amounts of data that aim at making them work more efficiently and innovatively. But the actual 
benefits to citizens must be measured and accounted for. 

Humane smart cities2 is a field of study and a concept for the implementation of city projects that 
began in Europe3 and spread worldwide over the past few years. It can be summarized in three 
basic ideas. First, planning in every neighborhood is directed towards local live-work-play, pref-
erably within a one-mile radius (as in medieval villages). That precludes any segregation of the 
basic human functions that today puts most of us behind the wheel to go from home to work, to 
the market, and to the restaurant. Second, planning focuses on citizens’ wishes, interests and 
needs, not on technology alone. Technology comes later, after a clear definition of the benefits to 
the local citizens. And third, humane smart cities manage to de-industrialize their thinking. This 
is an idea that involves a cultural change. For instance, why do we work from 9 to 5? Why do we 
model our schools on conformity and rigid rules like prisons? Why do we prepare our youth to 
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be employees instead of workers in different environments and capacities? One of the most dam-
aging effects of our thinking today is the overvaluation of the private car, the poster child of the 
industrialized thinking. If a mayor decides to enlarge an avenue or to build a new viaduct to alle-
viate traffic jams, nobody questions the cost. It’s as if we believed that what is good for the car is 
good for everybody. 

To plan and develop humane smart cities, we need a new kind of local governance to take care of 
all citizens’ interests.4 Citizens must be involved in every phase of the planning and execution of 
local projects. But localities have to be willing to open their databases to public scrutiny and use. 
Several countries have laws to enforce access to information, recognizing the public status of 
data produced by both public and private bodies, and more recently the open data concept added 
the notion that this data is utterly useful when it is free to use without constrains. But real imple-
mentation is actually slow. And data analytics is an absolute must: to plan responsibly, every in-
dividual stakeholder in the city needs access to public data and, if possible, access to data 
produced by private companies like Google, Waze, Sidewalk Labs12, Weather.com, etc.  

POTENTIAL BENEFITS AND PROBLEMS 
Cities can become testbeds for a new relationship between citizens and governments. In most 
parts of the world today, there is mistrust if not outright anger against government. This may be 
a consequence of mismanagement but it can also be a symptom of another phenomenon: citizens 
want to have a say, they want to be heard, and they are not content with voting only every four 
years or so. The city may be the locus of a cultural change—direct participation of the local peo-
ple in local government. In the city—as opposed to at other levels, such as the regional or fed-
eral—government is local. City officials face the same problems of their fellow citizens: traffic 
jams, pollution, insecurity, etc. Therefore it is reasonable to believe that they will be as interested 
in the solutions to these problems as everybody else in their towns because projects linked to the 
concept of more humane smart cities (HSC) are in their direct interest.  

Implementation of technology in the city has to respond directly to citizens’ needs. Hence the 
need for effective governance of data-driven city projects.5 It is common that mayors and local 
councils get lured by tech suppliers with modern paraphernalia that’s of little use to the common 
citizen. Cameras and sensors are useful, but only when justified by direct connections with meas-
urable results for the citizenship. 

Governance of the HSC must be balanced among all kinds of stakeholders. These include not 
only local government and neighborhood associations, but also merchants, company executives, 
non-governmental organizations, and all possible sources of knowledge, such as specific individ-
uals for specific problems and academia in general. Several cities in the world, such as Barce-
lona, Rio de Janeiro, and Helsinki are testing different models of governance to ensure 
accountability. But it does not suffice to submit development projects to citizens in public hear-
ings. Citizens should participate in the actual definition of which projects are important in what 
locality, and also participate in the allocation of the city budget. Citizens should be understood as 
close partners of the Town Hall and not as mere customers. 

SMART CITIES: IMPORTANCE OF GOVERNANCE 
AND EXISTING EXAMPLES 
Governance of Smart Cities is proving to be a debatable issue, since the approach has sometimes 
been more from a technology- and technocratic- point of view rather than encompassing other 
aspects, such as the  social, political, and previously mentioned human vector. This peculiar view 
led to a certain bias, assuming  smart cities’ implementation as mostly a technological issue, 
which results in a set of outcomes that are not alien to other related environments, such as the 
tendency to see technology as the primary means to solve problems or the increasing power of 
platforms that may be able to offer viable solutions for cities’ problems. 

Indeed, other areas are experiencing the rising power of some players, such as in education, 
where, for example, a leading platform (Google) is building leverage by supplying schools and 
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universities with (mostly) free tools6 that handle everything from email to administrative tasks 
and the leading process itself, often winning schools managers’ preferences by offering costless 
suites that can replace paid similar solutions. If education is a very sensitive area, the deployment 
of similar solutions in today’s smart city environments brings even more serious risks, as the lev-
erage that these platforms seek in both fields is basically structured around the collection of data 
(personal and otherwise) to provide services and to maintain a city’s strength and market power.  

It’s increasingly clear that private interests may be a detriment of citizens’ freedom by invading 
their privacy. Think of a school textbook that can be both read by a student and also “read” the 
student—registering her pace throughout the text, her doubts, mistakes and so on—a smart city 
packed with sensors can trace its citizens’ every move and actions, effacing the sensations that 
cities traditionally supply of providing both familiarity and the possibility of anonymity. Because 
they risk drastically changing expectations of privacy so that privacy and data protection regula-
tion must be taken into account. This can be achieved by implementing ways to open data for 
HSC needs in ways that don’t expose citizens and also avoid discrimination against groups, 
whether by anonymizing datasets, by using statistical methods that obfuscate identity or even by 
limiting data collection in certain situations. 

Smart city projects have the potential to affect citizens’ lives in the physical world, in a positive 
or negative way. To ensure transparency, accountability, inclusion, and fairness for humane 
smart city projects, governments, civil society, the private sector, and academia must all be at the 
table to discuss governance mechanisms that minimize the risks and possible downsides. 

NEW KIDS ON THE BLOCK 
There are several definitions of smart cities. A working definition of a smart city7–9 is a city 
seeking to address public issues via ICT-based solutions on the basis of a multi-stakeholder, mu-
nicipally based partnership. These solutions are developed and refined through initiatives either 
as discrete projects or as a network of overlapping activities. An expanded concept of a smart 
city should consider new players that aim at providing new types of municipal services, based on 
algorithms and ‘human behavior’ data, rather than infrastructure. Services provided by Alphabet 
(i.e., Google), Uber, AirBnB, Amazon are making connections between physical and digital 
realms in many cities.12,13 AirBnB plays a significant role in the market of accommodation but 
owns no property. Amazon is one of the world’s largest retailers but has almost no physical 
stores on Main Street. Uber leads the market of personal transport but owns no cars. Apps, like 
Waze and Google Maps, affect transportation and traffic orientation in many cities. Alphabet’s 
Sidewalk Labs has a long-term plan to transform part of the Waterfront Toronto into a big smart 
city showcase, with radical changes in transportation and massive use of sensor information to 
plan and monitor public infrastructure.15 Most of the new players provide municipal services but 
have no physical infrastructures or offices in most of the smart cities. These global internet plat-
forms pose many challenges, such as privacy, surveillance, and human rights, that will shape the 
smart cities of the future. Local governance mechanisms should be able to address these chal-
lenges. 

DIFFERENT MODELS OF SMART CITY 
GOVERNANCE AND CHALLENGES 
Multi-stakeholder processes aim to bring together all major stakeholders in a new form of com-
munication and decision-making on a particular issue. They are based on recognition of the im-
portance of achieving fairness and accountability in communication between stakeholders. 
Multi-stakeholder processes involve equitable representation of three or more stakeholder groups 
and their views and are based on democratic principles of transparency and participation.10,14 

Decisions about the design of more humane smart cities must acquire legitimacy through demo-
cratic and inclusive forms of citizens participation.10,11 This can be done through governance 
models with public involvement. There are clearly different governance models for any smart 
city. Cities will need to be clear about what values they are trying to serve in installing digital 
devices throughout the city or establishing agreements with technology suppliers. One possible 
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be employees instead of workers in different environments and capacities? One of the most dam-
aging effects of our thinking today is the overvaluation of the private car, the poster child of the 
industrialized thinking. If a mayor decides to enlarge an avenue or to build a new viaduct to alle-
viate traffic jams, nobody questions the cost. It’s as if we believed that what is good for the car is 
good for everybody. 

To plan and develop humane smart cities, we need a new kind of local governance to take care of 
all citizens’ interests.4 Citizens must be involved in every phase of the planning and execution of 
local projects. But localities have to be willing to open their databases to public scrutiny and use. 
Several countries have laws to enforce access to information, recognizing the public status of 
data produced by both public and private bodies, and more recently the open data concept added 
the notion that this data is utterly useful when it is free to use without constrains. But real imple-
mentation is actually slow. And data analytics is an absolute must: to plan responsibly, every in-
dividual stakeholder in the city needs access to public data and, if possible, access to data 
produced by private companies like Google, Waze, Sidewalk Labs12, Weather.com, etc.  

POTENTIAL BENEFITS AND PROBLEMS 
Cities can become testbeds for a new relationship between citizens and governments. In most 
parts of the world today, there is mistrust if not outright anger against government. This may be 
a consequence of mismanagement but it can also be a symptom of another phenomenon: citizens 
want to have a say, they want to be heard, and they are not content with voting only every four 
years or so. The city may be the locus of a cultural change—direct participation of the local peo-
ple in local government. In the city—as opposed to at other levels, such as the regional or fed-
eral—government is local. City officials face the same problems of their fellow citizens: traffic 
jams, pollution, insecurity, etc. Therefore it is reasonable to believe that they will be as interested 
in the solutions to these problems as everybody else in their towns because projects linked to the 
concept of more humane smart cities (HSC) are in their direct interest.  

Implementation of technology in the city has to respond directly to citizens’ needs. Hence the 
need for effective governance of data-driven city projects.5 It is common that mayors and local 
councils get lured by tech suppliers with modern paraphernalia that’s of little use to the common 
citizen. Cameras and sensors are useful, but only when justified by direct connections with meas-
urable results for the citizenship. 

Governance of the HSC must be balanced among all kinds of stakeholders. These include not 
only local government and neighborhood associations, but also merchants, company executives, 
non-governmental organizations, and all possible sources of knowledge, such as specific individ-
uals for specific problems and academia in general. Several cities in the world, such as Barce-
lona, Rio de Janeiro, and Helsinki are testing different models of governance to ensure 
accountability. But it does not suffice to submit development projects to citizens in public hear-
ings. Citizens should participate in the actual definition of which projects are important in what 
locality, and also participate in the allocation of the city budget. Citizens should be understood as 
close partners of the Town Hall and not as mere customers. 

SMART CITIES: IMPORTANCE OF GOVERNANCE 
AND EXISTING EXAMPLES 
Governance of Smart Cities is proving to be a debatable issue, since the approach has sometimes 
been more from a technology- and technocratic- point of view rather than encompassing other 
aspects, such as the  social, political, and previously mentioned human vector. This peculiar view 
led to a certain bias, assuming  smart cities’ implementation as mostly a technological issue, 
which results in a set of outcomes that are not alien to other related environments, such as the 
tendency to see technology as the primary means to solve problems or the increasing power of 
platforms that may be able to offer viable solutions for cities’ problems. 

Indeed, other areas are experiencing the rising power of some players, such as in education, 
where, for example, a leading platform (Google) is building leverage by supplying schools and 
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path to governing humane smart cities is to broaden the discussion around governance, involving 
multi-stakeholder models, to represent multiple views on technological, economic and social is-
sues. Multi-stakeholder governance mechanisms engaging diverse stakeholders with different 
interests could be part of local municipal councils. Humane smart city governance development 
requires a process of dialogue and consensus building from all stakeholders to construct viable 
solutions, work to implement them, and monitor and assess the results.10 The emergence of 
multi-stakeholder processes in networked environments is the result of a rather natural develop-
ment of the growing complexity of societies. Simple answers don’t work anymore; complex is-
sues need complex solutions. To deal with critical issues such as privacy, freedom of expression, 
ethics, fairness, and data protection, multi-stakeholder governance bodies could be a promising 
alternative. In the case of more humane smart cities, case-by-case governance mechanisms could 
be designed according to the specific nature of the city under discussion. The construction of a 
municipal governance body always needs involvement of the affected and concerned parties, to 
get workable solutions that allow sustainable development for the city. 

Many questions regarding governance of humane smart cities remain: 

• As sensors proliferate, measuring everything from traffic flow and power usage to envi-
ronmental conditions, who owns the data collected by different services of a smart city?   

• Who decides which problems merit the smart city treatment?  
• Who determines the rules by which different companies and public bodies get access to 

collected data? 
• Would Internet platforms that provide municipal services be open to third parties, in-

cluding entrepreneurs and citizens, to draw and build on? 
• How to identify the most adequate set of stakeholders to work on a particular issue?  
• How to define the mechanisms for selecting representatives from different groups of a 

multi-stakeholder body?  
• How to avoid letting corporate power capture the multi-stakeholder process?  
• What technologies could allow multi-stakeholder governance bodies to monitor the re-

sults of their agreements?  

The prospect of a desirable more humane smart city should take the citizen as its driving element, putting her 
perspective first, using her data, while protecting it from misuse, and also building trust and transparency, 
opening up the decision-making process. Citizens should not be isolated from decision-making processes that 
can be processed by algorithms in IoT (internet of things) environments: decision criteria (i.e., algorithms) 
must be made public. Thus, governance bodies should avoid the transformation of a smart city into a black-
box where the city administration and its citizens lose control of critical information and let data be used to 
make better and transparent decisions for the population. 
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multi-stakeholder models, to represent multiple views on technological, economic and social is-
sues. Multi-stakeholder governance mechanisms engaging diverse stakeholders with different 
interests could be part of local municipal councils. Humane smart city governance development 
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ethics, fairness, and data protection, multi-stakeholder governance bodies could be a promising 
alternative. In the case of more humane smart cities, case-by-case governance mechanisms could 
be designed according to the specific nature of the city under discussion. The construction of a 
municipal governance body always needs involvement of the affected and concerned parties, to 
get workable solutions that allow sustainable development for the city. 
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• As sensors proliferate, measuring everything from traffic flow and power usage to envi-
ronmental conditions, who owns the data collected by different services of a smart city?   

• Who decides which problems merit the smart city treatment?  
• Who determines the rules by which different companies and public bodies get access to 

collected data? 
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cluding entrepreneurs and citizens, to draw and build on? 
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• How to define the mechanisms for selecting representatives from different groups of a 

multi-stakeholder body?  
• How to avoid letting corporate power capture the multi-stakeholder process?  
• What technologies could allow multi-stakeholder governance bodies to monitor the re-

sults of their agreements?  

The prospect of a desirable more humane smart city should take the citizen as its driving element, putting her 
perspective first, using her data, while protecting it from misuse, and also building trust and transparency, 
opening up the decision-making process. Citizens should not be isolated from decision-making processes that 
can be processed by algorithms in IoT (internet of things) environments: decision criteria (i.e., algorithms) 
must be made public. Thus, governance bodies should avoid the transformation of a smart city into a black-
box where the city administration and its citizens lose control of critical information and let data be used to 
make better and transparent decisions for the population. 
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LAST WORD

Bruce Schneier
Harvard University

Artificial Intelligence and the 
Attack/Defense Balance

A rtificial intelligence technologies have  
the potential to upend the long- 

standing advantage that attack has over 
defense on the Internet. This has to do with 
the relative strengths and weaknesses of peo-
ple and computers, how those all interplay in 
Internet security, and where AI technologies 
might change things.

You can divide Internet security tasks into 
two sets: what humans do well and what com-
puters do well. Traditionally, computers excel at 
speed, scale, and scope. They can launch attacks 
in milliseconds and infect millions of comput-
ers. They can scan computer code to look for 
particular kinds of vulnerabilities, and data 
packets to identify particular kinds of attacks.

Humans, conversely, excel at thinking 
and reasoning. They can look at the data and 
distinguish a real attack from a false alarm, 
understand the attack as it’s happening, and 
respond to it. They can find new sorts of  
vulnerabilities in systems. Humans are creative 
and adaptive, and can understand context.

Computers—so far, at least—are bad at 
what humans do well. They’re not creative or 
adaptive. They don’t understand context. They 
can behave irrationally because of those things.

Humans are slow, and get bored at repetitive 
tasks. They’re terrible at big data analysis. They 
use cognitive shortcuts, and can only keep a few 
data points in their head at a time. They can also 
behave irrationally because of those things.

AI will allow computers to take over Inter-
net security tasks from humans, and then do 
them faster and at scale. Here are possible  
AI capabilities:

 ■ Discovering new vulnerabilities—and, more 
importantly, new types of vulnerabilities—
in systems, both by the offense to exploit and 
by the defense to patch, and then automati-
cally exploiting or patching them.

 ■ Reacting and adapting to an adversary’s 
actions, again both on the offense and 
defense sides. This includes reasoning about 

those actions and what they mean in the 
context of the attack and the environment.

 ■ Abstracting lessons from individual incidents, 
generalizing them across systems and net-
works, and applying those lessons to increase 
attack and defense effectiveness elsewhere.

 ■ Identifying strategic and tactical trends 
from large datasets and using those trends 
to adapt attack and defense tactics.

That’s an incomplete list. I don’t think any-
one can predict what AI technologies will be 
capable of. But it’s not unreasonable to look at 
what humans do today and imagine a future 
where AIs are doing the same things, only at 
computer speeds, scale, and scope.

Both attack and defense will benefit from  
AI technologies, but I believe that AI has the 
capability to tip the scales more toward defense. 
There will be better offensive and defensive 
AI techniques. But here’s the thing: defense 
is currently in a worse position than offense 
precisely because of the human components. 
Present-day attacks pit the relative advantages 
of computers and humans against the relative 
weaknesses of computers and humans. Com-
puters moving into what are traditionally 
human areas will rebalance that equation.

Roy Amara famously said that we over-
estimate the short-term effects of new tech-
nologies, but underestimate their long-term 
effects. AI is notoriously hard to predict, so 
many of the details I speculate about are likely 
to be wrong—and AI is likely to introduce new 
asymmetries that we can’t foresee. But AI is the 
most promising technology I’ve seen for bring-
ing defense up to par with offense. For Internet 
security, that will change everything. 

Bruce Schneier is a security technologist and 
a Fellow at the Berkman Klein Center for 
Internet and Society at Harvard University. 
He’s also the chief technology officer of IBM 
Resilient and special advisor to IBM Secu-
rity. Contact him via www.schneier.com.
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DEPARTMENT: Visualization Viewpoints 

Visual Analytics  
for Explainable  
Deep Learning 

Recently, deep learning has been advancing the 

state of the art in artificial intelligence to a new level, 

and humans rely on artificial intelligence techniques 

more than ever. However, even with such 

unprecedented advancements, the lack of 

explanation regarding the decisions made by deep 

learning models and absence of control over their 

internal processes act as major drawbacks in critical 

decision-making processes, such as precision medicine and law enforcement. In 

response, efforts are being made to make deep learning interpretable and controllable 

by humans. This article reviews visual analytics, information visualization, and machine 

learning perspectives relevant to this aim, and discusses potential challenges and future 

research directions. 

WHY EXPLAINABLE DEEP LEARNING? 
Deep learning has had a considerable impact on various long-running artificial intelligence prob-
lems, including computer vision, speech recognition and synthesis, and natural language under-
standing and generation.1 As humans rely on artificial intelligence techniques, the interpretability 
of their decisions and control over their internal processes are becoming a serious concern for 
various high-impact tasks, such as precision medicine, law enforcement, and financial invest-
ment. Gender and racial biases learnt by artificial intelligence programs recently emerged as a 
serious issue (www.wired.com/story/machines-taught-by-photos-learn-a-sexist-view-of-women). 
In April 2016, the European Union legislated the human right to request an explanation regard-
ing machine-generated decisions (www.wired.com/2016/07/artificial-intelligence-setting-inter-
net-huge-clash-europe).  

Interpretation is the process of generating human-understandable explanations on why a particu-
lar decision is made by a deep learning model. However, the end-to-end learning paradigm hides 
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the entire decision process behind the complicated inner-workings of deep learning models, mak-
ing it difficult to obtain interpretations and explanations.  

Recently, considerable effort has been invested to tackle this issue. For instance, the United 
States Defense Advanced Research Projects Agency (DARPA) is launching a large initiative 
called Explainable Artificial Intelligence (XAI; www.darpa.mil/program/explainable-artificial-
intelligence). Machine learning and artificial intelligence communities have conducted many rel-
evant workshops and meetings (a partial list of workshops can be found at 
http://icmlviz.github.io/reference).  

Interactive visualization plays a critical role in enhancing the interpretability of deep learning 
models, and it is emerging as a promising research field. Recently, in premier venues in this field 
such as IEEE VIS, a growing number of papers concerning interactive visualization and visual 
analytics for deep learning have been published, and the best paper in IEEE VIS 17 has been 
awarded to a visual analytics system that supports advanced interactive visual capabilities in 
TensorBoard, a visualization tool for Google’s TensorFlow.2 

Given the deluge of deep learning techniques and their applications, this article provides a com-
prehensive overview of recent research concerning interpretability and explainability of deep 
learning using basic toolkits, advanced algorithmic techniques, and intuitive and interactive vis-
ual interfaces. Based on a systematic analysis of the aforementioned research, we describe cur-
rent research challenges and promising future directions. 

 
Figure 1. Overview of explainable deep learning. 

OVERVIEW OF EXPLAINABLE DEEP LEARNING 
As Figure 1 shows, explainable deep learning encompasses three major research directions: 
model understanding, debugging, and refinement/steering. Model understanding aims to explain 
the rationale behind model predictions and the inner workings of deep learning models, and it 
attempts to make these complex models at least partly understandable. Model debugging is the 
process of identifying and addressing defects or issues within a deep learning model that fails to 
converge or does not achieve an acceptable performance.9 Model refinement/steering is a method 
to interactively incorporate expert knowledge and expertise into the improvement and refinement 
process of a deep learning model, through a set of rich user interactions, in addition to semi-su-
pervised learning or active learning. In the following, we will discuss recent approaches to ex-
plainable deep learning in these directions.  
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EDUCATIONAL USE AND INTUITIVE 
UNDERSTANDING WITH INTERACTIVE 
VISUALIZATION 
Interactive visualization has played an important role in providing an in-depth understanding of 
how deep learning models work. Tensorflow Playground (http://playground.tensorflow.org) is an 
effective system for education and intuitive understanding, where users can play with simple 
neural networks by changing various configurations in terms of the numbers of layers and nodes, 
and the types of nonlinear units. It adopts two-dimensional toy data sets for classification and 
regression tasks. The manner in which each node in the network is activated across different in-
put data values is fully visualized as a heatmap in a two-dimensional space. 

Another web-based deep learning library called ConvNetJS (https://cs.stanford.edu/people/kar-
pathy/convnetjs) features easy access to deep learning techniques by simply using a web 
browser, together with a rich set of visualization modules, which can be effectively used for edu-
cation and understanding. DeepVis toolbox (http://yosinski.com/deepvis) dynamically visualizes 
the activation map of various filters in a user-selected layer of convolutional neural networks 
(CNNs), given a webcam video input in real time.  

These tools and systems provide effective interactive visualization for interpreting deep learning 
models, but most of them are limited to simple models and basic applications, and thus their ap-
plicability remains far from real-world problems.  

 
Figure 2. Embedding projector based on 2D/3D embedding techniques, such as principal 
component analysis and t-distributed stochastic embedding. In this example, MNIST handwritten 
images are visualized as rectangles colored by their associated digit labels so that those images 
with high similarity in their original feature space are placed close to each other in the 2D/3D space. 
In this manner, one can easily identify which digit clusters are similar (and thus confusing from a 
classifier’s perspective) and which digit images are outliers (and thus confusing as another digit).  

MODEL DEBUGGING THROUGH  
VISUALIZATION TOOLKITS 
Most deep learning libraries are often accompanied by basic visualization toolkits that allow us-
ers to debug current models and improve performance. For example, TensorFlow’s TensorBoard 
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OVERVIEW OF EXPLAINABLE DEEP LEARNING 
As Figure 1 shows, explainable deep learning encompasses three major research directions: 
model understanding, debugging, and refinement/steering. Model understanding aims to explain 
the rationale behind model predictions and the inner workings of deep learning models, and it 
attempts to make these complex models at least partly understandable. Model debugging is the 
process of identifying and addressing defects or issues within a deep learning model that fails to 
converge or does not achieve an acceptable performance.9 Model refinement/steering is a method 
to interactively incorporate expert knowledge and expertise into the improvement and refinement 
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visualizes the structure of a given computational graph that a user creates and provides basic line 
graphs and histograms of user-selected statistics, such as the loss value and activation and/or gra-
dient value of a particular node. Recently, as shown in Figure 2, TensorFlow has been equipped 
with a new visualization module called Embedding Projector (http://projector.tensorflow.org). 
This module provides a 2D/3D embedding view using principal component analysis and t-dis-
tributed stochastic neighbor embedding, which reveals the relationships between data points with 
respect to their multi-dimensional representations in a given layer.  

Visdom (https://github.com/facebookresearch/visdom) is a Web-based interactive visualization 
toolkit that is easy to use with deep learning libraries such as PyTorch. Deeplearning4j UI 
(https://deeplearning4j.org/visualization) is another visual user interface, which allows users to 
monitor the training process with several basic visualization components. 

Although these visualization toolkits offer an intuitive presentation of the low-level information 
directly provided by deep learning models, it remains difficult for humans to understand the be-
haviors of these models at a semantically meaningful level.  

COMPUTATIONAL METHODS FOR 
INTERPRETATION AND EXPLANATION 
In the academic field of machine learning, the interpretation of a deep learning model typically 
refers to the task of identifying the feature importance score, e.g., which part of the input feature 
of a given data item is responsible for the prediction result at the output layer and/or the high ac-
tivation of an internal layer/node.  

The machine learning and artificial intelligence communities have been developing new tech-
niques to solve this problem. Perturbation experiments3 and saliency map-based methods4 have 
shown their capabilities in revealing which part of the input image is most responsible for the 
final prediction of a model. A recently proposed technique called LIME5 approximately con-
structs a locally linear model from a complex model, in order to allow the interpretation of linear 
combination weights as the feature importance score.  

Furthermore, the training data items most responsible for a particular prediction output have 
been identified in an efficient manner by adopting a classical technique called influence func-
tions.6 The corresponding paper was selected for the best paper award at the 2017 International 
Conference on Machine Learning.  

In fact, the integration of these advanced computational methods with an interactive visualization 
can bring significant potentials towards explainable deep learning and remains a major challenge 
in real-world applications.  

VISUAL ANALYTICS FOR IN-DEPTH 
UNDERSTANDING AND MODEL REFINEMENT 
The visual analytics and information visualization communities have recently developed intui-
tive and interactive user interfaces with advanced visualization modules. Such visual analytics 
systems provide users with an in-depth understanding and clues concerning how to troubleshoot 
and further improve a given model.7,8 
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Figure 3. Overview of CNNVis.8 The system employs a DAG to visually illustrate the inner workings 
of a CNN training process. It also performs bi-clustering to visualize the strength of interactions 
between filters of adjacent layers, along with their most activated images. 

CNNVis8 is a representative example of a visual analytics system for model understanding and 
the diagnosis of CNNs. As Figure 3 shows, by leveraging the DAG layout and examining the 
learned representations, CNNVis investigates how the depth and width of neural networks influ-
ence the features detected by the neurons and the model classification performance. It also helps 
machine-learning experts to diagnose a failed training process. ActiVis10 provides a visual ex-
ploratory analysis of a given deep learning model via multiple coordinated views, such as a ma-
trix view and an embedding view.  

 
Figure 4. Overview of LSTMVis.11 Given a sequential input, e.g., words in a document, the line 
graphs in the top panel visualize the activation patterns of individual hidden nodes over the 
sequence. Once a user selects a subsequence containing multiple words, e.g., the noun phrase "a 
little prince," and specifies a threshold, the system identifies those hidden nodes exhibiting 
activation values greater than the threshold and finds other subsequence examples for which the 
same hidden nodes have high activation values. These subsequences allow users to interactively 
explore the learnt behavior of hidden nodes.  
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visualizes the structure of a given computational graph that a user creates and provides basic line 
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(https://deeplearning4j.org/visualization) is another visual user interface, which allows users to 
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Although these visualization toolkits offer an intuitive presentation of the low-level information 
directly provided by deep learning models, it remains difficult for humans to understand the be-
haviors of these models at a semantically meaningful level.  

COMPUTATIONAL METHODS FOR 
INTERPRETATION AND EXPLANATION 
In the academic field of machine learning, the interpretation of a deep learning model typically 
refers to the task of identifying the feature importance score, e.g., which part of the input feature 
of a given data item is responsible for the prediction result at the output layer and/or the high ac-
tivation of an internal layer/node.  

The machine learning and artificial intelligence communities have been developing new tech-
niques to solve this problem. Perturbation experiments3 and saliency map-based methods4 have 
shown their capabilities in revealing which part of the input image is most responsible for the 
final prediction of a model. A recently proposed technique called LIME5 approximately con-
structs a locally linear model from a complex model, in order to allow the interpretation of linear 
combination weights as the feature importance score.  

Furthermore, the training data items most responsible for a particular prediction output have 
been identified in an efficient manner by adopting a classical technique called influence func-
tions.6 The corresponding paper was selected for the best paper award at the 2017 International 
Conference on Machine Learning.  

In fact, the integration of these advanced computational methods with an interactive visualization 
can bring significant potentials towards explainable deep learning and remains a major challenge 
in real-world applications.  

VISUAL ANALYTICS FOR IN-DEPTH 
UNDERSTANDING AND MODEL REFINEMENT 
The visual analytics and information visualization communities have recently developed intui-
tive and interactive user interfaces with advanced visualization modules. Such visual analytics 
systems provide users with an in-depth understanding and clues concerning how to troubleshoot 
and further improve a given model.7,8 
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Some initial effort has been made to understand recurrent neural networks (RNNs) and their 
widely employed architecture called long short-term memory (LSTM). For example, in order to 
provide an idea of the semantic meanings of cells in language modeling applications, 
LSTMVis11 presents the activation patterns of individual cells over time steps or sequences as 
line graphs (see Figure 4). RNNVis12 performs clustering on hidden-state nodes with similar ac-
tivation patterns and visualizes them as grid-style heatmaps, along with their most strongly asso-
ciated keywords.  

Visual analytics systems also exist that visualize the training processes of deep learning models 
in real time and facilitate the debugging/improvement of model accuracy and computational 
time. ReVACNN13 is one such visual analytics system for CNNs, which provides real-time 
model steering capabilities during training, such as dynamically removing/adding nodes and in-
teractively selecting data items for a subsequent mini-batch in the training process. In addition, 
DeepEyes14 is capable of real-time monitoring and interactive model steering of deep learning 
models, for example by highlighting stable nodes and layers. DeepEyes has made some initial 
effort towards model refinement, by letting users remove filters with very low activation values. 
DGMTracker employs the blue noise sampling algorithm and credit assignment algorithm to de-
tect which portions of the input images cause a training failure for a particular image set in deep 
generative models, such as generative adversarial networks and variational autoencoders.15 

Although recent visual analytics systems provide sophisticated visualization and interaction ca-
pabilities, research issues on how to effectively loop human into the analysis process and how to 
increase applicability of explainable deep learning techniques have not been fully investigated. 
For example, widening user interaction capabilities with deep learning models based on various 
user needs, tightly integrating the current data-driven learning process with knowledge-driven 
analysis processes, evaluating and improving the robustness of deep learning against out-of-sam-
ple data, as well as explaining other types of popular deep learning models, still pose considera-
ble challenges for explainable deep learning. 

RESEARCH GAPS AND OPPORTUNITIES 
The development of a highly accurate and efficient deep learning model is an iterative and pro-
gressive process of training, evaluation, and refinement, which typically relies on a time-con-
suming trial-and-error procedure where the parameters and the model structures are adjusted 
based on user expertise. Typically, machine learning researchers tend to build a new learning 
process to trace a model’s prediction.5 For example, model predictions can be explained by high-
lighted image regions. Visualization researchers are making initial attempts to visually illustrate 
intuitive model behaviors and debug the training processes of widely-used deep learning models 
such as CNNs and RNNs.7,11 However, little effort has been made in tightly integrating state-of-
the-art deep learning models/methods with interactive visualizations to maximize the value of 
both. Based on this gap and our understanding of current practices, we identify the following re-
search opportunities. 

Opportunity 1: Injecting external human knowledge 
Currently, most deep learning models constitute data-driven methods, whereas knowledge-
driven perspectives have received comparatively little attention. In this sense, an open research 
opportunity is to combine human expert knowledge and deep learning techniques through inter-
active visualization. To be specific, potential research topics include domain knowledge repre-
sentation and interpretation, expert knowledge prorogation, and knowledge-based visual 
explanation. In addition, visual analytics could be utilized to intuitively verify that a model cor-
rectly follows human-injected knowledge and rules, which is a crucial step in ensuring the proper 
behavior of critical deep learning applications. For example, when training an autonomous driv-
ing model with video camera inputs, one can impose the rule of never hitting a person recog-
nized in the scene.  
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Opportunity 2: Progressive visual analytics of deep learning 
Most of the existing explainable deep learning approaches mainly focus on understanding and 
analyzing model predictions or the training process offline after the model training is complete. 
As the training of many deep learning models is time-consuming (requiring from hours to days 
of computation), progressive visual analytics techniques are needed to incorporate experts into 
the analysis loop. To this end, deep learning models are expected to produce semantically mean-
ingful partial results during the training process. Experts can then leverage interactive visualiza-
tions to explore these partial results, examine newly incoming results, and perform new rounds 
of exploratory analysis without having to wait for the entire training process to be completed.  

Opportunity 3: User-driven generative models 
Traditional classification or regression problems associate each data item with a unique answer 
in a simple form, and thus the prediction output of deep learning models has little room for hu-
man intervention. However, generative models, which perform the generation and translation of, 
say, images, sentences, and speech signals, can have multiple possible answers, which leaves 
ample room for the interactive steering of deep learning outputs.  

For instance, users can steer the colorization process of a given gray-scale image.16 One can also 
transform a given facial image by interactively changing its attributes such as gender and facial 
expression.17 Promising directions would be to develop (1) new deep learning models that can 
flexibly take various user inputs and reflect them in the generative output and (2) novel visuali-
zation-based interfaces that allow users to effectively interact with deep learning.  

Opportunity 4: Improving the robustness of deep learning  
for secure artificial intelligence 
Deep learning models are generally vulnerable to adversarial perturbations, where adversarial 
examples are maliciously generated to mislead the model to output wrong predictions. An adver-
sarial example is modified very slightly, and thus in many cases these modifications can be so 
subtle that a human observer cannot even notice the modification at all, yet the model still makes 
a mistake. These adversarial examples are often used to attack a deep learning model.  

In this respect, maintaining the robustness of a deep learning model is critical in real-world ap-
plications. Accordingly, one research opportunity concerning explainable deep learning is to in-
corporate human knowledge to improve the robustness of deep learning models.  

Opportunity 5: Reducing the size of the required training set 
Typically, a deep learning model contains hundreds of parameters. To fully train a learning 
model with such a large number of parameters, thousands of training examples are required. In 
real-world applications, a method is impractical if each specific task requires its own separate 
large-scale collection of training examples. To close the gap between academic research outputs 
and real-world requirements, it is necessary to reduce the sizes of required training sets by lever-
aging prior knowledge obtained from previously trained models in similar categories, as well as 
human expertise.  

One-shot learning or zero-shot learning,18 which are major unsolved problems in the current 
practice of training deep learning models, provide a possibility to incorporate prior knowledge 
on objects into a “prior” probability density function. That is, those models trained using given 
data and their labels can usually solve only pre-defined problems for which they were originally 
trained. For example, a deep learning model that detects a cat cannot in principle detect a tiger 
without sufficient training data with tiger labels. The injection of a small amount of user inputs 
can potentially solve these problems through a visual analytics framework.  
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Currently, most deep learning models constitute data-driven methods, whereas knowledge-
driven perspectives have received comparatively little attention. In this sense, an open research 
opportunity is to combine human expert knowledge and deep learning techniques through inter-
active visualization. To be specific, potential research topics include domain knowledge repre-
sentation and interpretation, expert knowledge prorogation, and knowledge-based visual 
explanation. In addition, visual analytics could be utilized to intuitively verify that a model cor-
rectly follows human-injected knowledge and rules, which is a crucial step in ensuring the proper 
behavior of critical deep learning applications. For example, when training an autonomous driv-
ing model with video camera inputs, one can impose the rule of never hitting a person recog-
nized in the scene.  
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As a result, an interesting direction for future research would be to study how to combine visual 
analytics with learning capabilities such as one-shot learning or zero-shot learning to incorporate 
external human knowledge and reduce the number of training samples needed.  

Opportunity 6: Visual analytics for advanced  
deep learning architectures 
So far, researchers have mostly developed visual analytic approaches for basic deep learning ar-
chitectures, such as CNNs and RNNs. Attention-based models have exhibited their advantages in 
various applications. Many other advanced architectures have recently been proposed as effec-
tive alternatives, and some of these are being effectively employed for state-of-the-art perfor-
mance in existing tasks (ResNet and DenseNet for image recognition), as well as for new 
challenging tasks (memory networks and co-attention models for natural-language question an-
swering).  

In general, these models are usually not only composed of numerous layers (e.g., several hun-
dreds or thousands in ResNet and DenseNet), but also involve complicated network designs for 
individual layers, as well as a heavily connected structure between them. Such complexity of ad-
vanced deep learning architectures poses unprecedented interpretation and interaction challenges 
in the visual analytic and information visualization communities.  

Accordingly, future research should address the aforementioned issues by developing effective 
and efficient visualization techniques and the intuitive summarization of such large-scale net-
works in terms of the number of nodes, layers, and their connectivity. Furthermore, novel inter-
action techniques should be developed to enhance their interpretability and model-steering 
capabilities.  

CONCLUSION 
Deep learning and artificial intelligence have had a significant impact on our lives, and as we 
rely heavily on them, explainability and a deep understanding regarding their decisions and inter-
nal processes are becoming crucial. In this article, we reviewed recent efforts from visual analyt-
ics, information visualization, and machine learning perspectives in both academia and industry, 
including basic toolkits, advanced computational techniques, and intuitive and interactive visual 
analytics systems.  

Finally, we discussed the gaps in research, and proposed potential research opportunities such as 
human-in-the-loop visual analytics integrating human knowledge and data-driven learning ap-
proach, progressive visual analytics for deep learning, user-driven generative models, and visual 
analytics for secure deep learning.  

We hope that these proposed directions will inspire new research that can improve the current 
state of the art in deep learning toward accurate, interpretable, efficient, and secure artificial in-
telligence.  
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dreds or thousands in ResNet and DenseNet), but also involve complicated network designs for 
individual layers, as well as a heavily connected structure between them. Such complexity of ad-
vanced deep learning architectures poses unprecedented interpretation and interaction challenges 
in the visual analytic and information visualization communities.  

Accordingly, future research should address the aforementioned issues by developing effective 
and efficient visualization techniques and the intuitive summarization of such large-scale net-
works in terms of the number of nodes, layers, and their connectivity. Furthermore, novel inter-
action techniques should be developed to enhance their interpretability and model-steering 
capabilities.  

CONCLUSION 
Deep learning and artificial intelligence have had a significant impact on our lives, and as we 
rely heavily on them, explainability and a deep understanding regarding their decisions and inter-
nal processes are becoming crucial. In this article, we reviewed recent efforts from visual analyt-
ics, information visualization, and machine learning perspectives in both academia and industry, 
including basic toolkits, advanced computational techniques, and intuitive and interactive visual 
analytics systems.  

Finally, we discussed the gaps in research, and proposed potential research opportunities such as 
human-in-the-loop visual analytics integrating human knowledge and data-driven learning ap-
proach, progressive visual analytics for deep learning, user-driven generative models, and visual 
analytics for secure deep learning.  

We hope that these proposed directions will inspire new research that can improve the current 
state of the art in deep learning toward accurate, interpretable, efficient, and secure artificial in-
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