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to Tame the IoT Jungle,” from
IEEE Software’s January/February 2017 issue.

IEEE Internet Computing

T

he IEEE Computer
Society’s lineup of 13
peer-reviewed technical
magazines covers cutting-edge
topics ranging from software
design and computer graphics
to Internet computing and security, from scientific applications
and machine intelligence to
cloud migration and microchip
manufacturing. Here are highlights from recent issues.

Computer
Quality-of-life technologies
promise improved health and
wellness but also present serious challenges for technologists.
This is the focus of Computer’s
March 2017 special issue.
4
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IEEE Software
The Internet of Things (IoT)
is a challenging combination
of distribution and heterogeneity. A number of softwareengineering solutions address
those challenges in isolation,
but few tackle them in combination. ThingML (Internet of
Things Modeling Language)—
a model-driven, generative
approach that integrates IoToriented concepts—attempts to
do this. Over the past six years,
ThingML has continuously
evolved and has been applied
to cases in different domains,
including a commercial e-health
solution, according to “ModelBased Software Engineering

Companies in all fields are facing a worldwide revolution:
integrating Internet-based information and communications
technology (ICT) into their value
chains, a development referred
to as the industrial Internet of
Things (IIoT), smart industry, or
Industry 4.0. The articles in IEEE
Internet Computing’s January/
February 2017 special issue
cover important issues in ICT
for smart industries.

Computing in Science &
Engineering
In “The Roles of Code in Computational Science,” from CiSE’s
January/February 2017 issue,
the author outlines some of
these roles and says it’s important to think about them before
starting to write code.

Published by the IEEE Computer Society
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IEEE Security & Privacy
The authors of “The Outcomes
of Cybersecurity Competitions
and Implications for Underrepresented Populations,” from IEEE
S&P’s November/December 2016
issue, consider how these contests
could increase student awareness
of cybersecurity careers. The article focuses on gifted students and
females, as well as low-income and
high-risk groups.

IEEE Cloud Computing
“Osmotic Computing: A New
Paradigm for Edge/Cloud Integration,” from IEEE Cloud Computing’s
November/December 2016 issue,
discusses this recent approach
for efficiently executing Internet of
Things services and applications
at the network edge.

IEEE Computer Graphics and
Applications
Sampling is becoming an essential tool for scalable interactive
visual analysis. After outlining
prior work by database experts
in this area, “Sampling for Scalable Visual Analytics,” from
CG&A’s January/February 2017
issue, considers how to improve
their results and extend them to a
broader setting.

IEEE Intelligent Systems
Economic theory and AI share
many ideas, which has given rise to
a large body of literature about areas
in which the two fields intersect.
IEEE Intelligent Systems’ January/
www.computer.org/computingedge

February 2017 special issue reports
on these areas.

IEEE MultiMedia
IEEE MultiMedia’s January–March
2017 special issue gathers stateof-the-art research on multimedia
methods and technologies that
enrich music performance, production, and consumption. The
issue’s articles address topics such
as enriched multimodal representations of music performances,
computer-assisted understanding
of dynamics in symphonic music,
and an approach that enables creative participation by audiences of
live music performances.

IEEE Annals of the History of
Computing
Before Symantec became a major
security-software vendor, it sold
various natural-language microcomputer software products. Its
growth into a security firm resulted
from acquisitions of software companies, as well as market conditions
in the 1980s and 1990s, according to “Before It Was a Giant: The
Early History of Symantec, 19821999,” from IEEE Annals’ October–
December 2016 issue.

image processing, and gesture recognition. The article’s focus is on
noninvasive technologies that could
be developed into real-time wearable
devices, rather than techniques
suitable for use only in laboratories.

IT Professional
IT Pro’s January/February 2017
special issue on embracing IT
includes articles on technologies
for 5G wireless networks, ITenabled support for preoperative
anesthesia evaluation, big-data
processing stacks, open source
software adoption, and an application that works with a geolocation
system to save people’s or objects’
locations for future use.

IEEE Micro
Managing interconnected Internet of Things devices securely
is challenging. The authors of
“On the Feasibility of AttributeBased Encryption on Internet
of Things Devices,” from IEEE
Micro’s November/December 2016
issue, believe attribute-based
encryption could help. However,
little research has addressed this
approach’s feasibility. This article
investigates the approach and concludes that it is indeed possible.

IEEE Pervasive Computing
Computing Now
“A Survey of Diet Monitoring
Technology,” from IEEE Pervasive
Computing’s January–March 2017
issue, looks at wellness applications’ techniques for evaluating
eating habits. It emphasizes sensorbased approaches such as audio
signal processing, inertial sensing,

The Computing Now website
(computingnow.computer.org)
features up-to-the-minute computing news and blogs, along
with articles ranging from peerreviewed research to opinion
pieces by industry leaders.
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“WE DO WORK AT NSA THAT CAN’T BE DONE ANYWHERE ELSE.”

BEHIND THE
SCENES AT

NSA

MARCUS BAYNES, Position: Analyst/Computer Scientist. Education: MIT, Mathematics,
2000; Master’s in Electrical & Computer Engineering, Johns Hopkins University, 2007.

WHEN MARCUS BAYNES ENTERED the National Security Agency
as a college intern, he never expected to stay longer than the four
years that a special scholarship had required, planning instead to gain
experience at NSA while focusing on other career goals. His mind
quickly changed once he started working at the agency – he fell in
love with its mission and relaxed atmosphere, as well as the exciting
challenges he faced at work, and realized it was the perfect place for him.

What excites you about working for NSA? What are some
challenges you face?
The work we do is really cool, and it’s work that you can’t do anywhere
else. That’s exciting to me. The main challenge is that, since our work is
so important, the job can be pretty demanding. As a team leader, I have
to juggle a lot of projects and figure out the most efficient way to get the
job done. It’s not easy, but it keeps me challenged and allows me to grow.

Are there any misconceptions or myths about the agency?
Were your own perceptions correct?
I try to dispel myths that are put forth in movies: We’re not spying on
Americans or walking around with guns, for example. That’s just not
who we are. I also had some misconceptions about working for the
government. Before I started, I thought everyone was going to be nerdy
and uptight, coming to work in suits all of the time. In reality, the people
here are really cool and diverse. There are people who wear suits, but
there are also people with blue hair who wear T-shirts to work every
day. I wasn’t expecting such a fun and relaxed environment.

What are the opportunities for advancement within the agency?
There are opportunities to further your education – I was able to
get my master’s degree while working at the agency. There are also
plenty of resources available to help you grow, learn and rise up in the
organization or move into different areas. The possibilities are endless.

Can you talk about the mission of NSA? How does it feel
knowing the work you do helps achieve this mission?
Our mission has two sides to it, the offensive and the defensive. We try
to uncover foreign adversaries’ data and figure out what they’re doing
to disguise it. And we also come up with ways to protect our own data.
Innovation plays a huge role; NSA is on the cutting-edge of technology.
It’s awesome to be a part of a larger mission that’s serving Americans,
saving lives and protecting our troops around the world.
What’s the work environment like at NSA?
The work is demanding and important, but we have a lot of fun doing it.
There is a huge emphasis on work/life balance. I love the fact that once
I go home, I don’t take my work home with me – I can’t take it home
with me, because it’s classified – and I can spend time with my family.
How does NSA foster an inclusive environment?
There is an incredibly wide range of people who work here, so anyone
will fit in one way or another. I’ve never found race, gender, disability
or anything like that to be any kind of hindrance. People don’t even see
those things as defining characteristics, because everyone knows we’re
all working for the same cause. We’re prepared to work together to
serve our country.

NATIONAL SECURITY AGENCY
IntelligenceCareers.gov/NSA
NSA secures the nation’s vital networks and critical information while
exploiting those of foreign adversaries. The mission never sleeps. As
technology evolves, so do America’s cyber vulnerabilities. NSA needs
a wide range of talented professionals to help us outthink, outwork
and defeat adversaries’ new ideas.
Number of employees: Approximately 30,000
Applicant profile: NSA is looking for talent in fields such as
computer science, engineering, cybersecurity, data science, math,
intelligence analysis, security and counterintelligence, and business.
Ways in: Apply for a full-time position or one of NSA’s many
student programs at IntelligenceCareers.gov/NSA. U.S. citizenship
is required. Applicants must be eligible for a security clearance.
Contact: Contact NSA at 1-866-NSA-HIRE or visit
IntelligenceCareers.gov/NSA.
ONCE UPON A TIME ... For 60 years, NSA has protected national
security information and systems. We give the nation a decisive edge
to make information and IT an asset for America and a liability for its
adversaries. The American people have placed great trust in us, and
we strive at all times to be deserving of that trust. Remarkable people
with remarkable skills form the heart of the National Security Agency.

WOMEN in STEM at the NATIONAL SECURITY AGENCY

I wanted to ...

‘Change the World
with Science’
The opportunity to redesign the processing and computer infrastructure at the
National Security Agency doesn’t come around every day. But for Janelle
Weidner Romano, this was right in her wheelhouse.
Working on hard problems was something she had enjoyed since
childhood. Growing up, Janelle loved puzzles and math because “it
was hard, I liked building and designing things, and I wanted to
change the world with science.”
Little did she know, those skills would one day help her as the
Director of the Laboratory for Telecommunication Sciences.
Janelle is one of many women who has put her personal stamp on
the technical achievements of NSA.
With a graduate degree in electrical engineering, for which she
received tuition assistance from NSA, Janelle says she works with the
most talented technical women in the workforce. Together, they have
“pushed the realm of the possible” to help the agency become the elite
institution it is today.
“We understand that we are much, much stronger as a team than we are alone,”
she says.
NSA offers technical professionals:
• Tuition assistance
• Professional training and development
• Leadership opportunities
• A friendly environment that fosters innovation
• The time to enjoy family and friends
• An opportunity to contribute to the good of the nation

Apply today for the following STEM fields:
Computer/Electrical Engineering
Computer Science
Cybersecurity
Data Science
Information Assurance
Mathematics
Cryptanalysis
Signals Analysis
Security & Counterintelligence
Paid Internships, Scholarships & Co-op

16CNS-03_7.875x10.5_74457-1.indd 1

Janelle Weidner Romano
Director of the Laboratory for
Telecommunication Sciences

WHERE INTELLIGENCE GOES TO WORK®

IntelligenceCareers.gov/NSA
Search NSA to Download

U.S. citizenship is required for all applicants. NSA is an Equal Opportunity Employer and abides by
applicable employment laws and regulations. All applicants for employment are considered without regard
to age, color, disability, genetic information, national origin, race, religion, sex, sexual orientation, marital
status, or status as a parent.
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EDITOR’S NOTE

The Ins and Outs of Big-Data
Analytics

O

rganizations are increasingly collecting huge amounts of data for analysis.
For example, companies want to study
sales data to identify customers’ buying habits.
Scientists want to make sense of information
from their experiments. And many organizations
want to analyze social-network data to identify
popular trends.
Big-data analytics is thus an important field
and is the focus of this ComputingEdge issue.
Analytics provides a systematic way to close
the gap between big data’s potential benefits and
the ability to turn that information into business
value, according to IEEE Software’s “Exploiting
Big Data’s Benefit.”
“Ethics for Big Data and Analytics,” from IEEE
Intelligent Systems, investigates ethical issues
associated with big data and analytics. The article examines how these differ from other types of
ethics-related issues and argues for a code of bigdata ethics.
The authors of “Interactive Exploration of Big
Scientific Data: New Representations and Techniques,” from IEEE Computer Graphics and Applications, say that splines are likely to play a vital
role in enabling effective big-data exploration
techniques.
IT Professional’s “Data Virtualization and Digital Agility” argues that establishing a master data
management program to integrate and coordinate

8
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different information sources helps an organization ensure data consistency and accessibility.
“Designing for Insight: A Case Study from
Tennis Player Analysis” from IEEE Computer
Graphics and Applications, describes a visualization process that uses incremental addition to create increasingly complex data arrangements and
thereby generate new ways to discover insights.
The authors of IEEE Intelligent Systems’ “Data
Mining and Automated Discrimination: A Mixed
Legal/Technical Perspective” discuss the importance and challenges of developing data-mining
software that is aware of potential discrimination
by analytics applications against specific groups
of people in matters such as employment.
Semantic technologies enable scalability and
usability in the otherwise-tricky analysis of distributed, heterogeneous, and dynamic data, according to IEEE Internet Computing’s “Using Semantic
Technology to Tame the Data Variety Challenge.”
ComputingEdge articles on topics other than
cybersecurity include the following:
•
•

The author of Computer’s “The Impossible Thing”
ponders the autonomous cars of the future.
“Building Critical Applications Using Microservices,” from IEEE Security & Privacy, describes
a microservices-based application that creates
trustworthy systems on top of legacy hardware
and software.

Published by the IEEE Computer Society
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Editor: Christof Ebert
Vector Consulting Services
christof.eber t@vector.com

Exploiting Big Data’s
Benefits
Jens Heidrich, Adam Trendowicz, and Christof Ebert

Growing digitalization means that vast amounts of data must be
digested. The challenge is not how organizations can collect and store
data but how to exploit big data for expanding business. New business
based on big data analytics has a tremendous impact on business
processes—as well as IT and software systems. In this instalment
of Software Technology, Jens Heidrich, Adam Trendowicz, and I
elaborate on how companies use big data to avoid being displaced by
completely new players. We explain how to systematically develop a
big data strategy and deploy data analytics. I look forward to hearing
from both readers and prospective column authors about this column
and the technologies you want to know more about. —Christof Ebert

BUSINESS PROCESSES and technical processes are becoming smart
in every aspect of life and business.
Examples include smart energy,
smart health, smart mobility, smart
farming, and smart production.
This cross-domain trend is built on
different kinds of systems becoming integrated into smart ecosystems. So, data in new dimensions
becomes available, which in turn
allows for intelligent data analytics on top of big data and fi nally the
creation of smart services.
According to a Business Application Research Center study,
big data can help companies make
better strategic decisions, control
2469-7087/17/$33.00
0 7 4 0 - 7 4 5 9 / 1 6 /©
$ 32017
3 . 0 0IEEE
© 2016 IEEE

their processes, better understand
their customers, and reduce costs.1
(For a brief look at big data’s characteristics, see the “Big Data in a
Nutshell” sidebar.) But big data
can also enable more revolutionary
new business models. These possibly disruptive innovations might
displace existing market leaders and partnering networks with
completely new players from potentially different domains, who
know better how to create value
from data. So, knowing about big
data’s potential for exploiting new
business ideas is becoming a key
capability for staying successful in
the market.

Published by the IEEE Computer Society

Challenges for
Adopting Big Data
Exploiting big data in a smart ecosystem poses three main challenges.

Infrastructure
Companies must set up the right
infrastructure and build up corresponding competences. Over the past
years, many (partially incompatible)
technologies have become available,
with very different usage, licensing,
and cost schemes. The chosen infrastructure tremendously affects the
big data architecture for new products and services. So, picking the
right one in terms of company goals
and the business is challenging.
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BIG DATA IN A NUTSHELL
Big data involves three dimensions:
• the increasing volume of data,
• the required velocity of providing and processing data, and
• the increasing variety of data.
Many definitions exist in the literature, but they have two things in common:
big data is much more than just the volume of the data—and it directly relates
to business.

Business Models
Companies must devise feasible business models for exploiting big data.
This is especially challenging if the
value chain goes across a network
of partnering companies. Moreover, companies must relate their
knowledge of the market to potential
big-data capabilities to determine
whether exploitation of big data is
fi nancially worthwhile and technologically feasible.

Standardization
Companies require standardized data
models, formats, and architectures
for supporting data exchange and processing between entities. Standardization initiatives are already occurring
in certain domains or are on their
way (for example, regarding a common smart-production platform).
However, room for improvement
still exists, especially for dealing with
data usage across domains.

Potential Analysis
Nowadays, a booming market of big
data solutions exists. So, organizations are tempted to think about big
data from only a tool perspective.
That is, they start buying big data
hardware and software infrastructures and collecting whatever data
10
112

they can get. Typically, they end up
with massive datasets and expensive
infrastructures that don’t provide
the answers they need to improve
their business.
Success with big data requires
that the desired business impact
drives an integrated approach to
data and technology—not the other
way around. This implies that an
organization must fi rst have clearly
defi ned business outcomes and then
derive an operational strategy of
how to realize this with big data solutions. Because every organization
has unique needs and capabilities,
individual analysis of the potential of big data for an organization
is required.
Such potential analysis provides
a systematic way to identify and
close the gap between data’s possible benefits and the ability to turn
that data into business value. It has
two parts.
First, benefi t analysis initially
identifies strategic deficits or opportunities and derives corresponding business goals for a predefi ned
application scope. For each goal,
the organization derives and refi nes
one or more (big data related) operational strategies. 2 To manage
the achievement of goals and the
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associated strategies’ effectiveness,
organizations typically defi ne key
performance indicators. The critical
part of benefit analysis lies in identifying the information (knowledge)
needed to implement strategies and
its connection with potential (big)
data sources. To clearly demonstrate a big data solution’s value for
obtaining business goals, the organization defi nes a business case including the quantitative assessment
of the benefits for the organization. On the basis of that, the organization sets up an initial big data
strategy including the relevant data
sources, data quality requirements,
a data preparation and analysis approach, and the necessary infrastructure and competences.
Second, readiness analysis assesses the organization’s capability
regarding the available data, infrastructure, and competences for
implementing the initial big data
strategy. To close a potential capability gap, the organization adjusts
the strategy. This could involve
defi ning less ambitious business
goals and strategies to appropriately reflect organizational capacities, which could reduce the benefit
to the organization. It could also involve investing in the organization’s
ability to attain the desired business
goals, which might increase the cost
of big data.
Furthermore, to reduce the risk
of failure, organizations should consider a stepwise rollout of the big
data strategy. For example, an organization could implement the strategy in a lab context fi rst, then with
a narrow target scope, and fi nally
throughout the business unit. At
each step, the organization would
revise the expected benefit and actual readiness on the basis of the
rollout results.
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Technologies
and Architectures
Conventional data management,
analysis, and visualization paradigms
and methods reach their limits with
big data. Large volumes of heterogeneous, distributed, interconnected,
and rapidly changing data require
new forms of data storage and processing. Fundamental concepts here
include data partitioning, moving
analysis to the data, and processing
multiple data blocks at the same time.
Modern big data architectures must
support this paradigm shift from
classic data warehouse architectures.
For instance, the lambda architecture3 in Figure 1 is commonly
used as a reference architecture
for processing big data. It combines batch and real-time stream
processing to balance data latency,
throughput, and fault tolerance.
Whereas the batch layer provides
comprehensive, accurate views of
stored data, the speed (real time)
layer provides an up-to-date view of
streamed data.
A variety of technologies and
tools are available for implementing components of a big data architecture. Figure 2 presents a notexhaustive overview of common
technologies clustered according to
the lambda architecture’s components. The “Data queuing” cluster
refers to typical technologies for
dealing with data streams (Apache’s
Kafka being one of the most prominent) and handling log data. The
“Data processing and analysis” cluster refers to query, data preparation,
and data analysis technologies, including classic statistics tools. The
“Data storage and management”
cluster partly refers to standard relational technologies, including classic
relational database management systems (RDBMSs), massively-parallelwww.computer.org/computingedge

Batch layer (volume)
Data
storage

Batch
processing

New data

Presentation
Speed layer (velocity)
Data
queuing

Real-time
processing

FIGURE 1. The lambda architecture for big data analysis. The batch layer provides
comprehensive, accurate views of stored data; the speed layer provides an up-to-date
view of streamed data.

processing RDMBSs, and NewSQL
technologies, which try to provide
the ACID (atomicity, consistency,
isolation, and durability) guarantees
of classic RDBMSs and the scalable
performance of NoSQL databases.
That cluster also includes a spectrum of nonrelational technologies,
including wide column stores, document databases, key–value stores,
and graph databases. Finally, the
“Data presentation” cluster refers to
technologies for visualizing data and
creating reports for decision making.
The lambda architecture’s exact
implementation—the chosen technologies and tools—depends on an
organization’s strategic objectives
and operational capabilities. The potential analysis provides a systematic
way to find the most suitable architecture and associated technologies.
Considering the variety of technologies, it’s important to carefully consider which technology works best
for the task at hand.

Case 1: Cross-Company
Use of Big Data
PRO-OPT (www.pro-opt.org) is
a German research project (Ger-

man Federal Ministry for Economic Affairs and Energy grant
01MD15004E) on big data production optimization in the automotive domain. It aims to effectively
and intelligently exploit data in decentralized cooperative structures
(smart ecosystems) and make those
structures usable. The basic goal is
to enable companies to implement
new, innovative business models
and processes or optimize existing
ones in terms of quality and efficiency. For example, in automotive
production, specific objectives are
to significantly reduce the number
of defects and increase the manufacturing supplier chain’s efficiency.
Achieving these objectives requires
interconnecting data across companies and analyzing the objectives
systematically, to guarantee qualities such as data security and data
usage control.
PRO-OPT’s core contribution is a
superordinate, cross-organizational architecture and the associated technologies (see Figure 3). The basic requirement is to enable parallel evolution
of organization-specific data architectures and technology landscapes,
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Data queuing

Data processing and analysis

Data queuing

Data presentation
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FIGURE 2. The big data technology landscape, clustered according to the lambda architecture’s components.4 Considering the
variety of technologies, it’s important to carefully consider which technology works best for the task at hand. RDBMS stands for
relational database management system; MPP stands for massively parallel processing.

which in practice often consist of isolated systems and data sources.

Case 2: Building and
Deploying a Big Data Strategy
Many companies are already using
multiple data sources and gathering new information. Car makers
connect many heterogeneous sensor signals to facilitate autonomous
driving and driver assistance systems. The automation-and-transportation domain uses multiple
data sources from vehicles and
service points to enable predictive maintenance to reduce outage
times. Medical devices deploy body
sensor fusion to accurately assess
patient conditions and health status, for both hospitals and day-to12
114

day fitness and health checks—to
avoid hospitals.
All these industries combine data
from multiple sources and process it
in real time. Classic marketing applications look to sales patterns, regional differences, and single-user
segments for product use. In contrast, big data applications in industry almost always connect real-time
systems with enterprise IT systems.
For instance, predictive maintenance
uses the real-time sensor information from in-vehicle controllers connected to the vehicles’ software and
hardware, and data from service
points. This information, which is
specific for each vehicle, is securely
communicated in real time to enterprise systems at the manufacturer for
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analysis. The results are investigated
automatically, and information is
provided back to the vehicle, tailored
to the needs of the user, such as the
driver, vehicle owner, or transportation authorities.
Vector Consulting has helped companies set up secure cloud solutions
for such remote data analytics. From
the company’s experiences in different
industries and projects, it found that
big data projects must address
• secure data access,
• scalability of technology, and
• consistent business transformation.
Big data usage in industry will
grow quickly along the entire value
chain and thus impact not only man-
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Cross-organizational PRO-OPT platform
PRO-OPT
front end

Provides a graphical interface for PRO-OPT’s analysis and
reporting features.

PRO-OPT
API

Provides a Spark-like API for developing PRO-OPT
applications and accessing public data catalogs.

PRO-OPT
bridge

Transforms a PRO-OPT application into Spark applications
and transfers them to a PRO-OPT connector. Collects,
processes, and returns results from Spark applications.

Organization A

Organization B

Catalog
Information about data
available in PRO-OPT: path,
usage policy, and so on

PRO-OPT connector
Controls data usage and
deploys applications on
the local Spark cluster

PRO-OPT connector
Controls data usage and
deploys applications on
the local Spark cluster

Spark cluster

Spark cluster

Cassandra

Hadoop Distributed
File System

Catalog
Information about data
available in PRO-OPT: path,
usage policy, and so on

...

Hadoop Distributed
File System

...

RDBMS

FIGURE 3. The PRO-OPT reference architecture.4 The basic requirement is to enable parallel evolution of organization-specific data
architectures and technology landscapes.

ufacturers but also all their suppliers. Maintenance, service, and operations are the major life-cycle cost
drivers; companies must reduce these
costs to stay in business, regardless
of their position in the value chain.

B

ig data is the digital economy’s major driver. Intelligent use of big data will
help companies expand their business. Big data success has four major components:
• Innovate. Think about big data
for optimizing existing business
and technical processes, but primarily for enabling new business
www.computer.org/computingedge

opportunities that expand the
traditional business environment
to increase the return on investment in big data solutions.
• Team up. Bring together knowledge about the business environment with knowledge about the
right technologies for bringing
together the different aspects of
business and IT.
• Break up data silos. Break up
the traditional functional data
silos in companies, in which
departments safeguard “their”
data rather than facilitating
sharing and collaboration
across business domains.
• Think strategically. Build up
the right technical competences

and enterprise resources for the
organization on the basis of a
clearly defined big data strategy
for efficient, effective decision
making based on a flexible,
scalable big data architecture.
By the way, if you’re interested in
maximizing the value of your company’s data, a good place to learn more
is at the 2016 IWSM Mensura conference (see the related sidebar).
References
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AI INNOVATION IN INDUSTRY
Editor: Daniel E. O’Leary, University of Southern California, oleary@usc.edu

Ethics for Big Data
and Analytics
Daniel E. O’Leary, University of Southern California

T

here are many definitions of “computer
ethics.” For example, Wikipedia defines it as

“a part of practical philosophy (concerned with) …
how computing professionals should make decisions
regarding professional and social conduct.” James
Moor defi ned it as “the analysis of the nature and
societal impact of computer technology and the
corresponding formulation and justification of pol
icies for the ethical use of such technology.”1 These
definitions suggest a strong tie between ethics and
professional conduct and an approach for influenc
ing that conduct through policies and rules.
Computer ethics has a history going back to
the 1940s. Some researchers (including Terrell
Ward Bynam 2,3 and others) have argued that
Norbert Wiener was among the fi rst to suggest
the notion of “computer ethics” (although he did
not use the term “computer”). In particular, as
Wiener noted4:
It has long been clear to me that the modern ultra
rapid computing machine was in principle an ideal
central nervous system to an apparatus for auto
matic control… Long before Nagasaki and the public
awareness of the atomic bomb, it had occurred to me
that we were here in the presence of another social
potentiality of unheardof importance for good and
for evil.

Furthermore, computer ethics has a heritage
building on that substrate, with a substantial lit
erature examining key related issues. As a result,
it probably is not surprising that there are multiple
defi nitions, and some controversy, as to what con
stitutes computer ethics.
There is the equivalence of a debate regarding
the role of computer ethics in the broader view
of ethics.5 One view, referred to as the Wiener–
juLY/auGuST 2016
2469-7087/17/$33.00 © 2017 IEEE

Maner–Górniak perspective, 6–9 “sees computer
technology as ethically revolutionary, requiring
human beings to reexamine the foundations of
ethics and the very defi nition of a human life.”5
This perspective suggests that there is a need for
a special branch of ethics for computer ethics.
The contrasting point of view generated by John
son provides a more conservative perspective.10 In
that point of view, “fundamental ethical theories
will remain unaffected—that computer ethics is
sues are simply the same old ethics questions with
a new twist—and consequently computer ethics as
a distinct branch of applied philosophy will ulti
mately disappear.”5

Purposes of Codes of Ethics and
Codes of Conduct
Ethics and computer ethics manifest themselves in
the world as “codes of ethics” and “codes of con
duct” developed by different organizations. Table
1 offers sources for some of those codes of con
duct, and additional codes of conduct and ethics
are available elsewhere (see, for example, https://
ethics.csc.ncsu.edu/basics/codes).
Thomas Wotruba and colleagues11 and oth
ers (such as Fred Zacharias12) have suggested that
such codes of ethics have at least three purposes.
Whenever a group puts together a code of ethics, it
indicates that the group is concerned about ethics,
transmitting the specific set of ethics to its group,
and ultimately affecting the group’s behavior. In
addition, codes of ethics provide a signal to those
who interact with the relevant group as to what to
expect of the group members.
Furthermore, at one level, the existence of a
code of ethics or conduct provides a signal as
to where a technology is in its life cycle. Codes
are developed, in part, to provide constraints on
behavior. Thus, development of codes of ethics

1541-1672/16/$33.00 © 2016 IEEE
by the IEEE
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Table 1. Codes of conduct and ethics related to big data.
Organization

Documentation

IEEE

Ethics and Member Conduct (www.ieee.org/about/ethics.html)

ACM

ACM Code of Ethics and Professional Conduct (www.acm.org/about-acm/acm-code-of-ethics-andprofessional-conduct)

British Computer Society

Code of Conduct for BCS Members (www.bcs.org/upload/pdf/conduct.pdf)

Data Science Association

Data Science Code of Professional Conduct (www.datascienceassn.org/code-of-conduct.html)

INFORMS for the Certified Analytics
Professional

Code of Ethics for Certified Analytics Professionals (www.informs.org/Sites/Certified-AnalyticsProfessional-Program/CAPs/CODE-OF-ETHICS)

American Statistical Association

Ethical Guidelines for Statistical Practice (http://biostat.mc.vanderbilt.edu/wiki/pub/Main/
HeitmanSeminarMay08/ASAEthicalGuidelinesforStatisticalPractice.pdf)

indicates use of a technology and de
velopment of a set of rules to control
that usage behavior. In general, the
further along in the life cycle, the
more likely the existence of one or
more codes of ethics, and the more
stable those codes are likely to be.

Computer Ethics versus Big
Data and Analytics Ethics
Because there is controversy with com
puter ethics compared to general eth
ics frameworks, there can be a contro
versy over whether issues such as big
data and analytics belong in computer
ethics, or if they should be treated on
their own.
The initial focus of the need for
computer ethics appears to have cen
tered on the nature of the comput
ing artifact. For example, as Wiener
noted,6 “Cybernetics takes the view
that the structure of the machine or of
the organism is an index of the per
formance that may be expected from
it.” However, the focus on big data
is more concerned with what is being
processed, the nature of what is be
ing processed and who the processing
is being done for or by. For example,
big data has characteristics of volume,
velocity, and variety, distinguishing
it from other information being pro
cessed, such as transaction data.1 In
addition, big data projects could be
for individuals, organizations, or cli
ents. As a result, issues such as data
confidentiality and privacy can be a
concern.
82
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Big Data Ethics and Codes
of Ethics
Operationally, big data ethics are inte
grated into disciplines and user behav
ior using codes of conduct. Various as
pects of big data are being claimed by
a range of disciplines, including com
puting, statistics, and data sciences.
Several potential sources of codes of
conduct exist to help guide analysts
in the investigation of big data proj
ects. As Table 1 shows, an analysis
of potentially relevant codes of con
duct would lead to at least five codes
that conceivably would be appropriate
to follow in the analysis of a big data
project. As a result, it is interesting to
try to imagine which codes of conduct
to follow in which situation for those
doing big data. In addition, that count
ignores other potential codes of con
duct that might result because of the
domain in which the analyst is oper
ating (for example, finance or market
ing), which would further complicate
the choice of which code to follow. Fi
nally, in addition to a wide range of
codes of ethics, other artifacts also ex
ist—for example, the Ten Command
ments of Computer Ethics (http://cpsr.
org/issues/ethics/cei).
Another approach to ascertain
ing the extent to which big data eth
ics differ from computer ethics is to
examine the codes of conduct to de
termine the evolution of ethics and
thoughts about ethics in those codes.
This analysis results in several obser
vations. First, the numbers of different
www.computer.org/intelligent
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codes of conduct for big data are one
signal that there is something different
about big data. Second, codes of con
duct relating to big data come from
multiple disciplines: computing, sta
tistics, operations research, and data
science. These codes capture the no
tion that big data appears to be mul
tidisciplinary. Furthermore, some of
those disciplines do not directly de
rive from computing. Third, in some
cases the codes of conduct establish
a vocabulary to ensure the appropri
ate communication of key concepts.
As an example, perhaps the Data Sci
ence Association provides the most
comprehensive vocabulary. Thus, the
codes of ethics provide “empirical”
evidence of the potential importance
of a specific focus on big data ethics
as compared to computer ethics or
more general forms of ethics.

Application of Existing
Ethical Frameworks
Still another approach to ascertaining
the extent to which big data ethics
differ from other ethics frameworks
is to apply existing general ethical
frameworks or more specific com
puter ethics frameworks to big data
ethics issues. As an example of using
an existing general ethical framework
to generate and facilitate analysis of
ethical issues in big data, David Ross
laid out seven basic duties of right
and wrong conduct.13 Two of those
duties potentially relate to analysis of
big data:
IEEE INTELLIGENT SYSTEMS
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Data Science Association Code of Conduct Rules
• Duty 5: One ought to do what one
can to improve the lot of others.
• Duty 4: One ought not to injure
other people.
It can be argued that many applica
tions of big data are aimed at Duty 5.
As an example, Jamie Cattell and
colleagues argue that big data is be
ing used to transform the United
States healthcare system, improving
pharmaceutical drug research with
more timely, less constrained, and
more effective analysis.14 Big data
allows analysis of both the main
effects and side effects of drugs,
facilitating greater innovation. As
another example, big data can be
used to facilitate smart cities, gath
ering sensor data from the Inter
net of Things (IoT) to facilitate im
proved city management.15 Perhaps a
key ethical principle concern for big
data analysts is Duty 4. In particu
lar, this would suggest that the use
of big data should not be aimed at
causing harm.
Another approach is to apply a gen
eral computer framework to big data,
such as the Ten Commandments of
Computer Ethics. Of the 10, two ap
pear potentially to apply directly to
big data:
• Commandment 1: Thou shalt not
use a computer to harm other people.
• Commandment 5: Thou shalt not
use a computer to bear false witness.
We can compare these principles
to better understand the similarity
of the two frameworks. For exam
ple, Duty 4 and Commandment 1
are quite similar in meaning. Com
mandment 5 could easily be made
more general (“thou shalt not bear
false witness”). Duty 5 is positive,
whereas Commandments 1 and 5
are negative, suggesting that al
though general ethics frameworks
juLY/auGuST 2016
www.computer.org/computingedge

•
•
•
•
•
•
•
•
•
•
•
•

Rule 1: Terminology
Rule 2: Competence
Rule 3a: Abide by client decisions
Rule 3b: No criminal or fraudulent activity
Rule 4: Communication with clients
Rule 5: Confidential information
Rule 6: Conflicts of interest
Rule 7: Duties to prospective clients
Rule 8: Data science evidence, quality of data, and quality of evidence
Rule 9: Misconduct
Rule 9d: (Do not) engage in conduct that is prejudicial to methods of science
Rule 9e: (Do not) misuse data science results to communicate a false reality or
promote an illusion of understanding

may include positive rules, the more
specific computer framework is
largely negative, indicating what not
to do.
Both of these approaches illustrate
that ethical frameworks can be ap
plied to big data concerns. However,
these ethical frameworks are fo
cused on other settings, thus limit
ing their effectiveness for big data.
These approaches illustrate that the
application of such frameworks does
not capture the full scope of ethical
issues in big data. Perhaps the pri
mary limitation is the lack of spec
ificity that comes from applying an
ethics framework that is more gen
eral than the use capabilities of a
specific technology, such as big data.
As an example of greater specificity,
the Data Science Association’s code
of conduct provides more ethical
rules that directly draw on knowl
edge from the specific discipline (see
the “Data Science Association Code
of Conduct Rules” sidebar). By fo
cusing on data science, they can be
more specific.

Big Data Ethics and
Emerging Issues
This discussion suggests that big
data ethics differ from computer eth
ics, as illustrated by the differences
between the artifacts, the different
emerging codes of ethics, and the
www.computer.org/intelligent

lack of specificity in existing com
puter or general ethical frameworks.
Because of these differences, based
on the previous research, I generated
a potential parallel definition for big
data ethics as “the analysis of the na
ture and societal impact of big data
technology and the corresponding
formulation and justification of poli
cies for ethical use of big data.” Such
a definition treats computing and big
data as different technologies that re
quire different sets of policies. Un
fortunately, with the development of
a new technology, people and organi
zations do not fully understand what
kinds of behavior to expect. As a re
sult, the rules and policies in place
might not provide the appropriate
guidance and control over behavior
and might require greater specificity.
Codes of ethics can be developed to
provide those guidelines.
Ultimately, this discussion is big
ger than big data and can be general
ized to a range of other types of tech
nologies. For example, there is move
ment toward codes of ethics being
designed around other technologies,
such as IoT (see Table 2). Although
many see IoT as a source of issues
associated with big data, it is likely
that there will be important ethics
specificity that can be generated for
IoT technology through its own code
of ethics.
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Table 2. Internet of Things (IoT): movement toward codes of ethics.
Title of information source

Documentation

IOT Design Manifesto 1.0

http://iotmanifesto.org

IOT Trust Framework—Security, Privacy & Sustainability

http://otalliance.org/initiatives/internet-things

FTC Report: Privacy & Security in a Connected World

www.ftc.gov/system/files/documents/reports/federal-trade-commission-staff-reportnovember-2013-workshop-entitled-internet-things-privacy/150127iotrpt.pdf

Ethical Interaction Effects
Although I have focused primarily
on big data and ethics, similar com
ments could be made for analytics
and its relationship with computer
ethics. However, there also can be
“ethical interaction effects” between
big data and analytics (and comput
ers). As an example, in many data
sets, a “who” query is not likely to be
an ethical or privacy issue. For exam
ple, when companies sell goods, they
need to know who purchased them.
However, in the case of 911 data,
“who” likely is information of criti
cal concern that deserves privacy and
for which the release would not be
ethical. Additional interaction effects
might relate to the events analyzed or
the thresholds used as part of a moni
toring process. For example, too tight
a threshold on an analytic could re
sult in broadbased monitoring be
yond ethical boundaries. Accord
ingly, both the data and the analytics
need to be accounted for in codes of
ethics and conduct, and there can be
interaction effects.

So, what is the impact of this dis

cussion on organizations in prac
tice? First, codes of ethics provide
a signal as to where a technology is
in its life cycle that can be used to
monitor technology development.
Second, organizations likely have
not captured the evolving nature of
new technologies in their own codes
of ethics. As a result, adapting to
new technologies involves not only
monitoring development in tech
nologies, but also monitoring and
implementing developments in new
codes of ethics. Third, empirically,
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codes of ethics are largely negative,
bounding behavior by what not to
do. Unfortunately, such bounds can
rarely fully anticipate what people
might create or how they might be
have until a given technology be
comes more fully developed. Fur
thermore, such bounding largely
ignores potential positive guidelines
or suggestions.
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Interactive Exploration of Big Scientific Data:
New Representations and Techniques
Jon M. Hjelmervik and Oliver J.D. Barrowclough
SINTEF

H

umans have always had a hunger for
exploration. From the beginning of sea
exploration to modern day space exploration, the drive for discovery is ever present. Today, advances in techniques for data capture and
physical simulations are leading to a new frontier
for exploration and discovery: big scientific data.
This ever-increasing collection of data requires
new methods for scientific visualization, methods
that will serve the next generations of petabyte,
exabyte, and larger-scale big data.
Scientific visualization is a key tool in creating value from data arising from simulations or
physical data observations. However, in many
cases, there is a lack of visualization techniques
that support interactive exploration of big scientific data, which is limiting the benefit of highresolution data capture and simulation. To enable
truly interactive methods for big scientific data
visualization, a new generation of techniques are
required that balance the use of state-of-the-art
technologies from high-performance computing
(HPC) and cloud computing to pixel-accurate rendering on thin clients. This, in turn, drives a need
for new representations that are suited to different
data types and different architectures.
Our research is exploring the use of splines to
create higher-order (smooth) representations to
compactly represent dense data. Splines have been
in popular use in CAD for more than half a century, but new research shows they are likely to play
a vital future role in enabling effective big data
exploration techniques in 3D, 4D, and beyond.

Compact Data Representation
Big data solutions have evolved over the past years,
and today mature solutions are available for retrieving data from cloud storage solutions. This
can be seen, for example, in the daily use of Google
620
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and Facebook on mobile phones. Video streaming
services, such as Netflix and YouTube, have also
been successful in transferring huge amounts of
data to millions of users. This is partially enabled
by well-established video-compression standards,
making moving pictures accessible from any connected device at any time.
In contrast, visualization of big scientific data
has not seen the same widespread use, even though
the MPEG file format contains 3D graphics functionality. Despite the potential interest from the
general public in browsing 3D scientific data such
as weather and astronomical data, few widespread
solutions exist today—Google Earth being one exception. One of the reasons for this is that users
need to interact with 3D data in a more immersive
way, which includes changing what we look at and
how the data is presented. This is especially true
for scientific data, where we expect to be able to
dynamically vary parameters and query aspects of
the dataset on the fly.
Traditional rendering methods often require the
use of expensive data centers or overnight computations to generate an animation of scientific
data. Such animations are typically generated over
precomputed camera positions or paths, meaning
that the user must make an a priori guess regarding the interesting parts of the data. This often results in users missing important details simply due
to a lack of patience with the rendering solution.
The development of commodity graphics hardware
has raised the bar for what can be visualized locally, without the need for remote resources. The
continuous development of hardware not only
makes computer graphics faster, it also allows for
larger simulations and storage of larger datasets.
We must therefore continue to develop new algorithms and data representations in order to make
use of the increasingly large amounts of data.
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Rendering applications must be able to find what
the user needs when it is needed. This puts new
demands on the representations and algorithms
we use. Traditional formats such as finite-element
meshes or voxel grids are too verbose to be transmitted over a network. We need data formats that
adapt to the data and visualization techniques that
are adapted to programmable GPUs. One approach
that ticks both these boxes is to use higher-order
(smooth) representations. These have potential for
compactly representing dense data and being well
suited for GPU evaluation. In regions where there
are few details, a smooth representation will capture
the trends and will appear more visually pleasing
than nonsmooth representations. Smooth representations do require more computations, but because
GPUs are better at doing computations than moving
data, a compact representation suits them well.
Spline surfaces are a commonly used type of
smooth representation that consist of a regular net
of patches, where each patch is a polynomial and
the patches are stitched together in a smooth way.
However, the most common spline representations
suffer from weaknesses related to the necessity of
using regular data structures, which result in explosions of data sizes when modeling big data. To
overcome the limitations of these regular structures, researchers have introduced constructions
such as T-splines and LR-splines. These allow for
local refinement and thus increasing the data density only where needed.
We are currently investigating the use of these
spline types to approximate models that are too
large for interactive visualization. In contrast to
traditional visualization methods that generally
work directly on the initial format, splines provide
a compact representation of the data, which can
greatly enhance interactivity. Figures 1 and 2 show
an approximation of a sea bottom using LR-splines,
where the black lines highlight the patch structure.
The benefit of locally refined splines is that they
allow a high order of continuity and irregular
structures, enabling fine resolution to be added
only where the trends in the data require it. However, these benefits also pose the biggest challenges
for visualization. GPUs have native support for
textures and triangulations and are tuned for regular structures. High-order polynomials are more
expensive to evaluate, and we need fast algorithms
to traverse irregular structures.
The tessellation functionality of GPUs enables
us to create triangles that are rendered directly to
the screen, without being stored in off-chip memory. Using this functionality, we are free to decide
where the triangles are needed in order to ensure
www.computer.org/computingedge

Figure 1. Wireframe overlay on a locally refined spline surface. This
image shows an approximation of a sea bottom using LR-splines.

Figure 2. Spline surface with local refinement of Bathymetry of Banc du
Four. The polynomial patches, indicated by the black lines, are smaller in
regions with more details.

pixel accuracy and can evaluate the surface correspondingly. The hardware tessellation functionality
operates on patches that are tessellated individually. Tessellating each polynomial patch separately
would cause the rendering to lack watertightness
because of the irregular structure of the polynomial
patches. Instead, we chose to tessellate independent
of the underlying structure. We have focused on algorithms that use as few triangles as possible, while
guaranteeing pixel-accurate rendering, independent
of viewing position. We do this using information
about the derivatives of the surface, to calculate the
distance between the triangulation and the smooth
surface, measured in pixels on the screen.
In previous work,1 we presented an algorithm for
real-time rendering of locally refined spline surfaces, as Figures 1 and 2 illustrate. In addition to
achieving the required level of detail, we have also
developed a fast algorithm for evaluating the surface. Locally refined spline surfaces are computationally expensive to evaluate due to the irregular
basis functions and data structures. However, by
IEEE Computer Graphics and Applications
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Graphically Speaking
Figure 3. Realtime computed
streamlines
using a locally
refined B-spline
volume: (a)
Overview
rendering,
showing
the smooth
airflow at high
altitudes, and
(b) close up,
showing the
air flow around
the main
building.

(a)

removing the requirement of smoothness across
boundaries, these surfaces converted to a format
that can be evaluated much faster on a GPU. The
change of representation can be performed without altering the actual data, meaning that the
overall smoothness achieved in the approximation
will still be valid. This also makes our implementation independent of the choice of local spline
technology (such as LR-splines, T-splines, or any
other axis-parallel spline variant).

Big Data in Higher Dimensions
In many applications, including medical imaging
and computational fluid dynamics simulations, the
data are volumetric in nature, and the challenges
with large amounts of data are often even greater
than for surface data. At the same time, the benefits of locally refined splines appear larger in three
and greater dimensions because the overhead of the
irregular data structures is comparatively smaller.
Figure 3 shows the result of a simulation of wind
blowing over a terrain, where the air volume above
the terrain is modeled by LR-splines. The original
simulation requires a dense tetrahedral mesh to
capture the flow around the buildings, which
makes the final result too large for interactive visualization when using standard methods. However,
far above the terrain the air flow is smooth and
contains few details, as Figure 3a shows. Closer to
the terrain, we can observe much smaller-scale effects such as turbulence, as Figure 3b shows. This
simulation was performed to inspect the wind
flow around a specific building, where the features
of the solution are small compared with the whole
domain. We therefore need a representation that
captures the generally smooth behavior as well as
the finer feature details.
A single timestep of the locally refined spline
based approximation used in this example can
822
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be represented with little more than 2 Mbytes of
data compared with the raw data, which is more
than 180 Mbytes. The representation contains all
the important features of the original mesh, and
such data sizes can easily be transmitted over a
network. In the wind dataset shown in Figure 3a,
the largest polynomial element was more than 1
million times bigger than the smallest.
Another example we have investigated comes
from a discrete-element simulation in a fluidized bed, where each particle in the system (such
as a grain of sand) is simulated individually. To
preserve the numerical stability of the analysis,
these simulations often require extreme resolution between time steps. For these enormous data
amounts, which can range from gigabytes to petabytes, the details may hide the overall trends, and
the user will need to see features at different scales
and smooth out what may seem like noise. A user
may, for example, want to query how specific
parts of a system are exposed to quantities, such
as stress, over a given length of time. This requires
functionality such as temporal averaging, where
several time steps are merged to analyze longerterm behavior. Spatial averaging to check behavior
in specific regions of a model is also common.
Enabling these functionalities necessitates the
ability to fetch data distributed in both time and
space and merge them efficiently. For simulation
results stored at HPC centers, this can involve a
lengthy process of fetching data that are distributed over several nodes, moving the relevant data
to a single node for processing, and finally sending
the processed data over the network to the user. In
contrast, spline represented models can compactly
model this data, allowing larger regions of the
model to be stored in GPU memory and allowing
queries to be implemented directly on the GPU.
Other queries of interest include
March 2017
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generating isosurfaces on the fly for any given
parameter value,
generating and dynamically varying cut planes
or clipping planes throughout the data, and
varying the color and transparency of different
parts of the data according to the data values.

All these queries can be made interactively when
the data is present in GPU memory.

Model Visualization in Product Development
Visualization requirements are also rapidly changing in manufacturing industries. The recent rise of
3D printing technology, both in consumer and industrial markets, marks a major shift in the needs
of product design, analysis, and fabrication, with
ever-more complex models constantly appearing.
Simulation is also a vital aspect of modern product design, and it is used to reveal weaknesses in
the design process, such as areas of high stress.
Traditional design and analysis approaches have
been fragmented, each redesign requiring a costly
remeshing process that often involves a great deal
of user interaction. With rapid prototyping and
manufacturing enabled by 3D printing technologies, it is even more important to reduce the time
spent in the design loop.
This problem has spawned a new research field
known as isogeometric analysis, which aims to fuse
the representations used in the design and simulation stage. The realization of isogeometric techniques
in CAD tools requires nonstandard visualization
techniques and high-order representations.
In earlier work,2 we presented a method for direct
rendering of isogeometric models with guaranteed
pixel accuracy. In this case, the spline representation is not an approximation; instead it is the native
format for isogeometric simulation. Compared with
voxel-based methods, rendering the isogeometric
model directly is more computationally intensive,
but it requires less data and produces a better result.
One of the complexities of isogeometric visualization is that splines are used to model both a nontrivial geometry and a field value, such as stress. As
opposed to more traditional interactive visualization methods, the straight-line rays are distorted
in parameter space to follow some nonlinear path.
Figure 4 shows the result of a mechanical stress
simulation using our interactive method, currently
only for regular spline models.

develop and expand both the modeling and visualization capabilities that utilize the benefits of locally refined splines, while also considering ways
to combine them with the benefits of traditional
techniques. Furthermore, we will support multiresolution, allowing fast access to lower resolutions
on slower network connections.
The results we have obtained so far show that
approximating dense input data with locally refined piecewise smooth representations gives us a
good starting point for interactive visualization.
The representation gives a guaranteed level of accuracy and significant reductions in the amount
of data that needs to be transferred, either across
networks or to a GPU. Spline surfaces have played
a role in computer graphics for a long time, but
many previously saw them as too computationally
expensive to be used in real-time graphics. Today
we can argue the opposite: piecewise linear formats are too verbose to be used for high-quality
real-time scientific visualization.

This article
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IEEE
Computer
Graphics and
Applications,
vol. 36, no. 3,
2016.
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Figure 4.
Interactive
volumetric
visualization
of von Mises
stress using
isogeometric
rendering.
Industrial
demonstrator
model from
the TERRIFIC
project
showing von
Mises stress
of the bent
model.
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Data analytics
EDITOR: Seth Earley, Earley Information Science, seth@earley.com

Data Virtualization
and Digital Agility
Seth Earley, Earley Information Science

“D

ata lakes” has
become the new
buzzword for organizations dealing with never-ending and increasingly
complex and costly requirements
for using all of their data sources to
produce value. Whether that value
is in analyzing past performance,
predicting customer needs, automating processes, or creating new
products and services, the building
block of any of these value streams is
data—in all of its shapes, sizes, speeds,
formats, quality, and richness.
Big data (new formats of frequently unstructured sensor and
clickstream data) needs to be integrated with small data (traditional
structured data from transactional
or analytical systems). Unstructured
documents can yield new insights
through text analytics approaches
and provide insights on operational
processes. Metrics and key performance indicator dashboards
require accessing traditional knowledge management systems along
with approaches for searching and
retrieving information from across
a diverse IT landscape.
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The idea of migrating content
and data to a single location is
outdated. It’s not possible to do
so, and it does not make sense to
try—sources change too quickly
and are too varied in structure
and format. Security and access
issues further muddy the waters.
Attempting to normalize and integrate data streams and systems
in advance of application development to suit a limited number
of use cases is impractical and
costly. At the same time, data
quality and data supply chains
need to be managed, curated,
and governed, or downstream
business users and applications
will not be able to trust in the
veracity of their results; time
and effort are wasted verifying,
rechecking, and reproducing
results.
The challenge lies in allowing
the correct access to data sources
in the context of the downstream
process while respecting security
and privacy constraints and taking into consideration data’s cost/
quality tradeoff. Sensor data can
be noisy, and clickstream data

needs preprocessing to reveal
meaningful patterns. External data
sources vary in quality and require
cleansing before integration with
trusted and verified internal sources. Bringing these data sources together to produce insights and value
requires a combination of technology infrastructure, enterprise data
modeling, and governance processes. Getting these pieces right
improves the digital agility of the
organization—that is, its ability to
onboard new data, create new applications, conduct faster analysis,
and provide organizational insights
that lead to new efficiencies, improved processes, and additional
revenue.
Trying to bring these varying
data sources together without a
set of structures and processes
supported by the right technology leads to the proverbial “data
swamp.” Among the techniques is
the establishment of a master data
management (MDM) program to
coordinate different data sources.
This goes hand in hand with data
virtualization to ensure data consistency and accessibility.
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Enter Virtualization

More than Being Agile

Data virtualization enables diverse
data sources to appear as a single
repository to users and allows for
faster integration and processing
for analysts and data scientists.
Rather than migrating data into a
new location, the data sources are
left in place, while quality, ownership, and transformations are
managed at this “logical” layer.
Governance controls can be consistently applied, and data sources are catalogued and tracked in
a centralized repository.
Virtualization allows for separating the semantic layer (terminology, translations, data definitions,
and so on) from multiple data
sources. Forrester defines data virtualization as

Digital agility is about more than
technology, just as digital transformation is about more than
technology. Organizations are
transforming all aspects of how
they interact with the marketplace and serve customers, and
increasingly need to experiment
with processes, models, and offerings. Given that the organization
must continually experiment and
evolve to adapt and reinvent its
value chains, the underlying systems must support this ongoing
change and keep up with the pace
of transformation.
Business has t raditiona lly
changed faster than IT systems;
however, developing the ability to
keep pace with business change
is becoming the critical differentiator and competitive advantage.
Speeding up the flow of information and allowing dynamic recombination of data sources are
critical components of the ability
to experiment and react to data
collected from the results of that
experimentation. Anything that
slows information flows or impedes the recombination of data
sources and processing of analysis slows digital agility.

the integration of any data in real
time or near-real time from disparate structured, unstructured, and
semistructured data sources, whether
on-premises or cloud, into coherent
data services that support business
transactions, analytics, predictive
analytics, and other workloads and
patterns (http://tinyurl.com/gnvwsnq).

One of the major imperatives of
the enterprise is the need to understand a 360-degree view of customers, products, and processes. This
is achieved by having visibility into
multiple touchpoints and through
different lenses and perspectives.
Insights about how customers can
be best served are gleaned through
synthesizing these disparate data
and content sources from social
media discussions, customer service
call center transcripts, transaction
system data, business intelligence
analysis, and knowledge management tools.
Because the landscape is changing so quickly, and competitors
are moving faster than ever, responding to threats and taking
advantage of opportunities requires a new level of digital agility.
www.computer.org/computingedge

How Virtualization
Supports Customer Agility
Data virtualization is a critical
component of agility because it removes friction from multiple processes and allows for the ability to
more quickly execute in new ways
based on feedback from changes
and experiments.
To adapt, organizations must
• have a solid baseline understanding of the customer, which
requires integration and aggregation across externally facing
systems and internal customer
intelligence tools;
• experiment with offerings, promotions, and product details,

which requires internal access
to multiple information and
collaboration sources to translate customer needs into tangible offers; and
• gather data on the results of the
experiments, including sales
results as well as voice-of-thecustomer information, a process that depends on having
readily accessible data.
The faster these cycles can occur, the faster the organization
can correct its course and zero
in on the things that resonate
with customers to improve the
relationship and foster connections. Understanding and
measuring the customer experience requires analyzing voiceof-the-customer sources such as
survey responses, call center transcripts, feedback from loyalty programs, net promoter scores, preferences, purchase history, online
behaviors, and email interactions.
The organization must then respond to these signals, which
indicate satisfaction, level of engagement, and overall experience.
Gathering insights from these diverse data sources requires a virtualization layer that can process
real-time and historical data to
produce a synthesized output.
To develop offerings and new
services, insights have to be converted into actions that result in
new ways of fulfilling customer
needs. Therefore, the product development department needs to be
informed of the results of voiceof-the-customer analysis and to
collaborate with marketing to interpret what that analysis means
for offerings. As those offerings
are pushed out to the marketplace,
the cycle of feedback and analysis
repeats. To do this at scale, analytics expertise needs to be pushed
deeper into the organizational
functional areas and data needs to
be accessed through self-service

computer.org/ITPro
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Data analytics
mechanisms. Data virtualization
provides that access by hiding the
complexity of underlying data
sources and providing consistent
terminology and attributes for
analysis.

Transformations Require
Acting on Knowledge
Transformation means a change
in operations and execution on
that change at the front lines of
the business. Changes in behavior require packaging insights and
translating them into actions for
execution. In other words, employees need to change what they do
day to day. To achieve this transition, higher-level analytics insights
must be translated into operational actions. Organizations need to
analyze multiple data sources to
harvest insights, translate those insights into actionable knowledge,
disseminate that knowledge into
the hands of front-line employees
in the form of new processes, and
finally measure compliance with
new processes.
These chains of insight to action
require movement of data through
the organization in order to execute. When there are layers of brittle integrations, data translations,
or disconnected processes, the
clock speed of change slows, and
the cycles of innovation lag. When
employees cannot locate the results
of analyses, or have to run them
again, this also slows the cycle.
Consider the elements of a transformation. To create new capabilities, the organization changes
the way it uses existing technology platforms or a newly acquired
technology. Redesigned processes
enable the support of new capabilities. Jobs are redeployed and
redesigned, and new sources of
information are onboarded. Information might be restructured or
reorganized, and the user experience changes. Decision-making
and governance processes need to
26
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be updated. All this takes place to
accommodate other in-flight initiatives and ensure compliance,
alignment with the business, adequate funding, and ROI. Continually updated functionality
and sufficient attention by all appropriate parties is required, from
senior leadership through line-ofbusiness managers and front-line
employees.
The capacity to absorb all of
this change is increasingly the
limiting factor to success, rather
than budget, resources, or technology constraints. Stakeholders
of all types are bombarded with
change initiatives, and more applications and sources of information are fragmenting attention
spans and impeding the ability to
absorb change. Simplifying access to data, integrating disparate
sources, harmonizing business
language across systems, and hiding the complexity of source systems reduces the cognitive load
on users and improves the organization’s ability to absorb new
approaches and processes.

D

ata virtualization is a mechanism for realizing the
benefits of MDM projects,
data quality initiatives, and data
governance programs. With data
virtualization, master data can be

pulled from the enterprise source of
truth and be combined with operational and real-time data to provide
a unified view of the target object or
process. Data quality can be monitored, and some data normalization
operations can be applied at the
virtualization layer. This layer can
also act as an enterprise data catalog with embedded governance and
compliance mechanisms applied at
the onboarding stage. Improving
enterprise data agility is a key component of business agility and a required core competence of the agile
enterprise.
Seth Earley is CEO of Earley Information Science (www.earley.com). He’s an
expert in knowledge processes, enterprise
data architecture, and customer experience management strategies. His interests
include customer experience analytics,
knowledge management, structured and
unstructured data systems and strategy,
and machine learning. Contact him at
seth@earley.com.
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Designing for Insight: A Case Study from
Tennis Player Analysis
Kim Albrecht and Burcu Yucesoy
Center for Complex Network Research

C

an design play a role in the scientific process of generating insights? To answer this
question, we need to explore how two oftenseparated fields, data science and visualization design, can influence each other and create new insights through images.
First off, we need to delve into the meaning of
“design.” The origins of the word are based in the
Italian word disegno and the Latin word designare.
Both can be translated as “to mark out” or, more
literally, “de-sign.”1 Today the English word design
is used as both a noun and a verb and has attained widespread use in contemporary culture.
Everything, from nails to spacecraft, seems to be
“designed.”2 In this context, we often anticipate
some kind of outcome—design as something that
suggests an expensive sophistication beyond the
actual product, as in designer shoes, designer labels, and designer food.
In this article, rather than connecting the word
design with an outcome, we’ll look at it as a process of drawing things together, layer by layer, into
more complex arrangements. This notion of design
comes from Bruno Latour,3 who has argued that
design is always a redesign, connecting elements
in a way that their outcome creates something
new. Other intellectuals have also thought of it in
this way. Vilem Flusser wrote that design does not
simply draw art, science, and technology together,
but rather it is a synthesis, the combination of two
or more elements toward a new unity, connecting separated knowledge domains.4 In his book
The Semantic Turn,5 Klaus Krippendorf described
a paradigm shift in design from thinking about
how artifacts function to how we are influenced
102
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by them and how they connect individuals and
create discourses.
Visualization design focuses on one specific aspect of design: the “drawing together” of visual
arrangements of information to amplify cognition. Visualization is an important tool, necessary
for making sense of vast amounts of data.6,7 Many
data science projects make use of visualization
techniques to illustrate and explain their results.
They generally follow this rigid order: analyze and
acquire results first; then visualize the findings to
facilitate communication.8 But complex interactive visualizations can also be excellent exploration tools to help guide the analysis, detect early
signs of problems and irregularities, suggest new
discoveries, test the effectiveness and efficiency of
scientific models, and so forth.9 For the same purpose, many data scientists use simple visual methods such as static scatterplots and histograms, but
the large amount of data they consider makes this
process inefficient. With the expert use of current
advanced visualization techniques, the process
could be much faster and more streamlined.
As part of our research, we apply Hadley Wickham’s notion about the interplay between statistics (in our case, data science) and visualization:
visualization is a tool that helps us discover relationships, whereas statistics helps us understand if
the relationships really exist.10 Wickham and his
colleagues described statistics as a tool of skepticism and visualization as a tool of curiosity. Both
techniques use a feedback loop that can enhance
the process of knowledge production—from visual
exploration to statistical analysis, model development, and statistical conclusions, and then back
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to visual exploration. This loop can pave the way
to more efficient exploration and a better understanding of large datasets.
This article provides a case study in the design
process of visualizations, sharing how multiple
visualizations were drawn together to generate
knowledge about a project concerned with measuring success in sports. Specifically, we were
interested in how performance and popularity
create success in tennis. Popularity is often perceived as only loosely related to performance, but
both contribute to success. Our goal is to quantify
the relationship between the three (performance,
popularity, and success) and, through this, develop a better understanding of how they are connected. To achieve this goal, we looked at tennis
players and considered their various performance
parameters, starting with their current standings
in the world rankings and the page-view statistics
of their Wikipedia pages (as a proxy for popularity). Visualization became an important tool for
discovering patterns, outliers, and features in both
performance and popularity and understanding
the relationship between them.
Using this case study format, we will describe
the process of designing visualizations to analyze
data and show the ways they helped reveal novel
insights. (The large data science aspect of the project, from analysis to modeling, is outside the scope
of this article. See earlier research for more details
on this topic.11)

Design Process
Our design process began with one specific purpose: create interactive visualizations to identify
and understand outliers. The data scientists developed a model that predicts Wikipedia page views
based on a player’s performance data. We evaluated the model predictions and investigated why it
did not work well for some players. Although we
used statistical methods to develop the model and
test its fitness (tools of skepticism), visualizations
helped us detect anomalies within the predictions
(tools of curiosity).

Design Process 1: Data/Model Difference
Our first visualization presented a simple scatterplot
that showed one dot per player to correlate Wikipedia page-view counts on one axis with model prediction values on the other. Although outlier dots were
visible, all other player dots formed one big area. We
then progressed with the ideas shown in Figure 1.
To better consider overlapping dots, we adapted
ideas from William Playfair’s difference chart12 and
floating bar charts. We represented both page views
www.computer.org/computingedge

and the model prediction on the y axis by using a
line to represent each player. The length of each
line showed the difference between the model and
the actual Wikipedia page-count data—that is, the
shorter the line is, the better the model fits. Red
indicates that the model is over-predicting, and blue
that it is under-predicting. The x axis became an
ordinal scale where every line had a discrete space.
Through a small interface, the x axis was now sortable by different dimensions. This new visualization
removed overlap while at the same time showed and
compared one additional data dimension than the
scatterplot (see Figure 1a).
Still, this newly created visualization showed the
data in a highly aggregated form by only assigning

Rather than connecting the word design
with an outcome, we’ll look at it as a
process of drawing things together, layer
by layer, into more complex arrangements.
two data points to each player. We were interested
in the players’ temporal developments, so we created a small multiples visualization to show the
development of prediction and page views for each
year and every player. Using page-view data from
2009 to 2015, we represented each player with six
data points for the page views as well as for the
model prediction. Many visual representations
would have been possible to show this development. We chose to keep the idea of the line from
the previous plot and advance the line to use the
area from left to right over time. Height and color
depended on the comparison of two data points
per year. We ended up with 500 difference charts
that showed upcoming players, retiring players,
injuries, and other outliers (see Figure 1b). This
visualization provided a level of detail that was
completely hidden before. We then used these
small multiples and arranged them, not only in
grid structures that can be arranged by different
parameters, but also in multiple scatterplots. Such
arrangements become visually complex, but they
let the viewer compare two dimensions for each
player plus the developments of their Wikipedia
careers and the model prediction.
These new highly complex visual arrangements
enabled more complex interaction, but the data
was still highly aggregated compared with the raw
data of daily Wikipedia page views. To allow users
to interact more closely with the data, we built a
IEEE Computer Graphics and Applications
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(a)

(b)

(c)

(d)

Figure 1. Design process 1. (a) The first visualization compares page views and model prediction for all tennis
players. (b) The second interface is based on the same principle as the first, but we show the progression
over the years, which results in a grid of small multiples. (c) In the third view, we use the small multiples and
arrange them in scatterplots based on different parameters. (d) The last view gives a more detailed view of
one player. The user can switch seamlessly between viewing all players and viewing an individual player.

complementary view that became visible when a
specific player was selected. This view compared
page-count data and model prediction for every 17
days, which is the usual length between tournaments. So from a yearly aggregate, we designed a
visualization that lets us view the data even closer.
The strong differences between the 17-day intervals suggested a different visualization requirement as area shapes with strong spikes become
difficult to read. We decided to use grouped bar
charts for a close-up view. In additional to the
chart, we embedded the introduction of the corresponding player’s Wikipedia article in the interface (see Figure 1d). This was helpful because the
strange spikes were often already explained there.

Design Process 2: Turning Models into Graphics
We next asked if we could use visualization to
show the inner workings of the model that pre104
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dicts the page views. Until this point, the model
and its inner workings had been in a black box.
To address this, we had to understand all the variables that create the model, rank their influence,
and map these dimensions in a meaningful way
onto visual variables. The Wikipedia page-view
prediction is based on five performance variables:
the player ranking, the value of tournaments, the
number of matches at the tournament played, the
best opponent the player competed against in each
tournament, and the total years played. Figure 2
shows the resulting visualization.
We found the most important variable was
a player’s rank at the start of each tournament.
The first chart we created plotted time on the x
axis and rank on the y axis. We used a nonlinear timeline based on the number of tournaments
played in each year. This made the analysis more
meaningful because it more clearly showed how
March 2017

many tournaments a player had competed in, and
it made the tournaments evenly distributed over
the page, regardless of whether the player participated in two tournaments or 100. We also used
a logarithmic scale for ranking. This emphasized
the importance of the high rankings, for which
it is much harder to achieve differences than the
lower rankings.
The second-most important dimension in the
model was the number of rounds a player competed in during a tournament. Seven rounds
meant a player reached the final. We mapped
lines onto the ranking points and extended them
upward. The longer the line, the more rounds a
player reached in the tournament and the higher
the visual weight on the page.
In a third step, we used color to indicate the
tournament’s value. Color is always difficult for
linear scales like tournament values. Thus, to make
the color scale work, we binned tournaments into
seven categories. The low-ranked tournaments
only changed from yellow to orange, whereas the
highly ranked tournaments had more dramatic
color changes. We created an interactive legend
that only highlighted one set of values when the
user hovered over it with a mouse. This helped users more clearly see the patterns of tournament
value changes within a career.
In a final step, we added small circles to show
tournaments where the player had to play against
a much higher ranked opponent.

Figure 2. Design process 2 model/graphic connection. A visual
explanation about how the model is connected to the two resulting
graphics. The performance visualization shows all parameters from the
model. The page view and model comparison shows the outcome of the
prediction and reality.

The visualizations in Figure 3a show both a tennis player’s entire career and all the variables used
in the model to predict Wikipedia page views for

(a)

(b)

(c)

Figure 3. Design process 2 process image. In these eight steps, we see the evolution of creating a visual description of the data
underlying the model prediction. (a) The first four steps show the process of the graphic of a single player. (b) The fifth image
shows the resulting interface. (c) Steps six to eight show the evolution from one player to a view that compares all players.

www.computer.org/computingedge
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Figure 4. Data/model difference charts over time showing late catchups. Here we see how page views and model predictions synchronize
after the Wikipedia page is completed.

that player. However, they do not allow a comparison between different players. To address this,
we built an interface similar to the scatterplot
in the data/model difference chart for the players’ careers. Because the information density per
player is high, plotting the individual charts in
one scatterplot became unreadable. To make it
possible to compare all players, we made a seemingly bad design decision. We switched the time
axis from being linear to radial. Radial timelines
are much harder to read but they create iconic
symbols, offering a unity for each that the linear
version does not provide. This switch let us see
the data for all 500 players together in one plot
and compare their careers using different dimensions (see Figure 3c).

Findings
The resulting visualizations from the two design
processes ended up being complementary. Although emerging from different starting points,
both have views that compare all players as small
multiple visualizations along different dimensions
as well as close-up views that show more detailed
views of single players. We integrated the two together into one interface and added another visual
step between the two overviews. Fluid transitions
between all the views enabled considerations beyond those from the single visualizations. The
transition between overviews can also be interpreted and analyzed to add another dimension of
comprehension.
Our two design processes have some underlying similarities. Both add more information into
the visualization at each stage of the process and,
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by doing so, create higher visual complexity. However, they also show more data dimensions and
more data points for each dimension. This process
creates graphics that are harder to encode but, at
the same time, allow us to see more relations in
one arrangement. The additional layers of information not only allowed us to find outliers within
the data but introduced questions we did not think
to ask before the visualizations existed. Most findings can be seen in multiple views, but we focused
on the visualization in which the pattern became
most visible.
The data/model difference charts over time
helped us discover a large number of players whose
popularity seemed to be overestimated by our
model for years until the actual page views caught
up (see Figure 4). We discovered that unstable
or not-yet-existing Wikipedia pages caused these
mismatches. The model was predicting Wikipedia
pages that were not set up or consisted only of
the player’s name. Without seeing this pattern in
the visualization, we would not even have thought
about such anomalies.
In the close-up data/model difference visualization, variations between the model and actual
page views became even more prominent. This led
us to all kinds of stories in which players attained
popularity without actual success in tennis. For
example, in mid-2013 Ryan Sweeting married the
actress Kaley Cuoco. At the same time, there was
an unexpected burst in his popularity on Wikipedia (see Figure 5a). In another example, Lukas
Rosol’s Wikipedia page had a increased number
of views in mid-2012 when he defeated the then
number two ranked player in the world, Rafael
Nadal, in the second round of Wimbledon (see
Figure 5b). The interactive visualization helped us
identify these and other short bursts of popularity
not accounted for by the model.
The performance visualization gives us insights
about entire tennis careers as well as insights
about how the model measured the number of
page views. Abrupt career ends, periods of injuries, and paths of success became visible. One of
the most outstanding players in this respect was
Tommy Haas, who managed to recover from several serious injuries, each time bouncing back to
his previous performance levels even after a prolonged absence from the sport (see Figure 6).
In addition to stating clear insights, this view
also allowed our data scientist to see the entire underlying structure of the model in one view. Even
when the visual tool offered no distinct declaration, it provided insightful views for the scientist
to continue considering.
March 2017

(a)

(b)

Figure 5. Non-tennis related changes in player popularity. (a) Ryan Sweeting married the actress Kaley Cuoco in 2013. (b) Lukas
Rosol earned a burst of popularity when he defeated the then number two ranked player in the world, Rafael Nadal.

T

hus far, we have described a combinatory design process that uses a method of incremental
addition to create increasingly complex arrangements. Through this process, we can create new
ways to see data and discover new insights. Interestingly, the scientists in our laboratory often work
the other way around. They start with large data
collections and try to find the smallest number of
variables that explain the studied phenomena. That
process reduces dimensions to the smallest set of
variables for the most insightful explanations of a
given phenomena. This problem-solving principal
was first articulated as Occam’s razor (William of
Ockham, 1287–1347), which states that among the
competing hypothesis the one with the fewest assumptions should be selected.
While science searches for meaningful signals
with the fewest assumptions, visualization can
reconstruct the complexity of the investigated
phenomena by drawing them together. The combination of these two inverse processes of drawing together and reduction to the smallest possible
assumptions can generate meaningful syntheses
that have yet to be fully considered.
In this sense, the design processes presented
here can, in a scientific environment, help analysis along by finding outliers, data errors, or strange
characteristics within the data. We hope they will
be used as a tool to form questions about an undiscovered, or newly mapped, territory.
Similarly, Charles Sander Peirce introduced the
idea of abduction.13 Epistemology differentiates between deduction, which draws a conclusion from
the general to the specific, and induction, which
draws a conclusion from specifics to the general.
Abduction, on the other hand, goes from an observation to a hypothesis. Peirce first proposed
the idea under the term “guessing.” As a method
of drawing conclusions from observation of relawww.computer.org/computingedge

Figure 6. Performance visualization of Tommy Haas. This visual
representation shows the course of Haas’ career and that he recovered
from serious injuries three times.

tions, visualization facilitates reasoning through
abduction. By visualizing the relationships between objects, we can create hypotheses that can
then be tested by scientific methods.
In this sense, visualization suggests tools as hypothesis generators via a method of curiosity. This
case study should be seen as a first step toward
linking design and science. The scientific process
of Occam’s razor in connection with the notion
of design as drawing things together can create
new insights and inspire new paths in knowledge
production.
IEEE Computer Graphics and Applications
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M

any industries are taking advantage of data
analytics and a wealth of accessible (per-

sonal) data on the Web to bring about various automated, socially sensitive decisions. These decisions

are socially sensitive in the sense that they are likely
to have major impacts on the individuals subject to
them (for example, being refused a mortgage).
The move toward more complex forms of socially
sensitive decision making (for example, through machine learning) has various benefits, including the
greater speed in which decisions are made, the ability to process multiple decisions at the same time,
and the potential for an unprecedented amount of
data to enrich the decision-making process. For instance, Kreditech Group (www.kreditech.com), a
German technology company and financial services
provider, openly uses machine learning for consumer credit scoring.1 Its big data credit scoring algorithm processes about 20,000 constantly changing data points, including a person’s online shopping and browsing behavior.
Despite the benefits of such automated decision
making (for example, greater personalization and
predictive analysis), how do we as IT professionals
know whether such automated socially sensitive
decisions are fair and fit for purpose? In other
words, how can we be certain that that the use of
data analytics for socially sensitive decision making
does not lead to unjust discrimination against
certain groups of individuals because of their age,
ethnicity, gender, or sexual orientation?

Automated Discrimination
Automated discrimination refers to instances in
which unfair treatment of certain groups of individuals occurs as a direct result of data analytics.
NovEMbEr/dEcEMbEr 2016
2469-7087/17/$33.00 © 2017 IEEE

For instance, it can manifest as unfair pricing and
marketing of products and services.2 This is also
known as “weblining.”3
Although most providers do not want their algorithms to be the source of discrimination, automated discrimination could occur unintentionally and through proxies. A proxy is defi ned as a
nonprotected attribute used in lieu of a protected
characteristic; for example, a neighborhood could
be used as a proxy for ethnicity. For instance,
in the 1980s, a computer program designed to
screen applicants to St. George’s Hospital Medical
School was found to have automatically (although
unknowingly) discriminated against female and
minority applicants.4 The key problem is that
data-mining algorithms could inherit (historic) biases and prejudices; the patterns they uncover can
merely reflect current inequalities.5

Discovery and Prevention
The discovery and prevention of automated discrimination is not without difficulty. Although
data-mining algorithms are well-known and understood, their actual results (that is, classifying
an individual or predicting its net value for the
company—for example, as realized in a neural
network) might be too intricate even for technical
experts to understand. In theory, we could scrutinize every aspect of such a predictor, but in practice, we often would not understand its internal
workings. Thus, we often are bound to assess only
the (un)fairness of its treatments from how it behaves with regard to actual individuals.
Furthermore, it is important that any allegation of
automated discrimination is thoroughly scrutinized.
In most cases, a simple statistical check is not
sufficient. For instance, a trend in a number of datasets
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can be reversed when the datasets are
combined—that is, Simpson’s paradox.
For an example of Simpson’s paradox, consider efforts by P.J. Bickel
and colleagues to analyze whether
the decision to select applicants to
the University of California, Berkeley, in 1973 was influenced by gender. 6 Bickel and colleagues started
with the “simplest approach”—to aggregate the data for the entire campus. In total, about 44 percent of the
male applicants were admitted to the
university, whereas about 35 percent
of the female applicants were admitted. 6 At first glance, it appeared there
had been some form of discrimination based on gender—however, this
was later found to be misleading. The
initial statistical analysis did not consider how the entry process to different departments varied. Some departments attracted fewer female applicants than others—for example, only
2 percent of applicants to mechanical
engineering were female, but overall
acceptance rates to mechanical engineering were higher than for other departments. 6 Disaggregating the data,
the researchers examined the data of
each department individually. In fact,
the majority of departments showed
a “small but statistically significant
bias” in favor of female applicants. 6

State of the Art:
Discrimination Discovery
Since 2008,7 the data-mining community has directly responded to
the challenges posed by automated
discrimination through the emerging area of discrimination-aware
data mining (DADM). DADM is focused on the discovery of unfair discriminatory practices and outcomes,
which are concealed within datasets
of historical decisions. 8,9 A principal
DADM approach centers on the extraction and analysis of discriminatory classification rules.7
52
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A significant proportion of the literature highlights the importance of
“legally grounded rules” and “legally
protected groups” as part of DADM.
For instance, DADM research already recognizes a need to use a legal
definition of discrimination.9 Despite
the recognition of legal factors, there
does not appear to be a proposed
DADM model, tool, or framework
that sufficiently addresses the complexities of a specific legal framework
(for example, the UK) and its particular jurisdictional constraints.
Hence, the AI community cannot confront the challenges posed by
automated discrimination in isolation. A greater legal understanding is
therefore crucial to enrich the existing DADM research and ensure that
those directly responsible for socially
sensitive decision-making algorithms
remain legally compliant. There is
therefore an opportunity for technical and legal experts to come together
and address the challenges of automated discrimination discovery and
prevention.

Interdisciplinarity: Unlawful
Discrimination
The legal framework for automated
discrimination is difficult for IT professionals to navigate. It is not only
multijurisdictional, but it also spans
various legal areas, including equality and data protection laws. For instance, two recent US reports highlight how automated discrimination
is being dealt with under the US legal
framework.10,11 Notably, Article 14 of
the European Convention on Human
Rights—the reach of which extends
far beyond the 28 member states of
the EU and remains relevant even after Brexit—prohibits discrimination.
While Article 21 of the Charter of
Fundamental Rights of the EU also
prohibits discrimination, equality law
continues to be largely regulated on a
www.computer.org/intelligent
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national scale in the EU. For instance,
in the UK, Section 4 of the Equality
Act of 2010 provides nine categories
of protected characteristics: age, disability, gender reassignment, marriage
and civil partnership, pregnancy and
maternity, race, religion or belief, sex,
and sexual orientation. However, this
list is restrictive, because data-mining
algorithms could use other sensitive
attributes beyond this list that could
cause unfair treatment to certain
groups of individuals. For instance,
there is no category protecting socioeconomic status (although France, for
example, has recently added poverty
as a protected characteristic12). Moreover, pursuant to the UK Equality
Act of 2010, data-mining algorithms
could indirectly discriminate where
they use proxies (background data
such as neighborhood) for particular
legally protected characteristics (for
example, ethnicity).
As we mentioned earlier, equality law is only one aspect of the legal
framework for automated discrimination. The recently adopted European General Data Protection Regulation (GDPR) 2016/679 provides a
unified approach across the 28 member states of the EU. Similar to the
protected characteristics outlined
by the Equality Act, Article 9 of the
GDPR outlines several “special categories of personal data” whose processing is prohibited—subject to 10
exceptions. Note that Article 9 includes some categories of data that
are not listed as protected characteristics by Section 4 of the Equality
Act—those are biometric and genetic
data. However, it does not explicitly mention some of these protected
characteristics, such as age, gender
reassignment, and marriage and civil
partnership.
Furthermore, pursuant to Articles
13(2)(f) and 14(2)(g) of the GDPR, data
subjects have the right to be informed
IEEE INTELLIGENT SYSTEMS
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about the logic involved in automated decision making. However,
where data-mining algorithms are
concerned, will data controllers be
able to fully explain this logic? Although technical methods are available (for example, Erik Štrumbelj and
Igor Kononenko examine a sensitivity
analysis-based method for explaining prediction models13), they mostly
say, “This feature”—for example, income—“weighs x, and as a result you
have been assigned to tariff-A as opposed to tariff-B.” This statement is
neither logically crisp nor completely
true. The statement suggests a linear
regression, but most data-mining algorithms do not constitute linear regression. Thus, this explanation is
only an approximation of what is going on underneath. Furthermore, can
data subjects be certain that such logical explanations will be expressed in
terms that the layperson understands?
Finally, it is unclear to what extent personal data reused by decision
makers must be accurate. The data
subject has a right to rectification under Article 16 of the GDPR—that is,
the data controller must remedy inaccurate data about that individual
without delay. However, in the recent
past, different legal approaches have
been taken to data accuracy. In the
case of Smeaton v. Equifax,14 the UK’s
Court of Appeal held that personal
data reused by credit reference agencies did not have to be absolutely accurate under the UK Data Protection
Act 1998, although agencies should
take reasonable steps to ensure that
it is up to date. However, the landmark “right to be forgotten” ruling
(taken by the Court of Justice of the
European Union in the case of Google
Spain v. AEPD,15 which centered on
auction notice of a repossessed home)
gave rise to a duty to process accurate
and timely data. Thus, it will be interesting to see how Article 16 is inNovEMbEr/dEcEMbEr 2016
www.computer.org/computingedge

terpreted in the coming years, and
how the legal position on personal
data accuracy unfolds across sectors.

Accountability and
Transparency
To reiterate, because the legal framework is multifaceted and difficult to
navigate, a dialogue between computer scientists and lawyers is therefore crucial for the development of a
robust legal–technical approach to
the prevention and discovery of automated discrimination. A key challenge for policy makers and regulators is how data-mining algorithms
can be made more accountable, both
legally and technically, to the people
they are profiling. Greater transparency could be achieved by placing a
limited duty of disclosure on those
responsible for such automated decision making. This may involve the
release of (redacted) de-identified
input and output data and a discrimination impact assessment, in
addition to data-protection obligations (in particular, Article 35 of
the GDPR). However, at the same
time, it must be considered whether
it is possible to formulate such a duty
without jeopardizing intellectual
property rights. The French Digital
Republic Bill of 2016, for example,
requires public sector bodies of more
than 50 employees to make publicly
available, in an open and easily reusable format, the rules defining the
main algorithmic processing used in
the accomplishment of their missions
when such processing forms the basis
of individual decisions.16
Furthermore, the capture of robust
provenance information that covers
organizational practices, processes,
and principles pertaining to automated discrimination will be vital, not
only for transparency and accountability but to ensure data accuracy
and uphold the right to rectification.
www.computer.org/intelligent

Challenges for AI and
the Law
Although DADM offers an excellent
body of knowledge to build on, several challenges remain for the AI and
legal communities to jointly confront.
The principal challenge is the development of interdisciplinary tools that
allow for the targeted use of data
analytics and data mining to uncover discrimination and sufficiently
address the diversity of enforcementrelated issues. Greater interdisciplinary understanding is also required of
the relationship between existing sociocultural, legal, and technical safeguards that aim to minimize unfair
treatment.
Therefore, there is a pressing need
for a legal–technical argumentation
framework that helps decision makers
assess the fairness of their black-box
decision-making systems by providing arguments for and against allegations of automated discrimination.
This framework must draw together
existing machine learning algorithms
that discover and prevent unfair treatment (such as DADM) as well as consider legal norm compliance, which
spans a wide range of pertinent legal
measures (for example, equality, data
protection, and consumer protection
laws).
As part of the development of this
framework, it would be useful to examine the effectiveness of different
quantitative and qualitative methods.
We can do this in several ways. First,
look for correlations within all input
data: What input and output data correlate with legally protected characteristics and special categories of personal
data? Is there potential for proxies?
Second, consider the “comparative
individual” counterargument. For instance, in the context of automated
decision making within the insurance
industry, are people with the same
or very similar risk category scores
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placed on the same tariffs? If men and
women of the same profession with
the same risk assessment pay the same,
there is no discrimination. However,
one counterexample is probably not
enough to disprove discrimination.
Third, apply the test of reasonableness: Is there a justification for this
discrimination? For instance, under
Section 13 of the Equality Act of 2010,
age discrimination can be justified on
the grounds that the discrimination is
for the purposes of a legitimate aim.
An example of a legitimate aim might
be where an applicant for a firefighter
job is asked to undergo a fitness test—
it is more likely that a younger person
will pass.17 However, legitimate aims
are assessed on a case-by-case basis.
Fourth, assess internal processes
and procedures—for instance, to
what extent are those directly responsible for a data-mining algorithm
transparent and accountable? Has
there been a discrimination impact
assessment? Is there a transparency
report?18 What provenance information is available? This latter question
is particularly important because the
data-mining process might be working well, but a “wrong” selection of
data in the overall decision-making
process could lead to problematic results—even if the test of the data mining would not show negative effects.
Finally, use rule-discovery algorithms
to discover rules within the datamining algorithm. However, remember
that rule-discovery algorithms have
limitations—that is, multiple rules can
give the same or similar approximations
with different discriminatory outcomes.

Promoting Fair Treatment
Automated discrimination is just one of
many issues that must be addressed in
the overall effort to promote fair treatment. Although working toward the legal–technical argumentation framework
briefly outlined in this article is no pan54
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acea, it could potentially help those directly involved with the design, development, and use of data analytics to better
safeguard data subjects from discrimination. Furthermore, greater accountability and transparency could better inform data subjects about how our digital footprints are (mis)used and about
our associated rights (for example, under equality and data protection laws).

A s the digital age matures, we be-

come more connected (for example,
through the Internet of Things), our
digital footprints continue to expand,
and more socially sensitive decisions
are generated through data analytics.
Automated discrimination only has the
potential to increase. We need to recognize that advanced forms of automated
socially sensitive decision-making systems have the potential to discriminate
just as their nonautomated counterparts have done in the past.4
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Data analytics can be problematic in real-world settings, where data sources
are often distributed, heterogeneous, and dynamic. Semantic technologies can
now offer a practical solution that addresses scalability and usability issues, and
has been successfully deployed in industry applications.

E

nterprises and government entities have a growing need for systems that provide decision support based on descriptive and predictive analytics
over large volumes of data. Examples include supporting decisions on pricing and promotions based
on analyses of revenue and demand data; supporting decisions on the operation of complex equipment
based on analyses of sensor data; and supporting decisions on website content based on analyses of user
behavior. Such support might be critical for safety and
regulatory compliance as well as competitiveness.
Current data analytics technology and workflows are well-suited to settings where the data has
a uniform structure and is easy to access. Problems
can arise, however, when performing data analytics
in real-world settings, where as well as being large,
data sources are often distributed, heterogeneous,
and dynamic; dealing with this so-called data variety challenge “has emerged as the top data priority
for mainstream companies.”1 Here, we discuss how
semantic technologies can offer solutions. But first,
let’s consider a practical use-case scenario.

A Scenario: Siemens Energy Services

Consider, for example, the case of Siemens
Energy Services, which runs more than 50 service
62
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centers, each of which provides remote monitoring and diagnostics for thousands of gas or steam
turbines and ancillary equipment located in hundreds of power plants.2 Effective monitoring and
diagnosis is essential for maintaining high availability of equipment and avoiding costly failures.
A typical diagnostic task at a service center is to
explain an unscheduled shutdown of an SGT-400
gas turbine, and to suggest repairs. In performing
this task, the service engineer might invoke the
following analytics procedure:
based on the turbine’s sensor data, detect abnormal
vibration patterns during the period prior to the
shutdown and compare them with data on similar
patterns in similar turbines over the last 5 years.

Here, an “abnormal vibration pattern” is defined
as a sequence of sensor readings whose average (or
maximum) value exceeds a threshold, and “prior to”
is defined as a time within t seconds of the shutdown, for some value of t.
Such diagnostic tasks employ sophisticated
data analytics tools, and might be both descriptive and predictive: in the descriptive case, data
analysis is used to diagnose and repair abnormal
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behaviors and malfunctions, while
in the predictive case, data analysis
is used to anticipate such problems.
The data used comprises many terabytes of current and historical data,
mainly derived from sensors; but it
also includes other kinds of operational data, structural data describing
different turbine models and configurations, and results from previous
analyses. To perform the analysis, first
it’s necessary to identify, acquire, and
transform the relevant data – that is,
data from vibration sensors on the relevant turbines over the relevant periods. This data might be stored on-site
(at a power plant), at the local service
center, or at other service centers; it
comes in a wide range of different formats, ranging from flat files to XML
and relational stores; access might be
via a range of different interfaces; and
it’s constantly being augmented, with
new data arriving at a rate of more
than 30 Gbytes per center per day.
Heterogeneity also arises from the
many different types and combinations of turbines and ancillary equipment, which are constantly changing
due to repairs and upgrades.
Acquiring the relevant data is thus
highly challenging, and typically is
achieved via a combination of complex
queries and bespoke data processing
code, with numerous variants being
required to deal with data distribution
and heterogeneity. When multiplied by
the large number of different analytics tasks that service centers need to
perform, the development and maintenance of such procedures becomes the
critical bottleneck, consuming on average around 75 percent of the overall
time used in data analysis.
This problem isn’t specific to Siemens: many data-intensive industries
face similar problems. The oil and gas
company Statoil encounters the same
issues in many aspects of its operations; for example, in the exploration department, where geologists
and geophysicists use advanced visual
analytics tools to develop stratigraphic
NOvEMbER/DECEMbER 2016
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models of unexplored areas on the
basis of terabytes of mainly relational data acquired from exploration
and production operations at nearby
geographical locations.3 In this case,
the main challenge is dealing with
the complexity of the data, which is
spread across hundreds of different
databases, and thousands of tables.
Again, a large proportion of analysts’
time is spent simply locating and
retrieving the relevant data.4
Existing solutions to this problem
typically involve tools that support
only a fixed set of predefined queries.
When an information requirement
arises that can’t be met using these queries, a new query must be formulated
and added to the query library. This
is often a costly and time-consuming
procedure due to the difficulty of
communicating the relevant information requirement, and the scarcity
of IT personnel with both the necessary deep understanding of the data
sources and sufficient domain knowledge to understand the information
requirement. At Statoil, for example,
this process typically requires several
iterations, and can take up to a week.
The result is that, on many occasions,
important decisions must be made
before full access to relevant data is
available.

Semantic Technologies and
Ontology-Based Data Access

Semantic technologies, and in particular Ontology-Based Data Access
(OBDA),5 offer a potential solution
to this problem. In OBDA, an ontology provides a uniform conceptual
schema that describes the problem
domain of the underlying data independently of how and where the data
is stored, and declarative mappings
specify how the ontology is related
to the data. Queries over the ontology say what information is needed;
the ontology and mappings are used
to translate such queries into specifications regarding how this information should be extracted from the

data sources. The translation is a
two-stage process, in which reasoning is first used to enrich queries with
knowledge captured in the ontology,
and the mappings are then used to
transform the enriched queries into
queries over the data sources. As well
as abstracting away from details of
data storage and access, the ontology and mappings provide a declarative, modular, and query-independent
specification of both the conceptual
model and its relationship to the data
sources; this simplifies development
and maintenance, and allows for easy
integration with existing data management infrastructures.
The OBDA approach has many
attractions: the ontology provides
uniform access to multiple heterogeneous data sources, including incomplete and semi-structured sources,
while the mappings allow for a noninvasive approach that can be layered on top of existing infrastructure.
Moreover, the worst-case computational complexity of query answering
with respect to the data’s size is the
same as for query answering in relational databases.
Adding significant new capabilities without incurring any additional
computational cost might sound too
good to be true, and in some respects
it is too good to be true: developing
a practical OBDA system is not without its problems. These include the
following:
• The efficiency of query answering. Although the worst-case data
complexity is the same as for databases, the query-rewriting phase
can increase the size of the queries
(in the worst case, exponentially
with respect to the ontology’s
size); and even if the query size
is manageable, the rewriting can
produce queries on which existing
database engines perform poorly.
• The cost of developing suitable
ontologies and mappings. Ontology
engineering is known to be hard,
41
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Figure 1. Optique platform architecture. This includes tools for ontology
and mapping management, a tool for formulating queries, and a query
transformation and optimization subsystem.
and this is an issue for semantic technologies more generally.
OBDA additionally requires mapping engineering, which is not so
well understood, and not so well
supported by tools.
• The difficulty of formulating queries. Although formulating queries
over a well-structured and useroriented ontology should be much
easier than over a typical relational schema, it’s still unrealistic
to expect end users with a limited
IT background to formulate their
own queries in SPARQL or some
other SQL-like query language.
• The relative weakness of the ontology language. For queries to be
rewritable, the ontology must be
in the OWL 2 QL profile. This profile lacks many useful features of
OWL 2, including counting, disjunction, and recursion.
In the Optique project, we developed an OBDA platform that integrates a number of components in
order to address these issues. Figure 1
illustrates the Optique architecture’s
64
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main components. These include tools
for ontology and mapping management, a tool for formulating STARQL
queries (an extension of SPARQL that
supports hybrid static and streaming
queries), and a query transformation
and optimization subsystem.
The efficiency of query answering critically depends on the query
transformation and optimization subsystem. The Optique platform uses
the Ontop query-rewriting engine
to translate STARQL queries over an
OWL 2 QL ontology into (possibly
federated) queries over the (possibly
distributed) data sources, which can
include Big Data storage technologies (for example, Teradata Warehouse) and data streams as well as
relational databases; these queries are
then evaluated by the Exareme parallel query-execution engine. Naive
implementations of query rewriting
are known to perform poorly in practice, and both Ontop and Exareme are
highly optimized so as to achieve the
required performance. For example,
Ontop exploits database constraints to
identify redundant parts of the query,

and thus reduce overall query size,
while Exareme can identify and reuse
shared subqueries. This latter optimization is akin to creating (dynamic)
views, and it’s known that the use of
views makes it possible to reduce the
(worst-case) blow-up in query size
from exponential to polynomial.
For ontology and mapping development, the Optique platform uses
the BootOX bootstrapping component to support the extraction of
baseline ontologies and mappings
from relational schemas, as well as
their subsequent maintenance, refinement, and extension. BootOX exploits
both schema and data analysis — for
example, using dependencies from
the relational schema and performing statistical analyses of data values
— and it can use ontology alignment
techniques to enrich the extracted
ontology by aligning it with an existing domain ontology. Of course, the
resulting ontology will typically
require some manual tuning, and this
is supported by the usual range of
tools, including the Protégé ontology
editor, and embedded reasoning systems that can check, for example, the
integrity and logical consequences of
ontology axioms. In addition to an
ontology, BootOX also creates a set of
global-as-view (GAV) mappings that
link the ontology to the data sources,
and the platform includes a mapping
editor with a novel reasoning component that can check the integrity of
mapping rules, for example, by identifying necessarily empty mappings.
Because the OBDA paradigm
doesn’t require wholesale data extraction and transformation, a deployment can start with a relatively
minimal ontology and mappings and
proceed in a pay-as-you-go manner.
As the system is used, the ontology
and mappings can be incrementally
extended to cover new query requirements — a process that can be seen
as capturing the knowledge of domain
and IT experts in a way that is finegrained and reusable. For example,
IEEE INTERNET COMPUTING
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in the initial deployments at Siemens
and Statoil, the ontology and mappings were developed so as to cover
catalogues of the most common information requirements (roughly 20
information requirements from turbine analytics engineers at Siemens,
and 60 from the exploration geologists
and geophysicists at Statoil). In cases
where a new information requirement
isn’t covered, the necessary ontology
and mapping extensions are typically small, with most of the relevant
domain and IT expert knowledge
being reused from the existing ontology and mappings. This is in contrast
to existing data access tools, where
a new information need typically
requires creating a whole new query,
and where the size and complexity of
such queries makes it difficult to identify, understand, or reuse previously
constructed queries.
For query formulation, the platform includes a novel Visual Query
System (OptiqueVQS), that provides
users with a graphical interface for
constructing queries.6 OptiqueVQS
isn’t designed as a generic graphical
query editor, but rather for usability
by a specific target user group: people with a technical background, but
limited IT expertise. The system is
ontology-driven, so users don’t need
an a priori understanding of the
ontology, but can choose from lists
of (data value) constraints, properties,
and classes that can be used to refine
the query. Previously constructed
queries over the relevant data are
used to order these lists so that the
most useful refinements appear first.
Finally, regarding the relative
weakness of OWL 2 QL, if given a
more expressive ontology, the Optique
platform can automatically compute a
maximal approximation that remains
within the OWL 2 QL profile. Although
in general this might result in incompleteness of query answers (that is, in
some query answers being missed), in
many cases it’s possible to prove that
the approximation is complete with
NOvEMbER/DECEMbER 2016
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respect to the ontology and dataset
at hand. Moreover, the ontology and
mappings can be viewed as a precise
specification for an extract transform
and load (ETL) process: the mappings
define the relationship between the
data sources and a virtual Resource
Description Framework (RDF) triple
store, while the ontology defines
transformations of the triple data that
are required to fully answer queries.
Once the ontology and mappings have
been developed to the extent that they
provide full coverage of the domain
and data sources, it would be possible
to use the mapping rules to export
the data into a real triple store, which
would then allow for the use of a
more powerful ontology language via,
for example, materialization-based
query-answering techniques.
The variety challenge is, of
course, too large and complex to be
fully addressed by a single system,
but there’s good evidence to suggest
that the Optique platform significantly extends the state of the art,
and it has been successfully deployed
at both Siemens and Statoil. At Siemens, it has been used to mediate
between the Knime analytics platform and heterogeneous data from
their turbine fleet. This has avoided
costly customization of analytics
workflows to different machines and
configurations while still providing
good performance; for example, the
platform is able to run in parallel up
to 1,024 complex monitoring queries over data that’s both large and
highly distributed (across up to 128
databases) with a throughput of up
to 3.6 × 106 tuples per second. At
Statoil, using OptiqueVQS, geologists and geophysicists typically
require only a few minutes to formulate queries corresponding to their
most common information requirements, and the platform is able to
transform these into queries over the
data sources, most of which can be
answered within a few minutes or
less; in contrast, getting IT support

to create hand-crafted queries to satisfy
similar information requirements can
take up to a week, and the resulting queries typically perform no better — and
in some cases worse — than the queries
produced by the Optique platform.

T

he idea of using a global conceptual schema to integrate heterogeneous information sources isn’t
new, but in contrast to many earlier efforts, OBDA actually works:
it computes correct answers, and it
does so at scale. This isn’t a fluke,
but has been made possible by a
combination of intensive theoretical
and empirical research. On the theoretical side, OBDA cleverly combines
ontologies, reasoning, and relational
queries so as to maximize expressive
power while ensuring that the worstcase complexity of query answering
remains the same as for relational
databases (equivalently, ensuring
that query answers can be computed
via a first-order rewriting). On the
empirical side, detailed studies of
application requirements, the development of a range of optimization
techniques, and extensive evaluation
in realistic use cases, has made it possible to turn the theory into a practical system with a robustly scalable
typical case performance.
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The Impossible Thing
Brian David Johnson, Frost and Sullivan

In this inaugural column, the author ponders
the autonomous cars of tomorrow.

FROM THE EDITOR
In this new column, I’ll explore the future world’s possibilities and perils. Through
essays, interviews, and science fiction, we’ll meet people who are building the
future today, explore their work, and glimpse what lies ahead.
—Brian David Johnson

W

hat is it?,” Sierra Rodriguez asked her older
brother.
“You’ll
have
to
guess,” Billy answered.
Sierra looked up at the object
that was hanging—almost as if
levitating—from two crisscrossed cables in the barn.
“Does it fly?” she asked.
“Nope. It lights up.”
“So you mean it’s just a light,” she
said, glaring at her brother. “What’s so
special about—”
“It’s not just a light.” Billy began
moving in wide circles beneath the object. “It’s a kind of light. There used to
be billions and billions of them everywhere. No one’s seen this one work but
me and Doc Peterson. He rigged it up
on a switch and everything.”
Sierra walked over to the workbench that Billy was pointing at.
“No!” Billy jumped in front of her.
“Don’t touch it! Doc will see the barn
light up.”
“Fine.” Sierra turned around and
looked back up at the object. “What
did it do?”
As Billy turned away to answer her
question, Sierra lunged at the switch

2469-7087/17/$33.00
IEEE
C O M P U T E R 0 0 1 8©- 92017
1 6 2 / 1 7/ $ 3 3 .0 0

on the workbench, fl ipping it to the
“on” position.
The object came to life. Each disk
began to light up: green, yellow, red.
The once-dark barn now exploded
with color.
“Wow! Cool!” Sierra couldn’t believe her eyes.
The light show captivated Billy too;
he’d never seen it working in the dark.
“There were billions of these?”
Sierra asked.
“Yeah, it’s a stoplight. They used to
be at the intersections of roads.”
“Why?”
“So people would know when to
stop their cars,” Billy explained.
“Why would people need to know
when to stop their cars?” The idea
seemed as fabulous and foreign to
Sierra as the flashing thing.
“Because people used to drive cars,”
Billy replied triumphantly. That was
the real discovery he wanted to reveal
to his sister.
“But that’s impossible!” Sierra
exclaimed.
The siblings continued to gaze at
the stop light suspended in the center
of the barn, its lights becoming fi rst
green, then yellow, then red.
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n a future where cars drive themselves, there’ll be generations of people who’ve never handled a steering wheel. The cultural and physical
changes that will occur as a result of
driverless vehicles are likely to be both
fascinating and unexpected.
I purposely set this science fiction
prototype—a story grounded in science fact that serves as a steppingstone for people to explore potential
futures—in a barn to remind us of a
previous transportation system that’s
receded into history. Horse-based
travel was a complex support network
of devices and a robust ecosystem of
jobs that have disappeared.
The real impossible thing in the
story isn’t the death of the stoplight.
It’s the characters’ inability to imagine humans ever having driven cars—
similar to kids’ wonder today when
they learn that we once rode horses as
our primary mode of transportation.
What other objects surrounding us
today will recede into history’s murky
depths?

BRIAN DAVID JOHNSON is the
resident futurist at the Center for
Science and the Imagination and a
professor of practice in the School
for the Future of Innovation in
Society at Arizona State University,
as well as a futurist and Fellow at
Frost and Sullivan. Follow him at futureoftheamericandream.com and on
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at briandavid.johnson@frost.com.
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Building Critical Applications Using
Microservices
Christof Fetzer | Technische Universität Dresden

A

pplications are increasingly
critical for ensuring business
success, mission completion, and
even human safety. The standard
approach to building critical applications relies on a bottom-up strategy:
we must begin with a dependable
foundation—the correct CPU and
system software—on top of which
we build and run our critical applications. However, ensuring the correctness of the CPU and system
software (OS, hypervisor, resource
management system, and so on)
is a grand challenge. In response,
Gerwin Klein and his colleagues
proposed and demonstrated formal
methods to prove the correctness of
a microkernel-based system.1
Modern systems such as the
cloud, embedded systems, and
smartphones run Linux, an OS
with a monolithic kernel. Safetycritical automotive software is even
being run on top of Linux.2 Proving Linux’s correctness, however,
appears to be beyond the state of
the art of formal proofs: instead of
verifying only the 10,000 LOC of
a microkernel,1 one would need
to verify the more than 20 million
LOC of the Linux kernel. Moreover, there’s empirical evidence that
Linux always contains bugs that
need to be fixed, so a formal proof
of correctness would fail anyhow.
Static analysis of open source
code repositories indicates approximately 0.61 defects per 1,000
LOC.3 The analysis of Linux shows
that, despite an increasing number
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of defects being fixed, there are
always approximately 5,000 defects
waiting to be fixed.3 Not all of these
defects can, however, be exploited
for security attacks. Another analysis found that approximately 500
security-relevant bugs were fixed
in Linux over the past five years4 —
bugs that had been in the kernel for
five years before being discovered
and fixed. Commercial code had a
slightly higher defect density than
open source projects.3 Hence, we
need to expect vulnerabilities in
commercial software too.

Application-Oriented
Safety and Security

Underlying system software will
always contain bugs that attackers
can exploit. Given that, we need to
build critical applications in a way
that doesn’t depend on the underlying system software’s correctness to
ensure the confidentiality and integrity of applications. In the case of
business- and safety-critical applications, we must also ensure that the
CPU executes the correct program.
Similar to system software,
CPUs’ complexity has increased
dramatically in recent decades.
Modern CPUs contain billions of
transistors, which makes them susceptible to not only soft errors but
also design faults. The use of lockstep CPUs—common in mainframes and embedded CPUs—can
detect soft errors but not design
faults. High-end CPUs are highly
nondeterministic, making it nearly
2469-7087/17/$33.00 © 2017 IEEE
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impossible to provide lock-step
execution without having a major
impact on performance and requiring major redesigns.
Rather than considering the
OS and other system software
trustworthy—as system software
designers do—application designers trust only the application components under their control. When
running a critical application in
a cloud, the system services and,
in some cases, the OS would be
under a third party’s administrative control. New CPU extensions,
in particular Intel’s Software Guard
Extensions (SGX; software.intel.
com/en-us/sgx), allow applications
to keep their states in encrypted
memory (enclaves), thereby preventing even privileged software
such as the OS and the hypervisor
from accessing the data.
A major limitation of SGX’s
current implementation is that it
slows down by more than an order
of magnitude if the working set of
an enclave doesn’t fit in the SGX
extended page cache (EPC), which
is currently only about 90 Mbytes.
Hence, the state inside the enclave
must be kept small—not only to
minimize the trusted computing
base’s size but also to ensure reasonable performance. To achieve this,
we have implemented and evaluated
a microservice-based approach, as
shown in Figure 1.

A MicroserviceBased Approach

Microkernel-based systems arguably
have the better architecture for building trustworthy systems. However,
we often build these trustworthy systems on top of monolithic kernels
such as Linux. Therefore, my colleagues and I have implemented an
approach to building trustworthy systems on top of legacy hardware and
software components in which we
have limited trust. Such an approach
helps us ensure integrity, confidentiality, and correct execution.
www.computer.org/computingedge

www.computer.org/security
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Figure 1. A microservice-based approach to keeping the state inside enclaves
small. This not only minimizes the trusted computing base’s size but also ensures
reasonable performance.

In a microservice-based approach,
an application is split into a set of
microservices. Each microservice
focuses on a single aspect. The
microservices are loosely coupled
and support horizontal elastic scaling; crash and performance failures
are tolerated by spawning new service instances to replace crashed or
slow instances. Microservices match
well with modern container management frameworks such as Kubernetes (kubernetes.io) or Docker
Swarm (www.docker.com/products
/docker-swarm). These frameworks
support high availability, load balancing, and elastic scaling of applications.
These frameworks aren’t yet available
in the embedded domain or in automotive systems but are expected to
be soon.
I briefly describe how we ensure
the integrity, confidentiality, and
correct execution inside microservices with the help of both software
and CPU extensions (the technical details and performance evaluations can be found elsewhere5–8).

Ensuring Correct Execution

Depending on an application’s
criticality (say, at most one system
failure in 109 operating hours is permitted), you can’t always assume
that the CPU is correctly executing
the application. Modern CPUs will
detect and mask most soft errors.

However, the detection rate is insufficient for critical applications.
Because high-performance CPUs
are highly nondeterministic, a traditional lock-step execution isn’t possible. Instead, a software lock-step
execution should be performed. The
benefit of software-based protection
is that it can be combined with a fast
recovery mechanism using the hardware transactional memory of modern CPUs; we’ve shown that doing
so not only detects but also masks
most soft errors. The resource overhead (about 100 percent) is similar
to hardware lock-stepping but can
tolerate about 90 percent of the soft
errors and support nondeterministic CPUs and applications.5
Some critical applications’
requirements can be so high that
you need to detect CPU design
faults too. For these cases, applications can be transformed such that
computations happen in a homomorphic space in which wrong
executions by the CPU can be
detected:6 because of the program
space’s pseudorandomization, a
wrong result will most likely not
be a member of the homographic
space. This homomorphic execution is performed only for safety and
not security, so the overheads stay
within about 150 percent, which
is close to the resource overhead
of hardware lock-step execution,
47
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accesses, and stops a service only if
it’s unsafe to continue.
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Figure 2. Each secure container runs a single microservice instance inside an
Intel Software Guard Extensions (SGX) enclave. This ensures confidentiality and
integrity even against attacks from software with higher privilege such as the OS
or hypervisor.

especially when you consider that
lock-step cores must be slowed
down to remain in sync despite, say,
error code corrections by one core.

Integrity and
Confidentiality

To ensure the confidentiality and
integrity of microservices, we’ve
implemented the abstraction of a
secure container.7 The container
engine—in our case, a plain Docker
engine—can’t distinguish a secure
container from a regular container.
Each secure container runs a single
microservice instance inside SGX
enclaves (see Figure 2). The CPU
registers, the main memory, the files,
and the network communication are
transparently encrypted such that
we can ensure confidentiality and
integrity even against attacks from
software with higher privilege such
as the OS or hypervisor. Throughput is close to native speed—as long
as the enclaves fit inside the EPC.
Protection against attacks via the
system call interface (such as Iago
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attacks) is simplified with microservices. Microservices often replace
OS services (such as a file system
service) with another microservice
to ensure better scalability and avoid
residual dependencies on individual
hosts. Hence, many microservices
use only a small set of system calls
that can be transparently protected by
the secure container infrastructure.
Microservice-based applications
consist of new and existing microservices. For example, you might
use services like memcached and
Redis as part of an application.
Many of those existing services will
use unsafe languages like C and
C++. Similar to protecting the OS
kernel,4 we need to protect such
services against common attacks via
their network API, such as buffer
overflows and format string attacks.
Hence, we implemented a compilerbased approach that provides additional protection for existing code.8
Because critical applications must
be available, this approach tolerates faults, such as out-of-bound

M

icroservices combined with
secure containers can facilitate new ways of building critical
applications. These applications
will benefit from tools and services built for less critical software.
Secure containers and compiler
extensions can help address the
more stringent requirements of
critical applications.
Although this approach is sufficient for implementing fail-stop
applications, there are still several
open research questions regarding
whether and how it might support
fail-operational applications.
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COMPUTING CAREERS

Careers in Big Data

F

or this ComputingEdge issue, we asked
Naren Ramakrishnan—professor of engineering and director of the Discovery
Analytics Center at Virginia Tech University—
about big-data career opportunities. Ramakrishnan’s research interests include mining scientific
datasets in domains such as systems biology, neuroscience, sustainability, and intelligence analysis. He was a co-guest editor for Computer’s April
2016 special issue on big data.
ComputingEdge: What careers in big data will
see the most growth in the next several years?
Ramakrishnan: With this space maturing, more
than seven of 10 organizations in the US are
expected to have an in-house data science team
by the end of this year. Demand for data scientists will grow in technical areas like deep learning, as well as in fields such as healthcare, the
Internet of Things economy, finance, manufacturing, educational innovation, sustainability, and
forecasting. You can keep track of what’s going
on in data-science forums such as KDnuggets
(www.kdnuggets.com).
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ComputingEdge: What would you tell college
students to give them an advantage over the
competition?
Ramakrishnan: Remember those courses you
thought were boring and had nothing to do with
real-life, like differential calculus, Bayesian statistics, graph theory, and linear algebra? They are
the foundations of data science today! So spend
time honing your fundamentals in college. It will
prepare you for advanced courses and careers in
areas such as deep learning, computer vision,
and sensor mining. It’s also important to develop
a portfolio of your data-analytics and visualization code, perhaps hosted on a GitHub page.
Many prospective employers want to see examples of your big-data and data-analytics skills.
ComputingEdge: What should applicants keep in
mind when applying for big data jobs?
Ramakrishnan: Just as data-science applications are varied, so are the job titles, responsibilities, and expectations. Find out how
data science fits into a potential employer’s
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organizational structure. Do they have a chief
data officer or chief information officer? Does
data science play a supporting role or is it an
integral part of the way they do business? How
many business units within the organization rely
on data science? These questions are important
to understand how you’ll fit within the organization and how the organization will fit within your
career objectives.
ComputingEdge: How can new hires make the
strongest impression in a new position?
Ramakrishnan: There are significant open
source software and frameworks for data analytics and visualization. Get familiar with these tools
before joining your company. Once you start, you
should be able to leverage this background to rapidly analyze data, perform exploratory or predictive analysis, and develop visual dashboards for
demonstration to managers. Nothing conveys a
stronger impression than a person who is able to
complete the loop from data to insights to decisions. This will position you for interesting assignments and professional growth.
ComputingEdge: Name one critical mistake for
young graduates to avoid when starting their
careers?

Ramakrishnan: Data science is so pervasive
today that it provides insights into situations and
events in entirely unexpected ways. My favorite
example has to do with the OpenTable website
(www.opentable.com), which lets users make restaurant reservations in many cities worldwide.
The site lets analysts download aggregate reservation data for specific cities on a daily—and even
hourly—basis. In analyzing this data, my collaborators and I found that spikes in cancellations
can correspond to health events, such as the flu
season’s early onset. The temporal profile of restaurant availability can help forecast flu seasonality. The lesson to take away from this is that data
will show up in surprising places and can provide
valuable insights, if we just know where to look
and how to relate disparate datasets. One should
consciously think about data they encounter in
real life and study its implications.

C

omputingEdge’s Lori Cameron interviewed Ramakrishnan for this article.
Contact her at l.cameron@computer.org
if you would like to contribute to a future ComputingEdge article on computing careers. Contact
Ramakrishnan at naren@cs.vt.edu.

Ramakrishnan: One common error is not taking the time to understand how data permeates
your organization—for example, how data is
produced and collected, who makes decisions
based on data analytics, and what types of decisions these are. Understanding a bit about the
larger picture will help you be a more effective
data scientist. Get out of your comfort zone and
speak to nontechnical professionals to understand the domain. Then when you speak as a
data scientist, people will take your conclusions
more seriously.
ComputingEdge: Do you have any learning experiences you could share that could benefit those
just starting out in their careers?
www.computer.org/computingedge

Read your subscriptions through
the myCS publications portal at
http://mycs.computer.org.
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that enable the success of GM business
units. Perform minor enhancements to
existing functionality &root cause anlys
of system problems &execution of service requests. Assure adherence to GM
IT processes such as IT SDLC &Change
&Release. Master, Information Technology, Industrial Engineering or Supply
Chain Management. 6 mos exp as SAP
SPM or APO Analyst performing functional design, configuration, &validation
of SAP solution for SPM or APO module. Mail resume to Alicia Scott-Wears,
GM Global Mobility, 300 Renaissance
Center, MC:482-C32-D44, Detroit, MI
48265, Ref#1555.

SAP BASIS DEVELOPER, Roswell, GA,
General Motors. Provide BASIS technical support such as systems installation, configuration, &administration
to SAP products such as Enterprise
Central Components (ECC), Business
Warehouse (BW), Enterprise Portal
(EP), Process Integration, Customer
Relationship Management, Supplier
Relationship Management, Supplier
Chain Management (SCM), Extended
Warehouse
Management
(EWM),
&Governance, Risk and Compliance to
meet expanding business functionality
reqmts. Build &implement multiple SAP
instances of SAP environment (dvlpmt,
test &production) using Oracle database &Unix (AIX). Migrate SAP systems
using sys copy or OS/DB migration.
Conduct System refresh from production to lower environments. Analyze impact of kernel patches &support packs.
Upgrade SAP support packages, JAVA
stacks, Enhancement Packs &kernel
using structured methodology. Bachelor, Electronics &/or Communication
Engineering. 6 mos exp as SAP Basis

Administrator or Developer, providing
BASIS technical support to SAP products such as ECC, BW, EP, SCM, &EWM.
Mail resume to Alicia Scott-Wears,
GM Global Mobility, 300 Renaissance
Center, MC:482-C32-D44, Detroit, MI
48265, Ref#1070.

SOFTWARE

TECHNICAL

TECHNICAL

CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Customer Operations Engineer: ensure that critical customer issues are addressed quickly & effectively. Triage, diagnose & potentially
escalate customer inquiries during their
engineering & operations efforts. Mail
resume w/job code #36136 to: Cloudera,
Attn.: HR, 1001 Page Mill Rd., Bldg. 3,
Palo Alto, CA 94304.

Oracle America, Inc.

Oracle America, Inc.

Oracle America, Inc.

has openings for

SOFTWARE
DEVELOPER

TECHNICAL
ANALYSTSUPPORT

positions in Atlanta, GA.

positions in Lehi, Utah.

positions in Lehi, Utah.

Job duties include: Deliver post-sales support
and solutions to the Oracle customer base
while serving as an advocate for customer
needs. Research, resolve, and respond to
complex customer inquiries and technical
questions regarding the use of, and troubleshooting for, our product line.

Job duties include: Deliver solutions to
the Oracle customer base while serving
as an advocate for customer needs.
Offer strategic technical support to
assure the highest level of customer
satisfaction.

Apply by e-mailing resume to
john.kellogg@oracle.com,
referencing 385.19728.

Apply by e-mailing resume to
paul.merideth@oracle.com,
referencing 385.20834.
Oracle supports workforce diversity.

Job duties include: Design, develop,
troubleshoot and/or test/QA
software.
Apply by e-mailing resume to
scot.krause@oracle.com,
referencing 385.17486.
Oracle supports workforce diversity.
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CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Customer Operations Engineer: provide escalation support to our customer-facing support
dept. Mail resume w/job code #35846
to: Cloudera, Attn.: HR, 1001 Page Mill
Rd., Bldg. 3, Palo Alto, CA 94304.

March 2017

has openings for

has openings for

Oracle supports workforce diversity.

TECHNICAL
ANALYSTSUPPORT
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CAREER OPPORTUNITIES

N. University Street, Purdue University,
West Lafayette, IN 47907. A background
check will be required for employment.
Purdue University is an EEO/AA employer. All individuals, including minorities, women, individuals with disabilities,
and veterans are encouraged to apply.

PURDUE UNIVERSITY CONTINUING
LECTURER. The Department of Computer Science at Purdue University
invites applications for a Continuing
Lecturer position beginning August
2017. This position is a non-tenure
track instructor position. Duties include
teaching and development of computer science undergraduate lecture
and laboratory courses. M.S. degree in
Computer Science or related field is required, PhD is preferred, with at least 3
years of teaching experience, have familiarity with computer science undergraduate curriculum, strong familiarity
with common programming languages,
and be able to teach lower division
courses. A successful candidate will

have interest in and ability to teach large
lecture sections, interact with students
in small laboratory sections, and train
and supervise a large number of undergraduate teaching assistants. A strong
commitment to excellence in teaching
and exceptional organizational skills is
expected. This position carries competitive salary and benefits. A continuing
lecturer will have access to world class
departmental and university computing
facilities in addition to computing equipment for the preparation and delivery
of course material. Further information
about the department can be found at
http://www.cs.purdue.edu. Review of applications will begin on February 1, 2017,
and continue until the position is filled.
Applicants are strongly encouraged to
apply online at https://hiring.science.
purdue.edu by submitting a curriculum
vitae, a statement of teaching interests
and objectives, and names and contact
information of at least three references.
Alternatively, hardcopy applications
can be sent to: Faculty Search Chair,
Department of Computer Science, 305

SOFTWARE

SOFTWARE

TECHNICAL

Oracle America, Inc.

Oracle America, Inc.

Oracle America, Inc.

has openings for

has openings for

INTERNET SALES
CONSULTING
MANAGER

NORTH AMERICA IT MANAGER wanted
for Magna Exteriors America Holdings,
Inc., Exterior Systems Engineering in
Troy, Michigan to oversee all IT systems
and technologies at production facility.
Please apply at ext.recruitment@magna.
com - Identify North America IT Manager
position.

SOFTWARE
DEVELOPER
positions in Minneapolis, Minnesota.

Job duties include: Design, develop,
troubleshoot and/or test/QA
software.
Apply by e-mailing resume to
anil.x.goel@oracle.com,
referencing 385.15950.
Oracle supports workforce diversity.
www.computer.org/computingedge

QA
ANALYST
positions in Burlington, MA.
Job duties include: Analyze user
requirements to develop, implement,
and support Oracle’s global infrastructure. May telecommute from home.
Apply by e-mailing resume to
rama.buddhineni@oracle.com,
referencing 385.20001.
Oracle supports workforce diversity.

Microsoft Corporation currently has the
following openings in Mountain View, CA
(job opportunities available at all levels,
e.g., Principal, Senior, and Lead levels):
Designers: Develop user interface and
user interaction designs, prototypes
and/or concepts for business productivity, entertainment or other software
or hardware applications. http://bit.ly/
MSJobs_Design.
Multiple job openings are available for
each of these categories. To view detailed job descriptions and minimum
requirements, and to apply, visit the
website address listed. EOE.

has openings for

positions in Redwood Shores, CA.

Job duties include: Provide
technical/functional leadership to sales
team in development and implementation of customer applications and
products. Travel required to various,
unanticipated sites throughout the United
States. May telecommute from home.
Apply by e-mailing resume to
chad.pexton@oracle.com
referencing 385.16014.
Oracle supports workforce diversity.
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FUNCTIONAL
LEAD
ENGINEER-applied to gain improvements in system
SPEECH RECOGNITION, Warren, MI, robustness, qlty, cost, &efficiency in
General Motors. Validate &improve in- validation execution. Master, Electrical
fotainment features such as radio re- Engineering. 6 mos as Engineer dvlpg
ception, Bluetooth connectivity, audio &improving speech recognition tests
arbitration, navigation, Speech Recog- procedures, reviewing logs, &evalunition, third party internet applications ating word low, medium &high confi&system level reqmts. Dvlp &improve dence levels using Speech Rec Nuance
speech recognition tests procedures, Logs, identifying opportunities for au&evaluate uttered sentences confi- tomation for Speech Recognition (for
dence levels based on live Speech Nu- 30 languages) to gain improvements in
ance logging. Release test procedures system robustness, qlty, &cost. Mail rebased on FBS, &feature level specs. sume to Alicia Scott-Wears, GM Global
Capture &analyze GMLAN, MOST, Eth- Mobility, 300 Renaissance Center,
ernet, Bluetooth logs, Speech Rec Nu- MC:482-C32-D44, Detroit, MI 48265,
ance Logs &find ECU faults &assign Ref#5295.
faults to Design Release Engineer for
fix. Use hardware interface tools such COMPUTER SYSTEM ANALYST, Genas Vehicle Spy (logs monitor), Canoe eral Motors, Detroit, MI. Create &test
(logs monitor), Radstar (raw Ethernet business continuity &disaster mgmt
data to logical data converter), Tera soft solutions to Global Finance busiterm-serial board interface (internal ness unit’s Country Customs, Intnl
processor log capture), &Android de- Tax, Dealer Audit, Global Governance
bug board (Android logs monitor &cap- &Corporate Risk Mgmt web-based
ture). Identify opportunities for auto- apps, working with soft vendors, IT inmation for Speech Recognition (for 30 frastructure svces &IT disaster mgmt
languages) where automation can be team. Work with business customers

TECHNOLOGY

Oracle America, Inc.
has openings for

DATA
SCIENTIST
positions in Westminster, Colorado.
Job duties include: design, develop and
program methods, processes, and systems
to consolidate and analyze unstructured,
diverse “big data” sources to generate
actionable insights and solutions for client
services and product enhancement.
Interact with product and service teams
to identify questions and issues for data
analysis and experiments.
Apply by e-mailing resume to
Rachel.hennefeld@oracle.com,
referencing 385.20698.
Oracle supports workforce diversity.
56

SOFTWARE

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPER
positions in Raleigh, NC.
Job duties include: Design, develop,
troubleshoot and/or test/QA
software.
Apply by e-mailing resume to
john.m.morrison@oracle.com,
referencing 385.19945.
Oracle supports workforce diversity.

ComputingEdge

&technical teams to dvlp, test &deploy
soft systems to support business processes using Oracle, SQL Server &ERP
soft; Java/J2EE, Spring Struts, SOA,
Web Svces web technologies; &Data
Stage, &Tableau Data Warehouse. Ensure all app related information security
policies are followed incldg access controls, change mgmt reviews, &information security impact assessments with
support of soft packages (Sun Identity
Manager, Single Sign On, LDAP, ITSM,
&Digitally Signed Certificates) for security vulnerabilities. Coordinate soft
dvlpmt, support activities with globally
distributed teams &mentor junior resources within team. Master, Computer
Science or Information Systems. 36
mos exp as Computer Systems Analyst,
Software Engineer or related. Will accept a bachelor’s or foreign equivalent
degree, in Computer Science or Information Systems, followed by at least
5 yrs of progressive experience in the
specialty, in lieu of the required education &experience. Will also accept any
equally suitable combination of education, training, &/or experience which
would qualify an applicant to perform
the job offered. The required experience must include 36 mos ensuring all
app related information security policies are followed incldg access controls,
change mgmt reviews, &information security impact assessments with support
of soft packages (Sun Identity Manager,
LDAP, &ITSM). Mail resume to Alicia
Scott-Wears, GM Global Mobility, 300
Renaissance Center, MC:482-C32-D44,
Detroit, MI 48265, Ref#22610.
PROGRAMMER
ANALYST,
United
Shore Financial Services, Troy, MI. Analyze the schema of intranet legacy sys
(Integra Destiny) in Scheme language,
&create web-based sys using C#.Net
technologies. Analyze &modify legacy
sys to meet current Federal &mortgage industry standards in compliance
with TILA RESPA Integrated Disclosure
rules. Analyze how calculations are
performed in legacy sys &prepare documents for dvlpg calculations on webbased sys, using MVC arch in C#.Net in
MS Visual Studio. Build UI using CSS,
HTML &JQuery (cross-platform JavaScript library). Master, Information Systems, Information Systems Engineering,
Engineering Systems, or related. 6 mos
exp as Programmer Analyst or Engineer
analyzing how calculations are performed in Integra Destiny legacy sys
&preparing documents for dvlpg calculations on web-based system, using
MVC arch in C#.Net in MS Visual Studio.
Mail resume to Michelle Salvatore, 1414
E Maple Rd, Troy, MI 48083, Ref#1997.
March 2017

CAREER OPPORTUNITIES

SOFTWARE ENGINEER (Mobile Web
Developer), KAYAK Software Corporation (Cambridge, MA): Will des, dev, &
modify mobile web apps w/ focus on UI.
Min reqs: Bachelor’s (or foreign equiv) in
CS, Soft Eng, or rel. Must also have dmnstrtd wrkng knwldg of: Mobile web app
dev w/ Javascript, HTML & CSS; Integ of
REST APIs to dynamically populate web
app components; & responsive web design implement w/ CSS media queries.
Send cover letter & resume to talent@
kayak.com w/ ref to code LK17.
SAP OTC AR CASH PROCESS LEAD,
General Motors, Detroit, MI. Analyze,
desg, dvlp &implement SAP sys apps for
global psgr vehicle &aftermarket parts
to process OTC AR. Supervise &lead 2
university degreed (Bus Admin Major in
Finance) Sr SAP IT Business Analysts,
&4 university degreed (Bus Admin Major in Finance) SAP IT Soft Developers. Identify, define &prepare process
definition documents for all business
processes using &applying SAP R/3
ECC, CRM, SCM, ABAP, BI/BW, HANA

SOFTWARE

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPMENT
DIRECTOR
positions in Cupertino, CA.
Job duties include: Own critical upcoming architecture evolutions of software
platform and drive definition, strategy,
and execution to retool software data
platform to meet growing and demanding needs.
Apply by e-mailing resume to
vernon.hui@oracle.com,
referencing 385.18332.
Oracle supports workforce diversity.
www.computer.org/computingedge

language), SAP solution mgr, &ascendant SAP methodologies. Customize the
business process using SAP FICO, SD,
&CRM. Co-coordinate with extended
GM app team for bldg bridge between
mainframe &SAP enterprise soft using
SAP PI. Interact with banking partners
to understand, design &build the bank
interface for business transactions using
SAP EBS functionality. Master, Information Technology. 36 mos exp as SAP IT
Analyst, SAP Consultant, or SAP Package Solution Consultant or related. Will
accept a bachelor’s or foreign equivalent degree, in Information Technology
or Engineering, followed by at least 5
yrs progressive exp in the specialty,
in lieu of the required education &exp.
Will also accept any equally suitable
combination of education, training, &/
or exp which would qualify an applicant
to perform the job offered. Required exp
must include 36 mos analyzing, designing, dvlpmt &implementation of SAP sys
apps for vehicle &/or aftermarket parts
to process OTC AR. Mail resume to Alicia
Scott-Wears, GM Global Mobility, 300

SOFTWARE

Renaissance Center, MC:482-C32-D44,
Detroit, MI 48265, Ref#4339.
VP, SOLUTIONS ARCHITECT @ TD
Securities (USA) LLC (New York, NY)
F/T. Execute & asst in dsgn & dvlpmt of
strtgc trdng pltfrm. Prfrm implmntatn &
dvlpmnt wrk on Sophis sftwr syst. Req
Master’s or foreign equiv, in CS, Comp
Engg, Math Fin, Fin’l Engg or rltd quant
fld & 5 yrs exp in job offd or as Cnsltnt,
Systs Anlyst, Quant Dvlpr or rltd. Reqs
5 yrs exp w/: Sophis Risque API; SDLC
(code archive & QA); manipulation of
data reprsntatn of Sophis Objct; C#; C++;
calibration & parametrization of volatility
srfces from listed option series; dividend
forecstng mthds; advncd options pricing
(Black-Scholes, PDE, & MC); options pricing theory, scholastic calculus, & diffrntl
equations; prdct decmpstns; lifecycle
fxns of various equity derivatives. Emp
will accept any suitable comb of edu,
training, or exp. Mail resume to Andrew
Brancato, TD Securities, 31 W 52 St, NY,
NY 10019. Ref. TD1-2017.

TECHNOLOGY

Oracle America, Inc.

Oracle America, Inc.

has openings for

HARDWARE
DEVELOPER

SOFTWARE
DEVELOPER
positions in Broomfield, CO.
Job duties include: Design, develop,
troubleshoot and/or test/QA
software.
Apply by e-mailing resume to
mike.milillo@oracle.com,
referencing 385.16517.
Oracle supports workforce diversity.

has openings for

positions in San Diego, CA.
Job duties include: Evaluate reliability of
materials, properties and techniques
used in production; plan, design and
develop electronic parts, components,
integrated circuitry, mechanical systems,
equipment and packaging, optical
systems and/or DSP systems.
Apply by e-mailing resume to
sreemala.pannala@oracle.com,
referencing 385.19461.
Oracle supports workforce diversity.
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SR. PEOPLESOFT TECH ANALYST:
project implem. using SDLC; product
support issue resolution & batch scheduling; determine & documt. program develop. requirements. BS+5 yrs. or MS+3.
marcela.niemeyer@laureate.net w/ Job
#18830BR in subj line. Job in Baltimore,
MD. Laureate Education, Inc. EOE.

focusing on sharing automotive industry
wide apps with Engrg, Program Mgmt,
Mfg, &Purchasing Depts. 24 mos exp
as VDS or Bill of Material Analyst, Engineering Group Manager VDS, or related,
planning and/or changing new VDS or
Bill of Material engrg document and/or
Parts List summaries. Mail resume to
Alicia Scott-Wears, GM Global Mobility, 300 Renaissance Center, MC:482C32-D44, Detroit, MI 48265, Ref#2378.
GLOBAL
PROPULSION
SYSTEMS
PLAN ANALYST, Pontiac, MI, General
Motors. Evaluate portfolio information,
analyze, validate &ensure accuracy of
GM3PD (General Motors Product Planning Portfolio Database) GPS data input, manage, maintain &ensure timely
issue resolution to support planning
optimized combinations of engines
&transmissions for global future vehicle programs. Act as GM3PD system
expert, providing training &support
when need, run tests, interface with IT
for issues, participate in the user acceptance testing for sys improvements

&deployments. Coordinate GPS reviewing process of draft NoDs documents
with Global Chief Engineers, Global Program Mgrs, Product Planners &Vehicle
Line Portfolio Planners in preparation
to VPE executive leadership approval
forum to guarantee accuracy &confidentiality of the information before they
are officially published to the org. Coordinate globally new engines &transmissions RPO code requests &approval
process with Product Planners &GPS
Sector Integration Leaders to be included in GM3PD. Bachelor, Business
Administration. 12 mos exp as Product
Planner, Product Planning or Portfolio
Planning Analyst evaluating portfolio
information, analyzing &ensuring accuracy of product planning portfolio database data input, maintaining &ensuring
timely issue resolution to support planning optimized combinations of engines
&transmissions for global or regional
vehicle programs. Mail resume to Alicia
Scott-Wears, GM Global Mobility, 300
Renaissance Center, MC:482-C32-D44,
Detroit, MI 48265, Ref#39344.

TECHNOLOGY

TECHNOLOGY

Berry Appleman & Leiden LLP

Oracle America, Inc.

SOFTWARE

has openings for

has openings for

PROJECT IMPLEMENTATION LEAD,
Warren, MI, General Motors. Assure,
plan, define, implement, &improve GM
logic projects (engrg spec data validation dvlpmt tool) &macros projects (data
upload tool) to improve user efficiency
&data qlty shared among GM Engrg,
Program Mgmt, Mfg, &Purchasing Depts
in electronic formats, &communicate
needs with GM Information Technology Dept to dvlp &improve new code
to meet these reqmts. Identify current,
changed &new parts specs data &Vehicle Description Summary (VDS). Ensure
part change systems &proper updated
part data &VDS incldg part names, part
numbers, &part combinations (usage),
validated &properly uploaded into sys,

has openings for

APPLICATION
SUPPORT
ANALYSTS

USER
EXPERIENCE
DEVELOPER

SOFTWARE
DEVELOPER

(Job code: B-756)
in Walnut Creek, CA.

positions in Bedford, MA.

positions in Bedford, MA.

Job duties include: Visualizing new
functionality or creating design alternatives for existing functionality. Creating
mockups to aid in the discussion
between Product Management and
Development.

Job duties include: Design,
develop, troubleshoot and/or
test/QA software.

To review requirements, specifications,
user documentation, & other project
documentation to create test cases.
To apply, send resume to: Berry
Appleman & Leiden LLP, Attn: Duncan
German, 353 Sacramento Street, Ste.1300,
San Francisco, CA 94111. You must
reference the job code on your resume.
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Oracle America, Inc.

Apply by e-mailing resume to
[khushboo.goel@oracle.com],
referencing [385.19478].
Oracle supports workforce diversity.

ComputingEdge

Apply by e-mailing resume to
carolyn.boettner@oracle.com,
referencing 385.16760.
Oracle supports workforce diversity.
March 2017
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CLASSIFIED LINE AD SUBMISSION DETAILS: Rates are $425.00 per column inch
($640 minimum). Eight lines per column inch and average five typeset words per
line. Send copy at least one month prior to publication date to: Debbie Sims, Classified Advertising, Computing Edge Magazine, 10662 Los Vaqueros Circle, Los Alamitos, CA 90720; (714) 816-2138; fax (714) 821-4010. Email: dsims@computer.org.
In order to conform to the Age Discrimination in Employment Act and to discourage
age discrimination, Computing Edge may reject any advertisement containing any
of these phrases or similar ones: “…recent college grads…,” “…1–4 years maximum
experience…,” “…up to 5 years experience,” or “…10 years maximum experience.”

Computing Edge reserves the right to append to any advertisement without specific notice to the advertiser. Experience ranges are suggested minimum requirements, not maximums. Computing Edge assumes that since advertisers have been
notified of this policy in advance, they agree that any experience requirements,
whether stated as ranges or otherwise, will be construed by the reader as minimum requirements only. Computing Edge encourages employers to offer salaries
that are competitive, but occasionally a salary may be offered that is significantly
below currently acceptable levels. In such cases the reader may wish to inquire of
the employer whether extenuating circumstances apply.

Cisco Systems, Inc. is accepting resumes for the following positions:
ALBANY, NY: Network Consulting Engineer
(Ref. #ALB1): Responsible for the support and delivery of
Advanced Services to company’s major accounts.
AUSTIN, TX: Solutions Architect (Ref. #AUS16):
Responsible for IT advisory and technical consulting services
development and delivery. Telecommuting permitted.
BELLEVUE/SEATTLE, WA: Technical Marketing
Engineer (Ref. #BEL8): Responsible for enlarging
company’s market and increasing revenue by marketing,
supporting, and promoting company’s technology to
customers. Travel may be required to various unanticipated
locations throughout the United States.
BLOOMINGTON, MN: Network
Consulting
Engineer (Ref.# BLO1): Responsible for the support and
delivery of Advanced Services to company’s major accounts.
Telecommuting permitted and travel may be required to
various unanticipated locations throughout the United States.
CARLSBAD, CA: Data Analyst (Ref. #CARL5):
Responsible for implementing ETL (extract, transform and
load) processes for new customers and well as maintaining
ETL processes for existing customers, quickly being able to
troubleshoot and fix when ETL processes fail. Data Analyst
(Ref. #CARL6): Responsible for implementing ETL (extract,
transform and load) processes for new customers and well
as maintaining ETL processes for existing customers, quickly
being able to troubleshoot and fix when ETL processes fail.
Telecommuting permitted.
EULESS, TX: Data Analyst (Ref. #EUL1): Responsible
for implementing ETL (extract, transform and load) processes
for new customers and well as maintaining ETL processes for
existing customers, quickly being able to troubleshoot and fix
when ETL processes fail. Telecommuting permitted.
ISELIN/EDISON,
NJ:
Network
Consulting
Engineer (Ref.# ED9): Responsible for the support and
delivery of Advanced Services to company’s major accounts.
Telecommuting permitted.
MALVERN, PA: Network Consulting Engineer
(Ref.# MAL2): Responsible for the support and delivery
of Advanced Services to company’s major accounts.

Telecommuting permitted and travel may be required to
various unanticipated locations throughout the United States.
PLEASANTON, CA: Consulting Systems Engineer
(Ref.# PL6): Provide specific end-to-end solutions and
architecture consulting, technical and sales support for major
account opportunities at the theater, area, or operation level.
Travel may be required to various unanticipated locations
throughout the United States.
RESEARCH TRIANGLE PARK, NC: Hardware
Engineer (Ref. #RTP12): Responsible for the specification,
design, development, test, enhancement, and sustaining of
networking hardware. Network Consulting Engineer
(Ref. #RTP145): Responsible for the support and
delivery of Advanced Services to company’s major accounts.
Telecommuting permitted and travel may be required to
various unanticipated locations throughout the United States
and/or abroad. Network Consulting Engineer (Ref.
#RTP245): Responsible for the support and delivery of
Advanced Services to company’s major accounts. Travel may
be required to various unanticipated locations throughout the
United States and/or abroad.
SAN FRANCISCO, CA: CNG Staff (Ref. #SF13):
Provide quality technical support for our client and partner
base. Manager, Software Development (Ref.
#SF56): Lead a team in the design and development of
company’s hardware or software products.
SAN
JOSE/MILPITAS/SANTA
CLARA,
CA:
Database Administrator (Ref. #SJ43): Provides
database design and management function for business and/or
engineering computer databases. Customer Operations
Analyst (Ref. #SJ99): Provide leadership in definition of
the requirements gathering process. Telecommuting permitted
and travel may be required to various unanticipated locations
throughout the United States.
PLEASE MAIL RESUMES WITH REFERENCE NUMBER
TO CISCO SYSTEMS, INC., ATTN: V51B, 170 W. Tasman
Drive, Mail Stop: SJC 5/1/4, San Jose, CA 95134. No phone
calls please. Must be legally authorized to work in the U.S.
without sponsorship. EOE.

www.cisco.com
www.computer.org/computingedge
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LEAD SOFTWARE ENGINEER, Palo
Alto, CA, General Motors. Design &implement sub-component for next generation GM infotainment platform based
on Google Android. Lead dvlpmt across
sites between Beijing, Oshawa &Palo
Alto. Define &maintain GM sub-sys
specs for Personalization, supporting
multi-user runtime environment &user
exp. Design &implement Personalization
in GM Infotainment platform. Specify
&dvlp protocol between Center Stack
Module (CSM) &OnStar server through
Representational State Transfer (REST)
API for vehicle capability, vehicle setting
synchronization, user profile creation
&mgmt. Analyze &identify architectural
improvements of Android infotainment
subsystems, incldg Personalization, Calibration, Functional Service Architecture
(FSA), Remote Reflash, Driving Mode,
Diagnostics, in order to support &future
platform. Master, Computer Engineering, Computer Science &Telecommunications or related. 36 mos exp as Computer Analyst, Consultant or Engineer or
related. Will accept bachelor’s or foreign
equivalent degree, in Computer Engrg,

Computer Science &Telecommunications, Computer Science, Telecommunications, or related, followed by at least
5 yrs of progressive exp in specialty,
in lieu of required education &exp. Will
also accept any equally suitable combination of education, training, &/or exp
which would qualify applicant to perform
job offered. Required exp must include
36 mos implementing &support transition from 3G technology to 4G LTE high
speed wireless broadband technology,
&/or leading or coordinating Android
framework team responsible for telephony, location &synchronization, &/or
responsibility for supporting proof of
concept Android platform-based sys or
vehicle Center Stack Module. Mail resume to Alicia Scott-Wears, GM Global
Mobility, 300 Renaissance Center,
MC:482-C32-D44, Detroit, MI 48265,
Ref#2867.

TECHNOLOGY

TECHNICAL

Oracle America, Inc.
has openings for

SENIOR BUSINESS ARCHITECT, General Motors, Detroit, MI. Provide business and technology anlys of Global
Connected Customer Experience org’s

Oracle America, Inc.
has openings for

HARDWARE
DEVELOPER

TECHNICAL
ANALYSTSUPPORT

positions in Santa Clara, CA.

Job duties include: Evaluate reliability of
materials, properties and techniques used in
production; plan, design and develop electronic
parts, components, integrated circuitry,
mechanical systems, equipment and packaging,
optical systems and/or DSP systems. Responsible
for designing, developing, modifying and
evaluating electronic, electromechanical or
mechanical components, assemblies or
integrated circuitry for hardware systems for the
external market. Travel to various unanticipated
sites throughout the United States required.
Apply by e-mailing resume to
greg.grohoski@oracle.com,
referencing 385.17268.
Oracle supports workforce diversity.
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positions in Lehi, UT.
Job duties include: Deliver solutions
to the Oracle customer base while
serving as an advocate for customer
needs.
Apply by e-mailing resume to
keith.tucker@oracle.com,
referencing 385.21300
Oracle supports workforce diversity.

ComputingEdge

current and future state of business
capabilities, cloud computing/vehicle
technologies, customer needs, and create gap reports and strategic roadmaps/
risk analyses supporting urban mobility, autonomous vehicles, connected
vehicles, V2V, V2I, ride/car sharing, infotainment/telematics, electric vehicle
arch, and fleet mgmt. Use Quantrix multidimensional modeling tool and model
vehicle data connectivity, annual usage
and cost of carrier ntwk. Apply BIZBOK
Business Arch principles and create capabilities, value streams and information
maps used to reduce redundancy, increase operational efficiency and provide clear communication between business and technical teams. Dvlp Quantrix
models for data modeling needs, incldg
customizations using Groovy scripting
language. Bachelor, Computer Science,
Mathematics or Information Technology. 6 mos exp as Solution Architect
providing enterprise value stream anlys
of infotainment/telematics org’s current
and future state of business capabilities,
cloud computing/vehicle technologies,
customer needs, and creating gap reports and strategic roadmaps/risk analyses. Mail resume to Alicia Scott-Wears,
GM Global Mobility, 300 Renaissance
Center, MC:482-C32-D44, Detroit, MI
48265, Ref#21092.
PRODUCT MANAGER, Booking, KAYAK
Software Corp. (Cambridge, MA): Lead
des, dev, & mod of apps that support
online trvl booking services. Min reqs:
Master’s in CS, IT, or rel, plus 2 years’
exp w/ sftwr dev or QA testing. Must
also have wrkng knwldg of: Automation
script dev for stress & perf testing; dev of
metrics to measure app perf; & QA proj
mgmt lifecycle from automation analysis
to release. Send resume & cover letter
to talent@kayak.com w/ ref to code NL17.
CLOUDERA, INC. is recruiting for our
San Francisco, CA office: Software Engineer - Development: utilize Java &
Python to build distributed systems that
work from a functionality, performance
& scalability standpoint. Mail resume w/
job code #37536 to: Cloudera, Attn.: HR,
1001 Page Mill Rd., Bldg. 3, Palo Alto, CA
94304.
CLOUDERA, INC. is recruiting for our
Chicago, IL office: Sr. Solutions Consultant: participate in the pre- & postsales process, helping both the sales &
product teams to interpret customers’
reqs. Travel Required. Mail resume w/
job code #37424 to: Cloudera, Attn.: HR,
1001 Page Mill Rd., Bldg. 3, Palo Alto, CA
94304.
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Juniper Networks is recruiting for our Sunnyvale, CA office:
Technical Marketing Engineer Staff #20096: Act as a
subject matter expert in cryptographic topologies
and security for mobile and cloud service provider
infrastructure and identify IT solutions using Company products.
Technical Systems Analyst #40182: Provide technical
expertise in SAP Business Intelligence (BI) technologies to identify, evaluate, and troubleshoot complex business problems to be solved with automated
systems.
Software Engineer Staff #15650: Design, develop, implement, troubleshoot and debug security features
in flow-based packet forwarding engine of Company’s next generation security firewall platforms.
Technical Systems Analyst #39956: Provide technical expertise in SAP to identify, evaluate, and troubleshoot complex business issues with automated
system.
Software Engineer Staff #24953: Design, develop,
troubleshoot and debug virtualization solutions and
develop use-case-based solution test plans for product software.
Software Engineer #32614: Design, develop, troubleshoot and debug software programs for next generation data center, campus switches and routers.
Software Engineer #30765: Enhance platform infrastructure for switching and routing platform. Design
and develop platform infrastructure for data center
switches.
HR Technology Analyst #36775: Analyze, design, develop and maintain dynamic enterprise, mobile and
web applications powered by JavaScript, CSS, and
SQL database. Interface with a Web Content Management system.

Software Engineer Staff #12021: Develop customer-focused test plans and test scenarios. Conduct testing
on Juniper’s SSPT switching products for Data Center deployments.
Software Engineer #40067: Design, develop, troubleshoot and debug software release and build tools for
Company switching and security products based on
JunOS FreeBSD operating system.
ASIC Engineer #36193: Design, develop, modify, and
evaluate verification suites/tests for ASICs that enable faster, denser, feature-rich systems.
Software Engineer #39995: Develop detailed software
functional and design specifications for switching
products. Design, develop, unit test, and maintain
networking software.
Software Engineer Staff #10297: Design, develop, troubleshoot, unit test and debug issues found during
internal testing of FreeBSD based operating system
network stack module. Telecommuting allowed.
Sr. Strategic Delivery Engineer #39917: Design, develop and implement testing efforts which could include regression test, scale testing, migration testing,
certification testing and end to end solution testing
for Juniper routing, switching and security products.
Software Engineer Staff #39773: Define, architect, develop troubleshoot and debug platform software for
next generation core router products.
ASIC Engineer #12307: Perform module/sub-system
verification for large, complex high-speed ASICs for
Company’s next generation of networking products.
Software Engineer #15733: Design, develop, troubleshoot and debug component and system level diagnostics software/firmware for system, board, FPGA
and ASIC component verification and validation.

Juniper Networks is recruiting for our Westford, MA office:
Technical Support Engineer Staff #6971: Work with
customers to resolve issues related to routers, protocols & network design. Troubleshoot h/w and s/w

issues & replicate customer environments & network
problems in the lab.

Juniper Networks is recruiting for our New York, NY office:
Solution Consultant Senior Staff #8771: Assist the client in defining their network technology require-

ments as related to their business needs and develop
applicable technical solutions. Travel required.

Mail single-sided resume with
job code # to
Juniper Networks
Attn: MS A.4.435
1133 Innovation Way
Sunnyvale, CA 94089

www.computer.org/computingedge
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HUMAN RESOURCES DATA ANALYST,
General Motors, Detroit, MI. Plan, strategize, &ensure timely &robust implementation of integrated global HR Master
Data Mgmt definitions, processes, policies, &standards incldg comprehensive
data dictionary with global HR, Finance
&IT &own the data element update process, incldg work to ensure one global
data definition regardless of sys of record. Establish Oracle PeopleSoft DG,
MDM &DQM processes for General
Motors globally to ensure qlty, integrity
&security of people data in HR systems.
Establish the standards &procedures for
people data life cycle mgmt – CRUD standards to ensure data is recorded, stored,
shared, extracted &retired from HR systems in a consistent manner. Transform
raw data into insightful information for
critical decision making via interactive
data visualization tools such as Tableau
&MS Power BI, Access &Excel Macro programming. Run data qlty scans &conduct
data profiling using tools such as Cognos
&SQL in VDD. Conduct UAT &SIT &provide sign off. Master, Business Administration, Human Resources, Computer or

SR. GLOBLZLN QA ENGG (Cary, NC) Prpre proj wrk scopes & time estmtes. Dvlp

TECHNICAL

TECHNICAL

Oracle America, Inc.

Oracle America, Inc.

has openings for

TECHNICAL
ANALYST
positions in Colorado Springs, CO.
Job duties include: Analyze user
requirements to develop, implement,
and/or support Oracle’s global
infrastructure.
Apply by e-mailing resume to
tamara.laborde@oracle.com,
referencing 385.19321.
Oracle supports workforce diversity.

62

Social Sciences or related. Will accept a
bachelor’s or foreign equivalent degree,
in Business Administration, Human Resources, Computer or Social Sciences
or related, followed by at least 5 yrs progressive exp in the specialty, in lieu of the
required education &exp. Will also accept
any equally suitable combination of education, training, and/or exp which would
qualify an applicant to perform the job
offered. The required exp must include
36 mos as Human Resources Manager,
HR Business Partner, Deputy HR Manager, or related, establishing standards
&procedures for people data life cycle
mgmt CRUD standards to ensure data
is recorded, stored, shared, extracted
&retired from HR systems in a consistent
manner, &managing or driving strategic
HR Technology initiatives, global sys deployments &upgrades. Mail resume to Alicia Scott-Wears, GM Global Mobility, 300
Renaissance Center, MC:482-C32-D44,
Detroit, MI 48265, Ref#605–1333.

has openings for

TECHNICAL
ANALYST
positions in Orlando, FL.
Job duties include: Deliver solutions to the
Oracle customer base while serving as an
advocate for customer needs. Offer
strategic technical support to assure the
highest level of customer satisfaction.
Apply by e-mailing resume to
sharan.alva@oracle.com,
referencing 385.19909.
Oracle supports workforce diversity.
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customer focused test plans. Crdnte test
envrmnts set up. Prpre func libraries,
test suites, test data, obj repositories &
driver scripts. Dvlp autmtn scripts for Ntwrk mgmt prods CA eHealth & CA UIM
& CA Ntwrk Flow Analysis Devices using JENKINS. REQS: 5 yrs exp in job &/
or rel occup. Must have exp w/ Dsgng a
set of interrelated test specs & bldng test
cases & procdrs; Detrmng suffcncy of test
cases & procdrs & prvdng enhncmnts;
Linux & Solaris; Wrtng & exectng test
cases & maintng test recrds using QTP/
UFT & ALM; Dvlpng autmtd test scripts
on UFT & ALM app tools using VB Scripting; XML, SOAP & RESTful Web Svcs;
Trblshtng & tstng SOAP web svcs using
SOAP UI & RESTful web svcs usng XML/
JSON messages; Implmntg Agile dvlpmnt
methodologies; Review ntwrk cmpnts w/
in a larger ntwrk mgmt domain using ntwrkng concepts: switches, routers, Servers, SNMP, FTP, IP, Subnets, Telnet, Ethernet, & Virtual Ntwrks; Fllwng & rprtng
test cases & prcdrs. Send resume to: Althea Wilson, CA Technologies, 201 North
Franklin Street, Suite 2200, Tampa, FL,
33602, Refer to Requisition #145988.
SR. SAP FICO Consultants. Implmnt SAP
FICO modules & integrate w/cross modules. Dsgn & devlp matrix, process flow
diagrams, prepare specs for configuring
SAP. Implmnt Finance systems. Reqs BS
or equiv/frgn equiv in Bus Admin, CIS,
Eng(any), CS, or rltd, & 5 yrs exp in job
offrd or rltd techn/ analytical role. Comb
of educ/ degrees/exper/train’g accepted.
Mltpl opngs in Indianapolis & other sites.
May reqr travel &/or reloc. Apply: VTSI,
320 N Meridian St, #311, Indianapolis, IN
46204. EOE.
CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Software Engineer:
write detailed test plans for new features. Mail resume w/job code #37170 to:
Cloudera, Attn.: HR, 1001 Page Mill Rd.,
Bldg. 3, Palo Alto, CA 94304.
CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Software Engineer:
Create test plans for new product features. Design & code automated tests to
test new product features. Mail resume
w/job code #37151 to: Cloudera, Attn.:
HR, 1001 Page Mill Rd., Bldg. 3, Palo Alto,
CA 94304.
CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Software Engineer
- Development: architect & deploy technical infrastructure to scale ever-growing
business needs. Mail resume w/job code
#37786 to: Cloudera, Attn.: HR, 1001 Page
Mill Rd., Bldg. 3, Palo Alto, CA 94304.
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CLOUDERA, INC. is recruiting for our
Palo Alto, CA office: Software Engineer:
Design & develop software that helps
business securely store, process & analyze massive amounts of structured & unstructured data. Mail resume w/job code
#37699 to: Cloudera, Attn.: HR, 1001 Page
Mill Rd., Bldg. 3, Palo Alto, CA 94304.

TECHNOLOGY LEAD(S)-U.S. (OPEN
SYSTEMS) needed in Rockville, Maryland, and various and unanticipated locations throughout the U.S. to design,
develop, test, and deploy specific modules for software products for clients in
the U.S. Public Services sector. (Job #
19631BR)

ACER CLOUD TECH INC. has opening
for Front End Eng in Sunnyvale, CA. Use
web tools & tech to dev web apps. Exp
incl: dev dbase web apps; Jscript; AJAX;
HTML5; CSS3; REST API; JSON; & XML
Apply: J. Huang 800 West California
Ave., Ste 200 Sunnyvale, CA 94086 ref
job # 748.43. EOE.

MEGAPATH CLOUD CO seeks Sr S/W
Development Engr for its Pleasanton, CA
office to design & implement scalable,
highly-available, robust s/w solutions to
match business needs. Employee may
work from home. Send resume w/ad to
6800 Koll Center Pkwy #200, Pleasanton, CA 94566. Attn: HR/SK.

JAVASCRIPT APPLICATION DEVELOPERS Multiple positions available in
New York, NY. Implement the resolution of highly complex, technical problems involving creation of websites
and e-commerce applications and their
integration into existing computer systems using SQL and full stack javascript
development. Build customer-facing
components for new complex business
applications. Upgrade and maintain the
systems that employ scalable, advanced
technologies and methods to integrate
web systems with existing systems. Apply: L. Sawtelle, Massachusetts Mutual
Life Insurance Company, 1295 State St,
Springfield, MA 01111; Please Reference
Job ID: 708203200.

COMPUTER PROGRAMMER: Write
code to create single-threaded or user
interface event driven applications.
Use Source debuggers and visual development environments. Correct errors by making appropriate changes
and rechecking the program to ensure
that the desired results are produced.
Conduct trial runs of programs and
software applications. Utilize Quality
Center, Crystal Reports, Rational Clear
Quest, Clear Case, VSS, PL/SQL, Cognos, and Oracle. Will work in unanticipated locations. Req. 2 years exp. Send
resume to Vsion Technologies, Inc.,
1460 E Whitestone Blvd, Suite 270, Cedar Park, TX 78613.

TECHNICAL

TECHNICAL

Oracle America, Inc.

Oracle America, Inc.

INFOSYS PUBLIC SERVICES, INC. has
multiple, full-time openings in Rockville,
MD and various and unanticipated locations throughout the U.S. Must be willing
to work anywhere in the U.S. as the position may involve relocation to various
and unanticipated client site locations;
any relocation to be paid by employer
pursuant to internal policy. Equal Opportunity Employer M/F/D/V. Please apply to Infosys Public Services, Inc. online
at: https://www.infosyspublicservices
.com/careers. Select the orange button
for Experienced Professionals. Once a
user account has been created, please
follow the link for ‘Search Openings’
and click on ‘Advanced Search.’ Enter
the Job # listed below in the “Auto Req
ID” box.
TECHNOLOGY
ARCHITECT(S)-U.S.
needed in Rockville, Maryland, and
various and unanticipated locations
throughout the U.S., to provide inputs
on solution architecture based on evaluation/understanding of solution alternatives, frameworks and products. (Job
# 19628BR)
PROJECT MANAGER(S)-U.S. needed
in Rockville, Maryland, and various and
unanticipated locations throughout the
U.S. to help gather requirements, define
architecture, and determine scope to
deliver IT solutions for clients in the U.S.
Public Services sector. (Job # 19629BR)
TECHNICAL
TEST
LEAD(S)-U.S.
needed in Rockville, Maryland, and
various and unanticipated locations
throughout the U.S. to test assigned
modules for software products for clients in the U.S. Public Services sector.
(Job # 19630BR)
TECHNOLOGY LEAD(S)-U.S. (Business
Intelligence/Data Warehouse) needed
in Rockville, Maryland, and various and
unanticipated locations throughout the
U.S. to design, develop, test, and deploy
specific modules for software products
for clients in the U.S. Public Services
sector. (Job # 19632BR)
www.computer.org/computingedge

has openings for

TECHNICAL
ANALYST
positions in Orlando, FL.
Job duties include: Analyze user
requirements to develop, implement,
and/or support Oracle’s global
infrastructure.
Apply by e-mailing resume to
timothy.mccall@oracle.com,
referencing 385.19274.

has openings for

TECHNICAL
ANALYST
positions in Lehi, Utah.
Job duties include: Deliver solutions to
the Oracle customer base while serving
as an advocate for customer needs.
Apply by e-mailing resume to
elie.elkesrwany@oracle.com,
referencing 385.21251.
Oracle supports workforce diversity.

Oracle supports workforce diversity.
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Apple Inc. has the following job opportunities in Cupertino, CA:
Software Development Engineer
(Req# 9VRUCF) Des, dev, & implmnt mobile app SW for the Apple
Watch op sys.
Hardware Development Engineer
(Req# 9M2VVF) Dsgn, analyze &
integrate ctrl sys for haptic actuators. Travel req’d 20%.
Software Development Engineer
(Req# 9H6VJ2) Dsgn & dvlp peerto-peer ntwrkng features in Apl
prdcts.
Software Development Engineer
(Req# 9TA3R2) Des and dev the
Safari web browser on Mac and
iOS.
Software Development Engineer
(Req# 98TPEF) Build & operate infrastructure for Apple’s proprietary
cloud computing platform.
User Experience Designer (Req#
9F52S3) Propose interactive solutions and document with site maps,
user flows, and wireframes.
Software Engineer Applications
(Req# 9UJVH2) Dev mobile apps.
Help team imprv performance &
usr exp, add new feats & create
best streaming srvce in the mrkt.
Software Engineer Applications
(Req# AGSSUL) Rsrch, archtct,
dev, implmnt, & debug web applications & their parts.
ASIC Design Engineer (Req#
9XXQ5J) Dsgn & dev Design-forTest archtr & implent’n for Int’d
Circuit.
Software Engineer Applications
(Req# A275HK) Sup app infrastructure of high vol, customer-facing environment.
ASIC Design Engineer (Req#
9QCQ95) Def overall specifications
based on sys reqs.
Hardware Development Engineer
(Req# A7U2X4) Process Mappng at
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supplier sites to undrstnd line differncs among cell vendrs. Travel req
25%.

involving lg amnt of data & bckend
compnts.

ASIC Design Engineer (Req#
9W2NA9) Dev verfcation plans
based on micro-archtctral specfction of chip des compnts.

Systems Design Engineer (Req#
9U32UG) Implement & mntn the
RF/OTA Prfrmnce of devices utilizing WLAN (802.11) & BT
protocols.

ASIC Design Engineer (Req#
9UGT86) Implement the physical
design of partitions.

Software Development Engineer
(Req# 9U36AJ) Conceive, dsgn &
implmnt audio-visual related SW.

Software Engineer Systems (Req#
9Y6Q2W) Dsgn, dev, debug & test
SW for cam subsystems in Apple
prdcts.

Hardware Development Engineer
(Req# 9FTT65) Tune & validate
Audio Sys in all Apl HW prdcts.

Hardware Development Engineer
(Req# ADRTM9) Resp for image
sensor charactrztn & eval of sensor
suppliers.
Hardware Development Engineer
(Req# A3HVQT) Design, dev &
characterize circuits for display
tech used in mobile devices. Travel
req 20%.
Software Development Engineer
(Req# 9WXS98) Research & dev
comp vision algorithms & SW.
Hardware Development Engineer
(Req# A5G285) Des & dev PCBs
for test of integrated circuits for
cameras.

Engineering
Project
Specialist
(Req# 9RXPH5) Review sup selection for new prjcts & allocate prjcts
to vendors as req. Travel req: 30%.
Software Development Engineer
(Req# 9WJ2DZ) Des, dev & maintn
SW & tools for large-scale syst operatns & deploymnt automtn.
ASIC Design Engineer (Req#
9FW24Z) Perform regular full chip
STA & Noise Glitch analysis runs.
Software Development Engineer
(Req# A3PPHM) Optimize sys
pwr for iPhone/iPad/AppleWatch
by measrng & anlyzng pwr on dev
boards.

ASIC Design Engineer (Req#
A2ZVJ4) Dev tests & verfcation envrnmnts for GPU des.

Software Development Engineer
(Req# 9SYTVB) Qualify WiFi feature fnctnlity & prfrmnce acrss
various Apple pltfrms.

Software Development Engineer
(Req# 9BX34B) Deliver high quality, polished web apps that are intuitive and easy to use.

Hardware Development Engineer
(Req# 9XT2R9) Create electrcl
des for adv display tech & trnsfr to
manufacturing team.

Software Engineer Applications
(Req# 9QCTYY) Des and dev software for iTunes store server.

Software Engineer Applications
(Req# A4RRD5) Dsgn & dvlp SW
for ntwrk securty

Software Development Engineer
(Req# A3Z3ET) Research, design,
dev, impl and debug geospatial database sw.

Software Development Engineer
(Req# 9UGNQ6) Research, dev, &
implement algorithms for computer
vision & machine learning.

Software Quality Assurance Engineer (Req# 9GYVJH) Test SW proj

Software Development Engineer
(Req# 9QYTLL) Des & optimize

ComputingEdge

March 2017

CAREER OPPORTUNITIES

the Apple Watch Phone app &
audio.
Hardware Development Engineer
(Req# 9TDNSZ) Resp for (dspl)
Module integration & manufac
processes combining material, processes, & equip dev.
Engineering Project Specialist
(Req# 9TTU4F) Drive eng & quality impvmnts qualificatns to reduce
Total Warranty Return costs to Apple from shipping iOS prods. Travel
req’d 20%.
Hardware Development Engineer
(Req# 9F7TZS) Des, dev, integrate,
& validate sensing tech for Apple
prods. Travel req’d 20%
ASIC Design Engineer (Req#
9WEQ8V) Create SW to verify
architecture and functionality of
pre-silicon HW designs.
Hardware Development Engineer
(Req# 9XU22R) Des & dev displays for handheld devices. Travel
req’d 20%.
Systems Design Engineer (Req#
9DPNZE) Des & valdt RF trancvr
to meet RF reg & conformance reqs.
CAD Engineer (Req# A8WP6C)
Admin Teamcenter & CAD sys incld’ng Installation, Config, Admin,
Customization, Deployment &
CAD Integration for Apple prods.
Software Development Engineer
(Req# 9Q3S4N) Work on the eng
of Apple prods involving camera,
video, audio, & graphics.
Hardware Development Engineer (Req# 9FJTBB) Resrch & dev
soltns to complx problms for Apple
Displys. Travel req 15%.
Software Engineer Applications
(Req# A2E57M) Des & dev frontend SW solutions for marketing org.
Software Quality Assurance Manager (Req# 9H3N87) Oversee the
SW QA process on Apple’s watch
OS & iOS, specifically the user exp.

www.computer.org/computingedge

Hardware Development Engineer
(Req# 9UGMBG) Des, prottype &
dev test & calbrtn syst for sensing
& camera systs usd in consmr electrncs dvcs. Trvl Req: 20%.
Hardware Development Engineer
(Req# 9HDRN2) Dev real-time
capble algrthms for display pipelne
to imprv frnt of screen perfrmnce
of Displays.
Systems Design Engineer (Req#
9T7V8E) Evaluate Actve OTA Pefrmnc. Charctrze passve/actve antenna prfrmnc inclding effcncy,
gain, & pattrn.
Software Development Engineer
(Req# 9TDUTA) Dev data analysis systems & interpret data to derive meaning to drive bus & eng
strategies.
Software Development Engineer
(Req# 9FNP7Q) Dev & maintain
iOS test apps for new & existing
APIs in public iOS SDK.
Software Development Engineer
(Req# 9WWUSG) Responsible for
the quality of iOS SW in assigned
int’l areas, with a focus on China
specific features testing.
Hardware Development Engineer (Req# A6QQNA) Dev acoustic HW des & audio processing for
headsets.

Software Engineer Applications
(Req# 9UG55H) Des, dev, & deploy data warehouse (DW) &analytics solutions.
AMS RTL Design Engineer (Req#
ABZUS5) Dsgn & dvlp mixed sgnl
dgtal circuits fr mble apps.
Software Development Engineer
(Req# 9ZK3LL) Dev and maintain
low-level app program interfaces
which provide oper sys sup for multithreading and interprocess comm.
Hardware Development Engineer
(Req# A7E4LS) Rsrch, dsgn, &
tst the camera HW components.
Travel req 20%
Software Development Engineer
(Req# A9FW5Q) Dvlp reusable SW
components & srvcs to be used by
other server apps in Maps & thruout Apple.
Software Engineer Applications
(Req# 9VCS5A) Dsgn, implmnt,
& mntn robust cross-platform SW
sltns in order to meet Apple’s cntnt
protctn needs (server, desktop,
&embedded).
Mechanical
Quality
Engineer
(Req# A4T5PX) Apply solid understanding of quality control & mnfctrng concepts to aid the dvlpmnt
of spcfc PQP.

Software Engineer Applications
(Req# A96RTW) Dev detailed des
& deliv highly sclble & optim sys
w/ high security.

Engineering Project Lead (Req#
A333HP) Ensure projcts run
smoothly for dev & implmntation
process of pwr adptrs. Travel Req:
15%.

Software Development Engineer
(Req# A685DK) Des & dev SW for
mobile advertising systems.

Software Engineer Systems (Req#
9T672C) Dev new SW algrthm for
comp vision systms.

Hardware Development Engineer
(Req# 9FURP9) Dsgn & prodce
optical lenses & compnts for Apple
prods. Travel req’d 15%.

Systems Design Engineer (Req#
A3KMCT) Prfrm RF regltory certifcatn actvties for telecomm systms.

Systems Design Engineer (Req#
9MKLPU) Des sw sys reqs and
drive dev and implmt of large scale
mission crit apps in the service diag
space.

Continued on next page…
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Apple Inc. has
the following job
opportunities in
Cupertino, CA:

A7Z3HL) Rspnsbl for safegrding superior quality of Beats &
implmntng overall Qualty Mgmt
Sys (QMS). Travel req’d 35%.

Software Development Engineer
(Req# 9UA4ME) Dsgn & dvlp
low-level driver SW for Apple
iOS, tvOS, & watchOS family of
grphcs prcssing units (GPU)

Apple Inc. has
the following job
opportunities in
Austin, TX:

Software Engineer Applications
Manager (Req# 9GC3VU) Manage a team of SW Engs in Apple’s
IS&T org.

ASIC Design Engineer (Req#
9SZVGN) Cndct transistor-lvl
feasib studies for various blcks of
analog mxd signal circuits.

Operations Mechanical Quality
Engineer (Req# 9ZLMYN) Des
& dev automtn solutions for final
assembly ops. Travel req’d 20%.

ASIC Design Engineer (Req#
9MS2F7) Respnsble for the
pre-silcon verifcatn of embedded
graphcs cores.

Software Development Engineer
(Req# AAXQBH) Rsrch, dsgn,
dev & implmnt SW for managing prtcted (DRM) cntnt in Apple media playbck wrkflows (macOS, iOS &/or tvOS).

ASIC Design Engineer (Req#
9W829Q) Rspnsble for all aspcts of timing incldng wrkng w
dsignrs for timing chngs, helpng
cnstrct/mdify flows, timing anlysis & timing clsure.

Software Development Engineer (Req# ACNVGQ) Dsgn,
archtct & implmnt SW features
& imprvmnts.

Apple Inc. has
the following job
opportunities in
Newark, CA:

Apple Inc. has
the following job
opportunities in
Orlando, FL:
ASIC Design Engineer (Req#
9UBUAA) Des & dev HW for
GPU. Verify complex GPU RTL
designs.

Systems Design Engineer (Req#
A9M2S9) Discover & analyze
patterns in large data sets.

Apple Inc. has
the following job
opportunities in
Culver City, CA:

Refer to Req# & mail
resume to Apple Inc.,
ATTN: D.W.,
1 Infinite Loop 104-1GM,
Cupertino, CA 95014.
Apple is an EOE/AA m/f/
disability/vets.

Product Quality Engineer (Req#
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SOFTWARE ENGINEERS sought by
GrubHub Holdings, Inc. in Chicago, IL to
design, implement, and deliver technical
platforms. For full job description & to apply, go to www.jobpostingtoday.com ref #
75418.
SR. SOFTWARE ENGINEERS. Participate
in all phases of SDLC.Des & dvlp applns
using techs such as .Net,MVC,SOA Web
Services,WCF,HTML5,JQuery, Angular
JS,SQL. Reqs BS or equiv/frgn equiv in
Eng(any),CS,CIS or rltd, w/5 yrs exp in
job offrd or rltd role.Comb of degrees accepted. Mltpl opngs in Ashburn,VA.May
reqr trvl &/or reloc. Apply:VivSoft Technologies LLC,20130 Lake View Center
Plz,#400,Ashburn,VA 20147. EOE.
VAARG INC., has openings for a Sr. Software Engineer (design, develop & implement S/W) in Charlotte, NC. Must have
Bachelors /foreign equiv. in CS, CA, CIS,
Engineering (Any), MIS, or any related
field + 5 years of exp in job offered or
rel. Field. Travel and relocation reqd. To
apply please send resumes to HR Manager, Vaarg, Inc., 5736 North Tryon Street
Suite#221A, Charlotte, NC 28213.
REDSEAL seeks Sr Technical Support
Engr for its Sunnyvale, CA office to support products for regular & escalated
technical support cases. Employee may
work from home. Travel approx. 7% of
the time to attend meetings/training at
Sunnyvale CA HQ. Send resume w/ad
to 940 Stewart Dr #101, Sunnyvale, CA
94085. Attn: HR/FM
BSM SOLUTION ARCHITECT sought by
Melillo Consulting, Inc. for position based
in Somerset, NJ. Must have Bachelor’s
deg in Comp Engg or rltd field (or foreign
equiv thereof) + 5 yrs exp as S/ware Engr
or rltd. Duties incl analyzing client’s IT
needs & providing strategic direction to
Solution Architect team; dvlp proposals;
scope srvcs engagements; liaise btwn
Sales process & the Srvcs Delivery Process; create bus. dvlpmt collateral/website content; demonstrate key BSM monitoring capability. Must be proficient in
BSM, RTSM, Srvc Modeling & Operation
Mgr’s event mgmt, automation, correlation techniques & dash boarding. Knowl
of Applic Srvc Modeling, DevOps, Operations Mgmt & Operational Analytics,
Operational Monitoring at the n/work,
infrastructure & transactional level, &
advanced knowl of HP S/ware solutions
clustering around legacy Mercury (BPM,
RUM, SiS) or HP Openview (OM & NNMi)
product lines, proficiency in core BSM
EUM capabilities & its integration thru the
BSM Connector & native HP tooling also
reqd. Send resume to recruit@mjm.com.
March 2017
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SOFTWARE ENGINEER (Search/Booking), KAYAK Software Corp. (Concord,
MA): Des, dev, & implement srch & booking features for platform. Min reqs: MSc
in CS, Sftwr Eng, or rel. Must have dmnstrtd wrkng knwldge of: Multi-thread
sftwr dev w/ JAVA; Hive or Hadoop, &
SQL data processing tech; & service
implementation w/ REST & JSON. Send
cover letter & resume to talent@kayak.
com w/ ref to code JW17.
SPLUNK INC. has the following job opportunities in San Francisco, CA: Senior
Front-End Developer (Req#9XXQ7G)
Dev front-end & customer-facing interfaces. Architect & implement user
interfaces for mobile offering, internet
offering & co. projects. Senior Software
Engineer (Req#A3PPZR) Design, dev, &
enhance App Platform using App-Common components. Software Engineer
(Req#9CXV57) Dev, monitor & enhance
fault-tolerant & scalable backend services & build, support & maintain mobile infrastructure. Software Engineer
(Req#A3Z2Z9) Dsgn & dev new features
for core search & analytics interface &
investigate & fix defects. Software Engineer in Test (Req#9QCMFL) Resp
for functional, regression & end-to-end
testing of UI. Write & execute test plans
& specifications. Splunk Inc. has the
following opportunities in Seattle, WA:
Software Engineer (Req#A6YUXL) Design & dev solutions for Enterprise platform. Utilize JavaScript, HTML & CSS
to create client facing apps. Software
Engineer (Req#A5AU62) Design & dev
sw solutions on top of Enterprise platform. Architect & implement features for
UI. Splunk Inc. has the following opportunity in San Jose, CA: Software Engineer (Req#A2PMNZ) Design & dev scalable, performant sw that works across
multiple ops sys & within multiple sys.
Sales Engineer (Solutions Architect)
(Req#9YVQB7) Lead the installation,
deployment & ops of co. User Behavior
Analytics during pre-sales customer engagements. Refer to Req# & mail resume
to Splunk Inc., ATTN: J. Aldax, 250 Brannan Street, San Francisco CA 94107. Individuals seeking employment at Splunk
are considered without regards to race,
religion, color, national origin, ancestry,
sex, gender, gender identity, gender
expression, sexual orientation, marital
status, age, physical or mental disability or medical condition (except where
physical fitness is a valid occupational
qualification), genetic information, veteran status, or any other consideration
made unlawful by federal, state or local
laws. To review US DOL’s EEO is The
Law notice please visit: https://careers.
jobvite.com/Splunk/EEO_poster.pdf. To
www.computer.org/computingedge

review Splunk’s EEO Policy Statement
please visit: http://careers.jobvite.com/
Careers/Splunk/EEO-Policy-Statement.
pdf. Pursuant to the San Francisco Fair
Chance Ordinance, we will consider for
employment qualified applicants with
arrest and conviction records.
ANALYSTS, PROGRAM MANAGERS
AND COMPUTER PROGRAMMERS.
LEAD SYSTEMS ANALYSTS require
Bachelor’s or equiv. in CS, Engg (any),
Business or related; 5 yrs’ exper in the
job offered or performing analysis, design or programming in Business Intelligence (BI) environments or data warehouse systems; and exper with Agile
Scrum, Cognos and MicroStrategy. SR.
SOFTWARE
DEVELOPER/BUSINESS
INTELLIGENCE ANALYSTS require Master’s or equiv. in CS, Engg (any) or related & 12 mos’ exper in the job offered
or performing analysis, design or programming in Business Intelligence (BI)
environments or data warehouse systems; or Bachelor’s or equiv. in the fields
stated & 5 yrs’ exper in the occupations

stated. PROGRAM MANAGERS require
Master’s or equiv. in CS, Engg (any) or
related; 12 mos’ exper in the job offered
or performing lead role in analysis, design or programming in Business Intelligence (BI) environments or data warehouse systems; or Bachelor’s or equiv.
in the fields stated & 5 yrs’ exper in the
occupations stated. Prog. Managers
also require exper with Enterprise Architecture, Project Management, Data
Warehousing, Business Intelligence,
Big Data, and Data Sciences technologies. COMPUTER PROGRAMMERS require Bachelor’s or equiv. in CS, Engg
(any) or related & 24 mos’ exper in the
job offered or performing analysis, design or programming in Business Intelligence (BI) environments or data warehouse systems. All positions based out
of McLean, VA HQ & subject to relocation to various unanticipated locations
throughout the U.S. Qualified applicants
mail resumes to: Infocepts, 1750 Tysons
Blvd, Suite 1500, McLean, VA 22102,
Attn: HR Manager.

TECHNICAL

TECHNOLOGY

has openings for

Oracle America, Inc.

Oracle America, Inc.

TECHNICAL
ANALYST- SUPPORT
positions in Orlando, FL.
Job duties include: Deliver post-sales
support and solutions to the Oracle
customer base while serving as an
advocate for customer needs. Research,
resolve, and respond to complex customer
inquiries and technical questions regarding the use of, and troubleshooting for,
our product line.
Apply by e-mailing resume to
jeff.ohara@oracle.com,
referencing 385.20024.
Oracle supports workforce diversity.

has openings for

HARDWARE
DEVELOPER
positions in San Diego, CA.
Job duties include: Evaluate reliability of materials, properties and
techniques used in production.
Apply by e-mailing resume to
ryan.caldwell@oracle.com,
referencing 385.20761.
Oracle supports workforce diversity.
67

CAREER OPPORTUNITIES

APOLLO 10, INC., has openings for a Senior Software Engineer (design, develop
& test S/W apps) in Menlo Park, CA. Must
have Masters /foreign equiv. in CS, CA,
CIS, MIS, Engineering (Any), or any related field + 2 years of exp in job offered
or rel. Field. Travel reqd. To apply to
CTO, APOLLO 10, Inc.,1370 Willow Road,
Suite # 200, Menlo Park, CA 94025.
SAP ANALYST wanted in Troy, Michigan to lead, coordinate and administer
the implementation of SAP processes
in Sales & Distribution and Basis Modules. Send resume to Lindsay Powrozek,
Human Resources Manager, Magna Services of America Inc., 750 Tower Drive,
Mail Code 7000, Troy, MI 48098.
PRODUCTS AND TECHNOLOGIES. INDUSTRIAL ENGINEER. ESSILOR OF
AMERICA, INC. currently has an opening in DALLAS, TX for a Products and
Technologies Industrial Engineer to be
involved in manufacturing processes
and technologies for ophthalmic lenses,
and calculation process to produce ophthalmic lenses by calculating complex
curvatures and lens edging machining
instructions. Mail resume to: Attn: Talent

Acquisitions, 13455 Branchview Lane,
Dallas, TX 75234 and indicate applying
for Job ID 3861.
ERICSSON INC. has openings for the
following positions: SOLUTIONS ARCHITECT _ Ericsson Inc. has an open position in ATLANTA, GA to design & develop
customer solution in large and complex
business engagements. Up to 30% domestic/international travel. To apply
please mail resume to Ericsson Inc. 6300
Legacy Drive, R1-C12 Plano, TX 75024
and indicate ID# 16-GA-3402.
BUSINESS CONSULTANT _ ERICSSON
INC. has an open position in ATLANTA,
GA to perform business consulting services using business analytics & statistical modeling. Up to 50% domestic travel.
To apply please mail resume to Ericsson
Inc. 6300 Legacy Drive, R1-C12 Plano, TX
75024 and indicate ID# 16-GA-3344.
ENGINEER – SERVICES SOFTWARE _
ERICSSON INC. has an open position
in BELLEVUE, WA to perform customer
solution requirements analysis & translate into detailed software requirements.
To apply mail resume to Ericsson Inc.
6300 Legacy Dr, R1-C12 Plano, TX 75024
and indicate ID# 16-WA-3663.

Applications are invited for:-

Faculty of Engineering
Professors / Associate Professors / Assistant Professors
(Ref. 1700004N)

The Faculty of Engineering is seeking several faculty posts at Professor / Associate
Professor / Assistant Professor levels with prospect for substantiation. The professors
will play a signiﬁcant role in the Cyber Security Center, which will be established by
the Faculty of Engineering.
Cyber security is identiﬁed as one of the Faculty’s strategic research areas, to be developed
by both the Department of Computer Science & Engineering and Department of
Information Engineering. Talented candidates are sought to complement existing efforts
and create new synergies. Candidates in the following areas are encouraged to apply:
- cryptography and computational theory in security
- network, system and software security
- data security and privacy
- computer forensic
- hardware and IoT security
Applicants should have a relevant PhD degree and a good scholarly record demonstrating
potential for teaching and research excellence.
Appointments will normally be made on contract basis for up to three years initially
commencing August 2017, which, subject to performance and mutual agreement, may
lead to longer-term appointment or substantiation later. The exact start date can be
worked out with the successful applicants.
Applications will be accepted until the posts are ﬁlled.
Application Procedure
Applicants please upload the full resume with a cover letter, copies of academic
credentials, publication list with abstracts of selected published papers, a research
plan, a teaching statement, together with names and e-mails addresses of three to ﬁve
referees to whom the applicant’s consent has been given for their providing reference
(unless otherwise speciﬁed).
The University only accepts and considers applications submitted online
for the posts above. For more information and to apply online, please visit
http://career.cuhk.edu.hk.
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CONSULTING MANAGER _ ERICSSON
INC. has an open position for in PISCATAWAY, NJ to perform business consulting
svcs using business analytics & statistical
modeling. Up to 50% domestic travel. To
apply mail resume to Ericsson Inc. 6300
Legacy Dr, R1-C12 Plano, TX 75024 and
indicate ID# 16-NJ-3339. ENGINEERSOFTWARE _ Ericsson Inc. has an open
position in PISCATAWAY, NJ to perform
requirement analysis & requirement handling. To apply mail resume to Ericsson
Inc. 6300 Legacy Dr., R1-C12 Plano, TX
75024 and indicate ID# 16-NJ-3064.
ENGINEER – SERVICES SOFTWARE _
ERICSSON INC. has an open position in
PLANO, TX to provide technical support
to company LTE sites & to integration &
field teams. Up to 10% domestic travel.
To apply mail resume to Ericsson Inc.
6300 Legacy Dr, R1-C12 Plano, TX 75024
and indicate ID# 16-TX-1518.
ENGINEER- SOFTWARE _ ERICSSON
INC. has an open position in SANTA
CLARA, CA to support full life-cycle embedded software development for next
generation of IP routers. To apply mail
resume to Ericsson Inc. 6300 Legacy Dr.,
R1-C12, Plano, TX 75024 and indicate ID#
17-CA-2482.

Don’t miss the Advanced School on Smart Cities in
one of the largest and most dynamic cities in the
world: São Paulo, Brazil! Are you a graduate student or
post-doc working on Smart Cities? How would you like the
opportunity to participate, with expenses covered, in two
highly-intensive weeks of short courses, panels, lightning
talks, hands-on workshops, and socio-cultural activities
with world-class Computer Science researchers covering
multiple aspects of Smart Cities research and technology?
Visit http://interscity.org/advanced-school/,
prepare your submission and
come share your experience with us!

March 2017
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APPLICATION ENGINEER. VALASSIS
COMMUNICATIONS, INC. has an opening for the position of Application Engineer in WINDSOR, CT to solve software
application problems by analyzing, modeling, designing, creating, modifying, &
supporting a set of complex systems, processes, or operations. To apply mail resume to Valassis, Attn: Patty [CT-11307.10],
19975 Victor Parkway, Livonia, MI 48152.
CONFI-CHEK, INC. dba PeopleFinders.
com seeks a Software Engineer in Sacramento, CA. Exec. all phases of the SW
Dev Life-Cyc including des, dev, test, implement, & maintain websites, services,
apps, search sys, & databases. Refer to
Req#A97V5G & mail resume to Confi-Chek, Inc., ATTN: A. Arriaga-Simpson,
1915 21st Street, Sacramento, CA 95811.
COMPUTERS: Tech Mahindra (Americas)
Inc. is seeking to fill numerous IT positions. Prgrm Mgrs to oversee & manage
mult. IT projects, proj. planning, dvlpmnt,
implementation, acct & delivery mgmt;
Proj. mgrs to oversee & manage IT teams
w/dvlpmnt of various sftwre apps. Sys.
Analyst/Programmers/ Quality & Tech

Architect/ Tech Solutions Architect /Quality Engg /Test Eng/ Sftwre Eng. / sftwre
Developer / Systems Admin/DBAs/DB
Architect /Network Engr/Network Admin/
to analyze, design, dvlp, test & maintain
comp software apps, systems, databases,
or networks through all phases of sftwre
dvlpmt life cycle (Sftwre Eng. may also
lead a team on various projects); Telecom solutions Architect / Application
Architects/Electrical Eng to use various
technologies to dsgn & dvlop telecom
software apps. Mech. Eng (CAD/CAM) to
design, develop, validate & perform structural calculations, product improvement,
& provide tech. support to design teams
at high levels utilizing specific mech.
tools. Sales Eng/Bus. Analyst/ Mgmt Analyst for solutions/pre-sales activities w/
relev. industry experience. IT Bus. Dev.
Mgrs to create new business, negotiate
contracts & dvlp proposals for customized IT solutions. Rel. Mgrs to manage/
outsource commercial IT/Eng. deals, monitor & maintain existing accts. All Tech/
Mgrial. positions require a MS or BS degree or foreign equiv. in CS, Comp Apps,
CIS, IT, Eng, Bus mgmt/admin or closely
related fields and relevant industry exp.

Sales/Rel.Mgrs. require a MS or BS degree or foreign equiv. in Bus. Admin, Eng.
or closely related field & relev. Industry
exp. Positions are based out of corp. HQ
in 4965 Preston Park Blvd, # 500, Plano,
TX 75093 & subject to travel & relocation
to client sites located throughout the U.S.
Mail resume & position applied for w/JOB
CODE: 02IE17 to Visa Cell, Tech Mahindra (Americas) Inc., 1001 Durham Avenue,
Suite 101, South Plainfield NJ 07080.
SAP DEVELOPER Translate business
needs, functional and non-functional
requirements into solution designs using SAP Modules, including ABAP programming and ICM. Collaborate with
senior designers/developers in order to
implement established best practices
and standards using Waterfall Solution
Delivery Methodology. Generate proposals for improved application design
and recommendations for continuous
improvements to existing process and
procedures. Direct applications to: L.
Sawtelle, Massachusetts Mutual Life
Insurance Company, 1295 State Street,
Springfield, MA 01111; Please Reference
Job ID: 708203700.

TECHNOLOGY

LinkedIn Corp.
has openings in our Sunnyvale, CA location for:
Software Engineer (All Levels/Types) (SWE0217SV) Design, develop & integrate cutting-edge software technologies; Sr. Technical Program Manager (6597.1681)
Develop & coordinate SRE/operations plans including application releases/updates, data/hardware migrations, & site stability/performance improvements; Manager,
Software Engineering (6597.691) Administer communications platform projects, implement development plans, & manage software engineers & their careers; User
Experience Designer (6597.1657) Create holistic design solutions that address business, brand & user requirements; Sr. Site Reliability Engineer (6597.1858) Design,
develop & integrate cutting-edge software technologies; Data Analyst (6597.1533) Own the metric logic, data stores & processes that fuel LinkedIn’s consumer product
forecasts & decision making; Manager, Software Engineering (6597.608) Work across the entire stack from the data layer to the distributed service layer & the front-end
presentation tier to optimize the user experience on desktop & mobile devices. Senior Site Reliability Engineer (6597.1336) Design, develop, maintain, monitor, &
optimize PowerCenter & Informatica Cloud Services ETLs in support of company’s website & data management systems. Senior Software Engineer (6597.907) Design,
develop & integrate cutting-edge software technologies. This position allows for telecommuting. Site Reliability Engineer (6597.1252) Coordinate short- & long-term
initiatives with LinkedIn DevOps teams, as well as partners (CDN, DNS, monitoring/measurement) – prioritizing & driving project closure on all sides; Applied Research
Engineer (6597.1679) Develop methodology & guidelines for running online experiments.
LinkedIn Corp. has openings in our San Francisco, CA location for:
Software Engineer (All Levels/Types) (SWE0217SF) Design, develop & integrate cutting-edge software technologies.
Please email resume to: 6597@linkedin.com. Must ref. job code above when applying.

www.computer.org/computingedge
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TECHNICAL

TECHNOLOGY

Oracle America, Inc.

Oracle America, Inc.

Oracle America, Inc.

has openings for

has openings for

has openings for

TECHNICAL
ANALYST

APPLICATIONS
DEVELOPERS

positions in Lehi, Utah.

positions in Atlanta, Georgia.

Job duties include: deliver solutions to
the Oracle customer base while serving
as an advocate for customer needs;
offer strategic technical support to
assure the highest level of customer
satisfaction.

Job duties include: analyze, design,
develop, troubleshoot and debug
software programs for commercial or
end-user applications; write code,
complete programming and perform
testing and debugging of applications.

Apply by e-mailing resume to
keith.tucker@oracle.com,
referencing 385.19470.
Oracle supports workforce diversity.

Apply by e-mailing resume to
venkat.chellasamy@oracle.com,
referencing 385.15229.
Oracle supports workforce diversity.

HARDWARE
DEVELOPERS
positions in Burlington, MA.
Job duties include: Evaluate reliability of
materials, properties and techniques used
in production; plan, design and develop
electronic parts, components, integrated
circuitry, mechanical systems, equipment
and packaging, optical systems and/or DSP
systems.
Apply by e-mailing resume to
adam.reed@oracle.com,
referencing 385.14655.
Oracle supports workforce diversity.

TECHNOLOGY

Intuit Inc.
has openings for the following positions in Mountain View, California:
Senior Application Operations Engineers (Job code: I-1891): Exercise judgment in selecting methods and techniques to deliver operational solutions.
Engages the broader team to understand and apply best practices in the selection process. Principal Software Engineers (Job code: I-1760): Design and
develop new software applications, services, features, and enhancements, and maintain existing software products. Principal Interaction Designers (Job
code: I- 1729): Deliver Interaction Design strategies, frameworks, and deliverables on a broad range of projects across a business unit. QuickBooks ProAdvisor Product Operations Managers (Job code: I-2841): Work closely with members of Product Management, Marketing, Education, Care, Finance and
Engineering to drive growth of the QuickBooks ProAdvisor Program worldwide. Recruiters (Job code: I-2008): Perform full-cycle recruitment of software
engineering talent experienced in developing complex web products.
Positions in San Diego, California:
Software Engineers (Job code: SW217-SD): Apply software development practices to design, implement, and support individual software projects.
Systems Engineers (Job code: I-307): Design, implement, and maintain servers for Intuit’s leading commercial software products. Senior Application
Operations Engineers (Job code: I-32): Exercise judgment in selecting methods and techniques to deliver operational solutions.
Positions in Plano, Texas:
Software Engineers (Job code: I-2359): Apply software development practices to design, implement, and support individual software projects. Application Operations Engineers (Job code: I-2944): Exercise judgment within best business operations practices to design, implement, and support operational
standards and capabilities for individual software products.
To apply, submit resume to Intuit Inc., Attn: Olivia Sawyer, J203-6, 2800 E. Commerce Center Place, Tucson, AZ 85706.
You must include the job code on your resume/cover letter. Intuit supports workforce diversity.
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Oracle America, Inc.

SOFTWARE

Oracle America, Inc.

Oracle America, Inc.

has openings for

has openings for

TECHNICAL
ANALYST
positions in Lehi, UT.

TECHNICAL
ANALYST

has openings for

SOFTWARE
DEVELOPER

positions in Lehi, Utah.

positions in Stamford, CT.

Job duties include: Deliver solutions to
the Oracle customer base while serving
as an advocate for customer needs.

Job duties include: Design, develop,
troubleshoot and/or test/QA
software.

Apply by e-mailing resume to
keith.tucker@oracle.com,
referencing 385.21407.

Apply by e-mailing resume to
santhosh.sivaramakrishnan@oracle.c
om, referencing 385.16263.

Oracle supports workforce diversity.

Oracle supports workforce diversity.

Oracle supports workforce diversity.

SOFTWARE

SOFTWARE

TECHNICAL

has openings for

Oracle America, Inc.

Job duties include: Analyze user
requirements to develop, implement,
and/or support Oracle’s global
infrastructure.
Apply by e-mailing resume to
cary.mortensen@oracle.com,
referencing 385.18728.

Oracle America, Inc.

Oracle America, Inc.

has openings for

SOFTWARE
DEVELOPMENT
CONSULTANT

SOFTWARE
DEVELOPER
positions in Seattle, WA.

Job duties include: Design, develop,
troubleshoot and/or test/QA
software.
Apply by e-mailing resume to
vernon.hui@oracle.com,
referencing 385.19439.
Oracle supports workforce diversity.
www.computer.org/computingedge

positions in Solon, OH.

Job duties include: Design, develop,
troubleshoot and debug software
programs for databases, applications,
tools, networks etc. Assist in defining and
developing software for tasks associated
with the developing, debugging or designing of software applications or operating
systems.
Apply by e-mailing resume to
christopher.dusseau@oracle.com,
referencing 385.18243.
Oracle supports workforce diversity.

has openings for

TECHNICAL
ANALYST
positions in Lehi, Utah.
Job duties include: Deliver solutions to
the Oracle customer base while serving
as an advocate for customer needs.
Apply by e-mailing resume to
keith.tucker@oracle.com,
referencing 385.19814.
Oracle supports workforce diversity.
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Oracle America, Inc.

SOFTWARE

Oracle America, Inc.
has openings for

has openings for

APPLICATIONS
DEVELOPERS
positions in Frisco, Texas.
Job duties include: Analyze, design,
develop, troubleshoot and debug
software programs for commercial or
end-user applications. Write code,
complete programming and perform
testing and debugging of applications.
Apply by e-mailing resume to
ashish.singhal@oracle.com,
referencing 385.18425.

SOFTWARE
DEVELOPER
positions in Indianapolis, Indiana.
Job duties include: design, develop, troubleshoot and/or test/QA software; as a
member of the software engineering
division, apply knowledge of software
architecture to perform tasks associated
with developing, debugging, or designing
software applications or operating systems
according to provided design specifications.
May telecommute from home.

ARTIFICIAL
INTELLIGENCE

Oracle supports workforce diversity.

Apply by e-mailing resume to
stephen.gregory@oracle.com,
referencing 385.20224.
Oracle supports workforce diversity.

SOFTWARE

TECHNICAL

TECHNOLOGY

Oracle America, Inc.

Oracle America, Inc.

Oracle America, Inc.

has openings for

has openings for

SOFTWARE
DEVELOPER

TECHNICAL
ANALYST

HARDWARE
DEVELOPER

positions in Lehi, Utah.

positions in Broomfield, CO.
Design, develop, troubleshoot
and/or test/QA software.

Job duties include: Analyze user
requirements to develop, implement,
and/or support Oracle’s global
infrastructure.

Apply by e-mailing resume to
tariq.khawaja@oracle.com,
referencing 385.19235.

Apply by e-mailing resume to
dale.h.morris@oracle.com,
referencing 385.20110.

Oracle supports workforce diversity.

Oracle supports workforce diversity.
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has openings for

positions in Austin, Texas.
Job duties include: evaluate reliability of
materials, properties and techniques
used in production; plan, design and
develop electronic parts, components,
integrated circuitry, mechanical systems,
equipment and packaging, optical
systems and/or DSP systems.
Apply by e-mailing resume to
greg.grohoski@oracle.com,
referencing 385.18555.
Oracle supports workforce diversity.
March 2017
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Help build the next generation of systems behind Facebook's products.

Facebook,
Inc.
currently has the following openings in Menlo Park, CA (multiple openings/various levels):
Software Engineer (SWEB0217J) Create web &/or mobile applications that reach over one billion people, & build high volume servers to support our content.
Bachelor’s degree required. Exp. may be required depending on level/type. Software Engineer (SWEM0217J) Create web &/or mobile applications that reach over
one billion people, & build high-volume servers to support our content, utilizing graduate level knowledge. Master’s degree required. Exp. may be required depending on level/type. Electronics Engineer (8183J) Register-transfer level (“RTL”) design for Free-Space Optical (“FSO”) and Radio Frequency (“RF”) communication
terminals. Position requires occasional domestic travel. Optical Engineer (6761J) Design, specify, and integrate optical module into VR hardware system. Data
Scientist (8904J) Apply your expertise in quantitative analysis, data mining, and the presentation of data to see beyond the numbers and understand how our
users interact with our core products. Data Specialist, Community Operations (8235J) Manage development of data resources, gather requirements, organize
sources, and support initiatives. Occasional travel required to various unanticipated locations throughout the U.S. Engineering Manager (66J) Drive engineering
effort, communicate cross-functionally, and be a subject matter expert; and/or perform technical engineering duties and oversee a team of engineers. Product
Solutions Manager (4918J) Drive product solutions to technical challenges and meet business goals for clients. Application Engineer (7271J) Develop and
maintain integrated, scalable, corporate applications. Design and develop customer business applications for the Billing and Revenue teams. Product Support
Specialist (8071J) Monitor and analyze advertiser reports for feedback and bug-related trends Identify confusion from bugs, identify solutions and advise the
Sales team/advertisers to accomplish the advertisers' desired outcome. Safety Specialist, Community Operations (8436J) Utilize leading database technology
to inform decision-making by conducting advanced data analytics and trend analysis. Business Integrity Associate (5582J) Develop compelling analyses to
execute data-informed initiatives that improve customer experience and drive growth of Facebook Pages and Marketplace initiatives. HCM Integrations Specialist (9044J) Serve as the subject matter expert on Workday integrations and be familiar with Workday administrative functions including tenant configuration, data
loads, and maintenance. Product Specialist (9123J) Monitor the technical quality and health of Facebook products and provide clear direction on top priority
issues. Decision Scientist (9530J) Partner with marketing, research and product organizations to design, execute, measure and improve the impact of marketing
efforts. Research Scientist (8934J) Research, design, and develop new models and techniques to improve the efficiency and performance of business processes
and Facebook's products for users and advertisers. Application Engineer (8609J) Work with product managers to drive strategic and tactical initiatives. Application Support Analyst (8413J) Build and configure solutions on Oracle Application modules. Data Engineer (8728J) Responsible for data warehouse plans for a
product or a group of products. Network Engineer (8114J) Design and implement new network architectures. Participate in technical decisions to improve the
network landscape. Edge Network Quantitative Engineer (8636J) Work with various teams to understand the network, user base, performance constraints
and growth requirements across all products. Business Intelligence Engineer (8402J) Understand business requirements and translate them to insightful
dashboards that drive change. Develop data products and analytics to empower operational and exploratory analyses. Developer Operations Specialist (6002J)
Design and implement workflows and processes to create greater efficiency in operations. Partner Solutions Manager (7344J) Lead technical implementation
& execution for multiple data partners whose data is stored on the platform. Product Designer (9023J) Design, prototype, and build new features for Facebook’s
website or mobile applications. Occasional travel required to various unanticipated locations throughout the U.S. and abroad. Technical Program Manager
(7865J) Lead the development of products to support the Infrastructure Engineering organization, whose responsibilities include the growth, management and
24x7 upkeep of the Facebook website. Product Designer (8830J) Design, prototype, and build new features for Facebook’s website or mobile applications.
Occasional travel required to various unanticipated locations throughout the U.S. Mobile Operator Support Engineer (4045J) Help and collaborate with
Facebook’s cross-functional teams to deliver high impact technical support to Facebook’s mobile operators worldwide. Application Product Manager, Supply
Chain Systems (8752J) Design and build new application to support Supply Chain operations of Data Center for Facebook. Production Systems Engineer (3375J)
Interface with outside vendors and internal hardware, mechanical, power, thermal and software engineers to understand system architecture to develop and
execute the test suites for various architectures. Product Designer (5106J) Design, prototype, and build new features for Facebook’s website or mobile applications. Creative Researcher (6468J) Apply expertise with analytical skills and unique data to identify consumers and the insights/motivations that drive them.
Openings in Seattle, WA (multiple openings/various levels):
Research Scientist (6509J) Research, design, and develop new optimization algorithms and techniques to improve the efficiency and performance of Facebook’s
platforms. Front End Engineer (8783J) Work with Product Designers to implement the next generation of Company’s products.
Mail resume to: Facebook, Inc. Attn: SB-GIM, 1 Hacker Way, Menlo Park, CA 94025. Must reference job title & job# shown above, when applying.
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