TECHNOLOGY
TRENDS FOR
2016
Also in this issue:
> The Voracious Discipline
> The Future of E-Infrastructures

JANUARY 2016

www.computer.org

Watch the World’s Leading
Experts Take Multi-Core
Strategies to New Heights
Purchase the IEEE Computer Society advanced
Multi-Core lecture series and receive a
complimentary SWEBOK Knowledge Area
review course of your choice.
Please visit our website for more information
about this outstanding Multi-Core Video Series.
http://www.computer.org/web/education
/multicore-video-series

IEEE COMPUTER SOCIETY http://computer.org • +1 714 821 8380

STAFF
Editor
Lee Garber

Manager, Editorial Services Content Development
Richard Park

Contributing Editors

Senior Manager, Editorial Services
Robin Baldwin

Christine Anthony, Brian Brannon, Carrie Clark Walsh, Chris Nelson,
Meghan O’Dell, Dennis Taylor, Bonnie Wylie
Production & Design
Carmen Flores-Garvey, Monette Velasco, Jennie Zhu-Mai,
Mark Bartosik

Director, Products and Services
Evan Butterfield
Senior Advertising Coordinator
Debbie Sims

Circulation: ComputingEdge is published monthly by the IEEE Computer Society. IEEE Headquarters, Three Park Avenue, 17th Floor,
New York, NY 10016-5997; IEEE Computer Society Publications Office, 10662 Los Vaqueros Circle, Los Alamitos, CA 90720; voice +1
714 821 8380; fax +1 714 821 4010; IEEE Computer Society Headquarters, 2001 L Street NW, Suite 700, Washington, DC 20036.
Postmaster: Send undelivered copies and address changes to ComputingEdge-IEEE Membership Processing Dept., 445 Hoes Lane,
Piscataway, NJ 08855. Periodicals Postage Paid at New York, New York, and at additional mailing offices. Printed in USA.
Editorial: Unless otherwise stated, bylined articles, as well as product and service descriptions, reflect the author’s or firm’s opinion. Inclusion in ComputingEdge
does not necessarily constitute endorsement by the IEEE or the Computer Society. All submissions are subject to editing for style, clarity, and space.
Reuse Rights and Reprint Permissions: Educational or personal use of this material is permitted without fee, provided such use: 1) is not made for profit;
2) includes this notice and a full citation to the original work on the first page of the copy; and 3) does not imply IEEE endorsement of any third-party products
or services. Authors and their companies are permitted to post the accepted version of IEEE-copyrighted material on their own Web servers without permission,
provided that the IEEE copyright notice and a full citation to the original work appear on the first scree n of the posted copy. An accepted manuscript is a version
which has been revised by the author to incorporate review suggestions, but not the published version with copy-editing, proofreading, and formatting added by
IEEE. For more information, please go to: http://www.ieee .org/publications_standards/publications/rights/paperversionpolicy.html. Permission to reprint/republish
this material for commercial, advertising, or promotional purposes or for creating new collective works for resale or redistribution must be obtained from IEEE by
writing to the IEEE Intellectual Property Rights Office, 445 Hoes Lane, Piscataway, NJ 08854-4141 or pubs-permissions@ieee .org. Copyright © 2016 IEEE.
All rights reserved.
Abstracting and Library Use: Abstracting is permitted with credit to the source. Libraries are permitted to photocopy for private use of patrons, provided the percopy fee indicated in the code at the bottom of the first page is paid through the Copyright Clearance Center, 222 Rosewood Drive, Danvers, MA 01923.
Unsubscribe: If you no longer wish to receive this ComputingEdge mailing, please email IEEE Computer Society Customer Service at help@computer.org
and type “unsubscribe ComputingEdge” in your subject line.
IEEE prohibits discrimination, harassment, and bullying. For more information, visit www.ieee.org/web/aboutus/whatis/policies/p9-26.html.

IEEE Computer Society Magazine Editors in Chief
Computer

IEEE Micro

IEEE MultiMedia

Sumi Helal, University of Florida

Lieven Eeckhout, Ghent University

Yong Rui, Microsoft Research

IEEE Software

IEEE Computer Graphics and
Applications

IEEE Annals of the History
of Computing

L. Miguel Encarnação, ACT, Inc.

Nathan Ensmenger, Indiana
University Bloomington

Diomidis Spinellis, Athens
University of Economics and
Business

IEEE Internet Computing
M. Brian Blake, University of
Miami

IEEE Pervasive Computing
Maria Ebling, IBM T.J. Watson
Research Center

IT Professional

Computing in Science
& Engineering

San Murugesan, BRITE
Professional Services

George K. Thiruvathukal, Loyola
University Chicago

IEEE Security & Privacy
Ahmad-Reza Sadeghi, Technical
University of Darmstadt
www.computer.org

IEEE Cloud Computing
Mazin Yousif, T-Systems
International

IEEE Intelligent Systems
Daniel Zeng, University of Arizona

1

JANUARY 2016 • VOLUME 2, NUMBER 1

THEME HERE

8

Will
Cybersecurity
Dictate the
Outcome of
Future Wars?

38

Our
Dynamic
Future

50
Out of
Bounds

4

Spotlight on Transactions:
Cross-Project Data for Software Engineering

		 TIM MENZIES

7

Editor’s Note:
Technology Trends for 2016

8

Will Cybersecurity Dictate the Outcome of
Future Wars?

		
ALEXANDER KOTT, DAVID S. ALBERTS, AND CLIFF WANG

12

Multimedia Takes on Societal Challenges

		 SUSANNE BOLL

14

From Giant Robots to Mobile Money
Platforms: The Rise of ICT Services in
Developing Countries

		 KAMAL BHATTACHARYA

18

Intercloudonomics: Quantifying the Value
of the Intercloud

		 JOE WEINMAN

26

Digitally Enhanced Learning?

		 MARIA R. EBLING

30

Let’s Weave the Visual Web

		 RAMESH JAIN

38

Our Dynamic Future

		 PETE BECKMAN

42

The Future of E-Infrastructures

		 JUDITH SEGAL, MARIAN PETRE, AND HELEN SHARP

50

54

Mentoring:
A Leverage
Point for
Intelligent
Systems?

Out of Bounds

		 GERARD J. HOLZMANN

54

Mentoring: A Leverage Point for Intelligent
Systems?

		 ROBERT R. HOFFMAN AND PAUL WARD

72

The Voracious Discipline

		
DAVID ALAN GRIER

Departments

5
62

Magazine Roundup
Career Opportunities

SPOTLIGHT ON TRANSACTIONS

Cross-Project Data for
Software Engineering
Tim Menzies, North Carolina State University

This installment highlighting the work
published in IEEE Computer Society
journals comes from IEEE Transactions on
Software Engineering.

V

ilfredo Pareto said “Give
me the fruitful error any
time, full of seeds, burst
ing with its own correc
tions. You can keep your sterile truth
for yourself.” Barbara Kitchenham and
her colleagues’ 2007 IEEE Transactions
on Software Engineering article exempli
fies this notion.1 Although their results
were inconclusive, they defined an im
portant problem and inspired nearly a
decade of productive, innovative work.
In the past, empirical software en
gineering (SE) research lacked gener
ality. Empirical researchers camped
with developers and then wrote case
studies on their experiences. The work
was tedious and difficult to reproduce.
Accordingly, Kitchenham and her col
leagues proposed largescale system
atic literature reviews (SLRs) that com
bined numerous articles’ results. By
2007, several SLRs had been published,
including Kitchenham et al.’s article
on cross and withincompany effort
estimation.1 Although their article
was a useful SLR example, its results
were inconclusive; for building soft
ware effort estimation models, a nearly
equal number of articles reported that
crossproject data was worse, the same,
or better than withinproject data.
Meanwhile, early software analy
tics work inspired researchers to apply
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data mining to SE data. In 2005, Jelber
Sayyad Shirabad and I founded the
PROMISE repository for SE data (open
science.us/repo). By 2007, this reposi
tory held dozens of datasets from mul
tiple projects and countries.
Inspired by Kitchenham et al.’s arti
cle, I posed a further challenge problem
to Ayse Bener and Burak Turhan: can
we build better defect predictors using
PROMISE’s crossproject data? After
very negative preliminary results, Tur
han proposed the “Burak filter,” which
built training sets from the crosscom
pany data closest to the testing data.
The filter’s success resulted in our pub
lication of Empirical Software Engineering’s fourth mostcited article.2
Subsequent work on the Burak fil
ter showed how to transfer data across
time (from older to newer projects) and
across projects that collected different
attributes.3–5 We also discovered why
Kitchenham et al.’s early results were
inconclusive: the studies didn’t apply
relevancy filtering. Hence, when the
investigators accessed another project’s
data, they also accessed numerous irrel
evancies. Applying a data filter allows
effort estimation from crosscompany
data to perform as well as or better than
withinproject data.6 Thus, years after
its initial publication, their article led to
better effort estimation methods.

CO M PUTE R PUBLISHED BY THE IEEE COMPUTER SOCIET Y

T

he Kitchenham et al. article’s
takeaway message is twofold:
to get great answers, ask great
questions—but don’t expect the an
swer immediately. The article didn’t
solve cross versus withincompany
quality prediction for software proj
ects, but it asked a crystalclear ques
tion, and that’s half the battle.
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These systems would make data
available homogeneously, inexpensively, and ﬂexibly while
supporting an array of future
applications.

Computing in Science &
Engineering

T

he IEEE Computer
Society’s lineup of 13
peer-reviewed technical
magazines covers cutting-edge
topics ranging from software
design and computer graphics
to Internet computing and security, from scientiﬁc applications
and machine intelligence to
cloud migration and microchip
manufacturing. Here are highlights from recent issues.

IEEE Software

Computer

IEEE Internet Computing

Promising new engineering
approaches and strategies are
motivating a rethinking of traditional scaling models. This
is the subject of Computer’s
December 2015 special issue on
rebooting computing.

“Smart Cities’ Data: Challenges
and Opportunities for Semantic
Technologies,” which appears
in IEEE Internet Computing’s
November/December 2015 issue,
discusses how we can innovate
smart systems for smart cities.

2376-113X/16/$33.00 © 2016 IEEE

The techniques and processes―
such as version control and
international collaboration―that
software engineers have perfected to manage complex projects could also beneﬁt other
ﬁelds and industries, according to “Extending Our Field’s
Reach,” from IEEE Software’s
November/December 2015 issue.

Published by the IEEE Computer Society

Technical debt is a programming concept reﬂecting the extra
development work that arises
when code that’s easy to implement in the short run is used in a
software project instead of code
that represents the best overall solution. When this occurs,
additional eﬀort is needed later
to make up for problems (which
represent the debt) that the initial design choice caused. Developers can either continue to pay
the debt or they can refactor the
design into the better option.
“Technical Debt in Computational Science,” from CiSE’s
November/December 2015 issue,
explores this topic.

IEEE Security & Privacy
Users and researchers are calling
for greater cybersecurity automation. However, “Children of
January 2016
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the Magenta,” from IEEE S&P’s September/October 2015 issue, argues
that today’s increased security automation reduces humans’ awareness
of and ability to cope with threats,
which can lead to serious problems.

IEEE Cloud Computing
Developing, operating, and maintaining cloud-computing systems
and cloud-based applications
and services challenge conventional technical wisdom and business practices. With this in mind,
researchers and practitioners are
using cloud engineering to leverage innovations from multiple disciplines to holistically deal with
key technical and business cloudrelated issues. This is the focus of
IEEE Cloud Computing’s September/October 2015 special issue.

IEEE Computer Graphics and
Applications
Today, an unprecedented amount
of information is emerging from
many aspects of our lives. Eﬀectively handling and comprehending this data is key to gaining value
and insight from it. Designing
proper visualization and analysis
tools is critical for accomplishing
this and for interacting with the
information. CG&A’s November/
December 2015 special issue on
human-centered data visualization looks at these matters.

IEEE Intelligent Systems
The importance of monitoring
hypertension in a continuous and
noninvasive manner increases as
6

ComputingEdge

more people suﬀer from this major
health risk. The authors of “Noninvasive and Continuous Blood Pressure Monitoring Using Wearable
Body Sensor Networks,” from
IEEE Intelligent Systems’ November/December 2015 issue, present
a smartphone-centric body-sensor
network that accurately estimates
and tracks blood pressure.

authors of “Fall Detection Using
Location Sensors and Accelerometers,” from IEEE Pervasive Computing’s October–December 2015
issue, present their Conﬁdence system, which detects falls primarily
with location sensors and which has
been validated in real-life settings.

IEEE MultiMedia

The articles in IT Pro’s November/December 2015 special issue
address four types of smart systems that can extract, model, and
provide useful intelligence from
real-time or near-real-time data.

IEEE MultiMedia’s October–December 2015 special issue on multimedia research and applications is
a collaboration between the magazine and the 2014 IEEE International Symposium on Multimedia
(ISM 2014). This issue’s articles are
extended versions of the top ISM
2014 multimedia-research papers.

IEEE Annals of the History of
Computing
Brian Randell’s “Reminiscences
of Project Y and the ACS Project,”
from IEEE Annals’ July–September
2015 issue, discusses the period
between 1964 and 1966, when the
author worked at IBM, ﬁrst on Project Y and then on the resulting ACS
Project. Both were secret ultrafastsupercomputer projects.

IT Professional

IEEE Micro
Broadcast traditionally has been
regarded as impractical for communications within multiprocessor
systems, a constraint that has led to
diminishing performance returns in
the multicore era. Novel interconnect
technologies could help reverse this
trend by oﬀering improved broadcast support. “Broadcast-Enabled
Massive Multicore Architectures:
A Wireless RF Approach,” which
appears in IEEE Micro’s September/
October 2015 issue, outlines the
prospects and challenges of lowlatency, energy-eﬃcient, wireless onchip communication technologies.

IEEE Pervasive Computing
Computing Now
The world’s rapidly aging population is driving development of pervasive elder-care technologies,
such as those used for fall detection. Fall-detection approaches,
which typically use accelerometers,
are often accurate in the laboratory
but fail in real-life situations. The

The Computing Now website (http://
computingnow.computer.org) features up-to-the-minute computing news and blogs, along with
articles ranging from peer-reviewed
research to opinion pieces by industry leaders.
January 2016

EDITOR’S NOTE

Technology Trends for 2016

T

his ComputingEdge issue looks at some
of the more important technology trends
we’ll be seeing in 2016. Some are continuations of trends that began in 2015 and some
could start to become prominent this year.
Computer’s “Will Cybersecurity Dictate the Outcome of Future Wars?” discusses the ﬁndings of a
recent workshop at which participants examined
the impacts that technology advances will have on
warfare by 2050 and the challenges they pose for a
military’s command-and-control capabilities.
In IEEE MultiMedia’s “Let’s Weave the Visual
Web,” the author reviews the evolution of visual
documentation, including the rise of disruptive
technologies such as image recognition and intelligent cameras like those found in smartphones.
He then considers where we’re headed and introduces the visual Web.
In “Digitally Enhanced Learning?” from IEEE
Pervasive Computing, the author explores whether
pervasive technologies―such as smart boards,
clickers, smart pens, tablets, and smartphones―
are reaching their potential in the classroom.
IEEE Internet Computing’s “From Giant Robots
to Mobile Money Platforms: The Rise of ICT Services in Developing Countries” argues that the
success of using technology to solve public issues
in developing nations hinges on deploying the
solutions in market-appropriate ways.

2376-113X/16/$33.00 © 2016 IEEE

“Our Dynamic Future,” which appears in Computing in Science & Engineering, examines how
dynamic power management, now a key mechanism for boosting CPU performance, is changing
the basic abstract machine used for designing eﬃcient parallel algorithms.
ComputingEdge articles on other subjects
include the following:
•

•

•

•

IEEE Intelligent Systems’ “Mentoring: A Leverage Point for Intelligent Systems?” discusses
research into and development of smart mentoring systems.
Writing reliable code means understanding
time- and resource-related bounds, an issue
addressed in “Out of Bounds” from IEEE
Software.
Computer’s “The Voracious Discipline” examines how studying computer science could
help us understand the ways in which the
ﬁeld borrows from and contributes to other
industries.
UK and US agencies have released documents outlining a similar vision for funding
e-infrastructure development to support scientiﬁc collaboration. This vision, its promise,
its challenges, and its future are the focus of
Computing in Science & Engineering’s “The
Future of E-Infrastructures.”

Published by the IEEE Computer Society
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Will Cybersecurity
Dictate the Outcome
of Future Wars?
Alexander Kott, US Army Research Laboratory
David S. Alberts, Institute for Defense Analysis
Cliff Wang, US Army Research Office

features of a hypothetical conflict
in 2050—not necessarily involving
the US—based on current technology trends and their projected application to warfare. Here we explore
some of the insights that emerged
from those discussions.
Workshop participants concluded
that the 2050 battlefield will be defined by three novel elements: the
prevalence of intelligent warfare and
support system; a human force with
enhanced physical and cognitive abilities; and a complex, highly contested
information domain. Combatants
who can more effectively command
and control these elements are more
likely to prevail, making cybersecurity—or the lack thereof—
a key factor in determining the outcome of future conflicts.

A recent workshop envisions the impacts that
information and communications technology
advances will have on warfare by 2050 and the
challenges these pose for command and control.

B

y the year 2050, advances in information and
communications (ICT) technologies will transform the battlefield as we know it today. Systems that obtain, collect, organize, fuse, store,
and distribute relevant data will support a wide range of
command-and-control processes including reasoning, inference making, planning, decision making, and human−
human and human−machine collaboration. In addition,
electronic and cyber warfare systems will improve our capacity to deceive adversaries and disrupt, degrade, or deny
their ICT capabilities.
In March 2015, more than 30 technologists, scientists,
military professionals, and futurists attended a workshop
organized by the University of Maryland and sponsored
by the US Army Research Office to envision the novel

8
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UBIQUITOUS INTELLIGENT SYSTEMS

Fueled by steady advances in machine perception and
reasoning, robots and other intelligent systems operating with varying degrees of autonomy will be ubiquitous
on the 2050 battlefield.1 These systems will selectively
collect and process information, support sense making,
and—with appropriate human oversight—undertake coordinated offensive and defensive actions.
Many will resemble more compact, mobile, and capable
versions of current systems such as unattended ground
sensors, unmanned aerial vehicles (drones), and fire-andforget missiles. Such systems could carry out individual

Published by the IEEE Computer Society 
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National Institute of Standards and Technology; j.voas@ieee.org

Figure 1. Robots will be a common presence on future battlefields, and many companies are already developing prototypes with
support from US government agencies such as the Department of Defense’s DARPA. One such prototype is the Legged Squad Support System, a robotic packhorse designed to operate in rough terrain and weather conditions. (Source: DARPA)

actions, either autonomously or under
human control, collectively provide
persistent and complete battlefield coverage as a defensive shield or sensing
field, or function as a swarm or “wolf
pack” to unleash a powerful coordinated attack.
Other intelligent systems will be
robots with bio-inspired locomotion
ranging in size from insects to humans
to horses (see Figure 1), while others
will be midsize vehicles—for example, troop transports—that move over
the ground or in the air.2 Still others
will be virtual entities embedded in
various systems, including wearables,
to protect communications and information, prevent or warn about incoming threats, and advise decision makers. Virtual robots or cyberbots could
www.computer.org/computingedge

disguise their host’s presence in the
physical and information domains, as
well as penetrate adversary systems to
carry out proactive actions such as deceiving adversaries into making false
observations and wrong decisions.
Systems that perform these roles
on the battlefield will be robustly
networked, interacting in real time
with one another and their human
controllers and clients. When required, they will self-organize. Using
dynamically established priorities
and rules of engagement, cyberbots
will help determine each system’s
degree of autonomy. They will factcheck, filter, and fuse data; determine
who has access to what information
and disseminate it adaptively; route
communications; assign tasks to

sensors; and coordinate actions with
other cyberbots or robots.
Executing so many critical functions, intelligent systems will be
valuable targets and present a large
attack surface for adversaries. They
will be particularly vulnerable to attacks targeting their information, information processing, and communications, in addition to being subjected
to physical attack or capture. Security
will therefore be a paramount consideration in the design and operation of
intelligent warfare systems and their
supporting networks.

HUMAN WARRIORS WITH
SUPERHUMAN ABILITIES

The 2050 battlefield will be populated
by fewer humans, who will carry out
DECEMBER 2015

9
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extended our ability
to obtain, process, and
communicate information, and it’s safe to say
that future ICT will revolutionize the collection,
processing, and distribution of data on the battlefield as well as in the civilian world: soldiers will
know more about the enemy, their surroundings,
and the deployment of
friendly forces, and thus
will be able to adapt more
quickly and effectively to
circumstances.
Soldiers will regularly partner with
both autonomous and
human-operated
robots—for example, to
detect explosives or enemy combatants in a
building, obtain tactical
intelligence, patrol an
area, deliver supplies, or
recover wounded comrades. Wearable devices
will provide seamless
Figure 2. Exoskeletons will serve future warriors as
access to information
“personal combat vehicles” that provide greater ballistic
and computing power.
protection, strength, endurance, and load capacity.
Augmented cognition
Embedded computing and networking technology will
technologies 4 will imlikewise augment soldiers’ cognitive abilities. (Source:
prove reaction times,
Daren Reehl; www.army.mil/-images/2007/01/07/1718.)
heighten concentration
and alertness, reduce
many of the same tasks they do today fatigue, and even enable weapon conbut very differently as well as do very trol through thought.
In addition to cognitive augmendifferent things. Human−robot teams
will be the primary military unit, and tation, physical augmentation in the
cognitive and physical augmentation form of exoskeletons will provide
will increase soldiers’ lethality while soldiers more ballistic protection and
reducing the risks of combat-related enable them to move faster, stay in
the field longer, and carry more gear
death or injury.
Cognitive augmentation in the form (see Figure 2).
Workshop participants noted that
of advanced visualization and communication tools will improve future war- with so much reliance on computing
riors’ ability to quickly sense and un- devices, the warriors of 2050 will be
derstand their environment, achieve vulnerable—like robots and cyberaccurate situational awareness, and bots—to various information attacks
interact with other personnel as well including denial-of-service attacks,
as various intelligent systems.3 The eavesdropping, exploits, and spoofsmartphone has already dramatically ing. In addition, electromagnetic and

10
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directed-energy attacks can compromise embedded computers and
networks to prevent communication,
collaboration, and access to processing power and information sources.
Creating resilient, sustainable cybersystems is thus critical to supporting
augmented warriors.

COMPLEX AND CONTESTED
INFORMATION DOMAIN

With so many smart, sharp-eyed entities blanketing the battlefield and
reporting their detailed observations,
hiding from the enemy will be much
more difficult in 2050. At the same
time, detecting the enemy’s presence
and assessing his true intentions will
be complicated by increasingly sophisticated misinformation and deception
technologies: the ability to synthesize believable falsehoods and deliver
these to adversaries through various
network and malware channels will
make it harder to assess the quality,
correctness, authenticity, and security of data. In these circumstances,
workshop participants concluded that
the ability to extract valuable and reliable information while preventing
adversaries from doing the same will
become decisive in future wars.
This state of affairs is a direct result
of the transition from Industrial Age
to Information Age warfare.5,6 Until
quite recently, a soldier only received
information from a few authoritative
and trusted sources. Today’s soldiers
have access to more data than ever before, but this comes at a price: as information flows separate from the chain
of command, assessing that information’s quality and trustworthiness become more challenging.
Disinformation attacks—particularly
in cyberspace—are difficult to detect
and, when undetected, sow mistrust
and confusion as well as delay and
undermine decision making.7 On the
2050 battlefield, exploiting accurate
and useful information, and denying
that ability to the enemy, will be more
critical than ever before in the history
of warfare.8
January 2016
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COMMAND AND CONTROL:
A CRITICAL CHALLENGE

Deploying and managing assets on a
crowded battlefield is already complicated; with the proliferation of autonomous and semiautonomous intelligent systems, soldiers augmented with
ICT, and a complex and dynamic information domain subject to interference
and manipulation by the enemy, this
task could become almost overwhelming. This has profound implications
for future command and control and
the systems that support it.9
Existing command-and-control approaches consist of a set of hierarchical variants that have proven to work
well in different situations. However,
research and recent experience show
that these approaches are not welladapted to the enormous complexities of the 2050 battlefield. To prepare
for future conflicts, military planners
must devise strategies to
› manage the disparate new
force-structure elements—
including drone swarms,
human−robot teams, and supersoldiers—to act independently,
collectively, and in collaboration
with traditional units as the
situation requires; and
› monitor and protect the vast
communications and information networks required to enable
effective command and control.
Workshop participants envisioned
a future in which a heterogeneous collection of entities can self-organize on
a large scale and where collective decision making is the norm. This more
collaborative, networked approach
to command and control is critical
to winning the unseen information
war and, ultimately, prevailing on the
battlefield.
It’s important to add that workshop
participants assumed that their hypothetical combatants complied with a
ban on “offensive autonomous weapons beyond meaningful control” as
called for in a recent open letter by
www.computer.org/computingedge

numerous scientists concerned about
a potential AI arms race and the development of Terminator-style killer
robots (http://futureoflife.org/open
-letter-autonomous-weapons)—a concern we fully share. Although the
US Department of Defense imposes
strong restrictions on such systems,10
it’s impossible to predict what other
countries will do.

W

arfare will continue to
be transformed by ICT
advances. Humans and
human-operated devices and machines will still dominate the 2050
battlefield, but a large part of the decisive battle will be over information
itself. As computing technology increasingly permeates weapons and
command-and-control systems, the
ability to leverage and protect that
technology, and to prevent adversaries from doing likewise, will be as critical as physical force. Cybersecurity—
or insecurity—could very well dictate
the outcome of future wars.
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E

ver since the emergence of digitization,
we’ve used the term multimedia to represent
a combination of different kinds of media
types, such images, audio files, and videos.
Although the initial definition of multimedia
was more technical, multimedia has become
the central means for communicating and
cooperating with others in our daily lives. With
this shift, we have since moved from comprehending single media and its state toward comprehending media in terms of its use context.
Multimedia is thus no longer confined to
documentation and preservation, entertainment, or personal media collections; rather, it
has become an integral part of the tools and systems that are providing solutions to today’s
societal
challenges—including
challenges
related to health, aging, education, societal participation, sustainability, and intelligent transportation. Media and multimedia have evolved
from collections and communication into core
enablers of interactive and cooperative applications at the heart of society.1

From Usage to Empowerment
Looking back about 10 years, in a research project pursued at Arizona State University, multimedia technology was employed to empower
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people to rehabilitate after a stroke (see http://
ame2.asu.edu/projects/mrrehab). Movements
that a person made during a training session
after his or her stroke were captured by a realtime motion-capture system and translated
into real-time musical feedback. This direct
feedback guided the person in training and correcting his or her movements during rehabilitation. Although the technical setup was pretty
large at that time, this work demonstrated well
how multimedia could help enable interaction,
showing its potential for becoming an integral
part of larger interactive systems.2
Another example is the award-winning work
from Curtin University in Australia in which
researchers employed pervasive multimedia
technology and touchpads for autism interventions (see http://tobyplaypad.com/research).
The design was driven by the needs of teachers,
parents, and autistic children. Although multimedia was acting as part of a pervasive stimulus
for the child, it moved into the background
while facilitating a learning platform that integrated early intervention into the child’s and
parents’ daily life.
These are just two of the many examples
that show how the technical perspective moved
into the background while enabling applications of significant scope and relevance. Multimedia has become a tool we’re exploiting in the
digital world to empower users in the real
world—research in multimedia is not only
important for technological advancements, but
it can also make you smile when you see its
potential for improving people’s daily lives.

Moving Forward
The articles in IEEE MultiMedia help make the
impact and role of multimedia in society more
visible. In the April–June 2015 issue, Kiyoharu
Aizawa and Makoto Ogawa reported on their
use of multimedia for food logging (“FoodLog:
Multimedia Tool for Healthcare Applications”).
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Recording detailed information about meals is
an important element in helping people track
and understand their nutrition. In that same
issue, Daniel Gayo-Avello discussed in the confluence of social media with political action,
exploring whether today’s social media boosts
political engagement and democracy (“Social
Media, Democracy, and Democratization”).
In this issue’s Research Projects department,
Sen-ching Samson Cheung discusses the use of
multimedia technology to meet the unique
learning needs of autistic children in their
social interactions (“Integrating Multimedia
into Autism Intervention”). Reflecting the latest trends in social media, Ron Yang (“The Rise
of Multimedia for Online Communication
Startups”) illustrates how multimedia has
sparked an unseen number of multimedia startups and apps that are addressing changing
demands in user communication.
In the near future, I think we’ll see more
examples of multimedia being exploited to
make a difference in society—improving people’s health, encouraging citizen participation,
and so on.

T

he role of multimedia for our society has
moved from engaging digital images, videos, and audio files to methods, tools, and sys-

tems that help empower individuals to address
today’s societal challenges. Multimedia can
shape future interactive systems in which the
real world and the digital world become inseparably connected. IEEE MultiMedia invites readers and contributors to continue this journey
with us.
MM
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From Giant Robots to Mobile
Money Platforms: The Rise
of ICT Services in Developing
Countries
Kamal Bhattacharya • IBM Research–Africa

Information and communications technology (ICT) is rapidly establishing itself as part
of the societal fabric in the developing world. The momentum of success hinges on
creating solutions that address critical societal problems in a market-appropriate way.

A

few years ago, traffic robots — humanoid
and more than 22 feet tall — began to take
over Kinshasa, the capital of the Democratic
Republic of Congo (DRC) and the third largest city
on the continent of Africa. The robots are made by
Thereze Izay’s company Women’s Tech, who convinced the city government to place the robots on
congested crossings in a city of eroding infrastructure and perennial traffic problems. With lights on
their arms, a rotating chest, and cameras as eyes
connected (via a 3G network) with the local police
station, they achieved what traffic signals manned
by the police could not: changing driver behavior
to the benefit of a more bearable traffic flow for
daily commuters.
I personally haven’t seen the robots, but accounts
from colleagues who have brought out the expectations placed in these robots. Journalists reported
that locals praise the robots in endearing human
terms, being “happy” with the robots’ work. The
local government in Kinshasa is rolling out more,
improved versions of the traffic robots.
If you aren’t familiar with developing countries, your first question might be, Why not traffic
lights? And why would the police enforce traffic
signals in the first place? Traffic management is a
complex problem and efficient traffic regulation
requires an adequate infrastructure, including
reliable traffic lights and maintenance. The pressures of urbanization combined with an already
eroding infrastructure are the root cause of many
traffic challenges in developing market urban
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areas. Driver behavior becomes a challenge in
most urban areas, especially fueled by the multitude of vehicle types, from brash private buses
competing for customers to people pushing jerry
cans shipping water on hard-to-maneuver carts.
The traffic robot story is interesting, because
it introduces a context-specific solution to an
existing and well-known problem. Robots are
obviously not an African invention, but the local
engineering group “Women’s Tech” that conceived and implemented this solution had the
hypothesis that robots could make a difference in
Kinshasa and perform better than traffic signals
enforced by the police. Often police are frowned
upon across many developing countries, due to
high degrees of corruption.
This solution might work in Kinshasa, DRC,
but might not be applicable to Nairobi, Kenya. The
DRC and Kenya are culturally and geopolitically
two very different countries with different societal structures, despite both being part of Africa.
Africa is a continent with an astounding cultural
diversity, yet is often conceptually misunderstood
as one country. But what we do observe across
the continent is the desire to solve societal issues
through technology that’s deployed in a marketappropriate way.

Finding Context-Specific Solutions

We are, in my opinion, at a pivotal point in history with respect to Internet-enabled technology in the developing markets. The increasing
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From Giant Robots to Mobile Money Platforms

accessibility of the Internet and deeper
penetration has led to China and
India together reaching 1 billion subscribers in 2015, with no end in sight.
Mobile channels dominate the developing markets. Africa will reach 1
billion mobile phone subscribers in
2020, and more than half of the
subscriber base will have access to
smartphones.
Within the next decade, India is
going to have the world’s youngest
workforce, overtaking China. To reap
the demographic dividend, India will
have to accelerate their populace’s
skills development. India is experiencing an exponential increase in information and communications technology
(ICT)-enabled startups, and given India’s
investments in ICT skills over the last
two decades, it’s easy to imagine that
the country’s youth will become the
programming workshop of the world.
Also, India could be the first country
in the world to drive economic growth
through ICT services that aren’t yet
invented.
Internet-enabled services today stem
from more developed countries and are
geared towards addressing the needs
of the middle class. The initial public
offering (IPO) of Alibaba in China and
the explosive growth of e-commerce in
India are merely a hint of the commercial possibilities of developing countries
with large domestic markets. The promise of a global middle class, however, is
yet to materialize as the emerging middle class in the developing world signifies a positive trend of a significant
part of the population emerging out of
poverty into an economically volatile,
low-income class that’s subject to significant societal problems, such as lack
of access to basic services. The role and
importance of the Internet and Internet-enabled services in the developing
world — especially in light of significant societal problems — deserves to be
discussed with care. Will ICT-enabled
services positively affect the lives of
those who live in economically volatile
circumstances?
SEPTEMbER/OCTObER 2015
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Solving Challenges through
Insight

Currently, the most obvious challenge
is commercially viable services, as it
remains difficult to deliver services at a
cost point that’s appropriate for a local
market, where the majority of the population lives on $10–20 a day. But cost
is only one aspect of service delivery.
Another often-overlooked aspect is
market appropriateness. For example,
US healthcare expenditures amount to
about $10,000 per patient; the equivalent in East Africa is approximately
$200 per patient. Thus, every service
delivered in the market must take into
account a factor of 10 in reduction
for delivering the same service. This
could be handled through technology
that radically simplifies delivery at the
same quality. Think of a device that’s
manufactured for the developing market at a much lower cost point than for
the OECD market; the kind of fabled
material of the reverse innovation
debate from a few years ago. Another
approach, however, is the invention of
transformative service delivery models
that are more suitable in the market
under consideration.

An E-Commerce Example
Let’s look into some simple examples of
successful market adaptations of ICTenabled services. In 2009, I moved to
India from the US. At that time, India
had about 60 million Internet subscribers — more than France has today.
Over the last six years, the number of
subscribers has grown by a factor of
4.5, which implies that there are more
Internet users in India than in the US,
at a penetration rate of only 20 percent
compared to 87 percent in the US. This
is an indicator of the domestic market size, and even if we estimate that
only 50 percent of the existing Indian
market would be inclined to engage in
e-commerce, 2009 should have had a
significant enough number of potential
customers buying goods over the Internet. However, six years ago this market
was nascent at best.

Shopping online is the same in every
country in the world. The customer
selects the goods, pays, and receives the
goods at his or her doorstep. The payment is online —that is, the consumer is
required to trust online payment, which
is for all practical purposes a non-issue
in mature markets. In India, just like
many other developing countries, cash
is king.
The tipping point of e-commerce
came about through a simple market adaptation. Flipkart.com started as
an online bookstore and figured out
remarkable delivery logistics in an environment overcrowded by vehicles and a
lack of appropriate road infrastructure,
and thus stood out with exceptional
service quality. More importantly, they
introduced the concept of cash-ondelivery. The Indian consumer could
now pay with cash upon arrival of the
physical goods after buying them online.
Later, Flipkart.com also introduced card
payment upon delivery through wireless card readers. Today, the company
is valued at approximately $10 billion
and is competing effectively against
e-commerce giant Amazon, who also
introduced cash-on-delivery when they
entered the market a few years ago.
This example illustrates a simple service delivery model-based adaption of
a well-established Internet-enabled service by understanding the behavioral
differences in-market.
Clearly, the adaptation to local market conditions introduced by Flipkart.
com is relatively simple to implement.
It doesn’t “disrupt” the e-commerce
model as such. The outcome has been
transformative in this particular market and might well be in other markets,
where customers exhibit similar apprehensions to online payment methods.

Mobile-Enabled Financial Services
The second aspect is the delivery of a
new kind of a service that suits local
market conditions better, but fulfills
the same need.
In the developed world, we take
many services for granted that have
15
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become essential to our daily lives,
such as the availability of financial
services. The majority of the population in developed countries has access
to financial services such as savings,
credit, insurance products, and also
low-cost payments.
In contrast, 80 percent of adults in
Sub-Saharan Africa are unbanked —
that is, they have no access to formal
banking and financial services. This
doesn’t imply that people aren’t saving; the mechanisms of saving follow
traditional models of hoarding cash,
rotational schemes, community-based
cooperatives, and so on. It’s illustrative,
though to understand the reasons and
review some of the recent disruptive
trends that ICT has brought to bear.
Financial institutions incur a risk
by lending money, which on the other
hand generates their income, assuming
the borrower pays back with interest.
Lending requires the bank to establish
trust with their customers. Establishing
risk might require a potential borrower
to demonstrate their trustworthiness,
among other means, through deposits
into a bank account that then gives
the bank the opportunity to observe
financial behavior and calculate the
risk for defaulting in case the customer
requests a loan. This is, of course, a
simplified view of the real world, but it
works well for the rich and the middle
class, with regular income, assets, and
sufficient means of ensuring personal
economic stability.
In the low-income sector of society, traditional retail banking struggles with multiple issues. Commercial
strategies depend mostly on smaller
deposits and transaction fees. Therefore, building relationship centers in
sparsely populated rural areas, where
the majority of the population resides
increases transaction costs in a lowmargin market, impacts commercial
viability. Furthermore, how does a
bank estimate the risk for customers
who are economically volatile, with
irregular income and a higher rate of
financial transactions — and whose
84
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assets ensure sustenance rather than
growth?
Banks have been struggling with
this question in developing markets for
a long time. The rapid growth of mobile
phone subscriptions in the region
created a channel to reach individuals, no matter where they are. The first
company to utilize this was Safaricom,
now the largest and fastest-growing
telecommunications company in East
Africa with headquarters based in
Nairobi, Kenya. Safaricom introduced
a payment solution called M-Pesa as
early as 2007. M-Pesa lets people transfer money peer-to-peer using SMS.
Customers of this service only require
a mobile phone subscription, which is
almost exclusively on a prepaid basis.
M-Pesa is based on a cash-in/cash-out
model, where thousands of agents take
cash from Safaricom subscribers and
top-up their mobile M-Pesa account.
This money can then be transferred to
any other subscriber in network through
an Unstructured Supplementary Service
Data (USSD) application. Beyond the
peer-to-peer model, a growing number
of small and medium businesses accept
M-Pesa, and so do utility companies.
M-Pesa by itself has tremendous
value for the majority of the Kenyan
population with no access to traditional financial services. Earning
money in Nairobi and sending it to
family “up-country” might have previously involved a multi-day trip and
thus a loss of income; now money can
be sent home via SMS. The individual
receiving money on their cell phone
can easily cash out at any given agent;
these agents are mostly small shop
owners. This is especially important
during major life events, such as sickness, funerals, and paying school fees.
The service boasts over 10 million
active users, and is becoming a payment
platform backbone for other financial services. For example, Commercial Bank of Africa (a mid-size Kenyan
bank) in collaboration with Safaricom,
offers M-Shwari, a mobile financial
service to create a deposit account, and
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also requests for loans for Safaricom’s
mobile subscribers. M-Shwari implements Know-Your-Customer (KYC)
using algorithms based on estimates of
financial behavior derived from savings and M-Pesa data, and determines
instantaneously individualized credit
scores and credit limits for a customer
requesting a loan. Given the number of
transactions and the complexity of creating insights from soft financial data,
this is as good a Big Data use case as
it gets.
The disruption of the traditional
financial services model through mobile
payments is making its way across the
continent and into large markets such as
India and Bangladesh. Kenya’s M-Pesa
benefited from the fact that regulations
around mobile money operators were
generous and hence allowed a telecom
to disrupt a space traditionally reserved
for banks. In other countries, regulators
are finding ways to support a regulated
growth of mobile payment and banking services. BKash in Bangladesh, the
country’s fastest-growing mobile payment service, is a purpose-built company that’s a subsidiary of a bank, and
is required to use existing USSD channels from local mobile network operators. This approach, in comparison
with M-Pesa, where the Telco owns the
secure transaction channel, comes at a
cost per transaction to BKash and leads
to challenges in commercial viability.
But I believe it’s just a matter of time
until the market, aided by regulation,
will take care of the economics, especially in countries with a large domestic
market.
One major aspect to appreciate
is that mobile money has the potential
to address a key societal challenge in a
commercially viable way. It might just be
here to stay, and many developing countries with similar socioeconomic characteristics are embracing the approach due
to its potential impact on society. I’m
hopeful that governments in this market
will increasingly find suitable regulatory
constructs that support these and other
ICT-enabled innovations.
IEEE INTERNET COMPUTING
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From Giant Robots to Mobile Money Platforms
This article originally appeared in
IEEE Internet Computing, vol. 19, no. 5, 2015.

Ultimately, the real value of mobile
money platforms will emerge with
increasing the integration of other services, such as revenue collection, basic
purchase, or asset financing. After all,
cash-in/cash-out drives up the transaction cost, because agents must be
supplied with the appropriate monetary funds. The more that services and
enterprises become integrated with
mobile payment platforms, the less the
dependency on cash.
For example, in rural areas, access
to energy is major challenge for public
health. According to the World Health
Organization, kerosene, wood, and
coal cause respiratory diseases that
kill over 1.5 million people, two thirds
of those in Sub-Saharan Africa and
southeast Asia alone. M-Kopa is a Nairobi-based enterprise that sells a solarpowered battery system across several
East African countries. The system
is sufficient to recharge cell phones,
operate a radio, and provide lighting. The customer pays for the device
using M-Pesa on a daily payment
scheme, and owns the device after one
year. The M-Kopa system comes with
a Global System for Mobile communications (GSM)-enabled unit, which
activates the device upon payment of
a fixed deposit and allows M-Kopa to
disable the unit in case of delinquent
daily payments. Due to insights that
M-Kopa has into the financial behavior of a customer, it has the option to
create a mechanism that may help to
offset potential challenges that a customer might experience.

Perpetually Generating
Insights

The common theme across many ICTenabled solutions is the insight that we
get from users. These topics are at times
a bit contentious in the developed world,
where customer insights that come from
analyzing clicks, likes, and shares generate billions of dollars through targeted
advertisement. In developing countries, there’s an interesting twist to the
insights and data story.
SEPTEMbER/OCTObER 2015
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Our knowledge about user behavior
in developing countries is limited, even
though much progress has been made
by economists applying randomized
control trials to shed light on adoption
of solutions for the underprivileged. But
those studies by design aren’t focused
on leaving sustainable solutions behind.
We must be more aggressive in creating
commercially viable solutions and utilizing the data generated for the purpose
of addressing societal needs.
We understand the desires and
aspirations of individuals with a
disposable income above a certain
threshold, and this segment of society is similar across countries. We buy
things for pleasure; invest money into
the education of our children and into
our health. These desires might not
be any different for people who live
under economically volatile circumstances, and the only difference might
be regularity and the amount of disposable income. ICT-enabled services
that cut across this spectrum, however, can provide us insight into the
challenges of the sector.
Today, we still don’t understand
enough about consumer behavior in
the developing world. I believe the
more we’re able to generate data about
consumers through meaningful and
market-appropriate solutions, the more
we’ll be able to create solutions that
leverage actionable insights from data
that could potentially drive individual
behavioral changes or affect government policies. Circling back to traffic,
we see tremendous challenges with
road accidents in developing markets,
to an extent that we could consider
it a public health crisis. For example,
in Kenya the age-adjusted death rate
from traffic accidents is only marginally lower than the death rate from
tuberculosis, both in the order of 30 per
100,000 people. Driving on Nairobi’s
roads will make you believe that poor
road infrastructure might have something to do with that, and that fixing
road width as well as potholes might
ultimately save lives.

At the IBM Research Lab in Nairobi,
we developed a technology that analyzes standard smartphone accelerators’ and gyroscopes’ signals using
sophisticated machine learning algorithms to detect speedbumps and potholes while also estimating road width
and driver behavior. To cover the entire
city, we partnered with the Nairobi City
Council to deploy this solution in garbage trucks, to create a road quality
map of Nairobi, at the same time providing a utility to the city government
via a fleet management solution for
their waste-management fleet.
This solution is an example of quantifying driver behavior as a parameter
of road distress, where drivers might
avoid potholes at the risk of causing an
accident in the maneuver. Generated
road distress maps can at the same time
influence city planning to alleviate the
problem through systematic repairs of
road infrastructure. We believe it’s an
example of a typical data and analytics
play relevant to developing countries
with similar challenges.

I

n future installments of the “Developing World” department, we’ll illustrate
some of the innovations in the area of
commercially viable ICT investigations
for the developing markets. Our goal
is to inspire scientists and engineers
around the world to consider the use
of ICT in solving societal problems. I
believe there’s much room for groundbreaking innovation, to the benefit
of societies that are striving towards
growth.

Kamal Bhattacharya is an IBM Distinguished
Engineer and Vice President of IBM
Research–Africa. His current work focuses on
promoting technology solutions in the developing world that address critical societal
problems such as financial inclusion, education, water, energy, digital urban renewal,
and healthcare. Bhattacharya has a PhD in
theoretical physics from Goettingen University, Germany. Contact him at kamal@
ke.ibm.com.
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CLOUD ECONOMICS

Intercloudonomics:
Quantifying the Value
of the Intercloud
IN CLOUDONOMICS, I ADDRESSED TOTAL COST AND PERFORMANCE OPTIMIZATION FOR A CUSTOMER IN RELATION TO A
CLOUD PROVIDER.1 For example, all other things
being equal, a hybrid cloud architecture can often
lead to total cost savings in the presence of variable
demand, even if the unit cost of the cloud services is
priced at a premium. However, in addition to simple
customer-cloud relationships, there are also cloudcloud relationships. In the same way that the Internet is a set of interoperable, loosely coupled networks,
the Intercloud is intended to be a set of interoperable,
loosely coupled clouds. The Intercloud promises reduced complexity, optimized prices, reduced latency,
enhanced reliability, and better capacity utilization.
For example, a cloud provider can extend its geographic reach or become a virtual operator through
footprint augmentation, that is, by leveraging physical resources such as compute, network, and storage
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in other geographic regions—from partners or competitors. Or, in another scenario, a cloud provider can
enhance its reliability by failing over to or replicating
data to a facility operated by another cloud provider.
All of these benefits can be quantified.

What Is the Intercloud?
As used here, the Intercloud is an emerging, generic concept, not an offer from any particular cloud
provider or enabling technology vendor, and not to
be confused with a hybrid cloud (a combination of
an enterprise datacenter and public cloud provider
resources) or a multicloud (the use by a customer
of multiple cloud providers). Broadly speaking,
it’s analogous to similar concepts from other industries.2 Airlines, for example, will use capacity
from other airlines, for reasons such as limited capacity (for example, rebooking a passenger from
an overbooked flight to a competitor’s), acting as a
(mobile) virtual (airline network) operator (that is,
“code-sharing”), or federating to extend a geographic
footprint, as with the Star Alliance (United Airlines, Lufthansa, Air China, and so on). Similarly,
in cellular telephony, some operators are mobile virtual network operators and most have international
roaming agreements. The differences between the
Intercloud, multiclouds, and hybrid clouds become
clearer by analogy: a hybrid transportation solution
might entail a combination of your own car and a
public airline service; a multicloud might be akin
to a passenger buying one ticket on one airline and
a separate ticket on a different one; and the Intercloud is similar to purchasing a multi-leg trip from a
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Interface Complexity Benefits
If there are n cloud providers, a single uniform standard for user-to-cloud interfaces such as the Open
Cloud Computing Interface (http://occi-wg.org) reduces the complexity of access by a factor of n. This
can be viewed similarly to a traveler requiring multiple electricity adapters (or perhaps, electric appliances) if travelling to multiple regions of the world,
but only needing a single one if there were a universal standard. As far as the Intercloud, a single standard for cloud-provider-to-cloud-provider interfacing
would reduce the number of interfaces from n – 1 per
cloud provider and thus perhaps n(n – 1) individual
or n(n – 1)/2 partner interface development efforts in
total to only n such efforts, as Figure 1 shows.

Market Benefits
In today’s cloud market, there are a number of providers, and dynamic (that is, time-varying) pricing
has emerged through mechanisms such as “spot instances” (https://aws.amazon.com/ec2/spot). Using
the Intercloud and its mechanisms for advertising resources, service-level agreements (SLAs), and prices, customers could exploit dynamic pricing and
www.computer.org/computingedge
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Intercloud

n(n–1) interfaces

n interfaces

FIGURE 1. Reduction in interface complexity among n cloud service

providers.
0.6
Expected minimum price

single airline, say, United, and letting it worry about
code-sharing and ticketing on alternate airlines.
IEEE is developing a set of Intercloud standards, such as P2301 and P2302,3 for portability,
interoperability, and federation among cloud providers. These promise benefits for both customers and
cloud providers. For example, a customer is more
likely to be able to acquire and pay for needed capacity, even if a preferred cloud service provider has
a temporary “stock-out.” To enable this and related
scenarios, emerging approaches4 will allow cloud
providers to advertise and acquire resources via a
shared communications substrate and ontology (like
clouds, airlines must be able to talk to each other
and have a common understanding of seat classes,
airports, departure and arrival times, and so on),
and workloads must be portable (passengers must be
able to move from one plane or airline to another).5
Moreover, a control-plane layer needs to be able to
orchestrate dynamic allocation of atomic resources
across the Intercloud in real time: one free airline
seat shouldn’t be allocated to two different customers, and neither should a compute resource.
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FIGURE 2. Expected minimum price is proportional to 1/(n + 1) for n
cloud service providers with uniform IID prices on [0,1].

market dynamics to lower their expected average
cost of resources by dynamically “shopping around”
for the lowest cost provider, as with Expedia or Travelocity, and migrating workloads via, say, live virtual server migration or containers. I addressed the
quantification of these exact benefits in a prior column.6 To recap briefly, the theory of order statistics
teaches that if prices are random, independent, and
identically distributed (IID) uniformly over the same
range, say, [0, 1], the expected minimum price as the
number of participants in a market grows to n cloud
providers is 1/(n + 1), as Figure 2 shows (subject to
caveats such as independence, distribution, and real
price ranges). This implies that a market with even a
few cloud providers can provide benefits.
I EEE CLO U D CO M P U T I N G
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FIGURE 3. Expected planar latency proportional to 1/√n for n cloud

Probability of total outage
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FIGURE 4. Probability of total Intercloud outage of (1 – p)n for n

independent cloud service providers.

However, in the best case, one cloud provider’s
geographic footprint will be optimally augmented by
another’s highly complementary footprint. For example, a single facility in New York serving a global
audience won’t have latency reduced much by one in
New Jersey, but it certainly will if complemented by
a facility in Singapore.
On a plane, the average and worst-case latencies are proportional to the inverse square root of
the number of nodes, or facilities. This is because
the area covered within a radius r is, of course, πr 2,
so s service nodes can cover an area of A ∝ sπr 2 (the
exact equation depends on the degree of coverage
overlap). Therefore, holding A constant, r, which is
distance and is thus a reasonable proxy for latency,
−
follows r ∝ 1/√ s. For a sphere, such as the planet
Earth, this formula needs to be adjusted: for reasonable numbers of nodes this approximately holds; but
given only one node, an additional (antipolar) node
will halve latency, so the ratio is r ∝ 1/s.7 As the
number of nodes on a sphere increases, the inverse
square root law holds more closely.
If each of n cloud providers has k nodes, then we
−
have s = nk and the latency is proportional to 1/√ s =
−
−
− −
1/√nk = 1/(√ n √ k) and since k is fixed, the latency is
merely proportional to the inverse square root of the
number of cloud providers, as Figure 3 shows.

Reliability
Footprint Augmentation
Any given cloud service provider has a given geographic footprint, such as, say, New York, Miami,
and San Francisco. Because latency for interactive
tasks can be reduced through geographic proximity, average and worst-case latency can be reduced
by having resources closer to end users, such as
through a content delivery network (cloud) or edge
computing through a highly dispersed cloud.
One way to deploy such resources is to directly
invest in facilities. Another is to augment one’s own
footprint by federating with one or more other providers. In the worst case (for geographic dispersion),
the one or more other providers have exactly the
same footprint. Having another facility in each of
New York, Miami, and San Francisco won’t reduce
data transport latency due to propagation delay (although it might due to latency issues induced by insufficient bandwidth or server capacity).
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Experience has shown that a number of issues can
befall cloud providers. These can occur at a single
facility, as when four successive lightning strikes
caused lost data at a Google datacenter in Belgium
earlier this year,8 or spread across multiple facilities,
as when software issues caused a wide-scale outage
at Amazon Web Services on Christmas Eve, 2012
(see https://aws.amazon.com/message/680587), and
more recently in September 2015.9 In fact, every major cloud provider has been down for either planned
or unplanned reasons, or both.10
Let’s assume that the probability of any given
physical datacenter site being available is p (and
thus the chance of it being down is 1 – p). If site
outages are independent, then if there are s sites, the
probability that they are all down is (1 – p)s; therefore,
the probability that at least one site is still functional is 1 – (1 – p)s. If each of n cloud providers has k
sites, then s = nk and the probability that they’re all
January 2016
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99.7% within ± 3σ

down is (1 – p)s = (1 – p)nk = (1 – q)n, where q = 1 –
(1 – p)k. Put differently, whether we’re talking about
site outages or system-wide cloud provider outages,
the same generic curve, shown in Figure 4, applies.
In practice, additional considerations such as software reliability, network reliability, and network
capacity to support mirroring or replication will be
important.
To be fair, a single (set of) common Intercloud
protocol(s) in use across multiple providers could
provide a means for enhancing reliability, but it
could also be the foundation for anomalies and
unintended consequences leading to Intercloudwide outages, or introduce a new vulnerability that
wouldn’t exist across heterogeneous environments.

95% within ± 2σ
68% within ± 1σ

Probability density
function ϕ(x)

µ – 3σ

µ – 2σ

µ–σ

µ

µ+σ

µ + 2σ

µ + 3σ

FIGURE 5. The normal distribution with mean μ and standard

Demand at a Single Cloud Provider
To understand the benefits of capacity sharing
among cloud providers, we must first understand
the demand at any given cloud provider. Whether
an internal private cloud or a public cloud, one of
the essential characteristics of a cloud is that it utilizes a dynamically allocated shared resource pool
to serve multiple workloads: different customers,
business units, and/or application types, each with
varying demand. A retailer, for example, might have
peaks on Black Friday, Cyber Monday, and during
its semi-annual private sale. A tax preparation firm
may have peaks for early filers in mid-February and
for late ones on 15 April. Another firm might do load
testing every few weeks. Yet another might be a broker or bond trader specializing in the transportation
sector. A news outlet might have peaks as important
events occur such as elections, natural disasters, or
celebrity situations.
The central limit theorem says that whenever an increasing number of (what, for computing
workloads, for all intents and purposes are) random variables are added, the sum increasingly follows a normal distribution. So let’s assume that the
aggregate demand at that cloud provider is D(t), a
time-varying random variable with mean μ and variance σ2, and thus standard deviation σ. You’ll recall
that a normal distribution follows the famous “bellshaped” curve in its probability density function, as
Figure 5 shows, and the larger the standard deviation, the “wider” that curve is.
What about capacity? A cloud provider can’t dewww.computer.org/computingedge
SEP T EMB ER /O C TO B ER 201 5

deviation σ.

ploy infinite capacity, so there’s always a chance that
the provider, or a given location, will have insufficient capacity due to either a single customer suddenly requiring explosive capacity, or a confluence
of expected and unexpected peaks. For example, 14
February might represent a peak due to early tax filers, Valentine’s Day flower and candy purchases, and
the unexpected death of a celebrity. It’s tempting to
assume that computing is free and cloud providers
will deploy “near-infinite” capacity, but it’s perhaps
more likely that eventually cloud providers will look
like airlines, oriented toward maximizing profitability
through maximal resource utilization.

Insufficient Capacity
For such a provider, how often will it suffer from insufficient capacity? To put it another way, what’s the
probability that a cloud provider with a given (fixed)
capacity C will have sufficient capacity to meet all
the customer demand given a (time-varying) demand function D(t)? Let’s call this the sufficiency
probability S(D(t), C), which is the probability p(D(t)
< C).
When D(t) is normally distributed with mean μ
and standard deviation σ, we can benefit by expressing C in terms of μ and σ as well, namely as C = μ
+ kσ. Our job is now easy, because S is now just the
Φ function, that is, the cumulative distribution
function (CDF) Φ(x) for a normally distributed
I EEE CLO U D CO M P U T I N G
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Probability density
function ϕ(x)

deviation of the mean, as shown in Figure 5. This
means that about 32 percent lie outside the mean,
leaving about 16 percent to be less than μ – (1)σ and
16 percent to be more than μ + (1)σ. So, if we set
capacity C = μ + (1)σ, we’ll have sufficient capacity
about Φ(1) ≅ 0.84 = 0.68 + 0.16 of the time. Because
about 95 percent of values lie within two standard deviations, if we set capacity to be μ + 2σ, by similar
logic, we would have sufficient capacity just over 97.5
percent of the time. If we set capacity at μ + 3σ, we’d
have sufficient capacity about 99.9 percent of the
time, and so on.

1.00
Cumulative distribution function Φ(x)
0.75

Why Not Just Set Capacity at μ + 3σ or
Higher?

0.50

0.25

0.00

µ – 3σ

µ – 2σ

µ–σ

µ

µ+σ

Sufficient capacity

µ + 2σ

µ + 3σ

Insufficient capacity

Capacity C = µ + kσ
FIGURE 6. The probability density function ϕ(x) and CDF Φ(x) for a

normal distribution, and a capacity level C = μ + kσ set in terms of that
distribution.

random variable with probability density ϕ(x), as
Figure 6 shows.
The function Φ(x) tells us the probability that
the random variable is less than x (where x is the
number of standard deviations). To normalize, we
set x = k = (C – μ)/σ. In other words, we can determine the portion of the bell curve that lies to the left
of C, representing demand less than capacity, and
the portion of the bell curve that lies to the right of
C, representing how frequently demand exceeds capacity, as Figure 6 shows (1 – Φ(x) is often referred
to as the Q function, or (right) tail probability, Q(x)).
Unfortunately, such a function isn’t easy to
evaluate, but fortunately, precalculated tables exist.
Table 1 is a simplified one.
To make these abstractions more concrete, recall
that about 68 percent of values for a normally distributed random variable will lie within one standard
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To maximize the likelihood of serving customers
(and capturing revenue), why wouldn’t a cloud
provider just set capacity 3 or 4 or more standard
deviations above the mean, thus typically ensuring sufficient capacity? The reason is that having
enough capacity to meet extremely rare spikes
means that all the rest of the time (that is, virtually always) there’s way too much capacity.
This excess capacity can represent a large capital investment or operating lease commitment for
equipment as well as, typically, for additional cost
structure elements such as heating, ventilation,
and air conditioning, floor space, insurance, and
power. “Typically,” because some technologies—
say, intermittently powering down unused servers—can reduce costs such as power and cooling as
well as extend the average life of equipment. Running with a poorly managed cost structure would
not be a good strategy in today’s highly competitive
cloud marketplace, made increasingly competitive
due to intermediaries.11
Consequently, a cloud provider faces a conundrum. High levels of capacity maximize revenue, but
at a high cost; low levels reduce costs, but also reduce
revenue. Therefore, the challenge is to find a balance between lost revenue and costs associated with
fixed capacity, while recognizing that a resale model
of other cloud providers’ capacity is likely to have a
different cost structure than one based on one’s own
capacity. In the same way that an individual customer can complement limited capacity with the elastic
capacity offered by a cloud provider, so can a cloud
provider.
January 2016
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The Case of the Intercloud
Let’s expand the simple demand and capacity model
to two or more clouds. At any given time, a cloud
might have excess capacity (extra unsold airline
seats or virtual machines) or exhibit insufficient capacity (that is, be overbooked). Most of this article
focuses on how the Intercloud can address the latter
case, but of course if cloud provider A sells capacity
from cloud provider B, whether because it’s a virtual
operator, or because of capacity outages or spikes in
demand, it solves A’s under-capacity and B’s overcapacity issues simultaneously.
Assuming we have n clouds, let the demand
at each cloud be represented by Di(t) for i = 1, 2,
…, n. To keep things simple, let’s assume that each
cloud has independent, identically distributed demand, namely, normally distributed with mean μ
and standard deviation σ. Keeping things simple,
let’s assume that each cloud hires the same capacity
planning consulting firm and determines that C = μ
+ kσ is the optimal capacity; in other words, that Ci
= μ + kσ for all i = 1, 2, …, n.
Because the Intercloud enables capacity sharing, where provider 1 can provide needed capacity
to provider 2 or vice versa, the aggregate capacity
is now C+ = nC = n(μ + kσ). The aggregate demand
can be represented by

D+ (t) =

∑

n
i=1

Di (t) .

For independent, normally distributed random variables, the sum is also normally distributed, the mean
of the sum is the sum of the means, and the variance of the sum is the sum of the variances. Consequently, the mean of D+(t)is nμ and, because the
standard deviation is the square root of the variance,
the standard deviation of D+(t) is nσ 2 , which is
just nσ .
Let us now ask how S(D(t), C), the capacity sufficiency of a single cloud provider, compares
with S(D+(t), C+), the sufficiency of the Intercloud.
We already know that S(D(t), C) = Φ(k), where k =
(C – μ)/σ. Similarly, we can say that S(D+(t), C+) =
Φ(k+), but we need to figure out what k+ is. It follows that C+ = nC = nμ + k+ n σ , and we recall
that C = μ + kσ, so nC = nμ + nkσ. Therefore,
nC = nμ + nkσ = nμ + k+ n σ . Eliminating the
nμ term and dividing both sides by nσ tells us
www.computer.org/computingedge
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Table 1. Values for the cumulative distribution function Φ(x) for a
standard normal distribution.

x

Φ(x)

x

Φ(x)

x

Φ(x)

0.0

0.5000

1.0

0.8413

2.0

0.9772

0.1

0.5398

1.1

0.8643

2.1

0.9821

0.2

0.5793

1.2

0.8849

2.2

0.9861

0.3

0.6179

1.3

0.9032

2.3

0.9893

0.4

0.6554

1.4

0.9192

2.4

0.9918

0.5

0.6915

1.5

0.9332

2.5

0.9938

0.6

0.7257

1.6

0.9452

2.6

0.9953

0.7

0.7580

1.7

0.9554

2.7

0.9965

0.8

0.7881

1.8

0.9641

2.8

0.9974

0.9

0.8159

1.9

0.9713

2.9

0.9981

that k+ = nk . Since all CDFs are nondecreasing,
but the CDF for the normal distribution is monotonically increasing, and since it’s always the case
that n >1 whenever n > 1, Φ(k+) > Φ(k) and thus
S(D+(t), C+) > S(D(t), C) whenever there’s an Intercloud with two or more cloud providers, that is, n ≥
2. To put it more simply, the Intercloud will have sufficient capacity more often than a single provider will.
Some examples show this effect, using the reduced set of tabulated values of Φ(x) shown in Table 1. Suppose there are two providers (n = 2) and
capacity is set at one standard deviation above the
mean (k = 1). Then, k+ = nk = 2 ×1, so the probability of sufficient capacity rises from about 84
percent for a single provider to about 92 percent for
two. If we increase the number of providers to four,
probability rises to almost 98 percent. If we start
with a capacity at two standard deviations above the
mean, our probability of sufficiency is already close
to 98 percent, but just one cloud partner takes us
to about 99.8 percent (k+ = nk = 2 × 2) . A few
percentage points or tenths of a percent might not
seem like a lot, but we are talking about multibillion-dollar businesses that are headed to be multiten-billion-dollar ones.

Caveats
The assumptions that permit a straightforward
mathematical analysis might not hold exactly in
the real world. For example, a normal distribution
I EEE CLO U D CO M P U T I N G
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can take on unboundedly large negative values, but
demand can’t be negative. Also, workloads might not
be divisible into parts that can be distributed at all,
much less across multiple geographically distributed
entities, due to either the performance of the
technical architecture or the reality of Intercloud
data transport surcharges. It’s an NP-complete
problem, that is, computationally intractable, to
divide up a number of workloads across multiple
buckets (cloud providers or cloud locations) when
the workloads are indivisible and vary in size.12
Also, cloud providers aren’t at the mercy of individual or aggregate demand. They can attempt to
shape demand by utilizing dynamic pricing, spot instances, or promotions to incent demand during lowdemand periods, or utilizing surge pricing to disincent
it. Or, like Google, they can accomplish both at the
same time by effectively offering a discount for flatter demand patterns.13 However, although this might
flatten demand, there’s still an argument to be made
that demand is normally distributed, just with reduced
variance, and thus there’s still a role for the Intercloud.

Further Research
Ultimately, a provider doesn’t just want to reduce
the likelihood of being unable to serve customers,
but to maximize profitability. A full model would
consider the margin from utilizing others’ capacity
by selling at one price but acquiring the resources
at one or more wholesale prices; the margin from
selling one’s own capacity to resellers; a variety of
capacity levels, distributions, costs, and perhaps
quality from different sized providers, and the
cost of moving workloads and moving, replicating,
or remotely accessing data associated with those
workloads. Moreover, we don’t just want to know
the probability of insufficient capacity, but the
lost revenue and/or profit, and how much is recaptured through the Intercloud. This requires utilizing the expected value of the tail distribution, i.e.,
Q-function, less the baseline capacity E(Q(x)) – C
= E(1 – Φ(x)) – C, which is similar to the “hazard
rate,” times the total actual capacity and the profit
contribution from that capacity. There might also
be game theoretic and option value considerations:
does serving a given customer preclude serving a
different customer who might have a greater willingness to pay a higher future price?
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THE INTERCLOUD—AS WITH RELATED CONCEPTS FROM DOMAINS BEYOND COMPUTING—PROMISES A VARIETY OF BUSINESS
BENEFITS, SUCH AS REDUCED LATENCY,
ENHANCED RELIABILITY, AND GREATER
ABILITY TO SERVICE CUSTOMER DEMAND.
Even a simple analysis can quantify what these are
under conditions of uncertainty.
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From the Editor in Chief
Editor in Chief: Maria R. Ebling n IBM T.J. Watson Research Center n ebling@us.ibm.com

Digitally Enhanced Learning?
Maria R. Ebling, IBM T.J. Watson Research Center

I

happen to be married to a professor
of computer science, a natural-born
teacher, who has some strong opinions
about teaching. We recently had a conversation about the use of pervasive
computing in the college classroom.

TEaChIng… hIgh-TECh or
Low-TECh?
Perhaps the most pervasive technology used in the college classroom is
presentation software, such as PowerPoint or Keynote. I remember receiving photocopies of lecture notes when
I was in college (I won’t say how many
years ago), and my college-aged son
tells me that at least 50 percent of his
professors (at the most amazing college
you’ve never heard of) use presentation
software in their classrooms.
I suspect it would shock many of
our academic readers to learn that
my husband rarely uses presentation
charts in his teaching. He’s not exactly
a fan of the pervasive use of presentation software in the classroom, and he
explains why in his blog, “Why I Don’t
Use PowerPoint for Teaching.”1 I won’t
go into his reasoning here (because
although presentation software might
be pervasive, it isn’t pervasive in our
sense of the meaning), but I do wonder whether he missed another problem with using presentations to teach:
what if using presentations in teaching is comparable to taking photos to
remember a vacation?

As noted in my last “From the Editor
in Chief” column,2 where I discussed
NPR’s “Bored and Brilliant” series,
it turns out that taking photos might
impact your ability to remember what
you see.3 So, does using pre-prepared
lecture notes provided in the form of
presentation charts affect our ability to
remember the broader meaning of the
lecture or to engage in the conversation? If so, perhaps there’s more value
in taking your own notes—in the process of taking the spoken and visual
information in, processing it, and summarizing it into a note in your own
handwriting. It’s certainly something
to consider.

Does using pre-prepared
lecture notes... affect our
ability to remember the
broader meaning of the
lecture or to engage in the
conversation?
But what about other technologies?
You know, pervasive ones?
What about the use of smart boards
(see http://education.smarttech.com)
in the classroom? Some of the interactive demonstrations I have seen
showing schoolchildren collaborating
on math problems and vocabulary

lessons seem very promising. But, to
the extent that these boards revert into
hardware on which to project presentations, they aren’t really living up to
their promise.
In my husband’s experience, these
boards are painful to use because the
students and professors have (largely)
not been trained in their use, and charts
advance or reverse seemingly randomly
when a naïve user accidentally touches
the board in the wrong spot. Do college
classrooms achieve the active learning
goals possible in the elementary-school
classroom?
What about the use of clickers (see
www.engaging-technologies.com /
classroom-clickers.html) in the classroom? This technology seems so simple and powerful. Imagine being able
to throw pop quizzes to test students’
understanding in real time, right in the
middle of a lesson. When I asked my
husband about this, he admitted that
he’s never had the opportunity to use
this technology, but that he would like
to try it sometime. (I told him there’s
probably an app for that!)
What about the use of smart pens
(see www.engaging-technologies.
com/smartpens.html) in the classroom? These pens record audio while
the user is taking notes. The obvious
application is for students to take
notes during a lecture (the need for
which might have already been obviated by the use of chart handouts),
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but my husband tried a different use
case. He used the Livescribe technology a couple of years ago to record
short lessons that the students could
play back at their convenience. The
lack of editing capability and flexibility on how the notes were presented
created challenges at that time. He’s
hoping that waiting a few years will
allow better support for the use case
he envisions.
What about tablets and smartphones? My husband reports that
many of his students take photos of the
white/chalk boards with their tablets
or smartphones. As of this year, all of
his students have tablets, so we’ll have
to wait and see whether he finds a use
for the tablets. Some of the available
apps seem useful, such as Anki (http://
ankisrs.net), which uses spaced repetition and active recall testing to support
learning.
Pervasive computing seems to provide
such a high potential in an educational
setting. However, we have to be careful
in how we apply it to ensure that we
don’t lose our perspective. Our goal
should ensure that we use pervasive
computing technologies to digitally
enhance student learning—not to digitally enhance education. We need to
take great care in how we apply this
technology effectively, how we train
teachers and students in its use, and
how we measure the impact that technology has on learning.

In ThIS ISSuE
The theme for this issue goes beyond
using technology to enhance learning—it’s about enhancing all aspects
of our lives. Nigel Davies, Marc Langheinrich, and Mark Billinghurst serve
as guest editors of the special issue,
which focuses on the ways in which
pervasive computing can enhance our
everyday reality. The topics discussed
range from wearable personal assistants for surgeons to smart eyeglasses.
I thank Davies, Langheinrich, and
Billinghurst for putting together this
special issue!
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PERvaSIvE BoREd and BRIllIanT ChallEngE
Before I get to this issue’s challenge, let me give you an update on one of the last
issue’s challenges about not constantly taking photos during a vacation. I tried this
in March when we went on a family cruise to the Bahamas. overall, it was nice not
to have a camera (or phone) with me all the time. It was one less thing to worry
about. I find that I do have many memories of our activities. The one difference
compared to most of our vacations is that we had a number of family portraits
taken by the on-board photographers. I wonder if those portraits will serve to
remind me of all the other activities we did that we don’t have photos of… only
time will tell. I must admit that I have mixed feelings about the experiment. on the
one hand, I am a bit saddened by the fact that I will not be able to make a photo
memory book of our experiences; on the other hand, I haven’t finished a number
of other photo memory books from previous vacations, so it is a relief to not add
another one to the list!
now for the current challenge. Smartphones clearly distract drivers. you need only
look at the statistics relating to texting while driving (see www.textinganddrivingsafety.com/texting-and-driving-stats). or, even better, watch a video of people trying
to pass their drivers test while texting (www.youtube.com/watch?v=hbjSWdwJIls).
It’s safe to say that texting is a distraction!
But have you considered the distraction smartphones cause during meals? have
you ever tried to carry on a conversation with someone engrossed in their phone?
My challenge for you this issue is to make a “no phones at dinner” rule. observe how
the conversation and the interactions change. (It helps if the kids put their phones
out of earshot so that they can’t hear the “ting” or “buzz” of a newly arrived message.) leave the digital world behind for dinner! This has been a rule in our house for
years, much to the displeasure of the local teenaged inhabitants. however, on the occasions when the phone doesn’t get left elsewhere, I really notice the phone’s impact
on our dinner conversation! I’m thus looking forward to the availability of dolmio’s
Pepper hacker (www.youtube.com/watch?v=hugv5MdF0cQ). Too bad it is still in
the early concept phase; otherwise, it would be perfect for this challenge!

This issue also includes two feature articles. In “Pervasive Computing as a Classroom-Based Course,”
Dan Chalmers gives an overview of a
course on pervasive computing taught
at the University of Sussex. He positions the course in the context of the
students and degree program and
thoroughly discusses the topics covered and mechanisms of coverage.
This article should be of interest to
readers who teach, or expect to teach,
a similar course.
Dian Tjondronegoro and his colleagues discuss an app for helping groups of women support one
another during a “night on the town”
in their article, “Designing a Mobile
Social Tool that Moderates Drinking.”
They designed, built, and evaluated a
smartphone app that lets groups plan
a girls’ night out and then execute
that event in ways that support the
safety of the individuals in the group.

It helps individuals monitor their own
drinking and their friends’ whereabouts. The authors conducted focus
groups to evaluate the proposed tool
and later performed a small field trial
to learn how well the tool worked in
practice. Interestingly, the tool was
designed with a focus on female users,
a fact that comes out in the features
it offers.
Our Conferences department, written by Christos Efstratiou, Kiran
Rachuri, and Sajal Das, gives a great
overview of the 2015 IEEE International Conference on Pervasive Computing and Communications, held this
past March. They provide highlights
from the conference and help those
unable to attend in person find the
papers that are most interesting.
In our Notes from the Community
department, by Mary Baker and Justin
Manweiler, we learn about a whole
range of ideas. I really enjoyed learning
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From the editor in ChieF

From the editor in ChieF

about the acoustruments technology
that supports gestures using acoustic
manipulation and the Umati Project’s
vending machine that dispenses candy
in exchange for grading exams, though
I do wonder about the quality of the
grading received for a bag of candy.
More than anything though, I cringed
when I read about Mattel’s new “Hello
Barbie” doll. I really wish Barbie
would just stay out of the media spotlight for a while (www.youtube.com/
watch?v=NO0cvqT1tAE).4 Do we really
need Barbie listening in on kids’ play
dates? Do we trust her? I, for one, certainly do not.
In our Innovations in Ubicomp Products department, Albrecht Schmidt
discusses the challenges that pervasive computing researchers face when
taking a research concept from the
prototype stage to an actual product.
He describes the opportunity enabled
by crowdfunding sites, such as Kickstarter or Indiegogo. He also interviews
two researchers from our community,
Amanda Williams and Khai Truong,
who have experienced the productization process first hand through successful crowdfunded projects. I think you
will enjoy the war stories and lessons
learned along the way.
Our Smartphones department, written by Ca˘lin Cas¸caval, Pablo Montesinos Ortego, Behnam Robatmili,
and Darío Suárez Gracia, looks at how
multicore processing can be exploited
to speed up Web browsers on mobile
phones. In particular, they examine
how to use HTML prescanning, CSS
prefetching, and parallel processing
of JavaScript to reduce the page load
times experienced by smartphone users.
Readers who live on the edge of systems and mobility will particularly
enjoy this article.
In our Health department, Venet
Osmani looks at using smartphones to
detect the switch of states for patients
with bipolar disorder. The use of
smartphones to detect changes in a
person’s mental health status seems
to be a promising new area for early
intervention. I’m excited to see what
4

will become of this area of research in
the coming decade!

I

n closing, digitally enhanced reality
is an exciting area. Applications in
manufacturing and in supporting an
aging population are quite motivating,
but I’m still most intrigued by how technology can enhance our educational
system.
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Spotlight
Let’s Weave the Visual Web
Ramesh Jain
University of
California, Irvine

T

oday, more than 75 percent of the people
on our planet have mobile phones with
cameras, which they frequently use to capture
the moment, creating new documents (photos
and videos). A major disruption is thus taking
place in terms of how photographs are captured and the role they play in modern society.
As the saying goes, “a picture is worth a thousand words,” and this rise in digital photography offers the tantalizing possibility of joining
each image’s “words” with those of others, creating visual connections and conversations
beyond anything we’ve yet seen or imagined.
Here, I take a look at the evolution of visual
documentation and where we’re headed. We’ve
achieved nonlinear navigation for browsing text
documents; now we need to do the same for
photos and videos by building the Visual Web.

Revisiting History
Documents have been central to the sharing,
storage, and dissemination of experiences, information, and knowledge.
The earliest form of knowledge representation was cave paintings, demonstrating the visual nature of knowledge representation. Then,
as people started using languages, knowledge
sharing moved to oral traditions. The next
invention in this area was writing, followed by
printed text.
Gutenberg’s moveable printing press revolutionized the way people created, stored, and
shared information and experiences.1 This was
arguably one of the most influential innovations of the last millennium. It was so impactful
that many equate knowledge with literacy: “In
democratic nations that subscribe to meritocratic principles, it is generally assumed that
‘knowledge is power,’ and that, to a large
extent, knowledge is based on literacy.”2 Textual documents dominated the last millennium
and resulted in enormous growth in science
and technology.
Just a few decades ago, most of these documents resided in folders on various computers.
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People could share documents using tools such
as FTP, but only if they knew the document’s format, its location, and the path to that location.
Then, around 1988, Tim Berners-Lee had the following thought: “Suppose all the information
stored on computers everywhere were linked.
Suppose I could program my computer to create
a space in which anything could be linked to
anything.”3 He went on to implement the World
Wide Web, changing our world by redefining
documents, data, information, and knowledge.
The Web grew so fast that discovering the
most relevant documents, among too many
seemingly related documents, became a solemn
problem. Bookmarks were good for remembering
but not for discovering or organizing documents,
and with growth, they soon became too many to
manage. Taxonomy-based organization of the
list of documents was also overwhelming. By
introducing page-rank-based search engines,
Google solved that problem, and it’s now relatively effortless to discover text-based information on the Web.
However, traditional text-dominant documents have limitations. Information is only
discovered if it is available in text form. Furthermore, a specific language script makes it very
difficult to share experiences among people
trained in different languages. A text document
in Chinese is not useful to an English or Hindi
reader. Also, it is not useful to those who are (or
close to) illiterate. Fortunately, recent progress
in technology is likely to be transformative,
leading to a new form of documents that is
more visual and less dependent on language
and literacy. This is an exciting time in defining
how people share experiences, use information,
and create knowledge.

The Transformation to Visual Information
Visual processing is dominant in the human
sensory system. Most of our sensory receptors
are in our eyes, and approximately 90 percent
of information communicated to the brain
is visual.4 Although visual information and
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experiences have always been important for
humans, technology to capture visual experiences in the form of photographs was invented
only in 1826. Until recently, capturing photos
was expensive and time consuming, so it played
a secondary role in communicating information. That was until the end of the last century.

www.computer.org/computingedge

Figure 1. Smart cameras are universally used as a device to capture “visual
documents.” As these images exemplify, the user group is extremely diverse,
ranging from young to old, urban to rural, and tech-savvy to tech-novice users,
all over the world.

transformation. The first dimension relates to
what’s being captured. The analog camera, as
well as early digital cameras, captured only
intensity values and thus were truly only a
“visual capture” device. Increasingly, cameras
use sensors such as GPS, accelerometers, and
Gyroscopes, and they save information about
the focal length, aperture, use of flash, distance
to objects, and so on. So a camera is no longer
just a photo-capture device; it is now a
moment-capture device that can gather the
photographer’s intent as well. Your photo
knows where it was taken, when it was taken,
how the objects were captured, and more.5
The second dimension relates to recognition
technologies. Computer vision has been slowly
developing techniques to recognize objects and
activities. The availability of a large volume of
photos has helped develop better recognition
techniques. Although these techniques are still
in the early stages, their accuracy is now sufficient for the development of applications.
Thus, when you capture a photo, your camera
(via your smartphone) can use other sensors,
knowledge from the Web, and its own computing power to really understand the photo and
assign those 1,000 words to describe it.

July–September 2015

Creating and Consuming Photos
The 21st century started out differently for information and communication technology. Digital
cameras were already making digital photos easy
to capture, and they cost almost nothing. And
then came the wave of phone cameras. With
this, now most humans carry a camera ready to
capture photos of anything even remotely interesting. Capturing, storing, and sharing experiences have now become easier than the corresponding operations using text.
This is a major change in the way that information gets created and consumed. At one
time, people said that the “pen is mightier than
the sword.” Recent events have repeatedly
shown that the mobile phone camera is mightier than all. Photos and videos are becoming
the new documents. People use their smartphone camera to take and share notes more
than they use pen and paper. And this phenomenon is global, as shown in Figure 1. This has
resulted in many new approaches to the creation, storage, and use of these visual documents. Some popular applications and systems
include Facebook, Flickr, Instagram, Snapchat,
and GoPro, to name just a few, and for most
social media systems, photos are the dominate
presentation method for sharing experiences
related to events.
In the last few years, the Web has become
increasingly visual. Just a few years ago, people
shared their status on the Web in a few words.
Once photo capture became easy, these updates
started including photos, and now text-based
personal reports are being transformed into
photo-based reports. Furthermore, a completely
new style of capturing and reporting has
become popular with the introduction of selfies.
To add to all this, to capture the dynamics of
events, cameras are emerging that continuously
capture actions that people are likely to share.
The trend is to share not only carefully produced video but also spontaneously captured
short video. Videos of 5 to 30 seconds are being
used for personal reporting.
In addition to the volume of photos, two
other dimensions are important in the current

Disrupting the Collection Model
Photo albums are “made for preserving impressions and launching memories.”6 An album
thus has two important elements: collection
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and presentation. “Hard copy” photos of days
past resulted in relatively static collections of photos. Once we created an album, it was used and
distributed as a physical object. Typically, such
albums contained relevant photos presented in a
specific order. This was a successful model for
albums, scrapbooks, and even traditional books.
The digital age is now disrupting that collection model. Digital photography is breaking
the boundaries of the traditional album and
revolutionizing it to make it more relevant to
modern photography and social habits.
In his 1945 Atlantic Weekly article,7 “As We
May Think,” Vannevar Bush described how our
memory works on context-dependent associations or connections. Revisiting photos can create memory trails: looking at one photo can
evoke a thought that leads to another photo,
which in turn leads to other photos, and so on.
This process is typically triggered by some prominent attribute in a photo, which leads us to
another photo with perhaps another kind of
attribute that leads us further still. For example, I
might be looking at a group photo that includes
my friend John, which reminds me of the trip
John and I took to Singapore; a photo from that
Singapore trip might then remind of a wedding I
attended; a photo from that wedding might feature a particular style of clothing that evokes my
memory of another photo; and so on.
Given this emerging development of photos
becoming the new document, it’s natural to
think about how we might link all photos and
videos and other types of information sources.
What if I could create a space in which all visual
data was linked and could also be linked to textual information?

IEEE MultiMedia

Linking Photos
Hyperlinking might let us jump from one
photo to another—perhaps located across the
planet—based on different associations. A new
paradigm will connect visual and other documents, connecting photos, videos, text, and all
other information sources.
People have experience in linking textual
documents. However, photos are fundamentally different in the following ways:
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Photos are inherently two-dimensional
(representing a 3D space) and thus essentially nonsequential, such that we can traverse in any direction in the photo’s plane.



Photos are comprised of pixels that could
be grouped in an infinite number of ways;

ComputingEdge

effective grouping lets us understand or
interpret photos easily.



Photos typically capture real, immediate
moments in the real world; text describes
such moments from the author’s viewpoint.



Photos present objects, scenery, and people
instantaneously; to represent the same in
text often requires numerous words, which
often fail to do justice to the image and the
relationships within it.



Photo content is significantly more subjective than text; people see what they want
to see in pictures. Even the same person
might see the same picture differently over
time, depending on changes in his or her
real-world situations and events.



A photo’s semantics depend not only on its
pixel values, but also on the context in
which the picture was taken. Content and
context are yang and yin; if content is king,
then context is queen. Either content or
context alone represents incomplete, often
misleading—or simply wrong—semantics.
Complete semantics emerge when the two
elements are combined.5

Given these differences, associations and
linking among photos will be different from
those in text documents. In text, one can introduce a link simply by highlighting well-defined
text representation. Also, in the original Web,
there was only one type of link—a reference to
other documents. In photos, links might have
more diversity. Links might be to the complete
photo, from and to objects in the photo, or
even to the context of the photo.
Implicit links between photos might be created automatically using sensor-based technologies that analyze and capture context and
content. For example, in a smartphone, sensors
can automatically create links (or tags) based on
location (GPS technology), time (the phone’s
clock), or the photo’s subject (facial recognition). Advances in content analysis might soon
allow recognizing and linking specific objects in
photos to those in other photos or information
sources. Explicit links between photos might be
created when the user assigns additional information at capture time, such as his or her emotion, or the significance of the photo or its
relevance to other photos. As a result, different
types of implicit links (captured by sensors) and

January 2016

explicit links (assigned by photographers) will
synergistically co-exist for both the complete
photo and for individual objects within it. And
all of these links will become an integral part of
the photo to be used when and as desired.

Visual Navigation and Search
When hyperlinks were introduced in documents to create the Web, browsers were
designed to go through a document. Once the
number of documents increased, it was important to develop search engines to find most relevant documents. We are already facing a similar
problem with photos.
Searching for a Photo
The problem of searching for a photo has been
a topic of research for quite some time, and
now the problem is even more important,
given the large number of photos captured and
stored by people—talk about searching for a
needle in a haystack! Much of the research and
development efforts in computer vision and
multimedia content analysis have focused on
developing techniques for object and concept
recognition with the goal of finding, for example, “photos that contain a dog,” “photos of a
sunset,” or “photos taken at Times Square.”
Lately, recognition systems have been performing well enough to build impressive systems, such as Google Photos, which was
released just as I finished writing this department. Google Photos is essentially a database of
photos that makes it easier to search for photos
based on queries using



people (who is in the photo),



other objects (what is in the photo),



when the photo was taken (time), and



where the photo was taken (location).

is the result of an implied intent of the person
taking the photo. This intent results in selecting the viewpoint that captures the four Ws
and is clearly the result of a fifth W—that is,
“why.” In fact, all five Ws are essential to
understanding the photo. The “who, what,
when, and where” are explicit features of the
photo, while the “why” is an implicit result of
the intent and thus must be inferred from the
context of the photo. Given the current state of
technology, this is a difficult task. However, the
person creating the document—capturing the
photo—might also provide this information,
which is what authoring environments did
when linking textual documents. This is where
explicit manual links might play an important
role in linking visual information effectively.
Searching from a Photo
As discussed, associations are important in creating memories and building knowledge.3,7
Suppose that I am looking at a photo, such as
the one shown in Figure 2. The following questions might come to mind:

 Where was this photo taken?
 What was the event?
 Do I have other photos from the event?
 Who is the first person on the left in the
photo, and who are the people sitting next
to me?

 Do I have other photos of these people?
 I vaguely recall doing something interesting after the event … what did I do? Do I
have photos of that event?

 Was the beer good? Where can I buy it in

www.computer.org/computingedge

 Those are nice name tags. Where were they
made?
These questions are not related to the typical
search in a browser. Rather, they are related to
finding more information about interesting elements in the photo. When reading an online
document, you might use hyperlinks to go to
relevant documents, or you might perform a
multiple-step Google search to answer certain
questions. The problem is not finding the
answer but finding it easily and effortlessly. The

July–September 2015

Clearly, progress in computer vision technology has made the first two items feasible, and
the next two items are possible thanks to the
availability of timestamps and GPS information
for each photo. Powerful search environments
can now be implemented by converting these
items into tags and associating those tags with
photos in the database. Recent announcements
about search by Flickr and Google are establishing a clear trend in this direction.
However, photos are more than these four
Ws (who, what, when, and where). Each photo

US?
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Figure 2. When looking at a photo, many thoughts come to mind related to
people, places, and events in the photo. These may be the associative links.

real issue is the associative search that was so
eloquently championed by Bush.7 The Web
addressed this issue for text documents by
hyperlinking some words with relevant documents using standard citation mechanism. Similarly, on the Visual Web, it should be possible
to use nonlinear navigation to go to other
documents of interest.

Building the Visual Web
Creating and growing a Web requires two essential user-centric operations: link creation and
nonlinear navigation from the document. However, these operations must be reconsidered for
photos. To understand and explore the related
issues, a small company that I cofounded with
Pinaki Sinha and Neil Jain has implemented an
early prototype of the Visual Web in a smartphone app called Krumbs (http://krumbs.net).

IEEE MultiMedia

The Krumbs App
In Krumbs, a photo is considered a visual experience of a moment, which is characterized by
other contextual bits, called “krumbs,” related
to the moment. These krumbs are either
directly captured by sensors in the smartphone
or can be derived by using some sensory information with available knowledge sources on
the Web or on the personal smartphone. Using
these sources, a good amount of relevant information related to the moment can be inferred
and associated with the moment.
As shown in Figure 3a, Krumbs lets a person
express his or her intention or reaction to the
moment using an emoji that acts as the camera
button to capture the photo. Using the emoji
and context, Krumbs creates an informative caption for the moment that can be used in sharing
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the experience. Each emoji is associated with an
annotation and is used as a mechanism for the
photographer to express his or her intent.
For each photo, the system creates four types
of links: events, places, emojis, and people.
Eventually, more classes of links will be added,
such as objects. These links appear on each
photo (see Figure 3b) and also through a steering wheel for searching the gallery of photos
(see Figure 3c). These links are the associative
mechanisms that result in nonlinear navigation
of photos. This is the essence of the Web. Touching any of the links leads to the gallery containing all photos related to the link (see Figure 3c).
In this resulting gallery, the photos can be
presented in chronological order or in the order
of their K-score (compellingness score) as computed by the modified version of the photoranking algorithm.8 The “events” links are
semantic and represent real-life events, such as a
wedding, dinner, meeting, hike, or trip. Using
time, location, and other sources of information,
the event links are inferred, sometimes with
some help from the photographer. The “place”
link offers more than latitude-longitude data,
and it uses reverse geocoding combined with
other sources of information. The “emoji” links
represent the photographer’s intent, while the
“people” links relate to the people in a photo.
The search environment in Krumbs presents
related events, places, people, and emoji information, enhanced with ontological information for places and events, as shown in upper
right corner of Figure 3c. Events, places, people,
and objects are suggested automatically by recognition algorithms but can be modified by the
photo creator to express this as a link rather
than an automatic classification. The current
version of the system has links at the photo
level, but links at the object level will soon be
introduced as well.
Research Challenges
Many research and development challenges
need to be addressed in building a Web that
links all visual documents connected to other
visual and nonvisual documents. Here, I focus
on some of the key multimedia-related challenges (as opposed to the Web-systems issues,
which are equally important but out of scope
for this discussion).
Visual-document address. As each photo or
video is captured, it should be automatically
assigned an address, which will serve as the
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(a)

(b)

(c)

Figure 3. The Krumbs app: (a) Moment capture is done using an emoji that associates with the moment the intent/reaction of the
person. (b) Each moment captured has the photo and its associated links. (c) The gallery resulting from each association includes a
search icon that takes you to the search environment for Krumbs (top green arrow) and a steering wheel for finding how many
moments are associated with each link (lower green arrow).

universal photo (resource) identifier. During its
edit and transfers to other places, it is not clear
when a visual document should be considered a
new document and be assigned a new address.
Also, how to maintain a link between the original captured document and its offspring’s might
be a tricky issue.
Transfer protocol. Once photos and videos
have links, how should the hyperlinked documents be represented and transferred? The linking structure is likely to be very different, and
will require its own protocol. Similarly, people
might want to present the same photo using
different linguistic or application information.
The protocol should address these issues.

Ranking. Page-ranking resulted in a powerful
mechanism to assign importance to documents

www.computer.org/computingedge

Contextual processing. Until recently, people
referred to content as “the king,” but now context is becoming more dominant through different sensors. (See, for example, Age of Context,
by Robert Scoble and Shel Israel.9) Moreover,
this trend seems to just be in its early stage.
With the emergence of smartphones and now
several wearable sensors that keep getting better
as well as smaller, measuring anything and
everything you want, context is increasingly
becoming more powerful and important, determining both the relevance and role of content.
Mobile phones have clearly established that
context plays the primary role in searches. On
desktops, the location was not important, but
on mobile devices, it is a top priority.

July–September 2015

Authoring and presentation. HTML was designed to deal with the presentation of documents, and XML was designed to manage metadata effectively. Can they be modified for
photos and videos, or do we need new tools?

and present them in a form that people find
convenient—a rank-ordered list. Given that
millions of photos are taken at a place or of an
object, how do we rank them based on their
perceived relevance to people? What should go
into a photo-ranking algorithm? When should
this rank be computed? What is the role of the
creator? Should the viewer be also considered
in the ranking?
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Content analysis. Most research in computer
vision and multimedia has addressed recognition using pixel values. With advances in computing and the availability of big data, much
better tools are emerging for recognition.
Learning techniques require training data, and
the quality of the data determines the quality of
the model that the learning machine will use.
Furthermore, the model’s design must account
for the context in which the particular learning
machine will operate—each machine works
effectively in that context only. Consequently,
during the training phase, the context is carefully coded in the learning algorithm.10 How
can these algorithms be made more general so
they can work in a wider context?
Knowledge in the Visual Web. Researchers
need to be aware of the photo as a linked knowledge element that could be very effectively associated with other knowledge elements to
provide a more holistic view of events and experiences A photo thus captured might be, by
itself, worth only a thousand words—but as a
strongly multi-linked element that is part of
thousands of thousand-word elements, it could
be worth millions of words or more. How to harvest this knowledge from the Visual Web will be
a very rewarding and challenging problem.
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t will be interesting to see what kind of applications emerge for the Visual Web. As mentioned, searching from a picture (associative
search) for objects, concepts, people, opinions,
and such will be very useful. This is the primary
mode of learning from and enjoying photos.
Traditional image-search problems will be more
effectively solved in this environment. But the
more exciting applications will emerge from visual knowledge that transcends traditional language-dependent knowledge mechanisms. A
farmer in India could contribute effectively to
research in agriculture in collaboration with
farmers in China and Brazil using only visual
knowledge captured, collected, and shared with
them. One of the simplest example applications, even without the linked photo mechanism, is PhotoSynth (https://photosynth.net), a
huge collection of photos that could be used to
virtually explore a monument.11
With the Visual Web, people will be able to
explore everything from monuments to diseases, and from objects to activities, by collecting visual data from lots of people, in the proper

ComputingEdge

context, helping them understand subtle and
sophisticated concepts. This Visual Web will let
people use their most important sensory processing ability to effectively address next-generation challenges. It will be the basis for universal
experience sharing and knowledge creation,
independent of traditional literacy levels. MM
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Our Dynamic Future
Pete Beckman | Argonne National Laboratory and Northwestern University

L

ast month, as I tossed my bags in a rental car at the
airport, I noticed that the car was particularly new. I
was quite surprised, however, when I drove up to the
first stop sign, and the car suddenly died. It was as if
I had run out of gas or turned off the ignition. However, as
soon as I took my foot off the brake pedal, the engine started itself back up. I pushed on the accelerator, and the car
jumped forward. Over the next couple of days, I explored
this advanced fuel-saving feature, trying to understand under what circumstances the car’s algorithms would decide it
could save gas by temporarily shutting off and how quickly
I could jump forward after moving my foot from brake to
accelerator as the car automatically started itself and slowly
adjusted the throttle.
Dynamic power management is everywhere, from cars
and mobile phones to home heating and cooling. One of the
key technology changes making advanced power management possible for your automobile is the shift to fly-by-wire
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controls. The driver only indicates intent—an internal control system then selects the optimal throttle setting or brake
pressure, all in an effort to improve efficiency. Modern highend CPUs follow this pattern, and this new reality will fundamentally change how we write extreme-scale applications.
Algorithmic Efficiency
For years, CPUs optimized for the mobile market have been
designed to automatically reduce power by lowering chip
voltage and clock frequency as computational demand decreased (dynamic voltage and frequency scaling [DVFS]).
The reduction in power could extend battery life. In the
high-performance computing (HPC) domain, this feature
was frequently disabled, so the CPU could run at full clock
speed without slowing down to save fuel when the program
drove up to a stop sign. In 2012, Barry Rountree and his
colleagues at Lawrence Livermore National Laboratories
reported that, to their knowledge, none of the systems in
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the Top500 used DVFS to save power or energy
(http://ieeexplore.ieee.org/xpl/articleDetails.jsp?rel
oad=true&arnumber=6270741). Why?
Algorithms are designed to be efficient with respect to an abstract machine model that provides
the programmer with a simplified model of how
code will execute on real hardware. The model is
intended to reflect, in as simple a way as possible,
the tradeoffs a programmer must make. For example, randomized memory accesses will be slower
than accesses with regular strides. Local memory
is significantly faster than sending messages to
remote nodes. Data reuse can improve cache performance. For decades, an assumption reflected in
our abstract machine is that “equal work executes
in equal time.” Programmers understand that if
equal-sized chunks of work are distributed across
an extreme-scale platform, the CPUs will execute
the work in equal time, unless there’s a significant anomaly. Algorithms are designed to work
efficiently so long as the model remains correct—
“equal work executes in equal time.”
However, if one CPU is slow for some reason,
the entire computation often becomes as slow as
the slowest CPU. The faster CPUs arrive at a barrier
or time step early, and then spin wait until the last
CPU completes its work. Experiments have shown
many reasons for why a CPU might be slower—it
could have faulty RAM and be forced to do error
correction periodically, maybe a misconfigured system script is running in the background, or maybe
the node is disadvantaged in the interconnect topology, sharing switches with other jobs. Whatever
the reason, when equal work doesn’t execute in
equal time, the abstract machine model fails, and
many HPC algorithms perform poorly. Therefore,
DVFS has largely been undesirable in HPC: allowing even one CPU to slow down to save power
could impact thousands of other CPUs waiting for
the chunk of work to complete.
Boosting More Power
Although DVFS was largely a technology to save
power and could be disabled, today’s high-end
CPUs can only burst up to maximum performance
for short periods of time before automatically slowing down. They simply can’t run at maximum
clock speed for an entire HPC job. Their highest
performance can’t be sustained for long periods.
On Intel CPUs, this feature is called Turbo Boost,
but all CPU vendors have a similar feature. For
example, on an Intel Haswell CPU, the base CPU
clock speed is a respectable 2.3 GHz. But for short
www.computer.org/computingedge
www.computer.org/cise

periods, one or more of the cores can burst up to
3.6 GHz before the internal temperature forces the
core back down to a more modest clock rate. Essentially, the clock speed can be boosted by more
than 50 percent for very short periods. Even more
remarkable is the Intel Core-M CPU, designed for
the mobile market. The baseline clock rate can be
boosted 140 percent for short bursts.
Large HPC centers face an interesting set
of choices. Turbo Boost can be disabled and the
chips prevented from ramping up to their highest levels of performance for short periods of time,
thereby eliminating a source of variability in system performance, or Turbo Boost can be enabled,
allowing CPUs to periodically achieve higher performance—which increases the variability within
the system and breaks the “equal work executes in
equal time model” that so many algorithms expect
for good performance.
Many HPC centers have decided to enable
Turbo Boost, and yes, the individual performance
of each node is now more variable. More importantly, our future is now a little clearer. For years,
the challenges of power and resilience have been
heralded as game changers for exascale. But how do
those challenges translate to the impact on computational scientists writing large-scale applications?
Power and heat are precious resources. As we push
toward more powerful CPUs, heat and power management will continue to be handed over to complex internal CPU control systems. While there’s
certainly much room and need for research into
how software controls could link with compilers to
predict where and for how long to temporarily use
Turbo Boost modes, at this moment, the CPU’s internal control system runs the show. Go over the
speed limit for too long, and no matter how hard
you stomp on the accelerator, the CPU will begin
to slow down until the engine can cool off. Future
CPUs will have more variability with more adaptive, dynamic control systems, not fewer. Computational scientists should expect more performance
variability in CPUs. The abstract machine model
that assumes “equal work executes in equal time”
must be replaced with a model that assumes execution times with significant variability that could
average out over longer frames of reference.
From a programming perspective, overlapping
computation and communication is good but not
sufficient to address this new need. The programmer must also work with advanced runtime layers
to absorb short-lived slowdowns on some nodes or
possibly manage dynamic workload balancing. Of
39
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course, computer science researchers have already
treaded this path. More dynamic programming
frameworks such as Charm++, CILK, Argobots,
and Parsec are available, and scientists have been
exploring this space.

T

he question that remains unanswered is how
dynamic our programs will need to be. At this
point, we know the trend, we know the performance impact for some classes of problems, and we
know the trend will continue. However, we don’t
yet have a good understanding of how much dynamism must be available in the runtime system
in eight years. We can safely recommend that users begin exploring where their algorithms assume
equal work executes in equal time and how algorithms could be refashioned and runtime systems

used to efficiently execute code on tomorrow’s leadership platforms.
Pete Beckman co-directs the Northwestern-Argonne
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The Future of E-infrastructures
Judith Segal, Marian Petre, and Helen Sharp | The Open University

Public funding bodies in the UK and the US have published documents laying out a broadly similar
vision for funding the development of e-infrastructures to support scientific collaborations. Analyzing these
documents reveals much to commend in them as well as some weaknesses that could lead to failure
to achieve their aims. One such weakness is lack of adequate recognition of the effect of the academic
reward structure on the development and deployment of e-infrastructures.

T

he search for the Higgs boson, the huge advances in
genetics, the improvements in weather forecasting,
the growing understanding of climate change,
and many other recent and ongoing high-profile
scientific research endeavors depend on collaboration among
scientists. These collaborations in turn depend on hardware
and software infrastructure, referred to as e-infrastructure
in the UK and as cyberinfrastructure in the US (we use the
terms interchangeably in this article).
Large amounts of public money have been invested in
e-infrastructure—in the UK alone, the e-Science program
funded projects worth more than £213 million between
2001 and 2006 (www.epsrc.ac.uk/newsevents/pubs/rcukreview-of-e-science-2009-building-a-uk-foundation-for-thetransformative-enhancement-of-research-and-innovation/).
After the program’s completion, the UK Engineering and
Physical Sciences Research Council (EPSRC) consulted with
the relevant community to reflect on how e-infrastructure
might best be developed and deployed in the future. These
deliberations resulted in three documents published in 2012:
a strategy document and an action plan (both available
from www.epsrc.ac.uk/research/ourportfolio/themes/
researchinfrastructure/subthemes/einfrastructure/software/),
and a report on research software engineers (www.software.
ac.uk/resources/get-speed). These documents were synthesized
and expanded into an e-infrastructure roadmap (www.epsrc.
ac.uk/research/ourportfolio/themes/researchinfrastructure/
subthemes/einfrastructure/strategy/roadmap/). This roadmap is intended to be used by both scientists and peer reviewers to check that projects being proposed for funding are
42
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consistent with the national strategy. In the US, the National
Science Foundation (NSF) published similar documents in
2012, setting up a framework for developing and deploying
cyberinfrastructure (www.nsf.gov/cise/aci/cif21/CIF21Vision
2012current.pdf ), as well as a vision and strategy for software for science, engineering, and education (www.nsf.gov/
publications/pub_summ.jsp?ods_key=nsf12113).
Recent research has revealed that an e-collaboration’s
success doesn’t depend solely on its hardware and software underpinning. Rather, the people involved and the
cultural, social, and organizational contexts in which
they work—the human infrastructure—play a significant role.1,2 Here, we focus on the human infrastructure
involved in developing the underpinning software rather
than on the scientific collaborations per se. We analyzed
the funders’ documents from the perspective of this focus
and in the light of recent empirical studies on e-infrastructure development.
Throughout this article, we include illustrative examples from a four-year-long field study (2006 to 2010) of the
development of a relatively small e-infrastructure software
package, a laboratory information management system for
the use of protein scientists that we call FLIMS (field study
laboratory information management system).
Commitments Made in the Funders’ Documents
In our opinion, the most important contributions made in
the documents are the declarations of the funding councils’
commitments to funding infrastructure development and to
enhancing the value of scientist developers.
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Funding was secured only after a further aim was added: to promote
data standards so as to enable interoperability between different
structural biology software programs and between these programs and
instruments used in structural biology.
Funding Infrastructure Software Development
The commitment to fund infrastructure development by
both the EPSRC and the NSF is already being made concrete
in calls for proposals. Examples in the UK include proposals
for the development of software for use in computational science and engineering, and for “novel software tools” for the
biosciences (www.epsrc.ac.uk/funding/calls/softwarefuture
and www.bbsrc.ac.uk/funding/opportunities/2012/2012tools-resources-development-call2.aspx, respectively). In
the US, a specific NSF program—SI2, Software Infrastructure for Sustained Innovation (www.nsf.gov/funding/
pgm_summ.jsp?pims_id=503489)—funds the development
of scientific software elements and infrastructure, and the
establishment of scientific software innovation institutes.
Before the commitment, Rob Baxter and his colleagues
describe the situation in the UK prior to 2012 as follows:
“Until recently … Research Councils have had no funding
policy for software development and sustainability which
has led to the need to disguise such development in grant
proposals.”3 The consequences of disguise could be very
harmful.
In the case of the UK e-Science program, the stated aim
was to facilitate collaborations between scientists. However,
rather than focusing on the scientists, establishing their requirements, and then developing a robust infrastructure, the
thrust of the e-Science program was on computer science
research. The first call was explicit in this regard (http://
web.archive.org/web/20010628022656/http://www.epsrc.
ac.uk/EPSRCWEB/MAIN/SUPPRES/CURESOP/INTRO/
INTRO. asp?Return_CFP.asp): “It is expected that the majority of funding will support of [sic] people developing and
using advanced informatics techniques applied to specific
test beds.”
During the program’s implementation, it became clear
that the aim of supporting scientific collaborations was being compromised by the clashing interests of the computer
scientists and the scientists whom the software was intended
to support. This conflict was recognized in the program
review (http://www.epsrc.ac.uk/newsevents/pubs/?page
Number=6&resultsPerPage=25&filterSortBy=releaseDate
&filterSortOrder=asc), which quoted the following “excellent comment” from the University of Reading, UK: “Scientists often looked to computer scientists to perform the
jobs of software engineers and develop robust tools to order;
conversely, computer scientists often—quite reasonably—
www.computer.org/computingedge
www.computer.org/cise

wish to focus on the latest techniques as part of their own
research agenda.”
This situation isn’t unique to the UK. In their analysis
of four scientific collaborations in the US, David Ribes and
Thomas Finholt noted that an emphasis on computing science research leads to the production of novel software that
might be unsuitable for supporting the work practices of
scientists: “Novel platforms often do not match the extant
needs of users, do not offer the functional stability that daily
use demands, or lack the human resources to upgrade and
maintain existing technology.”4
In the case of FLIMS, the need for a laboratory information management system for protein scientists became
apparent in the early 2000s with the massive amounts of
data generated by new experimental techniques for forming
protein crystals in a lab. Early attempts to secure funding
for the FLIMS development from UK and EU sources were
unsuccessful. These early bids focused on data management,
and funding was secured only after a further aim was added: to promote data standards so as to enable interoperability between different structural biology software programs
and between these programs and instruments used in structural biology. The data standards were reified by a protein
production data model. The lead scientists behind FLIMS
described this model as an “almost complete representation
of requirements,” thus revealing that they saw requirements
primarily in terms of the identification of the data items that
should be captured in the database.
The protein production data model was initially made
central to FLIMS. According to the project manager/lead
developer, the decision to do this was somewhat controversial, and several reasons were put forward to justify it.5 The
primary reason arguably was that it furthered the cause of
data standardization. In the first release, both the relational
database schema and the user interface were generated from,
and were a reflection of, this model.
The model’s centrality adversely impacted FLIMS’s
overall development. The original plan was for FLIMS to
be developed in an iterative, incremental fashion, with subsequent releases addressing issues raised by users and introducing further functionality. But the bench scientists (the
intended primary users of FLIMS, who were largely PhD
students and postdoctoral researchers) hated the first implementation. What was important to them wasn’t the identification of the data items that needed entering into the
43
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database but rather the ease of entering and retrieving data,
the ability to copy relevant information in FLIMS to a paper or thesis, and the general usability of FLIMS.
The first release paid no attention to these requirements,
with the consequence being that the bench scientists refused
to use FLIMS, stymieing the overall plan of an iterative,
incremental development. It was clear that the FLIMS development model needed to focus less on the protein production data model and more on meeting the needs of the
bench scientists. Eventually, the development grew independent of the model, and the aim of supporting data standardization was quietly jettisoned.
The impact of initially basing FLIMS development on
this model lasted a long time. Not only did it take some
years for the software to be made independent of the model, but it also took a long time to regain the interest and
engagement of potential users whose perception of FLIMS,
based on the first release, was that it was totally unusable.
Had there been a straightforward path to obtaining funding for the development of data management software for
protein scientists and thus no necessity to satisfy aims other
than the production of an effective piece of software, this
situation might not have arisen.
Enhancing the Value of Scientist Developer
We define a scientist developer as a person with high educational attainment and research experience in a particular science,
very possibly with a PhD, who develops software to support
the practice of that science. Such a person might be a scientist
end-user developer (someone who develops, or contributes
to the development of, software for his or her own scientific
use), whose self-identity is very firmly that of a scientist, or alternatively someone whose career has progressed from a focus
on scientific research to spending all, or most, of his or her
time on developing and maintaining software for his or her
speciality. People in the latter category, whom we shall call
career scientist developers, might have attended courses in software engineering and work either in academia or in industry.
This definition of scientist developer differs somewhat from
that of research software engineer,3 namely, “These individuals
combine a professional attitude to the exercise of software engineering with a deep understanding of research topics.” We
believe that in the case of most scientist end-user developers,
the professional attitude they espouse is to the science and not
to software engineering.5
The Value of Scientist Developers. We’ve observed that much

valuable software supporting scientific research, especially in
the mathematically based disciplines, is written by scientist
end-user developers.6 Perhaps the most important reason for
this is the issue of requirements and needs. Scientist end-user developers are essentially writing software for themselves;
they have a deep understanding of the problem the software
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is intended to address, and if a first coding attempt isn’t satisfactory, they can modify and extend the code at will without having to explain their needs to someone else.5
However, one of the significant characteristics of scientist end-user development is its localization: the software
is intended (initially) to address one particular problem for
(at most) a small group of scientists at a particular point in
time. Such software is in some sense the exact opposite of
e-infrastructure software, which is intended to support a
wide variety of users doing a wide variety of tasks over a
long timeframe.
Nonetheless, scientist developers can provide a great deal
of value to an e-infrastructure development. Baxter and his
colleagues, focusing on career science developers, emphasize
how their understanding of research culture gives them an
edge as scientific software developers over generalist contract
programmers.3 Judith Segal and Chris Morris describe how
a scientist end-user developer, being respected both as a scientist and a scientific software developer, acted as an effective bridge between scientists and developers and, by visiting
prospective user labs and discussing his experience of using
FLIMS, increased the community of users.7 The authors also
describe how the same scientist end-user developer and two
career scientist developers made suggestions based on their
knowledge of the science and their experience of using scientific software, which increased both the usability and flexibility of FLIMS. The project manager/lead developer is of the
opinion that these suggestions were crucial to the eventual
success of FLIMS.
Scientists’ Perceptions of Scientist End-User Developers. Segal

conducted a series of interviews with scientist end-user developers in 2007.6 One emergent theme in those interviews
was the lack of recognition ascribed by scientists to the value
of software development knowledge and skills, and to the
time required for software development. Interviewees talked
of the perceptions of many scientists that “everyone” knows
how to develop software as part of their skills base and that
development can be “spun off” outside formal work hours,
for example, “in half an hour over your lunch time.”
The lack of recognition of the particular skills and value of scientific end-user developers has been acknowledged
since the early days of scientific infrastructure software.8
More recently, writers have argued that science is a reputation economy, with reputation being based on scientific
publications, and that scientists’ endeavors in developing—
and even more so, in maintaining—software to support
their community in its practice of science count for very
little in strengthening that reputation.9
Our experience is that, in some cases, a publication
is associated with a piece of software: the developer publishes a description of the software in a journal dedicated
to techniques and tools in that particular science, and use
January 2016
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of the software is permitted only on condition that the
user cites the paper when publishing his or her scientific
results. However, this isn’t a panacea to the problem of
recognizing the importance of scientist end-user developers. One issue is that, in a culture that appears not to
recognize the knowledge and skill involved in software
development, journals dedicated to techniques and tools
might not have the same status among scientists as journals that focus on the science. Another problem is that
of recognizing maintenance and further development—
there can’t be a separate paper for each new version of the
software. And yet, without maintenance, software can
swiftly fall into disuse.
The Funders’ View of Scientist Developers. Both the NSF and

the EPSRC are clear that scientist developers are undervalued.
According to the NSF (www.nsf.gov/pubs/2014/nsf14059/
nsf14059.jsp), “Scientists and engineers who develop software … for their research spend significant time in the
initial development of software …. Despite the growing importance of software products, the effort required for their
production is neither recognized nor rewarded.” The EPSRC
roadmap states “There is a … growing need to recognise the
role and value of the research software engineer” (www.epsrc.
ac.uk/research/ourportfolio/themes/researchinfrastructure/
subthemes/einfrastructure/strategy/roadmap/).
There are several ways in which the perceived value of
scientist developers might be enhanced. One way is to refer to them specifically in funding calls.3 The FLIMS field
study demonstrates that this hasn’t always been the case in
the past. The FLIMS principal investigator said in an interview that people are often recruited to develop scientific
software, not on the basis of their software development
skills, but because they’re perceived as being useful people
within their research groups, and their current funding is
in jeopardy.5 This attitude toward developer appointments is
wholly consistent with the view expressed above that “everyone” knows how to develop software.
One consequence of undervaluing scientist developers
is the lack of a clear career path. With respect to scientist
end-user developers, who are often PhD students or postdoctoral researchers, the traditional career path is PhD →
postdoctoral position → tenure (although in recent years, it
has become increasingly difficult to achieve the last step of
this path10). We noted earlier the primacy of publications to
a scientist’s reputation and hence to his or her progression
on an academic career path and the difficulty of reflecting
the value of software development in publications. The implication of this is that ambitious scientists might be wary of
spending too much time on software development.
Implicitly acknowledging this, the EPSRC roadmap
explores ways in which recognition of software’s value
within academic communities, and hence recognition of its
www.computer.org/computingedge
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developers, might be achieved independently of publications.
Currently, the system for assessing the excellence of research
in UK higher education institutions is the REF (Research
Excellence Framework; www.ref.ac.uk), which published
its results in December 2014 (http://results.ref.ac.uk/). The
REF’s findings affect the allocation of government funding
to particular institutions for academic research. As Baxter
and his colleagues explain,3 the REF allows for the recognition of software deliverables through its system for impact
measurement. However, the concept of evaluating software
impact on scientific research is relatively new, and it isn’t
obvious how such impact might be recognized or measured. This problem is explicitly recognized in the NSF’s
“Dear colleague” letter (www.nsf.gov/pubs/2014/nsf14059/
nsf14059.jsp), which invites proposals for workshops and
exploratory research to investigate the use of metrics for
software usage and impact together with novel methods of
citation and attribution. The goal here is that the technologists involved in cyberinfrastructure, including the software
developers, might be credited for their contribution.
The situation is complicated by the fact that development
of scientific software isn’t enough; software has to be maintained to continue to be useful. And software maintenance,
even more so than software development, isn’t an activity
that’s particularly respected in an academic environment. As
Ribes and Finholt say,4 “the work of maintenance (while crucial) is often thankless, of low status and difficult to track.”
The vision documents suggest at least two ways in
which scientist end-user developers might maintain and extend software without it encroaching too much on the time
spent directly on science and building up their reputation
in the traditional way. The first is that scientist end-user developers create software with a view from the start of making it robust and maintainable. The Software Sustainability
Institute (www.software.ac.uk) is funded by the EPSRC to
offer advice and support in achieving this. For its part, the
NSF aims to establish scientific software innovation institutes—which it calls “long-term community-wide hubs of
excellence”—to provide, among other things, expertise and
education in scientific software development. The second
way is for scientist end-user developers to make their software open source. The vision documents emphasize the software sharing aspect of the open source model, but shared
maintenance and extended development is also supported.
Career scientist developers working in academia are often on fixed-term, project-related contracts. This poses the
risk that, having worked hard to understand how the project
software might best support the scientists and the science,
the developer then leaves, taking away his or her understanding. The EPSRC implicitly acknowledges that solutions to
this problem aren’t immediately forthcoming by stating an
intention of working with the Software Sustainability Institute to produce a report on “research software engineers.”
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Finally, we applaud the commitment stated in both
the EPSRC and the NSF documents to enhance the value
of scientist developers by supporting training in software
engineering and in providing new tools and techniques
throughout their careers.
Some Weaknesses in the Documents
In the light of the empirical studies, we identified some
weaknesses in the documents which could be detrimental
to the choice of projects to be funded, to the execution of
such projects, and to the training/education of scientist
developers in software engineering.
Using Terms without Elaboration
Two caveats became apparent to us on reading the funders’
documents both concerning the use of terms without
elaboration. The danger is that these unelaborated terms
might be misinterpreted so that resources for both project
funding and training might be wasted.
The documents abound with the context-free use of the
first term, “best practice.” Examples include “software engineering professionals are trained in best practices,”3 “all
researchers must be exposed to best practices in software
development,”3 and “the NSF will invest in activities that
… provide new curricula and methods to teach students
at all levels and across all disciplines best practices for software engineering” (www.nsf.gov/publications/pub_summ.
jsp?ods_key=nsf12113). Nowhere in the documents is it
acknowledged that no single set of “best practices” exists
in software engineering. In fact, such practices are strongly
dependent on the context of development: what works well
in one type of software development (such as commercial
projects with well-understood needs) might be the wrong
choice for another (such as scientific research projects with
emergent needs). As Vic Basili and his colleagues noted in
their study of the development practices in the high-performance computing (HPC) community, “Several software
engineering practices generally considered good ideas in
other development environments are quite mismatched to
the needs of the HPC community.”11 This quote is especially apposite as people who develop and use HPC form
a significant part of the community of cyberinfrastructure
users and developers.
The second term is “innovation” and its companion
“novelty,” both of which are used frequently in the documents without elaboration. Examples include “supporting
innovation” stated as an objective in the EPSRC software
strategy and “innovation in software provision” in the
EPSRC roadmap. Although “innovation” or “innovative”
are generally used in the NSF documents to refer to the science enabled by cyberinfrastructure, they also appear in relation to software, as in “innovative new software elements.”
These usages beg the question: innovation of what?
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We feel it’s important that the term “innovation” be interpreted broadly. What is vital for e-infrastructure software
is that it supports the scientist in the most effective manner,
where the exact meaning of the term “effective” depends on
the context. The innovation might well lie in the application of well-established methods and techniques of computer science and software engineering to the development of
e-infrastructure software rather than in the development
of new methods and techniques. If the interpretation of innovation or novelty relates only to the development of new
methods and techniques and this becomes an important criterion for funding, the pitfalls experienced by the e-Science
program might well recur.
Requirements of Scientists as Well as of Science
It’s gratifying to note that both the EPSRC and the NSF
see their e-infrastructure programs as being driven by the
needs of science. For example, the EPSRC roadmap explicitly states that “the UK will have a computing ecosystem that
is … responsive to meet the needs of internationally competitive science,” and the NSF states that “CIF21 is driven
by science, engineering and education needs” (www.nsf.gov/
cise/aci/cif21/CIF21Vision2012current.pdf). The problem
is that the needs of science aren’t necessarily the needs of
scientists, yet both sets of needs must be met insofar as is
possible.
Given that it’s widely accepted that scientific software
requirements emerge largely in use12, a common overall development plan for scientific software is to release a first version that both provides hands-on users with something of
immediate value and is designed with usability in mind, so
that users are naturally inclined to deploy it and can then
comment meaningfully on its features and design. The
FLIMS field study provides an example of how this development plan can be stymied if the two criteria of value and
usability are not met, even when use of the software is mandated. In one lab where the use of FLIMS was compulsory,
rather than enter the details of an experimental procedure
in the expected structured manner, bench scientists instead
used a function intended for images and uploaded the relevant Word documents in which they had described their
experiments. This action met their obligation to use FLIMS,
but the unstructured data contained in this document
was, of course, impossible to aggregate with the structured
data already in the database and very difficult to include in
searches. These bench scientists clearly didn’t regard FLIMS
as useful software in the process of evolution and themselves
as active agents of that evolution—rather, they saw FLIMS
as a nuisance to be worked around.
Our concern is this: if this point isn’t emphasized in
the funders’ documents, proposers and reviewers might
not appreciate the importance of meeting the needs of scientists as well as the needs of science. Although the NSF
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document does refer to scientists’ requirements as being one
of the drivers of cyberinfrastructure development, it never
mentions usability. The EPSRC roadmap does, but only peripherally. This lack of emphasis might lead to challenges in
executing projects, such as was the case with FLIMS.
A Fundamental Challenge to Collaborations
The raison d’être of e-infrastructure is to support collaborations often, though not always, of scientists. Although “collaboration” is an oft-used term in the funders’ documents,
nothing is said about the challenges thereof: they are many,
varied, and merit a whole discipline to unravel, understand,
and address. The challenge that we focus on here is that
posed by the academic reward structure.
The current scientific polemic stresses the benefits of
interorganizational, interdisciplinary, and international collaboration—witness the activity centered on CERN and the
Large Hadron Collider, the UK e-Science program, and the
various cyberinfrastructure-enabled research programs in
the US.13 The current reward structure doesn’t match the
polemic but is instead centered on competition between individuals—for example, the UK’s REF focuses on individual institutions, researchers, and units of discipline.
This, of course, profoundly affects collaborations. For example, scientists typically face a quandary when it comes to
sharing data: Should they share it freely or hide it from others,
at least for a time, to give themselves a competitive advantage?
This quandary might lead to difficulties in developing the underlying e-infrastructure. This was the case in FLIMS, where
the project manager found it hard to elicit the access requirements that the lead scientists desired for their data.7 In some
cases, the reward structure goes so far as to deter scientists
from forming collaborations. For example, collaborations frequently lead to multi-authored papers. Ruth Müller describes
the perception of postdoctoral researchers in the life sciences
that first- or single-authored papers are essential to their finding permanent positions.14 According to Muller, this leads researchers to believe that the smart way of working is “alone if
possible and collaborating only if necessary.”
We would have welcomed some sort of acknowledgment of this anomalous situation, encouraging collaboration while rewarding individual effort, in the funders’
documents.

G

iven our analysis of the funders’ documents, one suggestion for future work is to encourage more empirical
studies of scientific software developments and of scientists using software. Such studies might illuminate how requirements for both scientists and the science can best be
established, how scientists might best be supported by software, and how the various established methods of software
engineering might be matched with the various contexts

www.computer.org/computingedge
www.computer.org/cise

of scientific software development. We’re heartened by the
move toward interdisciplinary empirical studies to investigate further the impacts of the cultural, social, and organizational context of software infrastructure development on
that development. An example of this is the establishment of
the NSF’s Science of Science and Innovation Policy (SCISIP;
www.nsf.gov/funding/pgm_summ.jsp?pims_id=501084),
which has the overall aim of improving the science policy
decision process based on evidence from empirical studies.
We believe there remains a major obstacle to enabling
collaborations of scientists and programmers to develop effective e-infrastructures and to fulfilling the potential of
such e-infrastructures in facilitating profound scientific
innovations. This obstacle lies within the current culture
in which scientists work (in the Western world at least). Although both funding bodies recognize the need to address
one aspect of this culture, the undervaluing of scientist developers, neither grasps the nettle of another aspect, that of
the reward structure being based on individual achievement
in a single discipline rather than collaborative achievement
in multidisciplinary settings as encouraged by current scientific rhetoric. We strongly suggest that the funding bodies
should seize all available opportunities to discuss and address this issue with other interested parties.
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Out of Bounds
Gerard J. Holzmann
IN SOFTWARE CERTIFICATION
courses at JPL we emphasize that
writing reliable code requires the
development of a keen sensitivity
to system bounds. In any computer
only a finite amount of memory is
available to perform computations,
only a finite amount of time is
available to do so, and every object
we store and modify is necessarily
finite. All resources are bounded.
Stacks are bounded, queues are
bounded, file system capacity is
bounded, and, yes, even numbers
are bounded. This makes the world
of computer science very different
from the world of mathematics,
but too few people take this into
account when they write code. Perhaps the problem is that in most
cases it doesn’t matter much if
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you’re aware of the limitations of
your computer because things will
work correctly anyway, most of
the time.
There’s a great Peanuts strip in
which Peppermint Patty explains to
a schoolmate that algebra isn’t really all that hard: “x is almost always eleven, and y is almost always
nine,” she explains patiently. In
math, if x and y are both positive,
then it’s clear that their sum must
be larger than both x and y. Not in
a computer. If we use signed 32-bit
integers, this property holds only if
the sum is less than about two billion. Because that will be true most
of the time, it’s safe to say that when
we increment x with a positive value,
the result will “almost always” be
greater than the original.

Almost Always
Assume we’re maintaining a signed
32-bit counter. We start it off at zero
and increment it once every second.
If we keep doing that, the counter
will take about 68 years to overflow.
This is in fact how the number of
seconds was stored in the original
Unix operating system, with a clock
value of zero corresponding, by convention, to 1 January 1970. This
method for recording time clearly
has limitations. The 32-bit Unix
clock can record only a time span
of about 136 years: from December
1901 (recorded as negative numbers
counting seconds before January
1970) until January 2038. If we keep
a Unix box running long enough, the
equivalent of the Y2K problem will
occur on Tuesday, 19 January 2038,
when time will appear to switch
back to 13 December 1901.
Fixing the Unix clock isn’t hard.
If we simply move the counter to a
64-bit number, the overflow won’t
occur for about 293 billion years.
Even though this amount of time
isn’t unbounded, it’s likely long
enough, given that our solar system
is expected to come to a fiery end
before this counter can reach a mere
five billion years.
Things change if we start counting time at a fi ner resolution than
seconds. If, for instance, we increment our 32-bit counter once every
100 ms, a signed counter will overflow in about 6.8 years, an unsigned
one in 13.6 years. If we increase the
precision to one increment every 10
ms, a signed counter will overflow in
248.6 days, an unsigned one in 497.1
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days. Remember those numbers;
we’ll see them again. Table 1 summarizes them.

Spacecraft Time
The Deep Impact mission launched
in January 2005. Its embedded controller calculated time as the number
of 100-ms intervals that had elapsed
since 1 January 2000. Adding 13.6
years gives us a date in August 2013,
well beyond the originally intended
lifetime for this mission. The spacecraft was designed to launch an impactor to collide with the comet Tempel 1 and study its composition from
the resulting dust cloud. The spacecraft completed that mission on 4
July 2005.
Spacecraft often pick up additional duties after successfully completing their primary mission, provided they have sufficient resources
left. On a first extended mission,
Deep Impact completed a flyby of
the comet Hartley 2 in November
2010. After that, it still had enough
fuel for another extended mission, a
flyby of asteroid 2002 GT. If all had
gone well, the now-renamed spacecraft EPOXI would have reached
that asteroid in 2020.
But it was not to be. The clock
counter on the spacecraft overflowed
on 13 August 2013, which triggered
an exception. The exception tripped
a reset of the spacecraft that should
have put it into its safe mode. Naturally, the reset cleared everything in
memory except the spacecraft clock,
which meant that the spacecraft
ended up in a reset cycle. Even in this
desperate mode, ground controllers
can do things to recover a spacecraft
by issuing “hardware commands”
that bypass the main CPU. However, this type of intervention must
be done quickly, before the spacecraft loses track of earth and can no
www.computer.org/computingedge

TABLE 1
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How time resolution affects counter overflow.
If you increment a 32bit counter once every

A signed counter will
overflow in

An unsigned counter
will overflow in

1s

68.1 yrs.

136.2 yrs.

100 ms

6.8 yrs.

13.6 yrs.

10 ms

248.6 days = 0.68 yrs.

497.1 days = 1.36 yrs.

longer receive commands. The help
didn’t come in time, and the spacecraft was declared lost on 20 September 2013—killed by a 32-bit counter.
It is, alas, not the only example
of integer overflow causing problems
even in safety-critical systems.

Airplanes
A Boeing 787 passenger plane (the
Dreamliner) has many parts, many
of which have embedded controllers.
Those controllers are likely to have
internal clocks and count time. The
embedded controllers in the Boeing’s GCUs (generator control units)
maintain time in 10-ms increments.
The corresponding counters are
stored as signed 32-bit numbers. At
this point, you might want to glance
back at Table 1 before reading on.
On 9 July 2015, the US Federal
Aviation Administration issued an
airworthiness directive (AD) to
all airlines instructing them to reboot the GCUs on all Boeing 787s
at least once every 248 days.1 The
directive said, “We are issuing this
AD to prevent loss of all AC electrical power, which could result in
loss of control of the airplane.” It
explained, “This AD was prompted
by the determination that a Model
787 airplane that has been powered
continuously for 248 days can lose
all alternating current (AC) electrical power due to the generator control units (GCUs) simultaneously
going into failsafe mode. This condition is caused by a software counter internal to the GCUs … that

will overflow after 248 days of continuous power.”
We already know where the 248
days came from, but it’s still remarkable to see how often this type
of programming flaw can occur in
practice, even in systems that have
passed fairly rigorous certification.
The software for a commercial airplane is generally developed and
tested with great care. The development process must comply with the
stipulations of the DO-178B standard (and its successor DO-178C).
The Boeing 787 software was certainly not written in a rush. The
first 787 was shown publically on 8
July 2007, and the first flight took
place on 15 December 2009. The
first commercial flight was two years
later. We can assume that the plane,
and its control software, had been in
development for a good number of
years at that point. When the overflow problem was discovered in early
2015, close to 300 of the planes were
in operation.

Resource Limits
It seems counterintuitive that failures in highly complex systems can
have these embarrassingly simple
causes. The reason might be that the
really difficult design issues typically
get ample attention; it’s the simple
stuff that can get neglected. This
can explain why hitting a known resource bound can bring a system to
the brink of failure. Examples are
easy to find; here I describe two that
were in the news fairly recently.
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LightSail
On 20 May 2015, the Planetary Society launched a small spacecraft
for a test flight. The mission, called
LightSail, aimed to test a large solar
sail. The test flight hit a snag in just
two days. A mission update from 26
May described the problem: “LightSail is likely now frozen, not unlike
the way a desktop computer suddenly stops responding.”2
The cause was relatively simple.
An onboard log file stored a record
of all telemetry data transmitted by
the craft; when that file exceeded
32 Mbytes, it crashed the flight system. Why 32 Mbytes? This wasn’t
explained in the press releases, but
this limit matches a limit of the old
FAT12 file system, which some embedded systems still use. The FAT12
design used 16-bit addresses to store
sequences of 512-byte blocks in the
file system, and yes, 216 × 512 bytes
comes out to 32 Mbytes.

Curiosity
Another example is much closer to
home for me. The Mars Science Laboratory was designed and built at the lab
where I work. It successfully landed
Curiosity, a large rover, on the surface
of Mars on 6 August 2012. Since then,
the rover has been functioning reliably,
but its software has experienced a few
glitches along the way.
One of those glitches occurred
almost six months after the landing, on 27 February 2013. The trigger was the sudden failure of a bank
of flash memory. The rover software
uses flash memory to maintain a file
system for storing temporary data
files, containing telemetry and images from the mission, before they’re
downlinked to earth. The software
was designed to place the flash file
system in read-only mode when
something unexpected happens. So,
when the bank failed, that’s precisely
what happened.
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During normal operation of the
rover, many tasks use the file system to store temporary data products. Because the flash hardware can
be slow and a large amount of data
must be stored, the software uses a
buffering method that can temporarily store data in RAM before it’s
migrated to the flash file system and
then downlinked to earth. All this
worked perfectly, almost always.
Knowing that all resources in
an embedded system are bounded,
we can ask, what happens when the
RAM fills up? If this system is designed properly this should happen
rarely, and it shouldn’t last long because the data temporarily stored in
RAM will eventually drain to flash
memory. So, in this rare case, the
rover computer suspends the dataproducing tasks until enough RAM
frees up for them to resume executing.
We can also ask, what happens
when the flash memory fills up? This
event should be even rarer because
mission managers are required to
keep a substantial margin of flash
memory free throughout the mission.
However, if it does happen, the software is designed to start freeing flash
memory by deleting low-priority files
until a sufficient margin is restored.
The higher-priority files that live
in flash memory eventually will be
transmitted to earth, and the space
they occupy can be freed again.
All of that looked solid enough
to pass all design reviews, code reviews, and unit tests that try to push
the known resource limits. But one
case wasn’t tested—the one that happened on Mars in February 2013.
When the flash memory is in readonly mode owing to a hardware error, no further changes can be made:
it can’t add or delete any more data.
The RAM now slowly fills up with
new data products, waiting for those
data products to migrate to flash
memory. At some point the RAM
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can’t accommodate any more data.
The data-producing tasks are now
suspended one by one, until all activity on the rover freezes.
If this story has an upside, it’s
that even in this seemingly desperate
case, the ground controllers recovered the spacecraft and restored normal operations within days. And our
log of lessons learned grew by one
more item. We can only hope that
the log will be bounded, too.

S

hould you be worried? Programmers do, of course,
know that all the resources
they work with are bounded. But it
can be hard to keep reminding ourselves of this sobering fact. Given
the frequency with which boundsrelated problems happen, it’s wise
to plan for them. Perform deliberate
unit and system tests that reach, and
try to exceed, known system limits.
When using a 32-bit clock, perform
tests with the clock set forward 248
days, 1.3 years, and 13.6 years, and
see whether the system still works
correctly. Of course you’ll have a
long time to think about it if you
forget one of these tests, but you’ll
surely sleep better if you don’t.
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his essay hearkens back to the roots of IEEE
Intelligent Systems in the era of expert sys-

tems. Our purpose is to motivate research and development on a form of training that could help us
achieve accelerated learning.1 There is growing
awareness of the need to design training that enables people to attain high levels of proficiency,
and to accomplish that goal as efficiently as possible. Human–machine work systems must be robust, adaptive, and resilient in order to cope with
the ever-increasing complexity of the workplace
and the challenges confronting society.2 We titled
this essay as a rhetorical invitation, and it culminates in a prospective vision.
Many researchers have tackled effective teaching practice.3–5 Likewise, there is growing interest
in what makes an effective learner or “cognitive
apprentice”6,7 and what makes for a good mentor.8 Most of this research focuses on primary,
secondary, and collegiate education in learning
fundamentals, such as mathematics and reading,
but does not extend to high levels of proficiency in
professional domains.
Research on instructional design and training
also shows that the gold standard for training is instruction based on one-on-one collaborative problem solving, which results in significant learning
gains over traditional classroom “lecture, then test”
training methods.9 Another significant finding is
that individuals who achieve higher proficiency levels are ones who benefitted from a good mentor’s
tutelage.

Why Mentoring?
It is widely recognized that mentoring is important in
organizational learning.10 Workforce trends are raising the stakes with regard to on-the-job training and
78

mentoring. Increasing complexity, pace of change,
pace of decision making, and worker mobility all entail fewer opportunities for mentoring.11 Because of
these trends, national policy is being formulated to
support research and development in an educational
infrastructure capable of producing the next generation of the science and technology workforce.6 Additionally, interest is growing in methods for training
to high proficiency levels.12–14
The business trade literature includes sage motivational advice about the importance of mentoring
to good leadership.15 Surveys of business managers argue that mentoring can help businesses close
skill gaps.16 The trade literature discusses the need
to transmit the knowledge of a generation of experts—retiring baby boomers—and refers to a need
for “knowledge workers” to have problem-solving
skills, judgment savvy, team skills, and people
skills. Training must go beyond traditional didactic educational or classroom methods to include
collaborative activity.16 Although the scientific literature on learning and training accords with these
ideas, we do not defi ne mentoring as an activity
that can be “anywhere, anytime,”17 nor can it be
accomplished by mentoring sessions, open mentoring, or the use of social media to create meaningful learning connections among people.16,17
The business trade literature might embrace the
fact that mentoring is itself a skill at which certain
individuals can achieve expertise. Not everyone can
be a good mentor. The scientific literature on learning and training would not concur with the simplistic egalitarian notion that “people should be
allowed to shift in and out of the mentoring program.”17 People get good at things they practice, and
this is as true for mentors as for anyone. The important questions of how to identify good mentors and
how to groom mentors also need consideration.
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The trade literature does not consider individual differences in learning styles or the differences required
for training that spans the apprentice to journeyman levels versus the
journeyman to expert levels of proficiency. Although there is reference to
the concept of accelerated learning,
there is little consideration of how to
mentor workers to high proficiency
levels.
There is some meta-analytic evidence to suggest that having a mentor
(as opposed to not having a mentor)
is associated with better training outcomes. Moreover, the types of mentoring that are associated with career
development (which include sponsorship, exposure, coaching, and protection-related activities) are better predictors of career success (objectively
assessed by promotions, compensation, and salary growth) than those
that focus on providing psychosocial support. However, the effects are
small (that is, effect sizes in the range
of 0.06 to 0.19).18,19 Unfortunately,
few studies have examined the relative influence of specific subfactors
of mentoring related to career development, such as provision of challenging assignments, personalized
feedback, career strategy advice, and
networking opportunities. But for
these variables as well, the reported
effect sizes with respect to career success (such as wages) are very small
(that is, 0.01 to 0.12).20
Hence, more research is needed in
professional fields to determine what
aspects of career development mentoring are effective. The business
trade literature is replete with recommendations and advice on mentoring,
but often with limited empirical evidence as a basis for its adoption. The
collaboration tools that some companies have created and implemented to
keep everyone connected are praised
for their successes, but the mentoring
september/october 2015
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programs do not seem to include controlled studies of actual performance.
More broadly, business leaders are
advised to cultivate a mentoring culture, engage workers at all levels in
the design and implementation of
mentoring programs, create value
and incentives for mentoring, and focus mentoring on insuring a succession of key expertise (as opposed to
the loss of capability). Some organization leaders include mentoring capacity as a part of the performance
development plan for new leaders.
Leaders themselves are advised to
serve as role models for mentoring.
This is all well and good, but much
of it is minimally actionable. Specifically, how are such things to be
achieved? What specifically is a mentoring program? How is one designed
and implemented? And what is effective mentoring, really?

Mentoring and Coaching
Modern research on expertise has
made it abundantly clear that high
proficiency is achieved only after
a great deal of hard work on tough
problems.21 There is a continuing debate concerning the relative contributions of inherent talent in the achievement of high proficiency. Many
sports coaches believe that innate
talent is a key factor in determining
which athletes achieve elite levels of
performance.22 But the importance of
coaching in the mastery of skills has
been widely recognized (for music,
athletics, and other domains).23,24
Of course, the best coaches are also
very good teachers. Beyond that, studies have shown that the best coaches
manifest many of the same features
as experts: rich knowledge, perceptual and discrimination skill, and the
ability to engage in domain-pertinent
causal reasoning.25 The best sports
coaches, for instance, are individuals
who themselves achieved the highest

level of proficiency in their sport. Finally, coaches emphasize the importance of practice (and more practice)
that directly relates to targeted athletic competitions versus athletics-related activities (swimming practice is
more important for swimmers than
cross-training in volleyball, for example). The practice has to be on tasks
that are difficult and not necessarily
enjoyable, precisely because they are
challenging and frustrating.12
Crucially, having the coach observe
the athlete’s performance, and having
the athlete observe the performance
of a model (another expert performer,
such as the coach himself), provides
additional information about performance that augments traditional
sources of feedback (such as knowledge of results and verbal instruction
from the coach), and this can help the
trainee improve.26 However, much of
the observational learning directed by
sports coaches is often behavioral in
nature and focused on helping athletes refine psychomotor performance
to a point of automaticity27 or identifying environmental information that
will facilitate perception-action coupling.28 In contrast, cognitive modeling facilitates the learner’s goal of
building a contextually sensitive, internal conceptual model of the expert
performance that can support strategic, tactical, and operational performance in varied settings.6 In addition,
such mental models support the development of metacognitive skills such as
self-monitoring, self-evaluation, and
error detection and correction.6 Both
the traditional coach and mentor must
be able to apprehend the trainee’s mental models and capabilities and then
push the trainee to the next level,
without pushing too hard. Although
current definitions of coaching and
mentoring have blurred the distinction between them (for a review, see
work by Vanessa Dennen29), in the
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traditional coach-trainee relation (that
is, in schoolhouse or traditional training settings), the coach defines the
training regimen and provides instruction and a behavioral model (especially in athletic domains). The trainee
then engages in the prescribed activities, and the coach scaffolds learning
through the fading of feedback. In
the mentor-apprentice relationship,
on the other hand, the mentor is engaged in the conduct of actual domain
tasks, with the apprentice observing
(at first), helping (as he or she gets the
hang of it), and eventually conducting
the tasks largely on their own. Thus, a
mentor is a coach, a performer, and a
(cognitive) model.
Some defining characteristics of
what might be considered good mentors have emerged from research that
has applied methods of cognitive task
analysis and workplace observation
to the study of various professional
domains.30–32 Some of these are characteristics of good teachers and good
coaches, of course, but some are
uniquely definitive of mentoring. In
particular, good mentors
• establish a relationship and an environment that fosters learning;
• are intrinsically motivated to share
their expertise, and appreciate the
fact that others do not know what
they know or possess the same skills;
• have various strategies for conveying knowledge (for example, demonstrating the task while thinking
out loud, interrogating the apprentice for the rationale behind actions, and asking the apprentice to
instruct the mentor);
• use both behavioral and cognitive
modeling approaches, illustrating
appropriate actions and decisions
in the context of the actual operational environment, and, when
warranted, guiding the apprentice’s
own performance;
80

• provide opportunities for the apprentice to learn in diverse settings
that capture a range of contextual
constraints, so that the apprentice
learns to apply his or her skills in
different contexts and adapt them
to different circumstances;
• form rich mental models of the apprentice’s knowledge and skill;
• provide junior apprentices with
particular help in forming their initial mental models of cases, for example, by promoting informationseeking strategies;
• diagnose why an apprentice is
struggling and tailor instruction to
fit the situation;
• anticipate when the apprentice will
form a reductive mental model;
• recognize the kinds of practice experiences that will force the apprentice to go beyond the current
reductive models;
• scaffold the apprentice to recognize
a flawed mental model by making a
richer mental model;
• emphasize the interconnectedness
of causes and concepts along multiple conceptual dimensions;
• scaffold the apprentice to engage
in sensemaking and thereby generate his or her own feedback, thus
teaching the apprentice to be able
to teach him or herself;
• create opportunities or scenarios
that encourage the apprentice to rethink concepts and mental models,
by triggering a cognitive conflict
and introducing a baffling event or
anomaly;
• provide support for managing increased uncertainty and cognitive
load when the apprentice is struggling with complexity, and for
dealing with the stress and frustration associated with exploring the
boundaries of the mental models
and transitioning between misconceived and well-conceived models;
and
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• provide instruction and practice in
handling ill-structured problems
with unclear or evolving goals.
Typically, the good mentor nurtures the apprentice through three
phases of an apprenticeship:
• Phase 1. The mentor works on actual problems with the apprentice’s
assistance, while making explicit to
the apprentice the strategies being
adopted and perceptual judgments
involved (that might otherwise remain invisible) and encouraging the
apprentice to verbalize his or her
own judgments and reasoning. The
apprentice primarily observes and
perhaps performs some rather routine chores.
• Phase 2. The apprentice conducts
some of the subtask activities but
is still an assistant, receiving supporting feedback (in the form of
reminders, hints, and suggestions;
directing attention; and asking for
summaries) that fades in order to
scaffold learning. For instance, the
mentor says, “Get me the adjustable pivot spanner,” without indicating that she needs the 3/4-inch
spanner, to see if the apprentice has
determined that on his own.
• Phase 3. The apprentice is permitted to act as a junior journeyman—
that is, to independently conduct
routine or typical cases, and to fail,
reflect on his or her performance,
and explore the boundaries of his
or her newfound capabilities—
while the mentor observes, supervises, and provides guidance as
appropriate.
In his advice to business leaders,
John Maxwell described these same
phases in mentoring as “I do it and
you watch, you do it and I watch,
then you do it alone.”15 But such
phases take us only so far.
Ieee INteLLIGeNt sYstems
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Knowledge Gaps
Researchers who have studied the
development of expertise have noted
gaps in our knowledge, such as
whether different methods are needed
for training from the apprentice to
journeyman level versus the journeyman to expert level.2,33 Little is
known about how to mentor individuals in the progression from apprentice to journeyman to expert,
and there are additional gaps in our
knowledge about mentoring itself—
gaps that beckon for empirical investigation. Little is known about how
people are selected, and how they
self-select, to become mentors. We do
not know how to go into an organization and identify people who might
become good mentors, and we have
no methodology for, or even experience in, getting prospective mentors
on a special career track for becoming good mentors as well as domain
experts.
The paucity of research on what
makes for a good mentor and good
mentoring can be partly attributed to
a historical orientation of the field of
instructional design:12
Traditionally, the culture of instructional
design is that we aren’t responsible for
the development of expertise. Expertise is
seen as the realm of individual coaching,
mentorship, and massed experience while
the systematic design of instruction has
focused—very successfully—on the codification and transmission of declarative
knowledge and procedural skills.

Might some of these gaps be addressed,
if only in part, by intelligent systems?

Intelligent Mentoring
Systems versus Intelligent
Tutoring Systems
Intelligent tutoring systems (ITSs) leverage a knowledge base of concepts
and production rules gleaned from
september/october 2015
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cognitive task analysis with domain
experts.34 One of the earliest such
systems, Sherlock, provided tutoring to facilitate troubleshooting of
avionics test equipment for the F-15.
The Sherlock training focused on
direct manipulation experiences to
promote causal reasoning skills and
the analysis of problems in terms of
system-level functionalities. Sherlock presented to trainees a series of
progressively more difficult troubleshooting scenarios that involved fault
isolation and provided explanations
of the expert’s reasoning along the
way. To increase representativeness
of the training, it was implemented
in a high-fidelity mockup of the actual technician’s avionics test station.
In a test of Sherlock training, senior
apprentices (having three years of experience) outperformed a group of
experts having 10 or more years of
experience.35 It was estimated that
approximately 25 hours of Sherlock
training was the equivalent of four
years of on-the-job training.13,36
J.D. Fletcher reported a study that
used an ITS for training the Navy’s information technology troubleshooters.37 Thirty-two students, selected for
the “A” school training, received a 16week program of instruction that included two weeks of training using a
prototype ITS developed by DARPA.
The ITS was designed specifically
to provide “best practices of human
expert tutors” at solving problems
in information technology troubleshooting.37 At the end of the training,
trainees were given a series of troubleshooting problems (spanning a range
of difficulty) in three settings: a virtual
laboratory, an instrumented laboratory, and aboard Navy ships. Experienced technicians solved about 85 percent of the problems, with about 60
percent of the solutions rated as excellent. The students who had received
the ITS tutoring solved 97 percent of

the problems with 90 percent rated
excellent. The training raised the performance of newly trained technicians
from the 50th percentile to the 98th
percentile. The trainees had mastered
all the school content in two weeks,
becoming technicians with skill levels comparable to that of technicians
with 12 years of experience. This is
a clear demonstration of accelerated
proficiency, noteworthy because it included a demonstration of transfer to
the operational context.
Instruction using ITSs has shown
gains of one standard deviation or
more over other methods.38,39 Thus,
we know that it is possible to accelerate from apprentice to journeyman proficiency levels. Acceleration
beyond that, to high proficiency,
would be possible only if an ITS incorporated the expert’s “tough case
knowledge.” Sherlock and other ITSs
train for fixed tasks, and fixed tasks
do not characterize modern complex cognitive work systems. Beverly
Park Woolf and colleagues suggested
that intelligent tutors must be generative—that is, able to create instructional material (such as problems,
hints, and help).40 Such a capability
would be an ingredient of an intelligent mentoring system (IMS).

Possible Paths to Intelligent
Mentoring Systems
The list of key features of good mentors suggests several requirements,
each of which represents a challenge
for intelligent systems technology and
capabilities. Foremost among them is
the basic fact that mentors do not just
teach, they also perform and model
in a manner that unpacks the cognitive complexity of the task for the
learner in a context-sensitive manner.
One possibility that immediately suggests itself for an IMS is the merger
of an ITS tutoring capability with a
full-blown AI capability, such that
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the machine could actually perform
the job tasks. Such a reincarnation
of the expert systems model does not
seem immediately viable. What might
be an alternative path?
What if we escape the trap of regarding the “system” as just the machine? An alternative is that the
system is a human-machine interdependence relationship—the theme of
several recent essays in this column.
Rather than adopting a challenge that
all the intelligence must be packed into
the machine, we might assume that
the IMS’s fundamental capability is to
generate semantically rich models of
apprentice knowledge and reasoning,
over which meaningful inference can
be conducted. We might also assume
that the cognitive task analysis that led
to the ITS knowledge base and reasoning system goes beyond current ITSs—
it is formed on the cognitive task
analysis of rare, unusual, and tough
cases that experts have encountered. It
might be possible, then, for the IMSapprentice interaction to evolve an
IMS capable of solving domain problems, both routine and challenging. In
this sort of IMS, cases that do not fit a
known script could be worked collaboratively by human and machine, with
both benefitting from the learning experience. It would be ideal if the IMS
could help train humans to become
good mentors as well. In traditional
expert systems, if a case did not fit the
script, the software simply balked.
There is another possible path to
IMSs, one that is more immediately
implementable than either of the two
possible paths mentioned earlier. A
virtual reality (VR) experience can
supplement knowledge acquisition.2
The Electric Power Research Institute
(EPRI) launched several projects to
develop VR-based training.41 In one
project, a simulation showed valve
disassembly and assembly procedures.
Also, step-by-step disassembly and
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assembly sequences were provided, requiring the trainee to select the correct
next step. The VR system also played
into the process of capturing and
sharing the most proficient workers’
knowledge. That is, the virtual valve
model was used for eliciting valuable tacit (undocumented) knowledge
from experts as they went through the
valve maintenance procedure. This
knowledge was hyperlinked to valve
parts and could be accessed by clicking on the displayed links. The virtual
valve and associated knowledge could
then be made available to trainees.
This approach of using a VR training system to also capture expert
knowledge can be turned on its head.
Experience in the creation of concept
map–based knowledge models has
demonstrated that learners benefit significantly from what we call “shoulder standing.”42 Hyperlinked into the
concept maps are video clips in which
the expert (whose knowledge is represented in the Cmaps) explains concepts or procedures. This might be
thought of as a form of mentoring,
and we refer to it as a “virtual reality
plus knowledge” (VR+K) model.
EPRI developed a VR+K model of a
pressurizer room in a nuclear power
plant.41 Virtual models were created
from laser scans of the actual room.
One model showed the room, but
with colors added to surfaces representing the different radiation levels.
The models were used to elicit valuable knowledge from experts as they
went through scenarios for welding
tasks. This knowledge was linked
to appropriate locations on the virtual models and could be accessed
by clicking on displayed hyperlinks.
The models were used to train outage
contractors who had to perform this
dangerous welding work.
Figure 1 presents a mock-up of what
a VR+K system might look like. The
top panel shows a simulated room in
www.computer.org/intelligent
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an industrial plant. A particular element of the plant is marked by a
bull’s-eye. Clicking on that reveals
the knowledge pertinent to that highlighted element, with a hyperlink to a
brief video presentation by the expert
(shown in the bottom panel).
EPRI saw two highly significant benefits from its VR-based training system.
Time for rework due to worker errors
was reduced because of more effective training and availability of expert
knowledge. Workers received significantly lower radiation doses because
efficient maintenance entailed reduced
exposure time, and workers became
aware of the “hot” area locations as
shown in the virtual model with colorized radiation levels. “It was estimated that a worker trained with a virtual valve would require about 5 to 10
percent less time to perform the actual
maintenance. This is attributable to the
worker developing a better mental representation of the valve design and how
to disassemble and reassemble them
correctly.”41

This VR+K vision for an intelligent

mentoring system is perhaps grandiose; it is certainly a stretch. The
knowledge that is concept mapped
in Figure 1 is sparse, to be sure. But
the challenges confronting society—
which can be addressed only by complex human–machine work systems—
demand that we develop methods for
intelligent mentoring based on cognitive task analysis to reveal the reasoning strategies of mentors, especially as
they deal with challenging mentoring
situations. Experienced workers frequently are motivated to share their
“tough case” knowledge, but because
the bureaucracy assumes that mentoring will occur, experts are often left
not knowing how to proceed, or even
that their knowledge is critical and
highly informative to apprentices.
Ieee INteLLIGeNt sYstems
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IEEE Cloud Computing
Call for Papers

A

lthough cloud technologies have been advanced and adopted at an astonishing
pace, much work remains. IEEE Cloud Computing seeks to foster the evolution of
cloud computing and provide a forum for reporting original research, exchanging
experiences, and developing best practices.
IEEE Cloud Computing magazine seeks accessible, useful papers on the latest peer-reviewed
developments in cloud computing. Topics include, but aren’t limited to:
• Cloud architectures (delivery models and deployments),
• Cloud management (balancing automation and robustness with monitoring and
maintenance),
• Cloud security and privacy (issues stemming from technology, process and governance,
international law, and legal frameworks),
• Cloud services (cloud services drive and are driven by consumer demand; as markets
change, so do the types of services being offered),
• Cloud experiences and adoption (deployment scenarios and consumer expectations),
• Cloud and adjacent technology trends (exploring trends in the market and impacts on
and influences of cloud computing),
• Cloud economics (direct and indirect costs of cloud computing on the consumer;
sustainable models for providers),
• Cloud standardization and compliance (facilitating the standardization of cloud tech and
test suites for compliance), and
• Cloud governance (transparency of processes, legal frameworks, and consumer
monitoring and reporting).
Submissions will be subject to IEEE Cloud Computing magazine’s peer-review process.
Articles should be at most 6,000 words, with a maximum of 15 references, and should be
understandable to a broad audience of people interested in cloud computing, big data, and
related application areas. The writing style should be down to earth, practical, and original.
All accepted articles will be edited according to the IEEE Computer Society style guide.
Submit your papers through Manuscript Central at https://mc.manuscriptcentral.com/ccm-cs.
If you have any questions, feel free to email lead editor Brian Brannon at bbrannon@computer.org.

www.computer.org/cloudcomputing

CAREER OPPORTUNITIES
MOBILEIRON, INC. is recruiting for
our Mountain View, CA office: Sr. Performance Engineer: Design, develop,
implement, enhance and aggregate
testing methods for new features in software products to existing performance
automation framework, and maintain
existing performance framework. Mail
resume w/job code #36434 to: MobileIron, Attn.: HR, 415 E. Middlefield Rd.,
Mountain View, CA 94043.
SR SOLUTION INTEGRATION ARCHITECT. (Plano, TX) Prov tech suprt to
custs & staff on CA Clarity Projct & Portfolio Mgmt (“PPM”). Prvde visible tech
leadershp across the gbl Clarity PPM
prod line. Debug apps & examne memory heap dumps to idntfy bugs & create
fixes. Liaise with s’ware dvlpmnt team
to report faults & test & validate s’ware
fixes. REQS: 5 yrs exp in job &/or rel occup. Must have exp w/ Clarity PPM (func
& tech), Clarity Admin, Clarity Studio,
XML Open Gateway (XOG), Bus Process
Mgmt (BPM); Oracle, & MS databases,
Java, XML/XSLT, Eclipse Mem Anlyzr
Tool (MAT), SOAP/WSDL/REST web svc
APIs; Anlyzng Clarity PPM Product Java
source code & performing prob source
ident using code debuggers & code

logic inspection; Eval tech probs to detrmn root cause & creating diag tools
to improve prod supportability; Using
traces, dumps, debuggers, & reviewing
prod source code to resrch & investigate tech questions or Clarity PPM defects; Collab with Supp Planning Team
for integ prod solution sets to drive prod
direction through enhncmnts or fixes.
Send resume to: Althea Wilson, CA
Technologies, One CA Plaza, Islandia,
NY 11749, Refer to Requisition #117521.
LEAD SOFTWARE DEVELOPERS &
SOFTWARE DEVELOPERS sought by
growing global IT services firm. Lead
Software Develper reqs Master’s or
equiv in CS, Comp Applications, Engg or
related & 12 mos’ relevant indus exp. We
will also consider applicants w/ Bach’s or
equiv in above stated fields & 5 yrs’ progressively responsible relevant indus
exp. Software Developer reqs Bach’s or
equiv in CS, Comp Applications, Engg
or related & 2 yrs’ relevant indus exp.
All positions based out of San Jose, CA
HQ & are subject to relocation to various unanticipated locations throughout
US. Qualified applicants mail resume
noting desired position to: HR Manager,
Happiest Minds Technologies Pvt. Ltd.,

2051 Junction Ave, Ste 208, San Jose,
CA 95131.
MANAGER, INFORMATION DELIVERY.
The Travelers Indemnity Company has
an opening in Hartford, CT for a Manager, Information Delivery. Design, develop, automate, compile, & prepare reports. Contribute to solution design and
implementation of strategic plans for
Info. Delivery. Execute unit & integration testing, and validate results. Document spec. for deliverables & developed system testing strategy & plans.
Guide documentation (Knowledge Acquisitions Process). Provide oversight
for IT solutions, provide root cause analysis of defects & schedule correction.
Must possess at least a bachelor’s or
its equiv. in MIS, Mathematics, Finance,
Statistics, Electrical Engineering, Computer Science, Computer Engineering
or a related field & at least 3 yrs. of work
exp. in Information Delivery or a related
field. In the alt., at least a master’s or
its equiv. in MIS, Mathematics, Finance,
Statistics, Electrical Engineering, Computer Science, Computer Engineering or
a related field & at least 1 yr. of work exp.
in Information Delivery or a related field
would be acceptable. Must possess

Cisco Systems, Inc. is accepting resumes for the following positions:
ALLENTOWN, PA: Technical Leader (Ref.# ALL5): Lead Reliability
engineering team on projects to design, develop and test Silicon
Photonics technologies and products.
AUSTIN, TX: Software Engineer (Ref.# AUS2): Responsible for the
definition, design, development, test, debugging, release, enhancement
or maintenance of networking software. Customer Support Engineer
(Ref.# AUS5): Responsible for providing technical support regarding
the company’s proprietary systems and software. IT Engineer (Ref.#
AUS14): Responsible for development, support and implementation of
major system functionality of company’s proprietary networking products.
Telecommuting permitted.
BELLEVUE, WA: Consulting Systems Engineer (Ref.# BEL9): Provide
specific end-to-end solutions and architecture consulting, technical
and sales support for major account opportunities at the theater, area,
or operation level. Telecommuting permitted and travel may be required
to various unanticipated locations throughout the United States. Network
Consulting Engineer (Ref.# BEL1): Responsible for the support and
delivery of Advanced Services to company’s major accounts.
DENVER, CO: Software Engineer (Ref.# DEN5): Responsible for the
definition, design, development, test, debugging, release, enhancement or
maintenance of networking software. Telecommuting permitted.
NEW YORK, NY: Systems Engineer (Ref.# NY5): Provide business-level
guidance to the account team or operation on technology trends and
competitive threats, both at a technical and business level.
ROSEMONT, IL: Systems Engineer (Ref.# ROSE16): Provide businesslevel guidance to the account team or operation on technology trends and
competitive threats, both at a technical and business level.Telecommuting
permitted and travel may be required to various unanticipated locations
throughout the United States. Network Consulting Engineer (Ref.#

ROSE15): Responsible for the support and delivery of Advanced Services
to company’s major accounts. Telecommuting permitted and travel may
be required to various unanticipated locations throughout the United
States.
SAN FRANCISCO, CA: CNG Staff (Supply Chain Manager) (Ref.#
SF23): Develop and execute global supply chain strategies. Ensure
product supply plans to support sales, while maintaining appropriate
inventory levels. CNG Member of Technical Staff (Ref.# SF24): Develop
advanced telephony features, e.g. transfer and ad hoc conference calling,
for custom hardware.
SAN JOSE/MILPITAS/SANTA CLARA, CA: Consulting Systems
Engineer (Ref.# SJ2): Provide specific end-to-end solutions and
architecture consulting, technical and sales support for major account
opportunities at the theater, area, or operation level. Practice Architect
(Ref.# SJ709): Drive design across multiple Company’s product families
and third party technologies, infrastructure and systems within the
domains of Collaboration, Mobility, Wireless and Security. Telecommuting
permitted and travel may be required to various unanticipated locations
throughout the United States. Business Architect (Ref.# SJ603): Coordinate
Invoice-To-Cash related programs with focus on revenue related initiatives
based on Oracle Platform. Telecommuting permitted. IT Manager (Ref.#
SJ182): Lead a team responsible for leading strategy definition, planning,
implementation, operation, optimization and stakeholder management of
all Payroll, Stock, Travel, Webex Social and Mobile applications, rendering
platform service and offerings. Scrum Master (Ref.# SJ291): Coordinate
and develop large engineering programs from concept to delivery.
PLEASE MAIL RESUMES WITH REFERENCE NUMBER TO CISCO
SYSTEMS, INC., ATTN: M51H, 170 W. Tasman Drive, Mail Stop:
SJC 5/1/4, San Jose, CA 95134. No phone calls please. Must be
legally authorized to work in the U.S. without sponsorship. EOE.

www.cisco.com
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CAREER OPPORTUNITIES

the following: exp. working w/ analytic
tools/models; exp. using SQL against
multiple data sources; exp. working w/
Business Intelligence; exp. w/ Information Delivery practices & processes; &
exp. w/ programming languages including SAS, SQL, UNIX, C, PIG, HIVE, VBA.
Forward resume to Lori DeBisschop,
One Tower Square, 0000-5205A, Hartford, CT 06183.
MOBILEIRON, INC. is recruiting for our
Mountain View, CA office: Sr. Sustaining
Engineer: Design and develop User Interface (Web UI) and middleware software modules on company’s Enterprise
Mobility Management platform. Write
and execute system, functional and unit
tests using tools such as TestNG and
Junit. Mail resume w/job code #35224
to: MobileIron, Attn.: HR, 415 E. Middlefield Rd., Mountain View, CA 94043.
MOBILEIRON, INC. is recruiting for our
Mountain View, CA office: Business Systems Analyst: Work with Senior Business Analysts, business process owners and end users to define business
requirements and systems enhancements. Document business process
flows and requirements. Mail resume w/
job code #35059 to: MobileIron, Attn.:
HR, 415 E. Middlefield Rd., Mountain
View, CA 94043.
MOBILEIRON, INC. is recruiting for our
San Francisco, CA office: Staff Software
Engineer: Analyze, design, program, implement, debug and modify software in
support of company’s Test Automation
Framework (TAF). Mail resume w/job
code #37054 to: MobileIron, Attn.: HR,
415 E. Middlefield Rd., Mountain View,
CA 94043.
NASSAU LENS CO., Inc. currently has
an opening in Northvale, New Jersey
for Webmaster to support, enhance existing websites, web applications, &d
databases, & provide website reporting.
To apply, please mail resume to: Attn:
Talent Acquisitions, 13455 Branchview
Lane Dallas, TX 75234 and indicate applying for Job ID 3305.
JUNIPER NETWORKS is recruiting
for our Sunnyvale, CA office: ASIC Engineer: Design, develop, modify and
deliver verification suites and tests for
ASICs that enable faster, denser, feature-rich systems. Determine design
approach using the latest verification
methodologies including UVM and enable complex feature verification suites.
Mail single-sided resume w/job code
#36486 to: Juniper Networks, Attn.: MS
A.8.429A, 1133 Innovation Way, Sunnyvale, CA 94089.

www.computer.org/computingedge

Florida International University is a comprehensive university offering 340 majors in 188 degree programs
in 23 colleges and schools, with innovative bachelor’s, master’s and doctoral programs across all disciplines
including medicine, public health, law, journalism, hospitality, and architecture. FIU is Carnegie-designated
as both a research university with high research activity and a community-engaged university. Located in
the heart of the dynamic south Florida urban region, our multiple campuses serve over 55,000 students,
placing FIU among the ten largest universities in the nation. Our annual research expenditures in excess of
$100 million and our deep commitment to engagement have made FIU the go-to solutions center for issues
ranging from local to global. FIU leads the nation in granting bachelor’s degrees, including in the STEM
fields, to minority students and is first in awarding STEM master’s degrees to Hispanics. Our students, faculty,
and staff reflect Miami’s diverse population, earning FIU the designation of Hispanic-Serving Institution. At
FIU, we are proud to be ‘Worlds Ahead’! For more information about FIU, visit fiu.edu.
The School of Computing and Information Sciences (SCIS) seeks exceptionally qualified candidates for
tenure-track and tenured faculty positions at all levels as well as non-tenure track faculty positions at
the level of Instructor, including visiting instructor appointments. SCIS is a rapidly growing program of
excellence at the University, with 30 tenure-track faculty members and over 2,000 students, including
over 80 Ph.D. students. SCIS offers B.S., M.S., and Ph.D. degrees in Computer Science, an M.S. degree in
Telecommunications and Networking, an M.S. degree in Cybersecurity, and B.S., B.A., and M.S. degrees in
Information Technology. SCIS has received over $22M in the last four years in external research funding,
has six research centers/clusters with first-class computing and support infrastructure, and enjoys broad and
dynamic industry and international partnerships.
Open-Rank Tenure Track/Tenured Positions (Job ID# 508676)
SCIS seeks exceptionally qualified candidates for tenure-track and tenured faculty positions at all levels.
We seek well-qualified candidates in all areas; researchers in the areas of computer systems, cybersecurity,
cognitive computing, data science, health informatics, and networking are particularly encouraged to apply.
Preference will be given to candidates who will enhance or complement our existing research strengths.
Ideal candidates for junior positions should have a record of exceptional research in their early careers.
Candidates for senior positions must have an active and proven record of excellence in funded research,
publications, and professional service, as well as a demonstrated ability to develop and lead collaborative
research projects. In addition to developing or expanding a high-quality research program, all successful
applicants must be committed to excellence in teaching at both the graduate and undergraduate levels. An
earned Ph.D. in Computer Science or related disciplines is required.
Non-tenure track instructor positions (Job Opening 507474)
We seek well-qualified candidates in all areas of Computer Science and Information Technology. Ideal
candidates must be committed to excellence in teaching a variety of courses at the undergraduate level.
A graduate degree in Computer Science or related disciplines is required; significant prior teaching and
industry experience and/or a Ph.D. in Computer Science is preferred.
HOW TO APPLY:
Qualified candidates for open- rank faculty positions are encouraged to apply to (Job Opening ID #508676);
and candidates for instructor positions are encouraged to apply to (Job Opening ID# 507474). Submit
applications at facultycareers.fiu.edu and attach cover letter, curriculum vitae, statement of teaching
philosophy, research statement, etc as individual attachments. Candidates will be required to provide
names and contact information for at least three references who will be contacted as determined by the
search committee. To receive full consideration, applications and required materials should be received by
December 31st, 2015. Review will continue until position is filled.
If you are interested in a visiting appointment please contact the department directly by emailing Dr. Mark
Weiss at Weiss@cis.fiu.edu. All other applicants should apply by going to facultycareers.fiu.edu.
FIU is a member of the State University System of Florida and an Equal Opportunity, Equal Access Affirmative Action
Employer. All qualified applicants will receive consideration for employment without regard to race, color, religion, sex,
national origin, disability status, protected veteran status, or any other characteristic protected by law.
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ERICSSON INC. has openings for positions in Plano, TX & Bellevue, WA:
LEARNING & DEVELOPMENT CONSULTANT in PLANO, TX __ to Consult
with internal stakeholders to analyze
business and performance gaps and
identify the best performance improvement solution and conduct classes at
customer site. Significant travel required. Job ID: 15-TX-735. NETWORK
ENGINEER in PLANO, TX __ responsible for vulnerability analysis, risk analysis, mitigation plans, incident response,
configuration management, systems
security planning. Job ID: 15-TX-2102.
SALES DIRECTOR in BELLEVUE, WA
__ to Create business transformation
deals in complex business and IT environments across technologies and platforms using global delivery models in
IOT, Cloud based solutions (Cloud Security, NFV- Network Functions Virtualization), BIG DATA Analytics, Managed Services, Operations & Business Support
Systems, Consulting & transformation,
Learning Services, and Systems Integration. Job ID: 15-WA-3486. TECHNICAL
SUPPORT ENGINEER in PLANO, TX
__ to utilize adv troubleshooting & consulting skills to enhance performance
of WCDMA & LTE Radio Access Ntwks,

utilizing 3GPP specs, protocol analyzers, performance counters & KPI matrices. Job ID: 15-TX-1162 TECHNICAL
SUPPORT ENGINEER in PLANO, TX
__ to utilize advanced troubleshooting
and consulting skills to enhance performance of WCDMA and LTE Radio Access Networks. Job ID: 15-TX-1486. To
apply mail resume to Ericsson Inc. 6300
Legacy Drive, R1-C12 Plano, TX 75024,
indicating appropriate Job ID.
TEXAS STATE UNIVERSITY. Department of Computer Science. Applications are invited for a tenure-track
Assistant Professor position in any
field of computer science to start
on September 1, 2016. Consult the
department’s recruiting page at
www.cs.txstate.edu/employment/faculty/
for job duties, qualifications, application
procedure, and information about the
department and the university. Texas
State University will not discriminate
against any person in employment or
exclude any person from participating
in or receiving the benefits of any of its
activities or programs on any basis prohibited by law, including race, color, age,
national origin, religion, sex, disability,
veterans’ status, sexual orientation,

UNIVERSITY OF MARYLAND
MARYLAND CYBERSECURITY CENTER

SENIOR FACULTY SEARCH
The University of Maryland is seeking candidates for a senior
faculty position in the Maryland Cybersecurity Center (http://
www.cyber.umd.edu). Founded in 2010, the Center has vibrant
research and educational components involving over 25 faculty
members from several academic departments across campus,
including five hired in the Department of Computer Science
and the Department of Electrical and Computer Engineering
over the past three years. The University of Maryland is also
home to ACES, the nation’s first undergraduate honors program
dedicated to cybersecurity. Candidates for the senior position are
expected to be prominent researchers in the field of cybersecurity,
defined broadly, with a strong publication and funding record.
The new hire will have a joint appointment in the Department
of Computer Science and the Department of Electrical and
Computer Engineering, as well as in the University of Maryland
Institute for Advanced Computer Studies. The opening is for an
appointment at the level of (tenured) Full Professor or (tenured)
Associate Professor, depending on the level of experience. The
appointment can be effective as early as July 1, 2016.
Applications from women and other underrepresented groups
are especially welcome.
Please apply online at https://ejobs.umd.edu (position number
121592). Applicants are strongly encouraged to submit their
applications by January 31, 2016.
The University of Maryland is an affirmative action, equal
opportunity employer. Applications completed by January 31,
2016 will receive full consideration. The position will remain
open until filled.
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gender identity, or gender expression.
Texas State is committed to increasing
the number of women and minorities
in faculty and senior administrative positions. Texas State is a member of The
Texas State University System.
CLINICAL SAS DEVELOPER: Design
& build complex data structures & analytical systems for complex reporting
requirements. Develop SAS datasets of
clinical data & develop re-usable, scalable & functional informatics solutions.
Develop, review, validate, & execute SAS
programs. Create SAS macros for data
cleaning & reporting. Develop & test experimental designs, sampling techniques,
& analytical methods. Will work in unanticipated locations. Req MS in Biology,
Chemistry, Pharmaceutical Science, or
related & 1 yr exp OR BS in Biology, Chemistry, Pharmaceutical Science, or related
& 5 yrs progressive exp. Send resume
to Feather Technologies, Inc. 1135 Kildaire
Farm Rd., Ste. 200 Cary, NC 27511.
MANAGER, PLANNING AND ESSBASE.
Job location: Miami, FL & any other unanticipated locations in U.S. Travel Required.
Duties: Architect & build Hyperion Planning & Essbase solutions. Gather & review

CLASSIFIED LINE AD SUBMISSION DETAILS: Rates are
$425.00 per column inch ($640 minimum). Eight lines per column inch and average five typeset words per line. Send copy at
least one month prior to publication date to: Debbie Sims, Classified Advertising, Computer Magazine, 10662 Los Vaqueros Circle, Los Alamitos, CA 90720; (714) 816-2138; fax (714) 821-4010.
Email: dsims@computer.org.
In order to conform to the Age Discrimination in Employment Act
and to discourage age discrimination, Computer may reject any
advertisement containing any of these phrases or similar ones:
“…recent college grads…,” “…1–4 years maximum experience…,”
“…up to 5 years experience,” or “…10 years maximum experience.” Computer reserves the right to append to any advertisement without specific notice to the advertiser. Experience ranges
are suggested minimum requirements, not maximums. Computer
assumes that since advertisers have been notified of this policy
in advance, they agree that any experience requirements, whether stated as ranges or otherwise, will be construed by the reader
as minimum requirements only. Computer encourages employers
to offer salaries that are competitive, but occasionally a salary
may be offered that is significantly below currently acceptable
levels. In such cases the reader may wish to inquire of the employer whether extenuating circumstances apply.
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business requirements & translate to tech.
solutions. Apply methodologies, solution
templates & best practices to help speed
up implementations & cut cost. Design &
develop complex calcs., Hyperion Planning web forms & reports. Build & maintain design, tech. & training docs. Review
existing solutions, identify performance
bottlenecks & provide recommendations.
Process automation via Max/Scripts, Unix
shell scripts & Windows batch scripts. Requires: M.S. degree in Comp. Sci, Eng. or
related field & 3 yrs. exp. in job offered or
3 yrs. exp. as a Sr. Consultant or Consultant. Will accept B.S. (or foreign equiv.) &
5 yrs. exp. in the comp. ind. in lieu of M.S.
& 3 yrs. exp. Concurrent exp. must incl.: 3
yrs. exp. with architect & bldg.. of Hyperion Planning Essbase solutions & 3 yrs.
exp. developing calcs. & Hyperion Planning webforms. Send resume (no calls)
to: Michelle Ramirez, The Hackett Group,
Inc., 1001 Brickell Bay Dr., Suite 3000, Miami, FL 33131.
MANAGER. Job location: Miami, FL
& any other unanticipated locations
in U.S. Travel Required. Duties: Resp.
for full lifecycle develop. in EPMA, Hyperion Essbase, Planning & DRM from
initial conception through admin. of all
environs. Work with business users to
gather requirements. Resp. for day-today project execution in an environ. Incl.
EPMA, Hyperion Essbase, EAS, FDMEE,
HFM, Hyperion Planning, Smartview &
Financial Reporting, & Shared Services.
Ensure requirements tie back to est.
performance goals & tech. direction is
consistent with long-term strategy. Assists project teams in estimating Hyperion Planning, ASO, DRM, FDMEE arch.
design effort & developing, reviewing
& arch. designs. Lead enterprise proof
of concepts on Hyperion products to
assist in defining tech. direction, enabling business strategy, maintaining
system stability, supporting multiple
versions & optimizing prod. environs.
Analyze mapping & data integration
between HFM to ASO, HFM to Planning
& Planning to ASO cubes. Coord. with
multiple teams & maintain all meta data
in DRM as a centralized repository. Design & develop appls. in client /server
OLAP models environ. using EPMA ,
Shared Services ,Hyperion Essbase,
DRM, HFM & others. Requires: M.S. degree in Comp. Sci., Eng. or related field
& 3 yrs. exp. in the job offered or 3 yrs.
exp. as a Consultant or Tech. Lead. Will
accept B.S. (or foreign equiv.) & 5 yrs.
exp. in computer ind. in lieu of M.S. & 3
yrs. exp. Concurrent exp. must incl.: 3
yrs. exp. using Hyperion, DRM, HFM &
FDMEE & 3 yrs. exp. developing OLAP
models. Send resume (no calls) to: Michelle Ramirez, The Hackett Group,
www.computer.org/computingedge

Inc., 1001 Brickell Bay Dr., Suite 3000,
Miami, FL 33131.
SPLUNK INC. has the following job
opportunities in San Francisco, CA: (1)
Interaction Designer (REQ#9Q7URW).
Design product interface for Co.’s enterprise sw. (2) Software Engineer
(REQ#9MHUN8). Design, implmnt, &
test Co.’s UI. Plan, design, & implmnt
features & components. (3) Software
Engineer (REQ#9FW4HQ). Research,
dsgn, dev, impl, & debug sw written
for security use cases. Refer to Req#
& mail resume to Splunk Inc., ATTN: J.
Aldax, 250 Brannan Street, San Francisco CA 94107. Individuals seeking
employment at Splunk are considered
without regards to race, religion, color,
national origin, ancestry, sex, gender,
gender identity, gender expression,
sexual orientation, marital status, age,
physical or mental disability or medical condition (except where physical
fitness is a valid occupational qualification), genetic information, veteran
status, or any other consideration
made unlawful by federal, state or local
laws. To review US DOL’s EEO is The

Law notice please visit: https://careers
.jobvite.com/Splunk/EEO_poster.pdf.
To review Splunk’s EEO Policy Statement please visit: http://careers.jobvite
.com/Careers/Splunk/EEO-Policy-State
ment.pdf. Pursuant to the San Francisco
Fair Chance Ordinance, we will consider
for employment qualified applicants
with arrest and conviction records.

Juniper Networks is recruiting for our Sunnyvale, CA office:
Software Engineer #36009: Analyze, design, develop and sustain packet forwarding engine architecture and its
associated software in highly complex,
high performance networks.
Software Engineer Staff #17503: Write
design and functional specification for
modules and systems that make up large
s/w system for complex customer deployments in SDN space. Develop s/w
with Continuous-Integration Model and
review codes.
ASIC Engineer #35184: Define, develop,
architect, code, modify, evaluate and
deliver verification suites and tests for
Application-Specific Integrated Circuits (ASICs) that enable faster, denser,
feature-rich systems. Determine design approaches and parameters for
test-benches using latest verification
methodologies including UVM, and enable complex feature verification suites.
Software Engineer Staff #27267: Design,

develop, troubleshoot and debug functional specifications and design documents for product software features.
Hardware Engineer #33184: Design, develop, modify, and evaluate system level
signal integrity (SI), timing analysis and
measurements for system boards and
packages. Determine design approaches and parameters for timings including
setup/hold, board timing analysis and
clock design.
Technical Support Engineer #35113: Document and reproduce customer problems, and provide technical support
to engineering department within the
organization who are diagnosing, troubleshooting, repairing and debugging
complex problems networked and/or
wireless systems. Responsible for critical customer accounts and escalation
requests, and work directly with our
customers and partners when first-line
product support has failed to isolate or
fix problems in equipment or software.

Mail single-sided resume with
job code # to
Juniper Networks
Attn: MS A.8.429A
1133 Innovation Way
Sunnyvale, CA 94089
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Apple Inc. has the following job opportunities in Cupertino, CA:
Software Development Manager
(REQ#9CZMAX ). Des & dev SW
and algorithms for autom Comp Vision systems.
Software
Engineer
Applications
(REQ#9Y7RHC) Work w/ project
mgrs. & tech teams in cross func environ, to imple & dply quality Gift
Card Sys prod.
Software Development Engineer
(REQ#9GRNXV). Research, desgn,
dev, implemnt, test & debug ntwrkng
SW, ntwrk security & distrib systs
SW for Apple devices & srvcs.
Software Development Engineer
(REQ#9EL458). Dev & maintain
LLVM compiler optimiz, code gen, &
other new compiler feats.
Software
Engineer
Applications
(REQ#9WEQ9C). Design and dev.
SW to enhance & scale content
platforms.
Software Development Engineer
(REQ#9DN422) Dlvr high quality
prod release w/a team of cell proto
test & dvlpmt engs.
Systems Design Engineer (REQ#
9FCQJA) Perform early eval of proto
& HW sys on diff wireless tech.
Travel req. 30%.
Software Engineer, Applications
(REQ#9QK3S4). Dev, create, implmnt, & supp web app dev of Sales
Traing App using large scale & high
performng, object oriented internet
techs.
Software
Engineer
Applications
(REQ#9GYR7P) Resp for the dsgn
& dvlpmnt of algorithsm & SW for
comp vision syss.
Software Development Engineer
(REQ#9FNQJR) Dvlp tech for large
scale syss, spoken lang., big data, &
artificial intelligence.
Software Development Engineer
(REQ#9EAUH8) Dsgn & implmnt
iOS apps, including architectural app
structure.
Hardware Development Engineer
(REQ#9GYR4X) Dsgn, dvlp, & integrate cutting edge display tech for
the iPod/iPhone pdct lines. Travel req
20%.
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Operations Engineer Program Lead
(REQ#9RTPZJ) Collab w/ a team of
engrs (manufacturing, DFT, SQE, &
SBE) & others in the dvlpmnt & spprt
of new battery cells that are to be incorp into all pltfrms incldng Laptops,
iPads and iPhones. Travel req 30%.
Software
Engineer
Applications
(REQ#9VSSTN). Design & implement features for Apple apps on iOS,
Apple TV, & Desktop.
ASIC Design Engineer (REQ#
9DP377). Des verif. of complex SOCs
for consumer prod’s.
Software Development Engineer
(REQ#9UMT7Y). Des & dev SW for
maps search.
Hardware Development Engineer
(REQ#9DCSUW) Dsgn, dvlp, integrate, & validate sensing tech into
Apple products. Travel req 20%.
Mechanical
Design
Engineer
(REQ#9DH548). Dev & implmnt
high precision Factory/Manfictrng
Automation processes in high vol envrmnt. Travel req’d: 35%.
ASIC Design Engineer (REQ#
9JLUE5) Resp for creating pwr pttrns
of interesting use-cases on emulation/
FPGA pltfrm & SoC silicon.
Hardware Development Engineer
(REQ#9GYVNG). Design, dev., and
launch sensing technologies for Apple
prod. Travel required 25%.
Software
Engineer
Applications
(REQ#9UA5XP). Resp. for working w/ lrg data sets, app. design and
dev. of MPP databases, SQL dev., and
troubleshooting performance issues.
Hardware Development Engineer
(REQ#9FSUJX). Dev. processes and
tech. for OLED display. Travel req.
25%
Software Development Engineer
(REQ#9QTSTG). Design and dev.
iOS app. SW
Systems Design Engineer (REQ#
9CWS4S). Prfrm lab-tstd exprmnts to
qntfy OTA RF snstvty prfrmnce data
across mltple radio technlgs: Bluetooth,
WiFi, Cellular, GNSS, NFC, and FM.
Engineering Project Lead (REQ#
9ES2X6). Resp for the tchncl sup-

ComputingEdge

prt of eng investigations & proj dev
on Apple’s Wireless Des team. Travel
REQ’d: 30%.
Software Development Engineer
(REQ#9U4RVB). Dev SW to improve
battery life for Apple’s iOS devices.
Software Development Engineer
(REQ#9FE438). Responsible for the
quality of iOS sw in assigned int’l
areas.
Software
Engineer
Applications
(REQ#9MFV8Z) Des & dev SW for
Apple Sales & Market sys.
Software Development Engineer
(REQ#9RHW2W) Dsgn & dvlp SW
for iOS Notifications & Control
Center.
System Design Engineer (REQ#
9EZ3DS). Resp. for multi-radio
co-existence perf. eval., data analysis,
and design optimization on a wide variety of proj. for various wireless tech.
including Wifi, BT, GPS, and Cellular, in order to optimize overall sys
perf. Travel req. 25%
Layout/Mask
Designer
(REQ#
9JWU7W) Layout & verify custom
RF & analog IP for complex integrated circuits.
Software
Engineer
Applications
(REQ#9XL2UN). Design, dev. and
monitor SAP NetWeaver Apps.
Engineering Project Lead (REQ#
9ZX3TQ). Resp. for successful outcomes + delivery of Apple Pay. Coord.
w/ cross functional team + internal
+ ext. resources to exec. + deliver on
Apply Pay. Travel req. 20%
Hardware
Validation
Engineer
(REQ# 9T7QS3). Des, Dev, implem
& run test proced to val prod compliance w/ protocol stds.
Software Development Engineer
(REQ#9UMT8G) Dsgn & dvlp SW
for user mngmnt, workflow & tickting syss.
Hardware Development Engineer
(REQ#9DZVB2). Responsible for the
des & dev of touch HW solutions.
Travel req’d 20%
Software
Engineer
Applications
(REQ#9M4U6L). Des & Dev tools in
Ops support for ETL frameworks.
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Engineering Project Specialist (REQ#
9DLRTZ). Resp for driving technical
issue resolutn to enable on-time silicon & meet prdct schdls.
Systems Design Engineer (REQ#
9E8QG2). Perf parametric eval of RF
perf of prods such as cell phones &
tablet devcs.
Software Engineer Systems (REQ#
9TDUPX). Build, specify, design,
dev, and launch Apple’s sensing technology product characterization and
production instrumentation SW.
Travel req. 25%.
Software Development Engineer
(REQ#9E633Q). Maintain and enhance functionality of Swift prog.
language for use in Apple tools.
Senior
Software
Lead
(REQ
#9EZ3GU). Dvlp & implmnt large
scale apps. Architect & dvlp innovative solutions to deliver prods.
Software Development Engineer
(REQ#9BRRXY) Anlyze diagnostics
& usage data from prdcts.
Software Development Engineer
(REQ#9QR3EH) Dsgn & dvlp location SW features for Apple products.
Hardware Development Engineer
(REQ#9USPFB). Generate finite element models of mech. parts, modules,
and assemblies using Abaqus.
Software Development Engineer
(REQ#9UARH2) Contribute & build
Apple’s future wireless products.
Software Development Engineer
(REQ#9HHTEE). Des, dev, & debug
SW for intelligent PA software (Siri)
on mobile devices.
Mechanical Design Engineer (REQ#
9FLQUL). Respon for design & develop of mech enclosures for Apple
prods. Travel req 45%.
Software Development Engineer
(REQ#9FSPFK). Respon for iOS
wireless sw interoperability & development engineering.
Software
Engineer
Applications
(REQ#9CKPL7). Respon for design
& implement of app server sw for
large-scale process platform for geographic data.
Software QA Engineer (REQ#

www.computer.org/computingedge

9TCUUJ). Test iWork productivity
suite in the Hebrew language, with
focus on bi-directional text support.
Software Development Engineer
(REQ# 9T9NU5). Dev. Algorithms &
SW for Computer Vision sys.
Software Development Engineer
(REQ#9FTNT7). Des & dev cutting-edge SW algrthms for embedded
camera & media frmwrks.
Localization
Engineer
(REQ#
9EZW5X). Respon for trans, proof,
& edit sw products, web content, user
interface elements & rel materials
from Eng to Danish. Fluency in written & spoken Danish.

Apple Inc. has
the following job
opportunities in Culver
City, CA:

NEW
IN 2016

IEEE TRANSACTIONS ON

SUSTAINABLE
COMPUTING
LEARN MORE
For more information
on paper submission,
featured articles, call-forpapers, and subscription
links visit:

www.computer.org/tsusc

Software Development Engineer
(REQ#9TWQX5) Create & maintain version control systms & build
mngmnt systms.

Apple Inc. has
the following job
opportunities in San
Francisco, CA:
Software Development Engineer
(REQ#9R6TK4). Create SW for algorithmic search, machine learning,
natural language processing, and artificial intelligence.

T-SUSC is financially
cosponsored by IEEE
Computer Society and IEEE
Communications Society
T-SUSC is technically cosponsored
by IEEE Council on Electronic
Design Automation

Refer to Req#
& mail resume to
Apple Inc., ATTN: L.J.
1 Infinite Loop 104-1GM
Cupertino, CA 95014.
Apple is an EOE/AA m/f/
disability/vets.
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LinkedIn Corp.
LinkedIn Corp. has openings in our Mtn View, CA location for:
Software Engineer (All Levels/Types) (SWE1215MV) Design, develop & integrate cutting-edge software
technologies; Site Reliability Engineer (6597.496) Design, develop & integrate cutting-edge software
technologies; Site Reliability Engineer (6597.639) Responsible for designing, building, operating, & maintaining crucial infrastructure which enables Engineering & Operations to successfully operate & monitor LinkedIn's
critical infrastructure & applications; Data Scientist (6597.977) Design, develop & integrate cutting-edge
software technologies; Engineer, Site Reliability (6597.1251) Gain deep knowledge of complex applications,
becoming a primary point responsible for the overall health & performance of one or more of the applications;
Manager, Software Engineering (6597.520) Provide technical guidance, career development, & mentoring to
team members.

LinkedIn Corp. has openings in our Sunnyvale, CA location for:
Software Engineer (All Levels/Types) (SWE1215SV) Design, develop & integrate cutting-edge software
technologies; Web Developer (6597.1220) Own the front-end development for one or more products & collaborate with visual/interaction designers, engineers, & product managers to launch new products, iterate on existing
features, & build a world-class user experience; Senior Product Manager (6597.721) Understand & lead the
analysis of the competitive environment, customers, & product metrics to determine the right feature set to
drive engagement & usage on LinkedIn; Staff Test Engineer (6597.1490) Design & develop advanced test suites
& necessary automation frameworks using object-oriented methodologies; Manager, Software Engineering
(6597.577) Manage an agile team of engineers to design & implement new functionality & improve existing products; Network Engineer (6597.951) Create & update network documentation & network schematics; Senior
Systems Engineer (6597.1415) Design, develop & integrate cutting-edge software technologies; Senior Web
Developer (6597.1192) Build rich, dynamic client-side interfaces using Javascript, while leveraging new technologies like HTML5, CSS3, template engines like Dust js & server-side technologies like Scala & Play; Test Engineer
(6597.1110) Design & develop advanced test suites & necessary automation frameworks using object-oriented
methodologies.

LinkedIn Corp. has openings in our San Francisco, CA location for:
Software Engineer (All Levels/Types) (SWE1215SF) Design, develop & integrate cutting-edge software
technologies; Data Analyst (6597.1178) Create & maintain insightful automated dashboards & data visualizations to track key business metrics.
Please email resume to: 6597@linkedin.com. Must ref. job code above when applying.
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Help build the next generation of systems behind Facebook's products.

Facebook, Inc.
currently has the following openings in Menlo Park, CA (various levels/types):
Data Scientist (5483J) Answer complex business questions using appropriate statistical & large-scale data analysis techniques.
Conduct research on Facebook’s products & business & write technical research reports for management & engineering. eCrimes
Investigator (5354J) Lead investigations into international accounts to identify sources of abusive behavior. Requires fluency in
English & French. Application Engineer, Oracle (5847J) Develop & maintain integrated, scalable, corporate applications. Research
Scientist (6243J) Research, design, & develop new optimization algorithms & techniques to improve the efficiency & performance of
Facebook’s services. Data Scientist (6001J) Apply your expertise in quantitative analysis, data mining, & the presentation of data to
see beyond the numbers & understand how our users interact with our core products. Product Designer (6063J) Design, prototype,
& build new features for Facebook’s website or mobile applications. Database Engineer, Oracle (6052J) Build, scale, & administer
Facebook’s internal enterprise Oracle databases, along with enterprise applications such as Oracle E-business suite, Oracle Fusion
Middleware, Microstrategy, & Tableau. Data Engineer (6399J) Design & build data reporting & visualization needs for a product or a
group of products. Application Engineer, ADF/Java (6574J) Design, develop, & deliver efficient, scalable business applications using
Oracle Technologies.
Mail resume to: Facebook, Inc. Attn: SB-GIM, 1 Hacker Way, Menlo Park, CA 94025.
Must reference job title & job# shown above, when applying.

SanDisk Corporation
has openings for the following positions in Milpitas, California:
Web Solutions Specialists (Job code: SD613): Responsible for architecting and designing Web applications and solutions.
Industrial and Operations Engineers (Job code: SD181): Assist and coordinate purchasing activities with manufacturing,
planning and engineering departments to acquire silicon components in a cost effective and timely manner.
Packaging Engineers (Job code: SD501): Conduct a high volume manufacturing end-state driven research to enable SanDisk
products.
Packaging Engineers (Job code: SD333): Develop and coordinate packaging requirements through all product life cycle
phases.
Positions located in Longmont, Colorado:
Sr. Test Development Engineers (Job code: SD671): Define, develop, execute and automate firmware validation cases for
NVMe and SATA Storage Solutions.
To apply, reference job code # & mail resume to:
SanDisk Corporation, 951 SanDisk Drive, MS: HRGM, Milpitas, CA 95035. EOE
www.computer.org/computingedge
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Renaissance
Pittsburgh Hotel
Pittsburgh, USA

July 27-30, 2016

Sponsored by:

IEEE Computer Society

http://www.ieee-iri.org/

The development of software and its’ supporting hardware, at the global level, is becoming a race for speed, memory, and mostimportantly, cost-effectiveness. Simply put, software plays an ever-increasing role in the world economy. This is currently about 20
percent of the U.S. GDP. It includes everything from providing creative decision support in cancer research to simulating nuclear
fusion reactor designs to mining big data for scientific research and business – all of which generalize to creating knowledge, which
did not previously exist. All this and more are enabled by reuse and integration.
Information Reuse and Integration (IRI) encompasses all approaches for effectively removing redundancy in the representation and
exercise of data and knowledge for incorporation into systems and applications. Data integration provides knowledge, which is more
compact and is thus of greater utility than the original data. Furthermore, IRI addresses the representation, cleansing, generalization,
validation, and reasoning strategies for the scientifically-sound and cost-effective advancement of all systems – including software,
hardware, and systems of systems (SoS). This conference explores three major tracks: information reuse, information integration, and
reusable systems (SoS). Information reuse explores theory and practice of information representation and randomization; information
integration focuses on innovative strategies and algorithms for fusing sources of data and knowledge; and, reusable systems focuses
on developing and integrating collections of systems, which provide novel cost-effective capabilities. The conference includes, but is
not limited to, the areas listed below:
• Reuse and integration in VLSI/
SoC, and Computing architectures
• Large Scale System Integration
• Component-Based Design & Reuse
• Unifying Data Models (UML,
XML, etc.) and Ontologies
• Database Integration
• Structured/Semi-structured Data
• Reuse in Software Engineering
• Data Mining & BigData
• Sensory and Information Fusion

• Automation, Integration and
Reuse Across Applications
• Security, Privacy &
Survivability
• AI & Decision Support
Systems; Heuristic
Optimization and Search
• Knowledge Management
• Fuzzy and Neural Systems
• Soft Computing
• Mobile & Cloud Computing

•
•
•
•
•
•
•
•
•

Case-Based Reasoning
Natural Language Understanding
Command & Control Systems
Human-Machine Interaction
Biomedical & Healthcare
Systems/Applications
Manufacturing Systems &
Business Process Engineering
Reuse in Modeling & Simulation
Space and Robotic Systems
Service-Oriented Architectures

• Multimedia Systems/Application
• Autonomous Agents in Webbased Systems
• Information Integration in Grid,
Mobile and Ubiquitous
Computing Environment
• Systems of Systems
• Semantic Web and Emerging
Applications
• Collaborative systems, networks
& applications

Instructions for Authors: Papers reporting original and unpublished research results pertaining to the above and related topics are
solicited. Full paper manuscripts must be in English of up to 10 pages (using the IEEE two-column template). Please visit the
conference website for submission related information. Papers will be selected based on their originality, timeliness, significance,
relevance, and clarity of presentation.
General Co-Chairs

•
•

Stuart Rubin (stuart.rubin@navy.mil)
SPAWAR Systems Center Pacific, USA
Shu-Ching Chen (chens@cs.fiu.edu)
Florida International University, USA

Program Co-Chairs

•
•
•
•

Ravi Sandhu, University of Texas, San Antonio, USA
Calton Pu, Georgia Institute of Technology, USA
James Joshi, University of Pittsburgh, USA
Konstantinos Pelechrinis, University of Pittsburgh, USA

Key Features
• Student Travel Grants Available,
• Best Paper Awards,

•
•
•

Several Workshops & Special Sessions,
Panels and Keynotes
Several Journal Special Issues

Important Dates
March 27, 2016 Paper submission deadline
April 27, 2016 Notification of acceptance
May 7, 2016 Camera-ready paper due
May 7, 2016 Presenting author registration

Confirmed Workshops (more to be added)
The 5th IEEE International Workshop on Empirical Methods for
Recognizing Inference in Text (IEEE EM-RITE 2016)
The 5th IEEE International Workshop on Information and Reuse in Health
Informatics (IRI-HI 2016)
The 5th IEEE International Workshop on Data Integration and Mining
(DIM 2016)
The 4th IEEE International Workshop on Formal Methods Integration
(FMi 2016)
The 3rd International Workshop on Information Integration in Cyber
Physical Systems (IICPS 2016)
More to come …
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This article originally appeared in
Computer, vol. 48, no. 10, 2015.

The Voracious Discipline
David Alan Grier, George Washington University

Studying computer science might help us understand
how the industry both borrows from and contributes to
other fields.

M

aking your colleagues the
subjects of your research
might be a poor career decision. Research creates
a clear division between the observers and the observed—in a moment,
researchers go from being equal colleagues to detached scholars, retreating into their own worlds and losing
their collegial connections to the field.
Yet, systematically studying computer
science might help us understand how
such research operates and how computer science both borrows from and
contributes to other fields.
Computing is a voracious discipline
that has plundered much of humankind’s intellectual endeavors. In computing’s early days, the basic computation model borrowed concepts from
biology, and the programming process
took terms from industrial engineering. By the end of the 1950s, computing was already plucking ideas from
mathematics, statistics, economics,
linguistics, management, and electrical engineering.
During computing research’s formative period, from roughly 2008 to
2012, I watched researchers borrowing
ideas from others without necessarily
understanding what they were taking.
One individual used an experimental
See www.computer.org
/computer-multimedia
for multimedia content
related to this article.
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design from psychology to test a
decidedly nonpsychological theory. A
second adopted an industrial management model without recognizing the
fields’ differences. A third used a market model without addressing some
of the basic issues with supply and
demand curves. In the end, all these
researchers contributed to the computing field, but none of them received
the full benefits of collaborating with
researchers in different fields.
If we can’t study how we appropriate ideas, we can at least study the
literature to get some idea of how
we work. If computing is a field that
merely borrows from other fields,
we might expect the motion of our
literature to be inward. Eventually,
researchers acquire what they need
from other fields and return to the
computing literature. They get most
of their ideas from computing journals and conferences, publishing their
results in those same places.
Obviously, a full study of such a
phenomenon would require a great
deal of data, a contentious debate over
the IEEE/ACM computing typology,
and a complex stochastic model. However, we can get a quick picture of how
computer scientists conduct interdisciplinary research by analyzing the
bibliographies of survey articles on
common subjects. These articles aren’t
as plentiful as I’d like, but I stumble
across them regularly enough that I
can do a few simple comparisons. For

CO M PUTE R PUBLISHED BY THE IEEE COMPUTER SOCIET Y

example, I recently found a pair of
survey articles on image processing,
the fi rst written in the early days of
the field and the second written three
years later.
Some quick computation revealed
the pattern I’ve come to expect. The
fi rst survey cited many articles from
journals outside the computing field:
optics, biology, television engineering,
mathematics, communications, and
cartography. The second survey cited
many of the same fields but had a much
smaller fraction of references in fields
outside computing. In the fi rst survey,
16 percent of the bibliography came
from IEEE or ACM publications. In the
second, that figure was 22 percent. In
addition, another quarter of the items
in the more recent bibliography came
from books that were published for
the computer science community. Two
survey articles, of course, don’t fully
establish any theory—much less a
theory about computing research as a
whole. However, they do seem to support a strategy that we innately feel.

W

hen we first start out, researchers are grateful for
any publication, including
journals in other fields. Once established, we try to produce an article for
a major periodical in our own discipline. Later, we attempt to create our
own conference or journal. I’ve heard
this story at research conferences large
and small—it suggests that we’re willing to distance ourselves from other
fields and see some value in distancing
ourselves from our colleagues.

DAVID ALAN GRIER is a professor
of science and technology policy at
George Washington University and
is the author of numerous books
about computing. Contact him at
grier@gwu.edu.
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