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The IEEE Computer 
Society’s lineup of 13 
peer-reviewed technical 

magazines covers cutting-
edge topics ranging from 
software design and computer 
graphics to Internet computing 
and security, from scientifi c 
applications and machine 
intelligence to cloud migration 
and microchip manufacturing. 
Here are highlights from recent 
issues.

Computer

Collectively, proximate devices 
can work together to off er more 
computing capabilities and a 
better user experience than 
any one device could provide 
independently. This is the focus 
of Computer’s December 2016 
special issue on multidevice 
interaction.

IEEE Software

Internet growth, the increasing 
rate of technology evolution, 
and the broad adoption of 
lean and agile methods have 
triggered a profound change 
not only in application and 
infrastructure architectures but 
also in the software architect’s 
role and responsibilities. These 
matters are addressed in IEEE 
Software’s November/December 
2016 special issue on the 
software architect’s role.

IEEE Internet Computing

Modernizing today’s critical infra-
structures and control systems 
yields better operational effi  -
ciency, saves energy, and 
im proves reliability. However, 
foundational security require-
ments must be addressed 

to guarantee that this mod-
ernization doesn’t leave systems 
vulnerable to attack. IEEE 
Internet Computing’s September/
October 2016 special issue 
explores new mechanisms 
for guaranteeing operational 
safety and security in complex 
cyber-physical systems.

Computing in Science & 
Engineering

Articles in CiSE’s November/
December 2016 special issue 
on US Department of Defense 
software engineering projects
describe eff orts such as the US 
Navy developing a new suite 
of computational mechanics 
tools to predict ship response 
and damage during military 
encounters. 

IEEE Security & Privacy

IEEE S&P’s September/October 
2016 special issue features 
three articles and a roundtable 
discussion that examine the 
relationship between security 
and usability. The authors 
seek to identify the perceptions, 
processes, and practices that 
underlie the challenges to 
achieving both security and 
usability; and to identify what 
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must change to advance the fi eld. 
The topics addressed include 
secure and usable enterprise 
authentication, barriers to usable 
security, debunking security-
usability tradeoff  myths, and the 
need for usable security APIs.

IEEE Cloud Computing

Cloud computing has become 
a promising way to strengthen 
collaboration and cooperation 
capabilities in manufacturing. 
However, the full application 
of cloud manufacturing faces 
several hurdles, with security one 
of the most challenging. “Cloud 
Manufacturing: Security, Privacy, 
and Forensic Concerns,” from 
IEEE Cloud Computing’s July/
August 2016 issue, surveys cloud 
manufacturing’s key cybersecurity 
issues and the primary approaches 
to handling them.

IEEE Computer Graphics and 
Applications

For every major sport, analysts 
extract large amounts of data 
that media, fans, athletes, and 
organizations can leverage. 
Helping with these eff orts are 
leading technology vendors, who 
have recognized sports analytics’ 
value. The ubiquity, diversity, and 
relative accessibility of sports data 
make it particularly attractive to 
visualization researchers. Motivated 
by the signifi cant growth, popularity, 
and potential of sports data 
visualization, CG&A’s September/
October 2016 special issue gathers 
state-of-the-art research on this 
emerging topic.

IEEE Intelligent Systems

Using agent technologies with 
cybersecurity applications has 
generated numerous intelligent 
approaches that mitigate online 
cyberthreats’ eff ects. IEEE Intelligent 
Systems’ September/October 2016 
special issue on these intelligent 
cybersecurity agents covers topics 
such as revising and verifying 
normative specifi cations for privacy, 
using behavioral similarity for botnet 
command-and-control discovery, 
and creating network defense with 
attack graph games.

IEEE MultiMedia

Data-driven intelligent trans-
portation systems must address 
data-quality challenges. In “Fusing 
Incomplete Multisensor Hetero-
geneous Data to Estimate Urban 
Traffi  c,” from IEEE MultiMedia’s 
July–September 2016 issue, 
the authors propose a way to 
estimate traffi  c state accurately
even without all the information 
normally required. Experiments 
demonstrate that their approach 
can accurately estimate traffi  c 
states in real time.

IEEE Annals of the History of 
Computing

In June 1992, the Internet Activities 
Board tried to push the Internet 
Engineering Task Force (IETF) to 
solve the Internet’s address-depletion 
problem. This move provoked a 
management crisis that forced 
a restructuring of the Internet 
standards governance process. 
“The Restructuring of Internet 

Standards Governance: 1987–1992,” 
from IEEE Annals’ July–September 
2016 issue, revisits the situation to 
show that the IETF, at least initially, 
sought to avoid the crisis.

IEEE Pervasive Computing

Approaches such as energy 
harvesting and power ma n-
agement can extend the battery life 
of mobile devices, wireless sensors, 
and similar systems. The articles 
in IEEE Pervasive Computing’s 
October–December 2016 special 
issue cover a range of current 
research in these areas.

IT Professional

Although we generally describe 
cybersecurity and privacy as 
going hand in hand, experts are 
increasingly seeing them as being 
in opposition, saying that we 
can have either cybersecurity or 
privacy. This topic is discussed in 
IT Pro’s September/October 2016 
special issue.

IEEE Micro

IEEE Micro’s September/October 
2016 special issue addresses 
architectural support for 
systems security.

Computing Now

The Computing Now website 
(computingnow.computer.org) 
features up-to-the-minute com-
puting news and blogs, along with 
articles ranging from peer-reviewed 
research to opinion pieces by 
industry leaders. 
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SECTION TITLESPOTLIGHT ON TRANSACTIONS

Finding Flaws in Natural 
Language Requirements 

This installment highlighting 

the work published in IEEE Computer 

Society journals comes from IEEE 

Transactions on Software Engineering.

Matthew B. Dwyer, University of Nebraska–Lincoln

A software system begins in 
a user’s mind. With some 
coaxing, the system’s “idea” 
is expressed as natural 

language requirements. These require-
ments then drive the development of 
the software. 

Existing approaches often struc-
ture natural language with templates 
that reduce ambiguity and normalize 

their format, making the requirements 
easier to understand and analyze. 

A key challenge is determining 
whether the natural language sen-
tences conform to the template for-
mat. Prior work allowed conformance 
checking, given a glossary de  ning 
the problem-domain keywords. How-
ever, practitioners often write require-
ments as a means of discovering and 

  nalizing the glossary, which is di�  -
cult to do in advance. 

In “Automated Checking of Con-
formance to Requirements Templates 
Using Natural Language Processing” 
(IEEE Trans. Software Eng., vol. 41, no. 10, 
2015, pp. 944–968), Chetan Arora and 
his colleagues explore whether mod-
ern approaches to natural language 
processing (NLP) can e� ectively   nd 
template conformance � aws in the kind 
of natural language requirements that 
practitioners create.

The authors describe the REquire-
ments Template Analyzer (RETA), which 
uses NLP text-chunking techniques to 
overcome the need for a glossary. RETA, 
shown in Figure 1, integrates with exist-
ing requirements-authoring tools, en-
hancing them with the ability to report 
on conformance with di� erent tem-
plate structures, such as Chris Rupp’s 
and EARS (Easy Approach to Require-
ments Engineering). RETA can also de-
tect problematic constructs in require-
ments; for example, the requirement 
“The S&T module shall process the 
query data and send a con  rmation to 
the database” might be ambiguous be-
cause “and” implies temporal ordering. 

The paper evaluates the proposed 
method on four case studies 
re� ecting the real-world vari-

ability found in industrial require-
ments speci  cations. This evaluation’s  
breadth and depth e� ectively settles 
the question of how to check template 
conformance of natural language re-
quirements for practicing engineers. 

MATTHEW B. DWYER is a professor 
of computer science and engineer-
ing at the University of Nebraska–
Lincoln. Contact him at dwyer@cse
.unl.edu.
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Requirements analyst
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Figure 1. The REquirements Template Analyzer (RETA) allows requirements authoring 
tools to report on conformance with different template structures.
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EDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTEEDITOR’S NOTE

Hot Topics in Computing

Computing and communications tech-
nologies are always in fl ux, with new 
approaches, techniques, opportunities, 

challenges, and concerns arising regularly 
and, in some cases, becoming popular. This 
ComputingEdge issue looks at some of today’s 
hottest technology-related topics. 

During the recently fi nished US election cycle, 
electronic voting once again became a high-
profi le subject. Computer’s “Douglas Jones on 
Today’s Voting Machines” includes an interview 
with computer scientist and voting-machine guru 
Jones, who explains current challenges in e-voting 
technology.

Agile 2016 is one of the largest conferences on 
agile software development, catering particularly 
to practitioners. “Trends in Agile: Perspectives 
from the Practitioners,” from IEEE Software, 
reports on two conference keynotes, as well as a 
new conference initiative by the magazine.

The authors of IEEE Intelligent Systems’ 
“Using Knowledge Libraries to Transfer Expert 
Knowledge” revisits the recurring theme of 
employing intelligent technologies to help preserve 
and share individual and corporate expertise.

The degree of security that software ob fuscation 
guarantees is unclear. “Assessing the Security 
Properties of Software Obfuscation,” from IEEE 
Security & Privacy, evaluates the technique’s 
capabilities and effi  cacy.

Faced with challenges from new competitors, 
traditional auto-industry manufacturers are in vesting 

more in digital services and new business models, 
shifting focus to software and service platforms, 
cloud computing, machine learning, and the Internet 
of Things. IT Professional’s “Digital Services in the 
Automotive Industry” examines this shift.

To facilitate the conversion of textual data into 
actionable knowledge, visual text analysis has 
become a popular research subject. In “Topic- and 
Time-Oriented Visual Text Analysis,” from IEEE 
Computer Graphics and Applications, the authors 
present the benefi ts of combining text analysis 
with interactive visualization. 

Computing in Science & Engineering’s “A 
Call to Action to Prepare the High-Performance 
Computing Workforce” presents the challenges to 
and opportunities for preparing current and future 
generations to advance research, scholarship, and 
education in the fi eld.

With algorithms’ increasingly being used to 
fulfi ll complex tasks comes the risk of algorithms’ 
misuse for purposes such as censorship, social 
discrimination, and privacy violation. To address 
such risks, we should consider the process of 
algorithm governance, according to the authors 
of “What Is Algorithm Governance?” from IEEE 
Internet Computing.

Software crowdsourcing is mediated by 
platforms that connect customers with online 
developers. These platforms—which have emerged 
as an important software-development element—
are discussed in IEEE Software’s “Software 
Crowdsourcing Platforms.” 
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OUT OF BAND

Douglas Jones, a professor in the Computer Sci-
ence Department at the University of Iowa, has 
been involved in voting technology research 
since 1995 and was a principal investigator for 

the National Science Foundation (NSF)-funded ACCU-
RATE project (A Center for Correct, Usable, Reliable, Au-
ditable, and Transparent Elections; accurate-voting.org). 
His recent book with coauthor Barbara Simon, Broken 
Ballots: Will Your Vote Count? (CSLI Publications, 2012), is 
the seminal work in the area of current voting technology 
and is highly recommended to anyone who believes in fair 
elections.1 Much of Jones’s professional work is available 
on his website (www.cs.uiowa.edu/~jones). The “inter-
view” that follows resulted from our email exchanges 
during July and August 2016.

ELECTION MANAGEMENT SYSTEMS
HAL BERGHEL: You, Aviel Rubin, Bruce Schneier, and 
many other prominent computer scientists have been 

highly critical of DRE [direct- 
recording electronic] voting ma-
chine vendors for refusing to build 
DRE equipment around robust secu-
rity models. Please provide us with a 
2016 status update on the security of 
these machines.

DOUGLAS JONES: Most of the DRE 
voting machines being sold today are based on designs 
from the 1990s. That is to say, there’s been little change 
in DRE voting technology in the past 15 years. Software 
upgrades over this interval have improved the GUI design 
signi� cantly, as well as � xed some security � aws, but this 
has largely been an incremental process. Finally, it’s im-
portant to note that all of the major DRE voting system ven-
dors have added voter-veri� able paper-trail mechanisms.

In contrast, there’s a new generation of optical mark 
scanners on the market. Whereas the scanners of the 1990s 
used either discrete component sensors or 100-pixel-  per-
inch monochrome contact image sensors, the new scan-
ners use high-resolution and, in many cases, color- image 
sensors originally developed for desktop scanners. Mem-
ory has become inexpensive enough that these scanners 
typically capture full images of each ballot instead of 
merely a summary of the votes cast.

Another major development involves accessible vot-
ing devices for voters with disabilities. DRE machines 

Douglas Jones 
on Today’s 
Voting Machines
Hal Berghel, University of Nevada, Las Vegas

We catch up with computer scientist and 

voting machine guru Douglas Jones to get a 

deeper understanding of current challenges in 

electronic voting technology. 
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EDITOR HAL BERGHEL 
University of Nevada, Las Vegas; hlb@computer.org

now have serious competition in this 
arena in the form of touchscreen 
ballot- marking devices [BMDs] that 
allow disabled voters to mark a paper 
ballot for input into a ballot scanner. 
All voting systems based on ballot 
scanners are now marketed in con-
junction with BMDs.

The greatest liability faced by to-
day’s voting system vendors lies not in 
the vote capture technology, whether 
DRE or scanner based, but in the elec-
tion management systems [EMSs] used 
to con gure the vote capture system 
and accumulate precinct totals. These 
frequently include legacy support for 
the full range of voting systems sold by 
the corporate predecessors of the cur-
rent vendors. If some county is still us-
ing a system, continuing support is re-
quired, and it’s more expensive to strip 
out code for a system no longer in use 
than to retain it. As a result, the code 
in these EMSs tends to grow larger and 
more brittle with each passing year.

BERGHEL: Electronic voting machines 
have been widely discussed, but I’ve 
seen very little discussion of EMSs. 
What are the greater security vulner-
abilities in these systems? Have com-
puter scientists ever analyzed any? 
If so, what did they  nd? Is there any 
reason to assume that the back end is 
secure enough to prevent fraud from 
election insiders, network attacks, and 
so on?

JONES: A typical EMS contains a data-
base that holds all the machine set-
tings required to con gure the voting 
system to meet local election laws, plus 
the mapping from precincts to election 
districts, the o�  ces up for election in 
each district, and the candidates for 
those o�  ces. Before the election, the 
EMS automatically generates con gu-
ration  les from this database for each 
DRE machine or ballot scanner, and af-
ter the election, the EMS consolidates 

the totals from each machine to pro-
duce jurisdiction-wide results.

In most cases, con guration  les 
are written to removable media such 
as compact � ash cards for transfer to 
voting machinery, and o�  cial election 
results are returned on the same me-

dia. There’s immense pressure from 
the news media for rapid reporting of 
uno�  cial results, so most EMS ven-
dors o� er modem banks so that voting 
machinery in the precinct can report 
by modem after the polls close. Similar 
pressures ask election o�  ces to report 
election results on the Web, so there’s 
frequently a data path from the EMS to 
the jurisdiction’s webserver.

Because of its central role in both 
preparing for an election and aggre-
gating the returns, a compromised 
EMS is very dangerous. It has the po-
tential to miscon gure all the voting 
equipment in the jurisdiction, and it 
can potentially alter the election re-
sults after the polls close.

Election o�  cials frequently re-
spond to allegations of software vul-
nerabilities by reassuring the public 
that voting equipment isn’t connected 
to the Internet. For the machinery 
in a precinct, this is generally true. 
However, almost all of the machinery 
in a precinct can be equipped with 
modems, and the EMS can have a mo-
dem bank. Reporting returns to the 
Internet can be air-gapped with hand- 
 carried media, but in the past many 
counties have had network connec-
tions from the EMS to a webserver.

The defense against an outside at-
tack therefore depends on procedural 

defenses such as printing the o�  cial 
precinct totals and writing them to 
removable media before connecting 
[to the modem] to upload uno�  cial 
totals, and doing a cold start and re-
store from backup on the EMS after 
turning o�  the modem bank before 

processing the o�  cial results. Just as 
paper ballots from randomly selected 
precincts can be hand counted to de-
tect miscounts in ballot scanners, the 
paper records of precinct totals can be 
reconciled against the totals reported 
by the EMS. Numerous jurisdictions 
have done this routinely for decades, 
but it appears that there are many that 
still don’t take these precautions.

In general, EMSs haven’t been 
subject to the scrutiny that DRE vot-
ing machines have faced. In part, 
this is because they aren’t as widely 
available. When jurisdictions re-
place vote tabulators and DRE ma-
chines, the old ones have sometimes 
been sold at government surplus 
auctions, where they become avail-
able to researchers. EMSs generally 
run on commodity computers, and 
when these go to surplus, their disks 
are routinely scrubbed.

In addition, the major focus of re-
searchers has been on those parts of 
the election system that aren’t soft-
ware independent. MIT cryptographer 
Ronald Rivest and NIST researcher 
John Wack coined the term “software 
independent” to refer to voting sys-
tems in which we don’t need to rely on 
the correctness of the software to as-
sure ourselves that the results are cor-
rect. Paperless DRE voting systems are 

Because of its central role in preparing for 
an election and aggregating the returns, a 

compromised election management system 
is very dangerous.
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chine vendors for refusing to build 
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these machines.
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purely software dependent, whereas 
paper-based systems are subject to 
hand recounts and audits that can, in 
principle, defend against malicious 
or erroneous software. With the pro-
cedural defenses outlined above, we 
can defend against a faulty or corrupt 
EMS. These procedures have been used 
for decades in some jurisdictions and 
are required by law in some states, but 
their use is far from universal.

CHALLENGES OF 
OPEN SOURCE
BERGHEL: If there were any applica-
tion of computing that cries out for 
high-confidence code, it’s the voting 
machines that determine our nation’s 
future. This is precisely the sort of ap-
plication in which open source code 
excels. However, DRE voting machine 
equipment is proprietary: neither open 
source nor high-confidence. How did 
we get to the point that the public finds 
this acceptable?

JONES: In the first place, DRE voting 
systems predate the open source soft-
ware development model. The first 
DRE voting machine sold commer-
cially was the VideoVoter, first de-
ployed in 1975 by a predecessor of Elec-
tion Systems and Software. By 1990, 
the DRE marketplace was vibrant, with 
several vendors offering a range of ma-
chines, and it wasn’t until the 1990s 
that research began to demonstrate 
that open source software was, on the 

whole, more robust and secure than 
competing proprietary software.

There’s a second problem with 
open source software, and that is 
that it might not be the right model. 
In 2003, I helped found the Open Vot-
ing Consortium [OVC] in hopes that 
it would create a framework for open 
source voting system development. 
The OVC still exists, but to this day, 
we don’t have a consensus on how 
an open source voting system devel-
opment framework should function. 
The problem is, you can’t just invite 
everyone to contribute code; you need 
tight controls over what goes into 
the final product. This applies to all 
security-critical code. At this point, 
I’m convinced that what we need isn’t 
open source voting code, but a dis-
closed-source model. That is, vendors 
should rely on copyright and patent 
law, not trade secrets, to protect their 
intellectual property rights. The 
problem with this is that any vendor 
that relies on trade secrets can copy 
its competitor’s code with impunity, 
so how do we manage the transition 
to a disclosed-source model?

Researchers interested in studying 
current voting systems face several 
legal barriers. It’s not clear that it’s le-
gal to reverse-engineer software or to 
experimentally test it for the purpose 
of assessing software security, even if 
this evaluation is critical to the public 
interest. Recent stories about the legal 
barriers to this have focused on the 

Volkswagen emissions control scandal, 
but it’s clear that the same questions are 
relevant in the election domain.

BERGHEL: Independent Testing Au-
thorities [ITAs] and the Voting Sys-
tem Testing Laboratories [VSTLs] 
that replaced them are approved by 
the government to certify that vot-
ing systems meet the federal Voting 
System Standards and the more re-
cent Voluntary Voting System Guide   
lines [VVSG; www.eac.gov/assets/1 
/Documents/VVSG.1.1.VOL.1.FINAL 
.pdf]. However, these organizations 
are paid by the manufacturers seeking 
the certification, and negative results 
aren’t reported to the public. This ap-
pears to go beyond conflict of interest 
all the way to creating a moral haz-
ard. What should be done to ensure 
legitimate certification [note that the 
Diebold AccuVote TS system that was 
easily hacked was certified by an ITA]?

JONES: The ITA and VSTL models 
closely parallel the product-testing 
and -certification models used in a 
wide range of industries. Manufac-
turers of electrical products pay for 
UL testing. Medical apparatus man-
ufacturers pay for the testing needed 
to get FDA [US Food and Drug Admin-
istration] approval. Manufacturers of 
airplanes pay the cost of airworthiness 
certification. So long as products are 
developed and manufactured by for-
profit private companies, it makes good 
sense that they should pay the price of 
bringing the products to market.

The problem with the current situ-
ation is that, in these other industries, 
there are strong feedback loops in the 
regulatory system. Defects in electri-
cal products lead to insurance claims, 
and UL is the creation of the insurance 
industry. Medical professionals have 
strong incentives to report failures 
and side effects to the FDA, and every 
incident in the aviation industry is 
reported to the FAA [US Federal Avi-
ation Administration]. Regulators in 
these fields respond very rapidly to re-
ports of problems.

FURTHER READING

For those interested in further information about today’s digital election sys-

tems, the definitive book on the subject is Broken Ballots: Will Your Vote Count? 

(CLSI Publications, 2012) by Jones and Barbara Simon. 

An introduction to this topic was also presented in last month’s Out of Band 

column (vol. 49, no. 9, 2016, pp. 104–109), and an overview of the various catego-

ries of election fraud (versus imaginary voting fraud) can be found in the January 

2016 column (“Digital Politics 2016,” vol. 49, no. 1, 2016, pp. 75–79).
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In contrast, local election offices have 
strong incentives not to report problems. 
Public disclosure of failures in voting 
systems reduces voter confidence in the 
integrity of our democracy. Currently, 
the Election Assistance Commission 
[EAC] requires voting system vendors to 
report all problems with voting systems 
certified to meet the EAC’s VVSG, but 
the VVSG update process is extremely 
slow and the threshold of what consti-
tutes a reportable problem appears to be 
rather high.

One positive change we have seen in 
the past decade is the move by the EAC 
to routinely post VSTL reports on their 
website. This is a major change from 
the era of confidential ITA reports that 
were rarely available to the public.

BERGHEL: Any serious student of 
human factors understands how im-
portant ballot design is to ballot ef-
fectiveness (for example, to avoid 
unintentional undervoting and acci-
dental vote flipping, voter confusion, 
banner blindness, and so on), and yet 
there seems to be no attempt to set 
standards for ballot layout in the 2015 
VVSG [see Section 3 of the VVSG: Us-
ability, Accessibility, and Privacy Re-
quirements]. Am I missing something 
or is this a glaring failure of the EAC?  

JONES: The voting system guidelines 
are written with an understanding 
that state laws largely dictate the de-
tails of the presentation of the ballot. 
State laws have frequently required 
horrible presentations, and the federal 
government is largely powerless to in-
tervene unless you can show discrim-
inatory consequences under federal 
civil rights or disability rights laws.

There is a glaring failure here, but 
the root of the problem is congres-
sional. The Help America Vote Act of 
2002 [HAVA] that established the EAC 
contains this text: “The error rate of 
the voting system in counting ballots 
(determined by taking into account 
only those errors which are attribut-
able to the voting system and not at-
tributable to an act of the voter) shall 

comply with ... [VVSG Section 301 (a) 
(5)].” That is to say, human factors are 
explicitly excluded from any discus-
sion of the accuracy requirements.

Section 3 of the 2005 VVSG tries 
hard to address usability within the 

scope permitted by HAVA and the 
range of state requirements, but the 
emphasis is on accessibility. It’s likely 
that more can be done under the cur-
rent legal framework, but it will proba-
bly take a change to this framework to 
properly address the issue.

BERGHEL: The 2000 US presiden-
tial election in Florida illustrated the 
dangers of having political partisans 
serve as chief election officials. What 
are your thoughts on how we might 
de politicize the office of chief election 
official in the US?

JONES: I distrust suggestions that 
you can simply require that election 
administration be depoliticized. The 
problem is how to do this. In a democ-
racy, it verges on irresponsible for a 
person not to have political opinions. 
I would much rather know the politics 
of the people running our elections 
than have them hide their politics. So, 
the problem isn’t how to depoliticize 
elections, it’s how to manage the fact 
that people are inherently political.

In states with good civil service 
systems, it’s possible to erect a fairly 
solid firewall between the elected 
and partisan appointees and the ac-
tual administration of elections. The 
other alternative is to rely on mutual 
distrust, requiring that representa-
tives of both parties be involved in 
all critical decisions. This works rea-
sonably well in a balanced two-party 
democracy, but it becomes unwieldy 

as the number of parties grows; and, 
because it relies on mutual distrust, 
it breaks down badly where there are 
partisan coalitions or when one party 
is significantly more powerful than 
any others.

BERGHEL: Let’s discuss the two mod-
els of election secrecy for a moment. 
The British model holds that the ability 
to recover the individual voter’s pref-
erence is a state secret. What you call 
the “absolute secrecy model,” which is 
the default in the US, holds that no in-
formation can be retained that would 
allow any observer to determine a 
particular voter’s preferences.  Com-
puter scientist Michael Shamos faults 
VVPAT [voter-verified paper audit 
trail] systems as egregious violations 
of the voters’ right to a secret ballot. 
Does Shamos’s observation speak in 
favor of eliminating VVPAT systems 
altogether, or to moving to the British 
model of election secrecy? Is there a 
middle ground?  

JONES: The generation of VVPAT 
systems that were introduced after 
the 2000 US presidential election 
used continuous rolls of thermal- 
printer paper to record a paper trail. 
Shamos is correct that these prevent 
absolute ballot secrecy. There’s also 
ample evidence that the number 
of voters who read the VVPAT on 
these machines is small enough that 
they’re not very good at achieving 
their stated purpose.

There are two answers to the 
middle- ground question: first, a pair 
of scissors. Ideally, the VVPAT could 
be snipped after each voter’s record 
is printed inside the voting machine. 
Many modern receipt printers can do 
this. Alternatively, before any person 

There are strong incentives not to 
report problems—public disclosure of 

failures reduces voter confidence in the 
integrity of our democracy.
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purely software dependent, whereas 
paper-based systems are subject to 
hand recounts and audits that can, in 
principle, defend against malicious 
or erroneous software. With the pro-
cedural defenses outlined above, we 
can defend against a faulty or corrupt 
EMS. These procedures have been used 
for decades in some jurisdictions and 
are required by law in some states, but 
their use is far from universal.

CHALLENGES OF 
OPEN SOURCE
BERGHEL: If there were any applica-
tion of computing that cries out for 
high-confidence code, it’s the voting 
machines that determine our nation’s 
future. This is precisely the sort of ap-
plication in which open source code 
excels. However, DRE voting machine 
equipment is proprietary: neither open 
source nor high-confidence. How did 
we get to the point that the public finds 
this acceptable?

JONES: In the first place, DRE voting 
systems predate the open source soft-
ware development model. The first 
DRE voting machine sold commer-
cially was the VideoVoter, first de-
ployed in 1975 by a predecessor of Elec-
tion Systems and Software. By 1990, 
the DRE marketplace was vibrant, with 
several vendors offering a range of ma-
chines, and it wasn’t until the 1990s 
that research began to demonstrate 
that open source software was, on the 

whole, more robust and secure than 
competing proprietary software.
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all the way to creating a moral haz-
ard. What should be done to ensure 
legitimate certification [note that the 
Diebold AccuVote TS system that was 
easily hacked was certified by an ITA]?

JONES: The ITA and VSTL models 
closely parallel the product-testing 
and -certification models used in a 
wide range of industries. Manufac-
turers of electrical products pay for 
UL testing. Medical apparatus man-
ufacturers pay for the testing needed 
to get FDA [US Food and Drug Admin-
istration] approval. Manufacturers of 
airplanes pay the cost of airworthiness 
certification. So long as products are 
developed and manufactured by for-
profit private companies, it makes good 
sense that they should pay the price of 
bringing the products to market.

The problem with the current situ-
ation is that, in these other industries, 
there are strong feedback loops in the 
regulatory system. Defects in electri-
cal products lead to insurance claims, 
and UL is the creation of the insurance 
industry. Medical professionals have 
strong incentives to report failures 
and side effects to the FDA, and every 
incident in the aviation industry is 
reported to the FAA [US Federal Avi-
ation Administration]. Regulators in 
these fields respond very rapidly to re-
ports of problems.
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For those interested in further information about today’s digital election sys-
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(CLSI Publications, 2012) by Jones and Barbara Simon. 

An introduction to this topic was also presented in last month’s Out of Band 
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is allowed to look closely at the VVPAT 
contents during an audit, it could be 
snipped into segments by hand to 
achieve anonymity.

Second, we can create cryptographic 
links between voter and ballot. A num-
ber of proposals for end-to-end [E2E] 
cryptographically verifiable elections 
do this with multiple key custodians. 
The key custodians must cooperate to 
decrypt the ballots, but voter privacy 
is assured so long as just one key cus-
todian does not join in a conspiracy to 
violate that privacy. At this point, there 
aren’t any E2E systems that would meet 
the requirements for a public general 
election using DRE or Internet voting, 
but several are in widespread use in less 
critical contexts.

TECH EXPERTISE 
IN ELECTIONS
BERGHEL: You mentioned in your 
book that Iowa statute requires that at 
least one of the Board of Examiners for 
Voting Machines and Electronic Vot-
ing Systems “… shall have been trained 
in computer programming and opera-
tions.” [Note that Jones once held that 
position.] This requirement seems be-

yond eminently sensible. How might 
other state legislatures be incentivized 
to create similar laws?  

JONES: Some of them already do, but 
this isn’t necessarily a successful re-
quirement. In Iowa, when they asked 
for volunteers from the tech sector to 
serve on the Board of Examiners, I was 
the only volunteer. When I told Shamos 
this story, he said that was exactly how 
he got on the Pennsylvania Board—in 
his case, there were three openings 
and exactly three volunteers.

When I volunteered to serve as an 
examiner for Iowa’s voting machines, 
I significantly overestimated the tech-
nical competence of the vendors, and 
I seriously misestimated where the 
problems would be. I expected interest-
ing cryptography and interesting em-
bedded systems. I didn’t expect to see 
system failures that were dominated 
by human factors and amateurish soft-
ware development methodologies.

In most states, voting system ex-
amination is essentially a volunteer 
job with a token reimbursement that 
might have been significant a cen-
tury ago. It took me years to reach 
the point where I felt confident in 
my criticism of the process and the 
market place. Not many people who 
have the technical expertise can 
make this commitment.

Several states hire outside consul-
tants to evaluate voting systems. This 
model would make sense if there was 
a pool of outside consultants who were 
both well informed about the current 
state of voting systems and free of en-
tanglements with the voting system 
industry. Unfortunately, such a pool is 
hard to identify.

BERGHEL: On a personal note, several 
computer scientists and election offi-
cials have experienced firsthand the 
wrath of electronic voting equipment 
manufacturers, ITA executives, and 
the leadership of influential special 
interest constituencies for speaking 
out about insecure voting systems. In 
fact, attempts to censor or silence both 
you and Rubin were directed to the 
presidents of your respective universi-
ties, and at least one election official in 
Utah was forced to resign for allowing 
Diebold equipment to be inspected by 

computer security experts. Of course, 
truth is always disadvantaged when it 
confronts power, but elections are so 
important that it would seem that a 
special case should be made to protect 
experts, officials, and whistleblowers. 
What are your thoughts?

JONES: In both my case and Rubin’s 
case, our institutions did an excellent 
job of responding to the attacks. Work-
ing in academia has its advantages.

It is much harder to protect voting 
system administrators who raise un-
welcome questions about the systems 
they’re using. Elected officials at all 
levels are reluctant to face any ques-
tions about the election system that put 
them in office. When there are sugges-
tions that the voting system is flawed, 
common defenses include shifting the 
focus. For example, politicians love to 
talk about [protecting against] voter 
fraud, while most election fraud has 
been instigated by the struggle of rul-
ing parties to preserve their status in 
the face of voter discontent.

Computer scientist Dan Wallach at 
Rice University pointed out that those 
who lose elections are the ones who 
ask the hard questions, while the win-
ners generally prefer that their victory 
go unquestioned. Short of broad-based 
public outcry and blatant misconduct, 
election officials willing to expose vot-
ing systems to close scrutiny by out-
side investigators will invariably place 
their jobs on the line.

BERGHEL: Your book quotes Rivest: 
“Coming up with ‘best practices for 
Internet voting’ is like coming up 
with ‘best practices for drunk driv-
ing.’ You really don’t want to go there.” 
Let’s close with your current thoughts 
about Internet voting.

JONES: Internet voting faces two huge 
problems: Internet security and hu-
man factors.

Questions of Internet security have 
received more attention in recent years. 
There’s an almost constant drumbeat 
of reports about government databases 

Elected officials at all levels are reluctant 
to face any questions about the election 

system that put them in office.
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that have fallen to malicious hacking, 
and there’s no reason to believe that 
voter databases, election configuration 
databases, or election result databases 
are immune to this threat.

Proposals for E2E cryptographic, 
voter- verifiable elections are interesting 
in this context. If voters could com-
pute elliptical polynomials in their 
heads, these cryptosystems might ac-
tually solve the security problems, but 
real people can’t do this. As a result, 
the cryptography must be done on the 
voter’s computer, and done by soft-
ware that, ultimately, the voter cannot 
be sure of. So long as voters’ personal 
computers are vulnerable to malware, 
there’s no guarantee that the vote re-
ported to the EMS is the same as what 
the voter intended.

And then there’s the problem of hu-
man factors. All Internet voting sys-
tems are, at heart, DRE voting systems 
where the Internet replaces the memory 
cartridge used to communicate with 
the EMS. I’ve run experiments on DRE 
interfaces at the University of Iowa, and 
David Byrne has run even more com-
prehensive experiments at Rice Uni-
versity that show significant error rates 
when people vote on DRE voting sys-
tems. What becomes rapidly obvious is 
that we’re very good at designing user 
interfaces for routine use, but most vot-
ers only vote once every few years. All 
of our assumptions about how people 
learn user interfaces and how people 
develop expertise fly out the window 
in this context. Voting systems must be 
accessible to the most technologically 

unsophisticated without any training. 
This sets an extremely high bar, and 
we’re not there yet. 

HAL BERGHEL is an IEEE and ACM 
Fellow and a professor of computer 
science at the University of Nevada, 
Las Vegas. Contact him at hlb@
computer.org.
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.computer.org.
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PRACTITIONERS’ 
DIGEST

THE AGILE CONFERENCE (www
.agilealliance.org/agile2016) is the larg-
est global conference on agile software 
development, catering particularly to 
practitioners. Agile 2016 had a record 
2,500 participants. Here, we report on 
two keynotes and a new IEEE Software 
conference initiative.

Keynotes
In the � rst keynote, Jurgen Appelo, 
known for his work on agile leader-
ship, including Management 3.0 and the 
Management 3.0 Workout, discussed 
“managing for happiness,” based on 
research showing that happy workers 
are more productive. He shared the fol-
lowing concrete practices for happier 
organizations.

Personal maps is an exercise to bet-
ter understand people by capturing what 
you know about them into a personal 
mind map. It improves collaboration by 
helping people get closer to others and 
better understand their work.

Delegation boards and delegation 
poker build on situational leadership 
and a responsibility assignment ma-
trix containing seven steps to empower 
through delegation. Delegation boards 
provide an overview of the current del-
egation situation, focusing on moving 
forward. Delegation poker helps people 
understand how others handle the same 

situation. These two tools let manage-
ment clarify the dif� cult task of delega-
tion and empower both management 
and workers.

Merit money is an alternative to tra-
ditional compensation. Paying people for 
work without destroying their motivation 
is one of the most dif� cult management 
challenges. Merit money is based on real 
merit instead of imagined performance. 
For example, earnings can be based on 
collaboration as measured by peer feed-
back during performance reviews.

Celebration grids visually report suc-
cesses and failures in a positive atmo-
sphere to foster learning from practices, 
experiments, and mistakes. All too often, 
organizations live day by day, from one 
crisis to another, and forget to take note 
of the good things that have happened. 
Celebration grids help focus on the posi-
tives, even in mistakes and failures. Fig-
ure 1 illustrates a celebration grid.

Appelo believes that managing for 
happiness is relevant for managers and 
everyone concerned about the orga-
nization. Organizations have a hap-
pier environment when people man-
age themselves and lead by example 
through experiments and learning. All 
creative workers are expected to be ser-
vant leaders and systems thinkers. For 
more information, see www.slideshare
.net/AgileME/managing-for-happiness

Trends in Agile
Perspectives from the Practitioners

Rafael Prikladnicki, Casper Lassenius, Evelyn Tian, and Jeffrey C. Carver
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-by-jurgen-appelo or Appelo’s book 
Managing for Happiness.1

In the second keynote, Joshua 
Kerievsky, CEO of Industrial Logic, 
talked about Modern Agile (http://
modernagile.org), which empha-
sizes the need for agile principles 
rather than practices. Over the 
past decade, innovative companies, 
software industry thought lead-
ers, and lean or agile pioneers have 
discovered simpler, sturdier, and 
more streamlined ways to be agile. 
The focus has shifted from follow-
ing rituals to producing meaningful 
outcomes. He argued that although 
there’s timeless wisdom in agile, 
practitioners would do well to by-
pass outmoded agile practices in fa-
vor of modern approaches.

Modern Agile has four guiding 
principles (see Figure 2):

• Make people awesome. Ask how 
you can make people in your 
ecosystem, including those who 
fund, make, sell, buy, or use 
products or services, awesome. 
Then, discover and deliver what 
makes them happy.

• Make safety a prerequisite. Safety 
is a basic human need and a key 
to unlocking high performance. 
Establish safety before engaging 
in any work, and endeavor to 
make collaborations, products, 
and services resilient and safe.

• Experiment and learn rapidly. 
Learn rapidly through frequent 
experiments that are safe to 
fail, so that there’s no fear of 
conducting more experiments. 
Being stuck or not learning in-
dicates the need to experiment 
more.

• Deliver value continuously. 
Anything valuable that hasn’t 
been delivered isn’t helping any-
one. Try to discover small pieces 

that might be delivered safely 
now rather than later. Ask, 
“How could we deliver the right 
outcomes faster?”

Companies such as Google, Ama-
zon, Airbnb, and Etsy are proof of 
these principles’ power. Kerievsky 
also discussed how Modern Agile 
addresses key risks while targeting 
results over rituals. He concluded 
by revealing how to update the 2001 
Agile Manifesto to reflect Modern 
Agile’s four guiding principles.

The Practitioner Conference 
Outreach Initiative
At Agile 2016, IEEE Software inau-
gurated its practitioner conference out-
reach initiative to increase the maga-
zine’s visibility and recognition among 
practitioners. In collaboration with 
the Agile Alliance (www.agilealliance 
.org), IEEE Software chaired the Fu-
ture of Agile Software Development 
track. Here we report on two of the 
track’s five presentations, which drew 
more than 700 participants.

The Future of Scrum
Dave West from Scrum.org gave a 
talk on Scrum’s future. Noting that 
Scrum forms the basis of most ag-
ile implementations in industry, he 
identified several pervasive prob-
lems related to both practical Scrum 
implementation and enterprise-level 
agility. In practice, many Scrum im-
plementations become trapped in 
traditional organizational processes, 
turning into “water-Scrum-falls” 
rather than real agile Scrums.

To aid organizations in Scrum 
and enterprise implementations, 
Scrum’s creators have recently pub-
lished several improvements and 
additions. These include the addi-
tion of values to Scrum, the Nexus 
framework for scaling Scrum up to 
nine teams working on the same 
product, and a set of metrics for 
evaluating Scrum implementations. 
In the near future, they’ll release 
a Scrum software developer’s kit, 
which will provide help for Scrum 
implementations in areas such as 
the definition of “done,” practices, 
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FIGURE 1. A celebration grid visually reports successes and failures in a positive 

atmosphere to foster learning from practices, experiments, and mistakes. (Figure based 

on an idea by Jurgen Appelo.)
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tools, development standards, and 
environments. Finally, Scrum Stu-
dio provides a new approach to en-
terprise agility by separating agile 
products from the traditional IT 
 organization to free them from ex-
isting organizational values and 
processes. Scrum Studio can be 
seen as complementary to Gartner’s 
bimodal IT and the ideas in John 
 Kotter’s book Accelerate (XLR8).2

Digital Disruption
Robert Woods described the digital 
disruption that has emerged in or-
ganizations trying to become adap-
tive, collaborative, agile, and inno-
vative without fear of failure. This 
disruption includes innovations that 
change the landscape of successful 
modern businesses.

Conversely, there appears to be a 
troubling lack of ability to adapt and 
change when digital disruption oc-
curs. You could argue that the agile 
mind-set created digital disruption 
that’s forcing people to be more ag-
ile. Woods described several agile 

trends that will compensate for digi-
tal disruption, including

• malleable frameworks that adapt 
to the teams using them,

• tools that adapt to how a team 
works as opposed to dictating it,

• a focus on short-term metrics 
because rapid change results in 
obsolete metrics,

• globally dispersed teams that 
can collaborate and function just 
as well as collocated teams, and

• agile financials that focus more 
on quickly delivered value rather 
than year-long or multiyear fi-
nancial commitments.

In summary, he believes that al-
though digital disruption has been 
considered a new trend, soon it 
won’t be considered disruption at 
all. It will be how business is done. 
The world just has to be more agile 
to keep up with it. For more infor-
mation, visit www.matrixres.com 
/resources/blogs/2016-01/digital 
-disruption-the-future-of-agile.

T he software industry has ben-
efitted tremendously from 
the adoption of agile meth-

ods and practices. Agile has changed 
how organizations provide products 
and services. The Agile Conference 
is a great venue for current practices, 
trends, and knowledge related to the 
area.
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Using Knowledge 
Libraries to Transfer 
Expert Knowledge
Richard G. Schafermeyer, YourEncore
Robert R. Hoffman, Institute for Human and Machine Cognition

This essay hearkens to the origins of IEEE 

Intelligent Systems in the era of expert sys-

tems, and it revisits a recurring theme of using in-

telligent systems technology to help preserve and 

share individual and corporate expertise.
Organizations often are faced with the loss of ex-

pert knowledge. Expert knowledge can be technical, 
procedural, historical, relational, or other special-
ized know-how. The loss can be caused by retire-
ment, transfer, resignation, layoff, or other reasons. 
When knowledge is lost, it can impact operational 
excellence, costs, profi tability, growth prospects, 
and more. Obviously, there is a benefi t to organiza-
tions to capture knowledge before it is gone.

Given enough lead time, organizations can plan 
to transfer knowledge before it is lost.1 Transfer 
requires that the knowledge holder be a willing 
participant. For example, a person who was laid 
off is not likely to help transfer his or her knowl-
edge, or may do so inadequately. Knowledge 
transfer also requires identifi cation of someone 
who is prepared to receive the knowledge. Not ev-
eryone is qualifi ed to use expert knowledge, and 
organizations do not always prepare someone in 
advance for receiving it. In addition, the person 
transferring knowledge and the person receiving 
it might not be schooled in how to transfer knowl-
edge effectively. Left to happenstance, transfer is 
likely to be incomplete.2

Knowledge transfer takes time and effort. It is 
real work and must be valued by management, 
otherwise employees (or even volunteers in a non-
profi t) will not commit the time to achieve an ef-
fective transfer. Knowledge has to be viewed as an 

asset and the effort required to capture it as an in-
vestment in the organization’s future.

From the standpoint of knowledge elicita-
tion methodology, we can consider two forms of 
knowledge: explicit (that which is written) and 
tacit (that which is held in the mind). Both forms 
can be transferred. Explicit knowledge benefi ts 
from the fact that it is already written down. Some 
tacit knowledge can be shared through conversa-
tion, but other tacit knowledge can be challeng-
ing to share, especially if the knowledge holder has 
diffi culty expressing it.3

Weak Knowledge Transfer
The transfer of explicit knowledge appears 
straightforward. Such things as standard operat-
ing procedures documents are generally weak in 
terms of conveying genuine knowledge, and more 
fundamentally, “handing over” knowledge is not 
the same as transferring it. There is no opportu-
nity for dialog between the person leaving the 
knowledge behind and the person receiving it to 
discuss what a given document is about, why it is 
important, and how it relates to other documents 
in the body of knowledge.

Here is an example. A manager (of author 
Schafermeyer) left on short notice, leaving an 
offi ce full of documents. The replacement man-
ager who came from another division did not have 
enough knowledge of the business or its projects to 
know what documents were worth keeping. The 
author was given the assignment to sort through 
the fi les. As this was in the early computer days, 
almost all the documents were on paper in manila 
folders in fi le drawers. They were well organized, 

Editors: robert r. hoffman, Jeffrey M. Bradshaw, and Ken Ford, Florida Institute 
for Human and Machine Cognition, rhoffman@ihmc.us
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in that the folders were labeled, they 
were arranged in a logical order, and 
the papers within were mostly ar-
ranged by date. However, they were 
not narrated. There was no indication 
of what each document was about 
and why it was important. Each and 
every document had to be read, the 
meaning and value determined, and a 
decision made on what to keep.

This situation is not atypical, and 
it still is not common for documents 
to be narrated. Under better circum-
stances, knowledge transfer would oc-
cur in person with the expert, who, 
while passing on the documents, would 
also share tacit knowledge by describ-
ing their importance and indicating 
which ones were most valuable to keep.

In today’s business world, tacit 
knowledge is transferred through 
several methods, including one-time 
discussion, training sessions, assign-
ment overlap, or a mentor–apprentice  
relationship. Although the latter two 
are often recognized as more effec-
tive means for knowledge transfer, 
they are also the most resource and 
time intensive, and so are used infre-
quently by most organizations. Men-
tor–apprentice relationships take 
planning because they generally re-
quire months or years for knowledge 
transfer to occur.2

Attempts to transfer knowledge are 
usually based on having the depart-
ing expert write things down or hav-
ing the person receiving the knowl-
edge listen to a presentation and take 
notes. In addition to the fact that this 
is not really mentoring, this approach 
has the following pitfalls:

•	The expert might not realize which 
aspects of his or her knowledge are 
important to express and explain.

•	The expert might leave out impor-
tant details or insights.

•	The person receiving the knowledge 
might not understand enough to 

know what needs to be written down 
or what clarifying questions to ask.

One way to offset these sorts of pit-
falls is to have a genuine dialog be-
tween the parties, which can deepen 
the knowledge that is transferred.

A Case Study in Genuine 
Knowledge Transfer
Author Schafermeyer was faced with 
making choices about knowledge 
transfer when he retired from Procter 
& Gamble in 2008. He was the leader 
of a task force on a special business 
issue for many years and was there-
fore the person with the most com-
prehensive knowledge of the issue. He 
managed both technical and business 
aspects of the work, including chemi-
cal, analytical, and process technolo-
gies; external relations; customer and 
supplier relationships; patent prose-
cution; and government and licensee 
interactions.

Because the business issue was under 
control at the time of his retirement, 
no project manager was replacing 
him. Higher-level business managers 
knowledgeable about the subject were 
remaining behind, but experience had 
shown that over the course of time 
these managers would move on to 
other assignments. In addition, none 
of these managers had experienced 
the full scope of the project. Future 
managers would need to know the es-
sentials of the issue, but because the 
author would not be available to dis-
cuss the topic, they would have to rely 
on explicit knowledge. As the author 
sorted through files in preparation for 
his departure, he had to decide what 
knowledge to keep, how to organize 
it, and how to narrate it.

Filter Model
Knowledge capture and transfer 
were not new subjects for author  
Schafermeyer. Over the years, he was 

involved with several knowledge-
management initiatives at P&G. In 
the mid-1990s, he was the coleader of 
a team charged with developing sys-
tems to help manage core competen-
cies. As part of that effort, the team 
developed P&G’s first intranet. It was 
also on the same project where he 
learned concept mapping from Joseph  
Novak, who was consulting for P&G at  
the time.4

As part of the core competency 
project, research fellows were inter-
viewed on how they learned, devel-
oped, maintained, and grew core com-
petencies. Research fellows are the 
top technical talent at P&G and are 
responsible for leveraging a particu-
lar technical mastery critical to one or 
more business units. The interviews 
found that many of the technical mas-
ters were voracious readers. They had 
offices filled with papers and books, as 
this was in the early days of the Inter-
net, when many documents were still 
shared in hard copy. When asked how 
they would bring a new manager or 
scientist on board, the fellows would 
often pull out a thick manila folder 
filled with key documents: technical 
literature, company reports, personal 
notes, patents, experimental summa-
ries, photos, models, and more. They 
would offer this folder to the man-
ager or scientist, asking them to look 
it over and then return to discuss its 
importance. These selected documents 
were a sort of treasure map that made 
up the core knowledge that they had 
identified as critical to their field and 
to their personal and business suc-
cess.5 By understanding these high-
lighted documents, the novice would, 
in theory, learn the essentials of the 
technology.

This process was conceptualized as a 
kind of filter. Experts sort through ex-
tensive knowledge, both explicit and 
tacit, and identify what is relevant and 
meaningful. This is the knowledge they 
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use for their own work and which, in 
theory, is represented in the folders that 
they shared with others. And in this 
business context, they especially fo-
cused on knowledge that would give 
their company a competitive edge.

Knowledge Library
In applying the insights from these 
interviews to his own retirement 
planning, author Schafermeyer con-
ceived of using concept maps to act 
as the expert in handing over ex-
plicit knowledge in an organized and 
narrated fashion. Experience had 
shown that it is relatively easy to use 
the CmapTools software and learn 
how to read concept maps. The con-
cepts and relationships in the con-
cept maps illustrate what would have 
been shared in person and also help 
organize the knowledge domain. In 
place of a folder of documents, the 
concept map leads the reader through 
the knowledge, presenting supporting 
documents as the relevant concepts 

are disclosed. The collection of con-
cept maps and the referenced docu-
ments would be called a knowledge 
library; other researchers who have 
done the same sort of things refer to 
knowledge models.6

The library consists of a set of 
linked concept maps and their em-
bedded resources (such as text and 
images). Its structure reflects what 
you would say if you were walking a 
trainee through the topic. It was cre-
ated by starting the first few concept 
maps, then sorting through computer 
and paper files to select those docu-
ments to attach to the relevant con-
cepts. Viewing the documents would 
remind the author of additional con-
cepts to add to the concept maps. 
The library was built iteratively un-
til all the files had been sorted. Many 
of the documents not included in the 
concept maps were discarded, but 
some were retained as additional ref-
erence material. Overall, it took the 
author about 40 hours to organize 

six years of work. This was done by 
someone who has many years of ex-
perience creating concept maps, so a 
less-knowledgeable person would be 
expected to take longer.7

Because the material is proprietary, 
we cannot share the actual library, 
but we can share the overall design 
elements. The library begins with a 
“home map” with a simple layout. 
This concept map gives a quick over-
view of the library’s structure, simi-
lar to a table of contents. A block 
gives instructions on how to use the 
library, and another block indicates 
the date the library was last modified. 
Other concept maps in the library all 
lead back to this home concept map, 
so the user always has a way to get 
back to the start.

Figures 1 and 2 present a repre-
sentation of the home map and the  
individual concept maps in the library, 
respectively. As the individual concept 
maps were created, when they became 
too large to view at a glance, they were 

Figure 1. The knowledge library’s home map. The home map links to most of the concept maps in the library, and all concept 
maps link back to the home map.
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him, he agreed to participate in a pi-
lot program in which he would cre-
ate his own knowledge library. After 
one training session, he had created 
several concept maps with embed-
ded documents. This project showed 
that a technical expert unfamiliar 
with concept mapping could quickly 
learn the nature of concept maps, 
use the software, and report back on 
the value of creating a concept map 
knowledge library.

Challenges to Creating  
and Sustaining a Knowledge 
Library
Several challenges can arise when cre-
ating or sustaining a knowledge li-
brary. First, creating explicit knowl-
edge takes work, and even though a 
knowledge library approach is an ef-
ficient method, it still requires time to 
complete.3 Although many organiza-
tions espouse the value of capturing 
knowledge, they often are more in-
terested in current project work than 
documenting what has already been 
accomplished. One way to counter 
this is to make the work of prepar-
ing knowledge to share be part of the 
ongoing work process. Second, much 
technical correspondence today is in 
the form of emails rather than for-
mal documents. The effort to turn 
the domain-relevant expert knowl-
edge inside an email into concepts 
and propositions in a concept map 
would be no different from the effort 
required to externalize knowledge in 
other ways (that is, from interviews 
or documents). Many organizations, 
however, enforce time or volume lim-
its at which point emails are deleted, 
so extracting knowledge from emails 
must be accomplished before these 
limits are reached. Third, web links 
and databases are not archival. Web-
sites are often revised, links change, 
and pages and documents are deleted. 
For the knowledge library discussed 

in this article, several web links were 
already broken after a year. As with 
emails, websites and data can be cop-
ied into another document form, but 
intellectual property rights may im-
pact what can be done with third-
party content.

Our collaboration on this article 
was sparked by a presentation by au-
thor Schafermeyer; author Hoffman 
realized that Schafermeyer’s work rep-
resented an independent and simul-
taneous discovery of a method that 
Hoffman and others at the Institute 
for Human and Machine Cognition 
had developed and applied. The par-
allelisms of our two experiences are 
remarkable and attest to the value of 
this general methodology for applying 
intelligent systems tools to the prob-
lems and challenges of knowledge 
management. In addition, the success 
stories told here can be thought of as 
the delivery on a promise made years 
ago. In his seminal essay, “Using 
Knowledge Engineering to Preserve 
Corporate Memory,”8 Gary Klein 
not only foretold the field of knowl-
edge management but suggested that 
one of its main contributions would 
be the preservation and sharing of ex-
pert knowledge. Whether the field of 
knowledge management has main-
tained that focus is open to debate.9 
Given changes in the demographics of 
the workforce, the intelligent use of 
intelligent systems technology to cap-
ture and share experts’ knowledge is 
more crucial than ever. 
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broken down into smaller concept 
maps. The library contains 12 concept 
maps in total that link to 125 files: 
10 presentations, 58 spreadsheets, 24 
PDFs, 19 websites, 12 documents, and 
2 images. Nine of the concept maps 
link to and from the home concept 
map. Most of the concept maps also 
link to other concept maps.

One advantage of using a concept 
map library is that it can be created 
quickly compared to writing a report 
or training guide. Historically, ex-
plicit knowledge is captured through 
written reports, but depending on 

the organization’s culture, they can 
be quite formal and require extensive 
time writing, proofing, and gaining 
approval. Another advantage of con-
cept maps is that they highlight criti-
cal concepts and relationships, which 
can be hard to discern in a written 
report with a lot of text and a linear 
format. In addition, supporting docu-
ments are directly associated with the 
relevant concepts. The reader of the 
concept map can see why each docu-
ment is important and how it relates 
to the others. It is an efficient way to 
organize and narrate documents.

A year after author Schafermeyer 
retired, he had the opportunity to re-
turn to P&G to consult on a knowl-
edge-capture endeavor. Several pilot 
projects were initiated to test various 
ways to capture and share knowledge. 
As part of this project, the knowledge 
library approach was shared with a 
retiring research fellow whose exper-
tise was material development. In ad-
dition to his technical knowledge, he 
also had extensive relational knowl-
edge with many different suppliers. 
After author Schafermeyer shared 
the knowledge library approach with 

Figure 2. Representations of some of the knowledge library’s concept maps. Each concept map has its own layout, depending 
on the nature of the concepts and relationships.
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him, he agreed to participate in a pi-
lot program in which he would cre-
ate his own knowledge library. After 
one training session, he had created 
several concept maps with embed-
ded documents. This project showed 
that a technical expert unfamiliar 
with concept mapping could quickly 
learn the nature of concept maps, 
use the software, and report back on 
the value of creating a concept map 
knowledge library.

Challenges to Creating  
and Sustaining a Knowledge 
Library
Several challenges can arise when cre-
ating or sustaining a knowledge li-
brary. First, creating explicit knowl-
edge takes work, and even though a 
knowledge library approach is an ef-
ficient method, it still requires time to 
complete.3 Although many organiza-
tions espouse the value of capturing 
knowledge, they often are more in-
terested in current project work than 
documenting what has already been 
accomplished. One way to counter 
this is to make the work of prepar-
ing knowledge to share be part of the 
ongoing work process. Second, much 
technical correspondence today is in 
the form of emails rather than for-
mal documents. The effort to turn 
the domain-relevant expert knowl-
edge inside an email into concepts 
and propositions in a concept map 
would be no different from the effort 
required to externalize knowledge in 
other ways (that is, from interviews 
or documents). Many organizations, 
however, enforce time or volume lim-
its at which point emails are deleted, 
so extracting knowledge from emails 
must be accomplished before these 
limits are reached. Third, web links 
and databases are not archival. Web-
sites are often revised, links change, 
and pages and documents are deleted. 
For the knowledge library discussed 

in this article, several web links were 
already broken after a year. As with 
emails, websites and data can be cop-
ied into another document form, but 
intellectual property rights may im-
pact what can be done with third-
party content.

Our collaboration on this article 
was sparked by a presentation by au-
thor Schafermeyer; author Hoffman 
realized that Schafermeyer’s work rep-
resented an independent and simul-
taneous discovery of a method that 
Hoffman and others at the Institute 
for Human and Machine Cognition 
had developed and applied. The par-
allelisms of our two experiences are 
remarkable and attest to the value of 
this general methodology for applying 
intelligent systems tools to the prob-
lems and challenges of knowledge 
management. In addition, the success 
stories told here can be thought of as 
the delivery on a promise made years 
ago. In his seminal essay, “Using 
Knowledge Engineering to Preserve 
Corporate Memory,”8 Gary Klein 
not only foretold the field of knowl-
edge management but suggested that 
one of its main contributions would 
be the preservation and sharing of ex-
pert knowledge. Whether the field of 
knowledge management has main-
tained that focus is open to debate.9 
Given changes in the demographics of 
the workforce, the intelligent use of 
intelligent systems technology to cap-
ture and share experts’ knowledge is 
more crucial than ever. 
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broken down into smaller concept 
maps. The library contains 12 concept 
maps in total that link to 125 files: 
10 presentations, 58 spreadsheets, 24 
PDFs, 19 websites, 12 documents, and 
2 images. Nine of the concept maps 
link to and from the home concept 
map. Most of the concept maps also 
link to other concept maps.

One advantage of using a concept 
map library is that it can be created 
quickly compared to writing a report 
or training guide. Historically, ex-
plicit knowledge is captured through 
written reports, but depending on 

the organization’s culture, they can 
be quite formal and require extensive 
time writing, proofing, and gaining 
approval. Another advantage of con-
cept maps is that they highlight criti-
cal concepts and relationships, which 
can be hard to discern in a written 
report with a lot of text and a linear 
format. In addition, supporting docu-
ments are directly associated with the 
relevant concepts. The reader of the 
concept map can see why each docu-
ment is important and how it relates 
to the others. It is an efficient way to 
organize and narrate documents.

A year after author Schafermeyer 
retired, he had the opportunity to re-
turn to P&G to consult on a knowl-
edge-capture endeavor. Several pilot 
projects were initiated to test various 
ways to capture and share knowledge. 
As part of this project, the knowledge 
library approach was shared with a 
retiring research fellow whose exper-
tise was material development. In ad-
dition to his technical knowledge, he 
also had extensive relational knowl-
edge with many different suppliers. 
After author Schafermeyer shared 
the knowledge library approach with 

Figure 2. Representations of some of the knowledge library’s concept maps. Each concept map has its own layout, depending 
on the nature of the concepts and relationships.

This article originally appeared in 
IEEE Intelligent Systems, vol. 31,  
no. 2, 2016.
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Assessing the Security Properties of 
Software Obfuscation
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S oftware obfuscation tradition-
ally refers to two kinds of prob-

lems: general software obfuscation 
and cryptographic obfuscation.1

General software obfuscation 
aims to make a software executable 
as unintelligible as possible, such 
that adversaries would have trouble 
understanding the program logic. It 
can be performed with lexical trans-
formation, control transformation, 
data transformation, and so on. An 
example of such a software obfusca-
tion tool is Obfuscator-LLVM.

Cryptographic obfuscation spe-
cifically aims to hide the secret keys 
embedded in software. For example, a 
point function (Ip(x) = 1, if x = p, or 0 
otherwise) can be cryptographically 

obfuscated by transforming p (the 
key) with a hash function, such that 
attackers can’t determine the input 
that would lead Ip(x) to output 1. If 
cryptographic obfuscation is strong 
enough, it can serve as a basis for fan-
cier cryptographic applications, such 
as homomorphic encryption.2

Both obfuscation approaches 
are important in practice. For exam-
ple, licensing is a mechanism that 
controls the right to use software 
features. Usually, a restricted or trial 
software version is developed by 
starting with the full version and 
then controlling certain features 
by licensing, which validates cer-
tain keys for using the features. To 
prevent attackers from bypassing 

these controls, obfuscation can 
hide the license verification code; 
the point function is useful for hid-
ing the keys embedded in the soft-
ware. However, pure cryptographic 
obfuscation isn’t enough because 
attackers might bypass the check-
ing by modifying the executables 
(for example, by disabling the key 
checking code by jumping directly 
to the restricted feature code); 
hence, software obfuscation trans-
formations such as control-flow 
obfuscation, which complicate the 
code itself to deter such modifica-
tions, are needed.

Obfuscation with Valid 
Security Properties
According to Boaz Barak and his col-
leagues’ definition, an obfuscator O 
can be defined as a “compiler” that 
inputs a program P (represented as 
a circuit or a Turing machine) and 
outputs a new program O(P). The 
obfuscated program O(P) should 
possess the same functionality as P, 
have the same efficiency as P, and 
hold some unintelligibility proper-
ties.2 Note that we use efficiency to 
denote a polynomial relationship in 
program size or computation time.

Virtual Black-Box Property
The ideal property of unintelligi-
bility is the virtual black-box prop-
erty, which means that O(P) leaks 
no information about the original 
program, or that attackers can’t take 
advantage of O(P) other than as 
oracle access to the program. One 
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exemplary program that can be 
black-box obfuscated is the point 
function. However, Barak and his 
colleagues showed that at least one 
family of programs (distinguisher 
programs that can discriminate 
some one-way functions) can’t be 
black-box obfuscated.2 This implies 
that we can’t construct a universal 
obfuscator for all programs.

Indistinguishable Property
The black-box property isn’t uni-
versally attainable, yet we still need 
valid security properties. 
A weaker notion is indis-
tinguishable property: 
if two programs P1 and 
P2 are equivalent in both 
functionality and size, 
then O(P1) and O(P2) 
should leak exactly the 
same amount of informa-
tion to attackers. Building 
indistinguishable obfuscated pro-
grams isn’t difficult; for example, if 
a program class P has an efficiently 
computable canonical form (a uni-
form representation for all programs 
in the class), the computation of that 
canonical form already meets the 
indistinguishable property. Never-
theless, determining whether there 
are efficient indistinguishable obfus-
cators for all programs—and, if so, 
how to construct them—is challeng-
ing. Because the indistinguishable 
property provides no a priori guar-
antee of information hiding, another 
open question to explore is its secu-
rity effectiveness when applied in dif-
ferent obfuscation scenarios.

Best-Possible Property
A security property that can 
enhance the indistinguishable prop-
erty is the best-possible property. 
This requires that for any efficient 
learner L, there exists an efficient 
simulator S, such that L(O(P1)) 
and S(P2) are functionally equiva-
lent. Shafi Goldwasser and Guy 
Rothblum showed that the best-
possible property is equivalent to 

the indistinguishable property but 
excludes obfuscators that can’t effi-
ciently obfuscate programs.3

Tools for Obfuscation with 
Valid Security Properties
Now we discuss potential tech-
niques for building resilient obfus-
cators that can achieve valid 
security properties. Generally, an 
obfuscating approach with a valid 
security property should involve 
hard problems that attackers must 
solve, such that the difficulty of the 

problem can be used to measure the 
attacking complexity, or the obfus-
cation’s security strength. There are 
two ways of doing this: mathemati-
cal approaches (such as multilinear 
jigsaw puzzles), which are gener-
ally considered for cryptographic 
obfuscators, and software analysis 
approaches (such as alias analysis), 
which are applicable for general 
software obfuscators.

Mathematical
Multilinear jigsaw puzzles are an 
application of multilinear maps 
on bounded-width branching pro-
grams. Sanjam Garg and his col-
leagues showed that such puzzles 
might be a candidate tool for con-
structing an indistinguishable 
obfuscator for all programs. This 
is because the hardness assump-
tion states that the two output 
distributions of the jigsaw puzzle 
generator should be computation-
ally indistinguishable.4

Software Analysis
Alias analysis attempts to statically 
determine whether two pointer 

expressions refer to the same mem-
ory location. Compiler optimizers 
can apply it to perform constant 
propagation and dead-code elimi-
nation. However, because aliasing 
can occur at any point during pro-
gram execution, aliasing analysis is 
an undecidable problem in nature. 
For example, aliasing can occur 
conditionally (that is, may-alias): 
two pointer expressions might or 
might not refer to the same stor-
age location depending on certain 
conditions. Moreover, the mem-

ory space’s granularity 
might affect the preci-
sion of alias analysis, as 
memory space can be 
dynamically relocated. 
Therefore, alias analysis 
requires flow-sensitive 
analysis that computes 
what the memory loca-
tion’s pointer expressions 

refer to during each program point. 
Flow- sensitive analysis is expensive 
in terms of computation time.

Problems such as performing 
interprocedural may-alias analy-
sis on multiple level pointers can 
be as hard as problems solved 
in poly nomial time using a non-
deterministic Turing machine 
(that is, NP problems). This means 
that although whether or not two 
pointers refer to the same location 
can be verified efficiently, it can’t 
be calculated efficiently. However, 
the hardness can be compromised 
easily if not utilized properly. For 
example, Toshio Ogiso and his 
colleagues proposed an obfusca-
tion approach based on such hard-
ness incurred by pointer analysis.5 
But their obfuscated code example 
could be easily attacked by simpli-
fying the clumsy point to possibili-
ties with symbolic execution.

Deobfuscation Difficulty
Deobfuscation is the reverse 
of obfuscation—it transforms 
the obfuscated software to an 
explicit version that’s easy to read. 

An obfuscating approach with a valid 

security property should involve hard 

problems that attackers must solve.
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can be defined as a “compiler” that 
inputs a program P (represented as 
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outputs a new program O(P). The 
obfuscated program O(P) should 
possess the same functionality as P, 
have the same efficiency as P, and 
hold some unintelligibility proper-
ties.2 Note that we use efficiency to 
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Virtual Black-Box Property
The ideal property of unintelligi-
bility is the virtual black-box prop-
erty, which means that O(P) leaks 
no information about the original 
program, or that attackers can’t take 
advantage of O(P) other than as 
oracle access to the program. One 
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Deobfuscation’s computational com-
plexity is thus another important 
factor that can be used to measure 
obfuscation’s security.

The deobfuscation process 
shouldn’t change the obfuscated 
software’s functionality. Hence, a 
precise deobfuscation transforma-
tion requires semantic equivalence 
verification. However, checking 
whether two programs are equiva-
lent is a hard problem because, 
according to Rice’s theorem, it’s 
generally impossible to use static 
analysis to decide whether a pro-
gram exactly computes a function.6 
Further research has concluded 
that deobfuscation is as hard as NP 
under specific models. However, 
such deobfuscation models require 
recovering the obfuscated program 
to its original version as much as 
possible, whereas a real attacker 
might not need to reverse O(P) to 
its original version but rather to any 
version of P that leaks the secret 
information. For this reason, the 
deobfuscation problems discussed 
in the literature are much more dif-
ficult than most reverse-engineering 
tasks. Novel deobfuscation models 
with practical meanings are needed.

Gaps to Be Bridged
Why is achieving valid security 
properties for practical obfuscators 
so difficult?

First, the obfuscation concepts 
discussed in the literature aren’t 

equivalent. As Figure 1 shows, 
crypto graphic obfuscation is a 
subset of general software obfus-
cation; the theoretical obfusca-
tion models with circuits or Turing 
machines can model cryptographic 
obfuscation problems well but not 
general software obfuscation prob-
lems. Circuits or Turing machines 
address simple mathematical gates 
such as ADD, SUB, AND, and OR 
but don’t consider other high-level 
programming language or system-
dependent information, such as 
the standard function calls in libc. 
Although some high-level function 
calls can be replaced by low-level 
instructions, this incurs much over-
head and isn’t recommended in 
modern program paradigms. More-
over, such high-level function calls 
are essential targets for reverse- 
engineering practical programs, 
which might make the security 
property of the obfuscation algo-
rithm useless.

Second, although cryptographic 
obfuscation has achieved positive 
results (such as point function), it 
doesn’t generally apply to software 
obfuscation because these two 
domains might define a successful 
attack differently. Taking the licens-
ing mechanism as an example, a suc-
cessful cracking implies key leakage 
from the view of cryptographic 
obfuscation, while practical adver-
saries might only need to locate 
the code that bypasses the license 

verification. In other words, crypto-
graphic obfuscation assumes less 
powerful adversaries than general 
software obfuscation.

Finally, the best attainable secu-
rity property—the indistinguish-
able property—is too weak to meet 
practical obfuscation requirements. 
An extreme case is that even if the 
secret isn’t well-hidden in the obfus-
cated software, it might still qualify 
as an indistinguishable obfuscation 
property. Moreover, determining 
how to compose a practical obfus-
cator with this weak security guar-
antee is difficult.

M itigating these gaps for 
practical software obfus-

cators is challenging. We propose 
rethinking the meaning of a success-
ful attack on obfuscated software. 
We suggest possibly attainable secu-
rity properties that are meaningful 
for practical software obfuscation 
scenarios, such as some proper-
ties against specific deobfuscation 
techniques, rather than general and 
weak properties, such as the indis-
tinguishable property. In this way, 
considering or even obfuscating the 
language- and system-dependent 
information under such new adver-
sary models would be much easier 
when feasible. 
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Finally, the best attainable secu-
rity property—the indistinguish-
able property—is too weak to meet 
practical obfuscation requirements. 
An extreme case is that even if the 
secret isn’t well-hidden in the obfus-
cated software, it might still qualify 
as an indistinguishable obfuscation 
property. Moreover, determining 
how to compose a practical obfus-
cator with this weak security guar-
antee is difficult.

M itigating these gaps for 
practical software obfus-

cators is challenging. We propose 
rethinking the meaning of a success-
ful attack on obfuscated software. 
We suggest possibly attainable secu-
rity properties that are meaningful 
for practical software obfuscation 
scenarios, such as some proper-
ties against specific deobfuscation 
techniques, rather than general and 
weak properties, such as the indis-
tinguishable property. In this way, 
considering or even obfuscating the 
language- and system-dependent 
information under such new adver-
sary models would be much easier 
when feasible. 

Acknowledgments
This work was supported by the National 
Natural Science Foundation of China 
(project 61332010), Research Grants 
Council of the Hong Kong Special 
Administrative Region, China (CUHK 
14205214 of the General Research 
Fund), and 2015 Microsoft Research 
Asia Collaborative Research Program 
(project FY16-RES-THEME-005).

References
1. N. Kuzurin et al., “On the Con-

cept of Software Obfuscation in 
Computer Security,” Proc. 10th Int’l 
Conf. Information Security (ISC 07), 
2007, pp. 281–298.

Figure 1. Relationships among different obfuscation concepts.

Cryptographic
obfuscation

General software obfuscation

• Circuits
• Turing machines
• . . .

�eoretical
obfuscation

models

• Language-dependent information
• System-dependent information
• . . .

82 IEEE Security & Privacy September/October 2016

IT ALL DEPENDS

This article originally 
appeared in 
IEEE Security & Privacy, 
vol. 14, no. 5, 2016.

Oracle America, Inc.
has openings for

 

positions in Orlando, FL.

Job duties include: Analyze user 
requirements to develop, implement, 
and/or support Oracle’s global 
infrastructure. 

Apply by e-mailing resume to 
david.schwener@oracle.com, 

referencing 385.19663.  
Oracle supports workforce diversity.

TECHNICAL

TECHNICAL
ANALYST

Oracle America, Inc.
has openings for the following positions (all levels/types) in 

San Mateo County, including Redwood Shores, CA; Alameda County, including Pleasanton, CA; San Francisco, CA; Santa Clara County, 
including Santa Clara and San Jose, CA; and other locations in the San Francisco Bay Area.  Some positions may allow for telecommuting. 

 
Hardware Developers (HWD1116): Evaluate reliability of materials, properties and techniques used in production; plan, design and develop electronic parts, components, 
integrated circuitry, mechanical systems, equipment and packaging, optical systems and/or DSP systems.
Product Managers (PM1116): Participate in all software and/or hardware product development life cycle activities.  Move software products through the software product 
development cycle from design and development to implementation, testing, and/or marketing.
Software Developers (SWD1116): Design, develop, troubleshoot and/or test/QA software.
Applications Developers (APD1116): Analyze, design, develop, troubleshoot and debug software programs for commercial or end user applications.  Write code, complete 
programming and perform testing and debugging of applications.
Programmer Analysts (PA1116): Analyze user requirements to develop, implement, and/or support Oracle’s global infrastructure. 
Technical Analysts-Support (TAS1116): Deliver solutions to the Oracle customer base while serving as an advocate for customer needs.  Offer strategic technical support 
to assure the highest level of customer satisfaction.
Consultants (TCONS1116): Analyze requirements and deliver functional and technical solutions. Implement products and technologies to meet post-sale customer needs. 
Travel to various unanticipated sites throughout the U.S. required.  
Sales Consultants (TSC1116): Provide presales technical/functional support to prospective customers. Design, validate and present Oracle’s software solutions to include 
product concepts and future direction. Travel to various unanticipated sites throughout the U.S. required.
Software Developers (TSWD1116): Design, develop, troubleshoot and/or test/QA software. Travel to various unanticipated sites throughout the U.S. required.
Applications Developers (TAPD1116): Analyze, design, develop, troubleshoot and debug software programs for commercial or end user applications. Write code, complete 
programming and perform testing and debugging of applications. Travel to various unanticipated sites throughout the U.S. required.
 

Submit resume to applicant_us@oracle.com. Must include job#. Oracle supports workforce diversity.
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Digital Services in the 
Automotive Industry

Jilei Tian and Alvin Chin, BMW Technology, Chicago

Michael Karg, BMW Group, Munich

U
ntil recently, the au-
tomotive industry has 
been primarily domi-
nated by a few giant 

original equipment manufacturers 
(OEMs). However, car manufac-
turers are now being challenged by 
the software and service industries. 
Apple and Google have released 
car platforms that leverage mobile 
service platforms customized for 
navigation, infotainment, and com-
munication, and that provide intel-
ligent, personalized, and contextual 
driving experiences. Tesla and Far-
aday Future debuted a futuristic car 
that is greener, embraces advances 
in IT, and provides a better user ex-
perience. Countless startups with 
different business models have also 
been actively innovating and ad-
opted by the market, such as Uber, 
Waze, and Mojio.

Faced with challenges from new 
players in the automobile segment, 
OEMs are strategically investing 
more in digital services and new 
business models, shifting focus 
from traditional hardware plat-
forms toward software and service 
platforms, from improving the in-
car driving experience toward en-
gaging in the user’s daily life, and 
from onboard and local comput-
ing toward scalable cloud comput-
ing with machine learning and the 
Internet of Things (IoT). For ex-

ample, Toyota has just established 
Toyota Connected to develop the 
connected car. Ford uses big data to 
rapidly accelerate its car develop-
ment and innovation. GM uses big 
data gathered from its fleet of cars 
to develop 360-degree customer 
profiles. As Figure 1 shows, BMW 
has launched a personal mobility 
companion, called BMW Connect-
ed, which supports and learns your 
routine mobility needs and is pow-
ered by the Open Mobility Cloud, 
an intelligent, continuously learn-
ing platform built using Microsoft 
Azure. This vision represents an 
intelligent, contextual, highly per-
sonalized world of digital services 
that integrate the vehicle seamlessly 
into the user’s life. These trends are 
exciting and have great potential 
to disrupt the automotive industry 
and improve our lives.

Innovation and Disruption
In the past, business impact from in-
novation originated from hard-
ware and its logistic supply 
chain. Business and sales models 
with dealership and ownership have 
remained unchanged for decades. 
Now, innovation moves much faster 
and brings greater business impacts, 
leading to big challenges and op-
portunities. In the future, vehicles 
will drive themselves, be connected 
to the Internet and its environment, 

and communicate driving and traf-
fic data. A smart traffic manage-
ment system will find the best route 
and coordinate cars moving across 
an intersection. This change is fun-
damental and disruptive because it 
brings hectic competition both in-
side and outside the automotive in-
dustry. It will change the way we use 
cars and have huge effects on many 
professionals who drive vehicles to 
transport people and goods from 
one place to another. How can we 
embrace this revolutionary change, 
which will radically reshape the au-
tomotive industry?

•	Technical innovations will bring 
greater impact only if they are 
combined with innovations in 
business and service models.

•	Changes in user interaction and 
daily life will occur. The in-car 
experience will become a natural 
part of our daily lives. Self-driv-
ing will open up opportunities 
to redefine people’s interactions 
with the cyber-physical world.

•	 Increasing automation and smart 
services will challenge our educa-
tion systems to adapt to job mar-
ket changes as some occupations 
are replaced by “robots.”

•	Major transformations (pos-
sibly radical) in business, sales, 
maintenance, dealership, and 
ownership models will occur.
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•	Future businesses and econo-
mies will primarily be driven by 
the IT and developer ecosystem, 
strengthening the ties and po-
sitions with content providers 
and the developer community.

•	Value chains are shifting from 
traditional hardware compo-
nents with suppliers and dealer-
ships toward digital content with 
service providers and a developer 
community.

•	 Intellectual property will play a 
more vital role than ever before.

OEMs are better positioned to 
successfully embrace emerging 
trends because they can provide 
native in-car experiences, including 
interaction, integration, user touch 
points, vehicle association, trusted 
rich data sensing, and privacy 
preservation. Innovation, however, 
must be accelerated to compete 
with IT and software companies 
and startups. Due to low costs, 
scalability, and real-time process-
ing that the cloud, big data, and 
machine learning services provide, 
traditional IT companies that are 
strong in these areas, such as Apple 
and Google, have already entered 
the connected car industry. These 
companies have the advantage in 
that they have well-established in-
frastructure, maps, navigation, and 
content. They also have a well-es-
tablished ecosystem with develop-
ers and content providers. Onboard 
diagnostics (OBD) in cars make it 
easy for developers and startups to 
gather automotive and user data. 
Many startups, such as Mojio, have 
created services and in-car applica-
tions around real-time automobile 
maintenance and usage, and have 
built connected car platforms with 
developer support for APIs, which 
have been used for predictive ana-
lytics, driver behavior prediction, 
and improved safety.

Due to the high costs of owner-
ship, traffic congestion, and parking 
woes in the city, many people use 

ride-sharing services such as Uber 
or Lyft, or car-sharing services such 
as BMW’s ReachNow or Car2Go. 
This business model is disrupt-
ing the car industry, as people only 
need to get a car on demand by us-
ing an application on their phone. 
Uber collects data on its drivers and, 
based on the locations and destina-
tions of Uber customers, uses big 
data and cloud and machine learn-
ing algorithms to match an Uber 
driver on the road to a customer 
within minutes. Customers can also 
easily book and drive a car, such as 
with ZipCar and ReachNow.

Personalized and 
Contextual Services via 
Machine Learning
To enable seamless mobility sup-
port by providing the right infor-
mation at just the right time, a 
driver’s mobility-related context 
needs to be considered. Thus, 
personalized models must be gen-
erated using machine learning 
algorithms to learn driving be-
havior, predict personal destina-
tions, learn routes and preferences, 
recommend relevant content, and 
extract contextual features that 
are relevant for personal mobility. 
Exemplary methodologies include 
using clustering-based stops and  
moves of trajectories (CB-SMoT)1 to 
preprocess raw traces into stops 
and movements, as well as graphi-

cal models such as random forests 
and hidden Markov models to dis-
tinguish between a person’s travel 
modes based on sparse, out-of-the-
car data from smartphones.2

In these approaches, spatiotem-
poral features are used to dis-
tinguish between segments of 
a trace in which a person is trav-
eling, and segments in which a 
person is stationary. Based on the 
same input data, several features 
are used as input for models to 
make inferences about the mode 
of transportation being used at the 
time the data was recorded. Based 
on such models, a person’s mobil-
ity context can be acquired and 
used to provide users with mobil-
ity assistance not only in the car, 
but even before a trip starts or af-
ter a ride ends. A backend-based 
system could, for instance, pre-
dict upcoming habitual trips and 
notify users of traffic or provide 
recommendations along the route 
via their smartphone-based mo-
bility companion before they get 
into the car (Figure 2a), or even via 
household appliances such as an 
intelligent mirror (Figure 2b).

T o realize the emerging vision 
of the automobile’s future, 
some key challenges must 

be successfully addressed, not only 
on the technological side but also 

Figure 1. BMW digital service. The platform creates seamless mobility 
experiences across all touch points, powered by the Open Mobility Cloud.
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on the organizational side. First, 
the challenge for automotive com-
panies is to operate and innovate 
like IT companies and make the car 
a central part of an ecosystem that 
merges cyber-physical content and 
social networking, as well as agile 
processes for development. Second, 
a considerable amount of vehicle 
and user data are collected during 
the 50 hours per month average that 
a user spends on the road. Thus, a 
significant issue is how to create a 
platform that is scalable and capable 
of real-time streaming, and mash 
that up with the vast amount of 
IoT data around users and partners 
while ensuring data privacy and 
adhering to the legal ramifications 
of sharing data with third parties. 
Third, there needs to be a paradigm 
shift in providing the user experi-
ence and driver interaction—for 
example, by embracing augmented 
reality (AR). Last but not least, 
the automotive services industry 
must heavily invest in using mo-

bile, cloud, and AI technologies to 
stay ahead of the competition, and  
must provide high security, uptime,  
performance, fault tolerance, re-
dundancy, and safety, given that 
people’s lives are at stake. 
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Figure 2. Mobility assistance 
applications. Assistance can be 
provided (a) in the car, as with 
the BMW Connected personal 
mobility companion app and 
service, or (b) before a trip starts, 
as with a smart mobility mirror.
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by delivering the information required to make critical business decisions. Job duties 
involve consulting, analyzing and advising on system connection issues, security, user 
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tration of installations of enterprise reporting software tools and must assist users with 
the publishing of reports, cubes, statistical modeling and dashboards. Provide technical 
leadership to onshore and offshore BI team members and create business intelligence 
tools and reports, such as physical data, models, and analysis. Design, develop, 
implement, and maintain an optimal reporting environment. This is a highly technical 
role requiring an in-depth understanding of how to design, build, install, and configure 
multi-terabyte data warehouses, and a strong understanding of relational database 
structures, theories, principles and practices. Bachelor’s Degree in Information Sciences, 
Computer Science, Business Administration or Management (or foreign equivalent) 
required, plus minimum of 5 years of experience working with large and complex data 
warehouse systems and minimum of 3 years hands-on design and development experi-
ence on reporting solution, which experience must include development using Cognos 
modeling in Cognos Framework Manager, and Cognos tools such as Cognos Report 
Studio, Cognos Query Studio, WorkSpace and WorkSpace Advanced, ETL, Database 
and SQL performance tuning. Please email resume to the attention of Stephen Clifford, 
at the following email address jobapplicants@hibu.com
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his innovation in complier technology, his leadership in academic 
and industrial computer architecture, and his extremely high personal 
and ethical standards.
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Theresa-Marie Rhyne

Topic- and Time-Oriented Visual Text Analysis
Wenwen Dou
University of North Carolina at Charlotte

Shixia Liu
Tsinghua University

From manufacturing to education, retail, ser-
vice, healthcare, and government, text anal-
ysis and understanding plays a crucial role 

to further growth, productivity, and innovation 
and thus is at the center of economic activities. 
To facilitate the process of converting textual data 
into actionable knowledge, visual text analysis has 
become a popular topic with active research efforts 
contributed by researchers worldwide. Numerous 
text visualization systems have been developed for 
analyzing various sources of textual data, includ-
ing social media, news articles, scienti� c publica-
tions, patents, and Wikipedia.

In this article, we � rst present the bene� t of 
combing text analysis (topic models in particular) 
with interactive visualization. We then highlight 
examples from prior work on topic- and time-
oriented visual text analysis. Lastly, we present 
four challenges that warrant additional future 
research in the � eld of visual text analysis. 

Advantages of Visual Text Analysis
The lack of structure and the high noise ratio in 
textual data makes their analysis particularly chal-
lenging. To address this, researchers have devel-
oped many text mining algorithms to summarize 
and analyze large amounts of textual informa-
tion.1 Although automated text-analysis methods 
are extremely powerful, it is still advantageous to 
tightly couple the analysis algorithms with inter-
active visual interfaces for two reasons. First, the 
output from the automated analysis is often too 
complex for data analysts to consume. Second, 
the sense and decision making based on the topic 
results have to rely on end users, with the tasks 
often being exploratory and iterative. Therefore, by 
integrating text analysis methods with interactive 
visualizations, we can empower users to explore, 

analyze, and make sense of the trends and some-
times unexpected patterns that are otherwise bur-
ied in massive amounts of texts.

Topic-Driven Visual Text Analysis
Topic models are designed for discovering the main 
themes that pervade a large and unstructured text 
collection.1 Since the inception of topic models, 
a number of research efforts have been devoted 
to producing topics that both capture the charac-
teristics of the corpora and are easy to interpret.1

Each topic consists of a group of terms that, when 
combined together, synthesizes a higher-level 
meaning. The output of the topic models usually 
involves sets of keywords that form topics and 
multiple probabilistic distributions describing the 
rich relationship among topics, documents, and 
keywords.

Several visual text analysis systems leverage the 
power of topic models. Visual analysis of topic re-
sults can help address many common tasks: Which 
topics/themes summarize the text corpora? What 
are the relationships between the topics/themes? 
How do we � nd documents that focus on a speci� c 
topic of interest?

Visualizations that have been adapted and ap-
plied to revealing the document-topic-term rela-
tionship include parallel coordinates and matrices. 
Figures 1a and 1b show matrix visualizations that 
illustrate the correspondences between topics and 
terms2 and between topics and documents,3 re-
spectively. The matrix visualization enables easy 
identi� cation of large proportions based on circle 
sizes and reranking of the terms or documents 
based on proportions.

In addition to matrix visualizations, researchers 
have also adapted parallel coordinates to represent 
topic proportions (see Figure 2).4 Brushing on the 
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high range on an axis/topic selects documents 
with high proportions on the topic. Such interac-
tion enables filtering down to a set of documents 
that are highly relevant to the topic of interest.

As the text corpora grows (to billions of tweets, 
millions of research publications, and so on), the 
number of topics to capture the themes that per-
vade the text collections will increase accordingly. 
Therefore, it could be challenging to examine and 
navigate through a topic space, even though it is 
already an order of magnitude smaller than the 
original document space. To alleviate the problem 
of topic abundance, researchers have organized a 
flat list of topics into a hierarchical structure based 
on the similarity of topics.5–7 Users can then col-
lapse, expand, or modify the topic hierarchy. This 
hierarchical topic organization enables users to 
navigate the topic space and reorganize the topic 
hierarchy based on their mental models. 

Time-Oriented Visual Topic Analysis
Topics capture themes that pervade a text collec-
tion. Because each document is often associated 
with a time stamp, the topics distilled from the 
documents exhibit different volumes over time. 
Visualizing topic trends is one of the many ben-
efits of combining interactive visualization with 
topic models. Such visualizations support multiple 
tasks. For example, how do the topic trends evolve 
over time? Are there emerging topics? Can events 

be identified based on topic trends? How do topics 
merge and split? Is there any topical lead-lag effect 
between different corpora?

Many methods utilize a river or stack graph 
metaphor to portray evolving topics over time. 
For example, TIARA employs an enhanced stacked 
graph to illustrate how topics evolve over time (see 
Figure 3).8 Similarly, the theme river metaphor4 

(a) (b)

Figure 1. Matrix visualizations. The sizes of the circles represent the 
proportion of the correspondence between (a) topics and terms and
(b) topics and documents. (Left image courtesy of Jason Chuang and 
his colleagues,2 and right image courtesy of Eric Alexander and his 
colleagues3)

Figure 2. Adapting parallel coordinates to visualizing topic proportions. Each axis represents a topic, with the 
content of the topic shown in the bottom view.
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represents topic trends over time. In these visual-
izations, each ribbon represents one topic, so us-
ers can interactively explore individual and overall 
topical trends.

In addition to visualizing topic trends over time, 
other visualization systems look at how the rela-
tionships among different topics evolve. TextFlow 

was developed to help analysts visually analyze 
topic merging and splitting relationships over time 
(Figure 4a).9 This metaphor also enables the identi-
fication of critical events that might have led to the 
merging or splitting of topics. In addition to split-
ting and merging, evolving topics may be correlated 
in other ways. Such correlations include topic lead-
lag relationships, competition, and collaboration. 
In many other applications, it is desirable to iden-
tify which text corpus (lead) is followed by others 
(lags) regarding a specific topic. The visual analysis 
tool TextPioneer tightly integrates interactive visu-
alization with lead-lag analysis to help users better 
understand lead-lag relationships across corpora 
both globally and locally.10 

In addition to visualizing topics as continu-
ous trends, researchers have performed further 
extraction based on the topic trends and identi-
fied discrete events. Events can serve as a succinct 
summary of large text corpora and are often iden-
tified by detecting bursts from topic trends. The 
Leadline visual analysis system also enables users 
to explore and analyze events that are described in 
text collections.11 Figure 4b highlights individual 
events that usually occur in a much shorter time 
period than the overall time range of the corpus. 
Topic keywords are reranked to identify words 
that most accurately describe the specific events. 
As a result, users can examine and analyze the 
events that are computationally extracted from 
the text collection.

Challenges and a Call for Action
The field of visual text analysis is still young, and 
many interesting topics are still worth explor-
ing. Figure 5a provides a pipeline that most of 
the aforementioned visual analysis systems fol-
low, although some of the arrows haven’t been 
realized yet. For example, the interaction arrow 
pointing to the text-mining component has yet to 
be fully explored (see the next section for a more 
detailed discussion). In Figure 5b, textual data are 
categorized by the “variety” property. Most of the 
aforementioned visual text analysis tools focus on 
homogeneous textual data. The exceptions include 
the lead-lag visual analysis system10 that leverages 
metadata in addition to pure texts and the work 
on streaming text analysis.12 

Interactively Modifying Topic Modeling Results
One of the advantages of combining interactive 
visualization with text-analysis techniques algo-
rithms is the possibility of incorporating user 
feedback to improve the algorithms. In the case of 
visual analysis based on topic modeling, user feed-

Figure 3. A stacked graph metaphor for visualizing topical trends. Using 
an enhanced stacked graph, TIARA illustrates how the topics evolve over 
time.8 

(a)

(b)

Figure 4. Visualizing relationships in textual data. These visualizations 
(a) explore topic splitting and merging and (b) represent events that are 
discovered from topic streams.
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back can be especially valuable on the semantic 
coherence of the topics. So far, few research stud-
ies have attempted to leverage user input through 
interactive visualization to improve the topical re-
sults. The main reason is that probabilistic topic 
models are computationally intensive. Although 
online versions of the topic models are available 
that do not require a retraining every time new 
documents come in, it is still unlikely that they 
can produce topic results in real time in order to 
meet the needs of interactive visualization. 

One possibility is to leverage user feedback via 
topic-based visual analysis systems to modify the 
intermediate results as opposed to retraining the 
model. The feedback could be on the relationships 
between keywords in topics (for example, showing 
that certain keywords do not make sense to appear 
together) as well as the relationships between doc-
ument and topics. The intermediate results that 
could be modified based on user input include the 
multinomial distributions of keywords and topics. 
A measure needs to be put in place that, if the 
resulting modified probabilistic distribution is dif-
ferent enough from the original distribution, such 
input needs to be considered when retraining the 
model at a later time.

Another challenge in interactively providing 
feedback to topic models via visual interfaces is 
determining how to translate user interactions 
(such as moving two keywords together or moving 
a keyword from one topic to another) into con-
straints that modify the probabilistic distribution. 
In addition, how does changing one multinomial 

distribution impact the rest of the probabilistic 
distributions?

Visual Analysis of Streaming Textual Data
Some textual data arrives in constant streams. 
Such data include social media posts, news arti-
cles, and emails. Exploring and finding patterns 
in streaming data in real time can help users dis-
cover emerging patterns. The streaming property 
not only requires analytical methods that can 
analyze incoming data, it also calls for proper vi-
sual metaphors that present how new data fits into 
the current trends and patterns. Shixia Liu and 
her colleagues presented an online visual analysis 
system for text streams. Their system integrates 
a streaming tree cut algorithm and a new visual 
representation that supports interactive analysis 
of streaming texts. The visualization integrates a 
sedimentation-based metaphor into the river flow 
metaphor to illustrate how new documents are ag-
gregated into old documents (Figure 6).12

More work is still needed in the area of ana-
lyzing and visualizing streaming textual data. For 
example, when much of the new data is accumu-
lated, we need to determine how to best update the 
current visualization that may have separated new 
data from historical data.12 On the analysis side, 
the topic trends should be mostly kept consistent 
but still allow for major alterations if changes are 
discovered in the new data. On the visualization 
side, the update should be gradual so that users 
don’t feel overwhelmed by multiple patterns all 
changing at once. 

Topic model
classi�cation

Text miningTextual data Visualization Interpretation

Interaction

Streaming

Heterogeneous

Scability
Homogeneous

(a)

(b)

Figure 5. Visual text analysis systems. (a) A common pipeline for visual text analysis systems. (b) Visual text 
analysis systems that address different types of textual data.
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represents topic trends over time. In these visual-
izations, each ribbon represents one topic, so us-
ers can interactively explore individual and overall 
topical trends.

In addition to visualizing topic trends over time, 
other visualization systems look at how the rela-
tionships among different topics evolve. TextFlow 

was developed to help analysts visually analyze 
topic merging and splitting relationships over time 
(Figure 4a).9 This metaphor also enables the identi-
fication of critical events that might have led to the 
merging or splitting of topics. In addition to split-
ting and merging, evolving topics may be correlated 
in other ways. Such correlations include topic lead-
lag relationships, competition, and collaboration. 
In many other applications, it is desirable to iden-
tify which text corpus (lead) is followed by others 
(lags) regarding a specific topic. The visual analysis 
tool TextPioneer tightly integrates interactive visu-
alization with lead-lag analysis to help users better 
understand lead-lag relationships across corpora 
both globally and locally.10 

In addition to visualizing topics as continu-
ous trends, researchers have performed further 
extraction based on the topic trends and identi-
fied discrete events. Events can serve as a succinct 
summary of large text corpora and are often iden-
tified by detecting bursts from topic trends. The 
Leadline visual analysis system also enables users 
to explore and analyze events that are described in 
text collections.11 Figure 4b highlights individual 
events that usually occur in a much shorter time 
period than the overall time range of the corpus. 
Topic keywords are reranked to identify words 
that most accurately describe the specific events. 
As a result, users can examine and analyze the 
events that are computationally extracted from 
the text collection.

Challenges and a Call for Action
The field of visual text analysis is still young, and 
many interesting topics are still worth explor-
ing. Figure 5a provides a pipeline that most of 
the aforementioned visual analysis systems fol-
low, although some of the arrows haven’t been 
realized yet. For example, the interaction arrow 
pointing to the text-mining component has yet to 
be fully explored (see the next section for a more 
detailed discussion). In Figure 5b, textual data are 
categorized by the “variety” property. Most of the 
aforementioned visual text analysis tools focus on 
homogeneous textual data. The exceptions include 
the lead-lag visual analysis system10 that leverages 
metadata in addition to pure texts and the work 
on streaming text analysis.12 

Interactively Modifying Topic Modeling Results
One of the advantages of combining interactive 
visualization with text-analysis techniques algo-
rithms is the possibility of incorporating user 
feedback to improve the algorithms. In the case of 
visual analysis based on topic modeling, user feed-

Figure 3. A stacked graph metaphor for visualizing topical trends. Using 
an enhanced stacked graph, TIARA illustrates how the topics evolve over 
time.8 

(a)

(b)

Figure 4. Visualizing relationships in textual data. These visualizations 
(a) explore topic splitting and merging and (b) represent events that are 
discovered from topic streams.
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Analysis of Heterogeneous Text-Based Data
In many applications, users often need to analyze 
heterogeneous textual data from multiple sources 
and in varying formats. For example, given a large 
amount of customer feedback from online review 
sites, social media, and emails, a product manager 
may want to know several things: Are new product 
features well received by customers? What are the 
major deficiencies of the current release? Which 
functions should be improved compared with the 
competitors’ products? Product managers rely on 
such results to improve their products in prepa-
ration for subsequent releases. Analyzing textual 
data alone can’t solve these problems, however. A 
taxonomy that captures the product features and 
functions should be analyzed together with tex-
tual data so that the results are more relevant to 
the questions asked.

In addition to textual data, documents often 
contain images or videos, which are also impor-
tant for users to understand the entire text cor-
pora. Accordingly, how do we tightly integrate 
textual data, images, and videos to form a full 
picture of an event/topic? The hypothesis is that 
jointly modeling texts and images/videos would 
bootstrap the understanding of each data type. 
The challenge of analyzing heterogeneous data to-
gether lies in identifying a common feature space 
that can represent various data types.

Scalability
Large volumes of data always present challenges 
for analysis, visualization, and interaction, and 
textual data is no exception. Large amounts of 
textual data require longer to analyze and call 
for scalable visual metaphors or interaction tech-

niques to present an overview versus details. 
The online versions of topic models and the dy-
namic tree-cutting algorithms proposed in earlier 
work12 are attempts to speed up the processing 
of large text collections by analyzing new data 
and its relationship with older data, as opposed to 
analyzing the entire collection all at once. On the 
visualization side, visualization researchers have 
utilized hierarchical topic structures to make the 
visual representation of topics scalable.5–7 More 
research is needed to develop new scalable visual 
metaphors or adapt existing visualization tech-
niques to present large text collections based on 
topics. ThemeRiver, for example, was adapted 
to show temporal trends of topics groups as an 
overview.5 Details on individual topic trends are 
revealed on demand through user interactions. 
As the text collections grow large, the number of 
topics needed to capture the themes that pervade 
the collections also increases. More research is 
necessary to develop visual metaphors that can 
help end users navigate through the topic spaces 
for analysis.

The visual text analysis approaches discussed 
here focus on leveraging topic models, which 

assume a bag-of-words (BoW) model of texts. 
Compared with syntax-based approaches, the 
BoW model does not account for the order and 
sentence structure.

Visual text analysis has become a popular topic 
over the recent years, and as the challenging fu-
ture research areas mentioned here are addressed, 
we may soon reach a point that methodologies and 
visual metaphors proposed for visual text analysis 
need to be evaluated more quantitatively. Thus, 
measures and benchmark datasets would greatly 
help the research community evaluate, categorize, 
and compare visual text analysis systems. 
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A Call to Action to Prepare the  
High-Performance Computing Workforce

Scott Lathrop | Shodor Education Foundation

I
t has become a given that computation and data analyt-
ics are critical components in scientific and engineering 
research and education. They’ve also proven to be in-
strumental in advancing scholarly studies in humanities, 

arts, and social sciences. 
High-performance computing (HPC) is considered to be 

the leading edge of computing and data analytics. Through 
HPC, significant advances and discoveries are directly im-
pacting society, with improvements in safety, healthcare, and 
economic competitiveness, to name just a few. HPC is also 
the vanguard of future capabilities in laptops, cellphones, 
and even household appliances.

Numerous reports highlight the need for a larger and 
more diverse HPC workforce in academia, industry, gov-
ernment, and other organizations. The most recent report 
is “Future Directions for NSF Advanced Computing Infra-

structure to Support US Science and Engineering in 2017–
2020”; www.nap.edu/catalog/21886/future-directions-for-nsf
-advanced-computing-infrastructure-to-support-us-science
-and-engineering-in-2017-2020. A soon-to-be-released report 
from the Council on Competitiveness found “65% of US 
HPC-using companies surveyed believe that hiring workforce 
with sufficient HPC training will be a moderate to significant 
barrier over the next five years” (www.intersect360.com).

And yet we hear repeatedly that there aren’t enough fac-
ulty, researchers, educators, and professionals with the HPC 
skills and knowledge to fulfill the demand for talented in-
dividuals. Moreover, the number of women and minorities 
with these skills filling these positions isn’t reflective of the 
population. Consider this article as a call to action to accel-
erate the efforts to prepare the HPC workforce to be able to 
design, support, and utilize the resources needed to address 
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a broad array of challenges and opportunities fac-
ing society.

HPc Matters
We use HPC as shorthand for a vast array of com-
puting technologies, including number-crunching, 
data storage and analytics, networking, instrumen-
tation, scientific visualization, and collaboration 
environments. The list continues to grow as new 
technologies and applications emerge.

But in spite of its ubiquity, there’s no definitive 
HPC definition. People often refer to leading-edge 
computing systems with the most memory, com-
puting capacity, data storage, and I/O capabilities as 
HPC systems. The TOP 500 list (www.top500.org) 
showcases the peak performance of HPC systems and 
is updated every six months as new systems are de-
ployed around the world. Many in the scientific com-
munity reference a system’s capability to accelerate 
the “time to science” as a more appropriate measure 
of an HPC system’s capability to advance discovery.

Relative to the size of the population using gen-
eral computing systems, a small yet very energetic 
contingent of people around the world are working 
to promote HPC. The theme “HPC Matters” has 
become the mantra of the annual Supercomputing 
Conference (http://sc16.supercomputing.org) series. 
Numerous YouTube videos convey the benefits of 
HPC to research, economic competitiveness, and so-
ciety (www.youtube.com/watch?v=zJybFF6PqEQ). 

Today’s leading-edge research and scholarly 
studies depend on HPC. Leaders in the field are 
continually accelerating their discoveries as innova-
tive computing resources and services are deployed. 
Consequently, new discoveries continue to be pub-
lished and incorporated into our understanding of 
the world and our practices. One of the more recent 
examples is epitomized in the quote, “Scientists 
have for the first time detected gravitational waves, 
ripples in the fabric of space-time hypothesized by 
Albert Einstein a century ago, in a landmark dis-
covery announced on Feb. 11 that touts a new era 
in astrophysics. The bulk of data analysis requires 
large-scale, high-throughput computing with par-
allel workflows at the scale of tens of thousands of 
cores for long periods of time” (www.xsede.org/
xsede-resources-help-confirm-ligo-discovery).

History has repeatedly shown that today’s 
HPC systems will become tomorrow’s desktop sys-
tems—the power of a 1980s class supercomputer is 
now embedded in today’s cellphones, automobiles, 
and common appliances. We can only imagine 
how the power of today’s most advanced comput-
ing systems will transform the everyday devices we 
use 10 to 20 years from now.

adopting HPc
As you use your currently available computing re-
sources to achieve various research or educational 
goals, you, too, might decide that it’s time to ad-
vance to more powerful systems to accelerate your 
efforts, particularly if you want to be the first to 
publish new research findings. Maybe you want to 
solve more complex problems, analyze larger data-
bases, remain competitive with colleagues in your 
field, or better prepare the students you teach.

Your software or application will run faster, al-
though you might need to invest time and energy 
to take full advantage of the capabilities of larger 
parallel systems. Specifically, you’ll likely need to 
make changes to your software, algorithms, appli-
cations, and workflow patterns. 

That said, time spent making these types of 
changes can detract from time spent conducting 
research, publishing papers, or enjoying life outside 
the work environment. There’s no magic answer 
as to whether accelerating your “time to science” 
is worth your time and effort, but many people 
achieve significant speedups, some on the order of 
4 or 5 times—others, significantly more. 

Fortunately, you don’t need to learn all the 
tools and techniques to achieve greater progress. 
Organizations like the US National Science Foun-
dation (NSF) have funded the Extreme Science and  
Engineering Discovery Environment (XSEDE; 
www. xsede.org/ecss), Blue Waters (https://blue-
waters.ncsa.illinois.edu) and Open Science Grid 
(https://www.opensciencegrid.org) projects to pro-
vide expert staff  assistance, at no cost to you, to 
help you take full advantage of HPC systems.

You can also look within your own organization 
for assistance. In the US, the Campus Champions 
(https://www.xsede.org/campus-champions) program  
and the Advanced CyberInfrastructure-Research 

But simply moving from your current computing 
environment to an HPC system doesn’t ensure that you’ll 
significantly accelerate your discovery process.
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and Education Facilitators consortium (ACI-REF; 
https://aci-ref.org) have created a national commu-
nity of cyberinfrastructure professionals to assist 
personnel in their organizations with gaining access 
to and making effective use of advanced digital re-
sources, including HPC resources. More than 250 
people at more than 200 campuses and organiza-
tions are ready and willing to assist people in their 
own organization, state, and region.

HPc Education Matters
Selecting, installing, operating, and effectively 
utilizing HPC systems requires familiarity with 
a vast range of topics, and these topics vary con-
siderably among system designers; the people who 
install, operate, and support these systems; the 
people using these systems to conduct research 
and scholarly studies; and the instructors who are 
preparing the workforce to make effective use of 
the technologies. 

This includes providing students with a good 
understanding of quantitative reasoning, computa-
tional methods, data analytics, and an appreciation 
for parallelism in nature. Computational thinking 
education should begin during the K-12 years and 
continue throughout the learning process clear into 
graduate and life-long learning programs.

Curricular reform in departments and institu-
tions is being guided in part by core competencies 
(http://hpcuniversity.org/educators/competencies), 
literacies, and books of knowledge that prescribe 
requisite knowledge and skills students should ac-
quire. These competencies guide the development 
of sequences of courses across multiple disciplines, 
and they’re particularly relevant in new and interdis-
ciplinary fields of study. One example is CyberGIS 
(http://cybergis.illinois.edu/about), an emerging  
culture of practice that transcends many disciplines 
to foster discovery through spatial studies.

Numerous repositories of quality peer-reviewed 
computational and HPC educational modules pro-
vide free access to instructional materials devel-
oped by instructors in a variety of disciplines that 
can be incorporated into K–12, undergraduate, 
and graduate classrooms (see http://hpcuniversity.
org, www.shodor.org/refdesk, and www.shodor.
org/petascale/resources/resourceCollections). The 

K–12 materials are aligned with national and state 
learning standards. 

Systemic change in the educational system is 
under way, but it will take time to effect change. 
Fortunately, numerous programs already in place 
can help guide development in your own institu-
tion (http://hpcuniversity.org/students).

Moocs, SPocs, Virtual Schools, and 
outreach Programs
Many students aren’t afforded the opportunity to 
learn computational skills at their local educational 
institution. To fill this void, alternative learning 
methods are emerging. 

Massive open online courses (MOOCs) are 
available from several groups (such as Coursera; 
www.coursera.org) to reach thousands of geo-
graphically distributed people simultaneously. 
Small private online courses (SPOCs) are also be-
ing offered in a similar online manner, with the in-
tent of providing more individual attention (such 
as the Virtual School of Computational Science 
and Engineering; https://bluewaters.ncsa.illinois.
edu/graduate). College course credit is available in 
several of these offerings.

Through the relationships among MOOC and 
SPOC instructors and faculty at collaborating in-
stitutions, more students have access to new learn-
ing opportunities. Local collaborating instructors 
gain the expertise, confidence, and resources to 
teach these topics on their own, and students can 
obtain course credit toward their degree program.

However, there are still serious gaps in address-
ing the broader learning needs of the HPC commu-
nity. To fill these gaps, organizations are working  
to provide workforce development, through 
informal learning outreach programs; for example, 
through workshops, institutes, summer schools, 
internships, fellowships, curriculum development 
workshops, and other offerings. In addition, nu-
merous science gateways (https://www.xsede.
org/gateways-overview), digital libraries (https://
nsdl.oercommons.org), and portals are available. 
The HPC University portal (http://hpcuniversity.
org), for example, provides links to quality educa-
tion and training materials, as well as opportuni-
ties for students and faculty to learn about HPC 

To properly prepare tomorrow’s workforce, the educational 
system must incorporate computational thinking as an 
integral component in all disciplines.
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internships, fellowships, conferences, workshops, 
curriculum development efforts, and career oppor-
tunities. These resources provide access to quality, 
peer-reviewed instructional materials including 
videos, slides, tutorials, free and inexpensive inter-
active software, e-books, exercises, teacher guides, 
and reference materials. They also provide forums 
to discuss multi- and interdisciplinary needs and 
domain-specific challenges.

Grass roots efforts aim to expand the breadth 
of topics and the number of people prepared 
to teach and learn these skills through groups 
like Software Carpentry, Data Carpentry, and 
HPC Carpentry (http://software-carpentry.
org/about). To address the need for just-in-time 
training, self-paced tutorials (such as CI-Tutor 
[www.citutor.org/login.php] and Cornell Virtual 
Workshop [https://cvw.cac.cornell.edu/default]) 
are available; the list of topics, especially around 
HPC, continues to expand to address the com-
munity’s evolving needs.

Where to Go from Here
There’s a strong coupling between learning op-
portunities and increased access to computing 
resources to actively practice HPC methods and 
techniques. Computing resources, including edu-
cation and training, are available at no cost from 
NSF-funded HPC Centers, numerous cloud pro-
viders, and an increasing number of campus com-
puting facilities.

When there’s a need to learn, numerous organi-
zations are ready to provide training on how to use 
HPC systems. This capability has been enhanced 
through advanced networking and Web-based col-
laboration tools.

You can also join multiple organizations, pro-
fessional societies, and conferences to contribute 
to the conversation and exchange resources and 
materials. No single list can ever be comprehen-
sive or complete, so I apologize in advance if your 
favorite organization, resource, or program is 
overlooked.

The International HPC Training Consortium 
(https://sites.google.com/a/lbl.gov/hpc-training-
best-practices) was formed as an informal group 
of over 170 people from more than a dozen coun-
tries working to enhance HPC training. Consortia 
members meet at the annual ISC (www.isc-hpc.
com) and SC (www.supercomp.org) conferences to 
share best practices, materials, and lessons learned, 
and to collaborate on development projects. Mem-
bers talk on a regular basis throughout the year to 

advance HPC learning; there’s also a public forum 
for sharing among members.

The ACM special interest group in HPC 
(SIGHPC; www.sighpc.org) formed the ACM 
SIGHPC Education Chapter (http://sighpceduca-
tion.acm.org) to foster international discussions 
and information sharing around HPC workforce 
development topics. All are welcome to join.

The International Cyberinfrastructure Practi-
tioners Consortium (https://sites.google.com/site/
cyberinfrastructurepractioners/) and the Service 
Provider Forum (SP Forum; www.xsede.org/web/
sp-forum/spa-members) are working to provide a 
persistent community of practice among the peo-
ple who support cyberinfrastructure within their 
organizations. These professionals support their 
constituencies in making effective use of local, re-
gional, and national cyberinfrastructure, advanced 
digital resources, and HPC technologies. Many of 
these practitioners have a critical need to develop 
programs to prepare them in pursuing their profes-
sional roles and responsibilities.

These consortia seek to improve the train-
ing and preparation of these practitioners, foster 
information sharing of challenges and solutions, 
and nurture and sustain this rapidly growing 
community.

I f you need HPC support, I recommend that you 
contact the aforementioned organizations. They’re 

ready and willing to assist people in all domains of 
study in gaining access to resources and training on 
how to use those resources.

If you’re based outside the US, numerous orga-
nizations around the world offer similar assistance. 
Feel free to contact me directly to inquire about or-
ganizations and facilities in other countries. 

Scott Lathrop is the Blue Waters Technical Program 
Manager for Education and XSEDE Manager of Work-
force Development. His interests include computational 
science education and HPC workforce development. 
Contact him at lathrop@illinois.edu.

Selected articles and columns from IEEE Computer 
Society publications are also available for free at 

http://ComputingNow.computer.org.
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This article originally appeared in 
Computing in Science & Engineering, vol. 18, no. 6, 2016.
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What Is Algorithm 
Governance?
Danilo Doneda • Rio de Janeiro State University

Virgilio A.F. Almeida • Harvard University

With algorithms’ increased use to fulfill complex tasks comes the risk of algo-

rithms’ use for manipulation, biases, censorship, social discrimination, violations 

of privacy and property rights, and more. To address such risks, the process of 

algorithm governance should be considered.

A lgorithms are basically sets of instruc-
tions to perform a task, producing an out-
put from a given input. Today, algorithms 

embedded into systems and electronic devices 
are increasingly trusted to make decisions, evalu-
ations, and analysis with a concrete impact on  
our lives.

Algorithms’ vocation to penetrate several realms 
of our routine is now regarded as a fact of life. They 
perform tasks we could hardly imagine accomplish-
ing without a human in charge. As their sophis-
tication and utility grows, the more they seem 
“autonomous” — even evoking the notions of a 
“thinking machine” present in some arcane thoughts 
that date back to the early age of computer science. 
In fact, often the term “algorithm” is being used or 
referred to as a synonym for a computer, machine, 
code, software, and so on.

The availability of ever-increasing comput-
ing power and datasets make it possible for algo-
rithms to perform tasks with a magnitude and 
complexity that’s unbearable by human stan-
dards. Often their results can hardly be antici-
pated or explained — even by their designers.

At the same time, although they provide valu-
able output, algorithms can also take humans 
out of the loop in their series of decisional pro-
cesses, which can be risky. Thus, to foster their 
integration into several social and economic pro-
cesses in which they can be valuable, perhaps 
we should design instruments that permit some  
sort of governance of algorithms. This could pre-
vent them from affecting the balance of power 

negatively, in favor of those who are able to exer-
cise actual power regarding how they’re used, as 
well as maximizing their benefits and reducing 
their potential risk. An example of such a shift in 
the balance of power is given by Frank Pasquale 
when he mentions that a woman who had taken 
antidepressants as a sleep aid had her requests for 
health insurance denied by some companies. The 
record of her use of these medications, that could 
eventually help her if it was kept for strict medical 
usage, was used against her on the basis of pre-
sumptions regarding her use of these medicines.1

Algorithms’ Potential Issues  
and Elements
The complexity of algorithms’ work is increased 
by the growing use of machine-learning tech-
niques. With these techniques, an algorithm can 
rearrange and morph itself and its inner workings 
based on the data it analyzes. As Pedro Domingos 
once described, learning algorithms are “algo-
rithms that make other algorithms… so we don’t 
have to.”2 Often it isn’t a simple task for the data 
scientist or the algorithm’s designer to describe 
the steps an algorithm has taken to produce a cer-
tain output, if not in merely abstract terms.

Hence, algorithms add a new element to the 
information processing chain — their opacity — that 
often is associated with the difficulty of decoding 
their output. Humans are increasingly unable to 
understand, explain, or predict algorithms’ inner 
workings, their biases, and eventual problems.  
This is cause for rising concern in situations where 
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algorithms are trusted to make impor-
tant, if not fundamental, decisions that 
affect our lives, to the point that a call 
for more transparency and accountabil-
ity of algorithms is being increasingly 
noticed in academic works as well as 
public campaigns.3

At the same time, there are also 
non-technical justifications for their 
opacity. Some of them are based on 
issues over competition. Having an 
open algorithm could put a company 
at a disadvantage regarding its com-
petitors. Others are based on intel-
lectual property: in some countries, 
the law protects a company’s com-
mercial secret or intellectual property. 
Another reason for not opening cer-
tain algorithms is the possibility that 
some people — once they’re aware of 
their characteristics — could be able 
to better “game” the algorithm.4 So, 
the opacity of algorithms is a ten-
dency sustained by elements of both 
technical and non-technical nature.

Opacity, though, hasn’t been a barrier 
to the widespread adoption of algorithms 
in several realms. In fact, algorithms are 
no longer seen as the trick behind search 
engines or something that helps e-com-
merce gather customers’ preferences —  
instead, they’re now essential parts 
of self-driving cars, crime-prediction 
frameworks, and tests for many dis-
eases, along with a growing list of other 
important applications. And several of 
these applications have a direct impact 
on society, from their employment to 
make sense of data for development and 
humanitarian action (see www.unglo-
balpulse.org), to aiding doctors in find-
ing the right diagnosis, or even enabling 
more rationality in judicial decisions.

Algorithms have risen to perform 
an ever-increasing number of tasks, 
due not merely to their own develop-
ment per se, but to the occurrence of 
conditions that transformed the whole 
environment they’re settled in. Indeed, 
“the algorithm isn’t an algorithm 
because it executes (the instructions); 
it’s an algorithm because it’s enacted 
as such by a heterogeneous assemblage 

of actors, imparting to it the very action 
we assume it to be doing.”5

This environment contains elements 
of major relevance to algorithm’s gov-
ernance — in fact, their governance can 
often be based on tools that work not 
on the algorithm itself but on elements 
of their environment. Out of these ele-
ments, datasets are probably the most 
fundamental ones. Algorithms became 
much more useful as a function of the 
availability of data, which is relevant 
for its inner work. As Tarleton Gillespie 
notes, “Algorithms are inert, meaning-
less machines until paired with data-
bases upon which to function.”4

Datasets are built up from the 
data that are collected in a fast-paced 
rhythm, as more and more of our activ-
ities leave a trace (think of our actions 
on the Internet) or are monitored. As a 
consequence, the amount of relevant 
data available grows dramatically. 
This is indeed central to the idea of Big 
Data, the paradigm for data that often 
“feeds” algorithms, with characteris-
tics that are often referred as the 3 V’s: 
volume (more data are available), vari-
ety (from a wider number of sources), 
and velocity (at an increasing pace, 
even in real time).6

If datasets are used as central parts 
of the tasks performed by algorithms, 
it’s important to emphasize the need 
to verify if they’re being lawfully and 
even ethically used — in short, if the 
data are legitimate, correct, updated, 
and don’t show any type of bias. For 
instance, data mining and other meth-
ods used to refine the datasets can 
eventually result in discrimination. 
Furthermore, selection, classification, 
correlation, and other techniques 
many times tend to replicate envi-
ronmental bias, as they can mimic 
social and personal conditions. This 
isn’t exactly a novelty, as statistical 
discrimination (the drawing of stereo-
types based on the “average” behavior 
of a discriminated group) has been an 
issue for more than four decades, but 
this is a problem which algorithms are 
constantly making more salient.7

Governing Algorithms
Several potential risks of the use of 
algorithms have been identified in the 
literature, such as the risks of manipu-
lation, biases, censorship, social dis-
crimination, violations of privacy and 
property rights, abuse of market power, 
effects on cognitive capabilities, and 
growing heteronomy. To address these 
risks, the process of algorithm gover-
nance should be considered.

Algorithm governance can vary 
from the strict legal and regulatory 
viewpoints to a purely technical stand-
point. Its focus is often on account-
ability, transparency, and technical 
assurances. The resource to a certain 
governance path can be based on fac-
tors such as the nature of the algo-
rithm, its context, or risk analysis.8

Generally, when a governance 
option is made it aims to reduce 
problems caused by the algorithm. It 
should try to preserve its effectiveness 
and reduce undesirable outcomes.

Some governance tools act not on 
the algorithm but on the data they 
need in order to work. This is true for 
several tools already present in data-
protection legislation that, in some 
countries, have measures regarding 
transparency and fairness that apply 
directly to algorithms and the plat-
forms that support their functioning. 
For instance, the provision that auto-
mated decisions shall be grounded 
on transparent criteria is commonly 
present in several pieces of data-pro-
tection legislation. The same happens 
with the right to ask for a human revi-
sion of automatically taken decisions.

Using algorithms to regulate data-
sets is at the core of most data protection 
legal frameworks, which also command 
these datasets to be legitimate and right-
ful, undergoing several requirements to 
meet this criteria. An example would 
be consent for the use of personal data 
on various occasions, as ownership is 
another rising issue, and identifying 
specific datasets — in a manner to allow 
consent over the treatment and use of 
data, whether for personal use or just 
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With algorithms’ increased use to fulfill complex tasks comes the risk of algo-

rithms’ use for manipulation, biases, censorship, social discrimination, violations 

of privacy and property rights, and more. To address such risks, the process of 

algorithm governance should be considered.

A lgorithms are basically sets of instruc-
tions to perform a task, producing an out-
put from a given input. Today, algorithms 

embedded into systems and electronic devices 
are increasingly trusted to make decisions, evalu-
ations, and analysis with a concrete impact on  
our lives.

Algorithms’ vocation to penetrate several realms 
of our routine is now regarded as a fact of life. They 
perform tasks we could hardly imagine accomplish-
ing without a human in charge. As their sophis-
tication and utility grows, the more they seem 
“autonomous” — even evoking the notions of a 
“thinking machine” present in some arcane thoughts 
that date back to the early age of computer science. 
In fact, often the term “algorithm” is being used or 
referred to as a synonym for a computer, machine, 
code, software, and so on.

The availability of ever-increasing comput-
ing power and datasets make it possible for algo-
rithms to perform tasks with a magnitude and 
complexity that’s unbearable by human stan-
dards. Often their results can hardly be antici-
pated or explained — even by their designers.

At the same time, although they provide valu-
able output, algorithms can also take humans 
out of the loop in their series of decisional pro-
cesses, which can be risky. Thus, to foster their 
integration into several social and economic pro-
cesses in which they can be valuable, perhaps 
we should design instruments that permit some  
sort of governance of algorithms. This could pre-
vent them from affecting the balance of power 

negatively, in favor of those who are able to exer-
cise actual power regarding how they’re used, as 
well as maximizing their benefits and reducing 
their potential risk. An example of such a shift in 
the balance of power is given by Frank Pasquale 
when he mentions that a woman who had taken 
antidepressants as a sleep aid had her requests for 
health insurance denied by some companies. The 
record of her use of these medications, that could 
eventually help her if it was kept for strict medical 
usage, was used against her on the basis of pre-
sumptions regarding her use of these medicines.1

Algorithms’ Potential Issues  
and Elements
The complexity of algorithms’ work is increased 
by the growing use of machine-learning tech-
niques. With these techniques, an algorithm can 
rearrange and morph itself and its inner workings 
based on the data it analyzes. As Pedro Domingos 
once described, learning algorithms are “algo-
rithms that make other algorithms… so we don’t 
have to.”2 Often it isn’t a simple task for the data 
scientist or the algorithm’s designer to describe 
the steps an algorithm has taken to produce a cer-
tain output, if not in merely abstract terms.

Hence, algorithms add a new element to the 
information processing chain — their opacity — that 
often is associated with the difficulty of decoding 
their output. Humans are increasingly unable to 
understand, explain, or predict algorithms’ inner 
workings, their biases, and eventual problems.  
This is cause for rising concern in situations where 
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originated by a citizen — should also be 
an issue for regulation.

The need for accountability and 
transparency of algorithms is often men-
tioned as another possible approach. 
Transparency, as we’ve already men-
tioned, isn’t natural to many algorithms 
in use, for technical and non-technical 
reasons, so we need governance instru-
ments to foster the adoption of certain 
transparency levels or open algorithms.

Accountability, which is linked to 
the notion of responsibility, fairness, 
and due process on the use of algo-
rithms, is also fundamental and calls 
for another question that will be faced 
with the widespread use of algorithms: 
who’s liable for their use? In which 
situations will algorithm designers be 
deemed liable versus when an enter-
prise or a government body which 
employs the algorithm will?

Technical assurances are another 
fundamental resource, to provide the 
design options for data mining and 
analytics with considerations that 
aim to evade prejudice, inequality, or 
other biased outcomes. In this realm, 
engineers and researchers are develop-
ing techniques for guaranteeing that 
algorithms and their implementations 
shall satisfy design, performance, and 
even liability standards. In a further 
step, there are auditing techniques that 
can be useful to determine if the algo-
rithm meets the technical required 
standards.

A tool closely related to self-regu-
lation is the development of principles 
regarding the ethical use of personal 
data — which is being mentioned 
sometimes as Big Data Ethics. Even if 
it’s a variation of the self-regulatory 
approach, some governmental bodies 
have mentioned that perhaps these 
principles should be developed into a 
new regulatory framework.7

Another important element is that 
algorithms are constantly working on 
the fly, facing new and unprecedented 
situations that require answers, thereby 
necessitating our constant monitoring 
of their outcome for evaluation. This 

is even more important in the case of 
machine-learning techniques.

Implementing governance instru-
ments for algorithms can occur 

at multiple levels. Here, we describe 
some of these levels, taking into 
account that some of them would 
only be considered if the risk that cer-
tain algorithms present is substantial 
and concrete. Algorithm governance 
processes can range from market-ori-
ented solutions to government-based 
mechanisms.

An ensemble of oversight bod-
ies is required for structuring and 
implementing algorithm governance 
on a variety of instruments. It’s evi-
dent that there’s no one-size-fits-all 
solution.

Private companies should approach 
the use of algorithms with given 
standards (if their customers are in a 
position to refrain from using risky 
algorithms built into their software, 
services, and products), as long as 
there are adequate levels of transpar-
ency and accountability in place.

For this private sector approach to 
work systematically, it should be built 
on a company’s internal organiza-
tion, where it defines standards that 
reflect public interest and establishes 
a reviewing process and an internal 
body to guarantee the integrity and 
compliance with public interest val-
ues when using algorithms.

It can also rely on industry-wide 
self-regulation processes where, for 
instance, collective standards and 
public interest values are defined for 
a specific sector — as happens, for 
example, with the auto industry defin-
ing quality and security standards for 
car-embarked software. A specific 
industry oversight body, which can 
take the form of a multistakeholder 
committee, would be responsible for 
demanding information from soft-
ware makers about algorithms.

Finally, a governmental oversight 
body in charge of algorithm regula-

tion is another possibility for the 
future, focusing on requirements such 
as the level of transparency or qual-
ity of service in terms of errors, risks 
of death, or injuries caused by algo-
rithms or software, along with secu-
rity breaches and other concerns. 
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originated by a citizen — should also be 
an issue for regulation.

The need for accountability and 
transparency of algorithms is often men-
tioned as another possible approach. 
Transparency, as we’ve already men-
tioned, isn’t natural to many algorithms 
in use, for technical and non-technical 
reasons, so we need governance instru-
ments to foster the adoption of certain 
transparency levels or open algorithms.

Accountability, which is linked to 
the notion of responsibility, fairness, 
and due process on the use of algo-
rithms, is also fundamental and calls 
for another question that will be faced 
with the widespread use of algorithms: 
who’s liable for their use? In which 
situations will algorithm designers be 
deemed liable versus when an enter-
prise or a government body which 
employs the algorithm will?

Technical assurances are another 
fundamental resource, to provide the 
design options for data mining and 
analytics with considerations that 
aim to evade prejudice, inequality, or 
other biased outcomes. In this realm, 
engineers and researchers are develop-
ing techniques for guaranteeing that 
algorithms and their implementations 
shall satisfy design, performance, and 
even liability standards. In a further 
step, there are auditing techniques that 
can be useful to determine if the algo-
rithm meets the technical required 
standards.

A tool closely related to self-regu-
lation is the development of principles 
regarding the ethical use of personal 
data — which is being mentioned 
sometimes as Big Data Ethics. Even if 
it’s a variation of the self-regulatory 
approach, some governmental bodies 
have mentioned that perhaps these 
principles should be developed into a 
new regulatory framework.7

Another important element is that 
algorithms are constantly working on 
the fly, facing new and unprecedented 
situations that require answers, thereby 
necessitating our constant monitoring 
of their outcome for evaluation. This 

is even more important in the case of 
machine-learning techniques.

Implementing governance instru-
ments for algorithms can occur 

at multiple levels. Here, we describe 
some of these levels, taking into 
account that some of them would 
only be considered if the risk that cer-
tain algorithms present is substantial 
and concrete. Algorithm governance 
processes can range from market-ori-
ented solutions to government-based 
mechanisms.

An ensemble of oversight bod-
ies is required for structuring and 
implementing algorithm governance 
on a variety of instruments. It’s evi-
dent that there’s no one-size-fits-all 
solution.

Private companies should approach 
the use of algorithms with given 
standards (if their customers are in a 
position to refrain from using risky 
algorithms built into their software, 
services, and products), as long as 
there are adequate levels of transpar-
ency and accountability in place.

For this private sector approach to 
work systematically, it should be built 
on a company’s internal organiza-
tion, where it defines standards that 
reflect public interest and establishes 
a reviewing process and an internal 
body to guarantee the integrity and 
compliance with public interest val-
ues when using algorithms.

It can also rely on industry-wide 
self-regulation processes where, for 
instance, collective standards and 
public interest values are defined for 
a specific sector — as happens, for 
example, with the auto industry defin-
ing quality and security standards for 
car-embarked software. A specific 
industry oversight body, which can 
take the form of a multistakeholder 
committee, would be responsible for 
demanding information from soft-
ware makers about algorithms.

Finally, a governmental oversight 
body in charge of algorithm regula-

tion is another possibility for the 
future, focusing on requirements such 
as the level of transparency or qual-
ity of service in terms of errors, risks 
of death, or injuries caused by algo-
rithms or software, along with secu-
rity breaches and other concerns. 
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SOFTWARE CROWDSOURCING is 
mediated by platforms that connect re-
questers (buyers) with online workers—
the crowd. Thus, these platforms have 
emerged as an important stakeholder in 
software development. Here, we intro-
duce them and group them by develop-
ment phase.

Crowdsourcing is essentially a dis-
tributed problem-solving model. In 
software development,  crowdsourcing 
can be adopted at certain stages or 
throughout a project. Any development 
phase or task can be crowdsourced, in-
cluding requirements, design, coding, 
testing, and documentation.1

Some platforms cover every devel-
opment phase; others handle speci� c 
phases or tasks. All these platforms 
let requesters � nd talent beyond their 
boundaries and bene� t from other 
crowdsourcing advantages: reduced 
costs, reduced time to market, talent 
identi� cation, solution diversity, higher 
quality, and access to creativity and 
problem solving.

Software Crowdsourcing 
Platforms
Alexandre Lazaretti Zanatta, Leticia Santos Machado, Graziela Basilio Pereira, Rafael Prikladnicki, 
and Erran Carmel

Crowdsourcing is outsourcing to an unde� ned network of 
contributors. It has quickly gained momentum to � ll urgent 
competence needs. There is a dark side. Amazon Mechanical Turk 
workers make extremely little money and enjoy no protections. 
This affects the entire software landscape because such 
microtasking reduces software quality. Also, students wonder 
whether they should still embark on computer science and software 
engineering careers. In this instalment of Software Technology, 
Alexandre Zanatta and his colleagues introduce us to software 
crowdsourcing, describing various platforms and presenting 
a case study from Brazil. I look forward to hearing from both 
readers and prospective column authors. —Christof Ebert

 Crowdsourcing will fundamentally 
change existing IT business models.
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 A Look at the Platforms
So how do crowdsourcing platforms 
work? They use the traditional mar-
ket model, a competition model, or 
a hybrid of the two. The requesters 
(companies or individuals) post their 
issues—mainly software develop-
ment problems they want solved—
as a freelance job or competition. A 
community of online workers who 
have signed up for the platforms 
then decide (as individuals or small 
teams) whether to take on the chal-
lenge. In the competition model, re-
questers assess the submissions and 
select one or more winners, who re-
ceive a monetary prize.

The innovation in modern crowd-
sourcing is in the platform itself—
and the services it provides. These 
services include management and 
coordination of processes and peo-
ple at both the technical and busi-
ness levels.2 For example, Topcoder, 
Upwork, and Crowdplat have tools 
that support project managers, team 
leads, and any other governance 
needs. (We examine these three plat-
forms in more detail later.)

Figure 1 characterizes the basic 
interaction. The requester creates a 
task and submits a request describ-
ing the main requirements, including 
instructions, constraints, acceptance 
criteria, and goals. The requester 
also defines the target audience, tak-
ing into account the crowd’s abilities, 
and the task’s duration, resulting in 
a document that goes through the 
platform. The platform assigns the 
task to the crowd. The crowd par-
ticipates and executes the request. At 
the end of the process, the requester 
validates the request and rewards the 
crowd on the basis of the accepted 
solutions.

Some general platforms, such as 
Amazon Mechanical Turk, Stack 
Overflow, and Freelancer, aren’t spe-

cifically for software development but 
support it. Amazon Mechanical Turk 
is the main platform for microtasks 
and has been employed, for instance, 
to support GUI testing. Microtasks 
are self-contained units of work that 
are granular and might take a few sec-
onds or minutes to complete, with cor-
respondingly small payments. Stack 
Overflow is a question-and-answer 
portal that has been used to improve 
software documentation.

As we mentioned before, some 
platforms specifically support soft-
ware development; we look at them 
next. Table 1 summarizes the in-
formation for all the platforms dis-
cussed in this article.

Multiple Development Phases
Topcoder is the world’s largest 
software- crowdsourcing platform, 
with a registered crowd of more than 
one million developers. The crowd 
often works on each phase sepa-
rately as a competition. The stan-
dard phases include requirements ex-
ploration (application specification), 
architecture, design, component, de-
ployment, and testing. TopCoder 
keeps track of each competitor’s 
ratings. After a competition, it ap-
plies an algorithm to the competitors 
and ratings. It ranks competitors on 
the basis of their efficiency, assign-
ing them colors: red (the highest), 
yellow, blue, green, and gray. Most 
competitors are ranked as gray.

Upwork is a giant platform with 
services ranging from graphic design 

to software development.
CrowdPlat is a small startup. Its 

model differs somewhat from that of 
Topcoder in that it connects request-
ers to either virtual freelance project 
teams or project teams from small 
consulting firms.

GetACoder is a typical online 
auction site. Requesters post the 
software’s specifications, and the 
crowd bids on it. GetACoder uses a 
rating system similar to Topcoder’s.

Requirements
Crowdsourcing can support the re-
quirements phase because the crowd 
could be the potential users of the 
software, designed to meet their 
own requirements. Requesters could 
harness the power of the crowd to 
understand its requirements as part 
of requirements elicitation. The 
open source model has validated 
this approach. Some early research, 
such as CrowdREquire,3 has exam-
ined this phase.

Design
Parsing design out to the crowd is 
difficult. Numerous platforms do de-
sign, although most of it is visual—
from logos to webpages.

DesignCrowd uses a competition 
model and freelance jobs to distrib-
ute projects. Requesters can send the 
crowd private messages and view a 
specific design during a competition. 
Evaluation of the designers’ perfor-
mance is through reviews and posi-
tive or negative feedback. Requesters 

Requester
Crowdsourcing

platform
Provider
(crowd)

Submit request
Validate request
Pay for request

Participate
Execute request
Charge for request

FIGURE 1. Interaction with a crowdsourcing platform. These platforms have emerged 

as an important stakeholder in the software development process.
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SOFTWARE CROWDSOURCING is 
mediated by platforms that connect re-
questers (buyers) with online workers—
the crowd. Thus, these platforms have 
emerged as an important stakeholder in 
software development. Here, we intro-
duce them and group them by develop-
ment phase.

Crowdsourcing is essentially a dis-
tributed problem-solving model. In 
software development,  crowdsourcing 
can be adopted at certain stages or 
throughout a project. Any development 
phase or task can be crowdsourced, in-
cluding requirements, design, coding, 
testing, and documentation.1

Some platforms cover every devel-
opment phase; others handle speci� c 
phases or tasks. All these platforms 
let requesters � nd talent beyond their 
boundaries and bene� t from other 
crowdsourcing advantages: reduced 
costs, reduced time to market, talent 
identi� cation, solution diversity, higher 
quality, and access to creativity and 
problem solving.

Software Crowdsourcing 
Platforms
Alexandre Lazaretti Zanatta, Leticia Santos Machado, Graziela Basilio Pereira, Rafael Prikladnicki, 
and Erran Carmel

Crowdsourcing is outsourcing to an unde� ned network of 
contributors. It has quickly gained momentum to � ll urgent 
competence needs. There is a dark side. Amazon Mechanical Turk 
workers make extremely little money and enjoy no protections. 
This affects the entire software landscape because such 
microtasking reduces software quality. Also, students wonder 
whether they should still embark on computer science and software 
engineering careers. In this instalment of Software Technology, 
Alexandre Zanatta and his colleagues introduce us to software 
crowdsourcing, describing various platforms and presenting 
a case study from Brazil. I look forward to hearing from both 
readers and prospective column authors. —Christof Ebert

 Crowdsourcing will fundamentally 
change existing IT business models.
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can offer second- and third-place 
prizes or even pay designers just to 
compete as a guarantee.

99designs is the biggest player in 
this niche. For all categories except 
website and app design, a compe-
tition usually runs for seven days. 
Competitions have four stages:

1. the qualifying round,
2. selecting the finalists,
3. the final round, and
4. selecting the winner.

The platform conducts localized 

competitions, such as those in the 
Brazilian market.

Coding
This phase is covered largely by the 
general-purpose platforms we men-
tioned before. Basically, request-
ers describe the problem and post a 
task, and programmers bid or com-
pete to provide solutions. We note 
one specific platform here.

Bountify is a question-and- 
answer platform that has been em-
ployed to improve crowdsourced 
small coding tasks and IDEs.

Testing
Crowdsourcing’s immense power is 
evident for software testing. Here, 
a large crowd tests the software, us-
ing many testing platforms in which 
the applications run on different de-
vices, OSs, browsers, and language 
versions. Testing can be quick, with 
quick ramp-up and ramp-down, in 
different environments and situa-
tions. Typically, requesters pay for 
only the valid bugs found.

Some crowd-testing platforms 
have experience with diverse skill 
levels, minimum functionality, and 

TA
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E

 1 Software crowdsourcing platforms.

Platform
Purpose or 

development phase
Launch 

date
No. of 

members Location
Selection 

model
Learning 
resources

Reputation 
system

Amazon 
Mechanical Turk

Microtasks 2005 500,000 US Freelance jobs Yes Yes

Stack Overflow Microtasks 2008 1.3 million US Freelance jobs Yes Yes

Freelancer Microtasks 2009 18 million Australia Freelance jobs Yes Yes

Quirky Microtasks 2009 N/A US Freelance jobs Yes Yes

Topcoder Multiple phases 2001 1 million US Competition No Yes

Upwork Multiple phases 2015 9,000 US Recruitment N/A Yes

Crowdplat Multiple phases N/A N/A US Competition and 
freelance jobs

No N/A

GetACoder Multiple phases 2004 N/A US Freelance jobs N/A Yes

CrowdREquire Requirements 2013 N/A N/A Competition N/A N/A

DesignCrowd Design 2008 400,000 Australia Competition and 
freelance jobs

No Yes

99designs Design 2008 300,000 US Competition No N/A

Bountify Coding N/A N/A N/A N/A N/A N/A

uTest Testing 2007 175,000 US Recruitment Yes Yes

Passbrains Testing 2011 70,000 Switzerland Recruitment Yes Yes

BugFinders Testing 2010 55,000 Europe Recruitment N/A N/A

Testbirds Testing 2012 65,000 Europe Recruitment No Yes

99tests Testing 2010 12,000 India Competition No Yes
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security during operational execu-
tion. A crowd-testing platform must 
coordinate activities in the crowd; 
track the work progress; guarantee 
task deadlines and quality; and en-
sure project con� dentiality, safety, 
security, and terms and conditions. 
The following are some of the main 
crowd-testing platforms.

uTest is the largest crowd-testing 
platform. It doesn’t allow anony-
mous contributions; members must 
sign up and log in. Recruitment is 
based on the quality and quantity of 
bugs members have submitted and 
the frequency of their participation 
in testing cycles.

Passbrains offers a huge variety 
of tests, such as functional, compat-
ibility, performance, and user expe-
rience tests. During the test cycles, 
testers deliver bug reports, user ex-
perience reports, product ratings, 
and improvement suggestions.

BugFinders has a recruitment-
based selection model in which mem-
bers receive test project alerts by 
email. Testers gain access to not only 
projects, such as testing unreleased 
mobile apps and websites, but also fo-
rums in which to share their expertise.

Testbirds is a large platform that 
was quick to automate testing. It 
also works with the BYOC (bring 
your own crowd) option.

99tests pays $25.00 on average per 
bug. It provides functional, security, 
load, and automation testing. It has 
a process to create a test requirement 
(test cycle), submit bugs (log bugs), 
and check the components mentioned 
in the test cycle. 99tests’ members 
also validate the found bugs.

Another crowd-testing platform 
is Crowdtest. For more on it, see the 
sidebar “Case Study: Crowdtest.”

Social Concerns
Crowdsourcing—and more spe-

ci� cally, software crowdsourcing—
raises ethical and social concerns.

One concern is reasonable pay-
ment. Microtasking websites tend 
to have the lowest wages. Work-
ers earn less than minimum wage 
(for most countries in the Organ-
isation for Economic Co-operation 
and Development)— approximately 
$1.50 to $6 an hour, with no work 

protections or bene� ts. In the com-
petition model, usually only the 
worker who wins gets paid.

Another concern is fairness. 
For example, if a company uses a 
crowdsourcing platform instead of 
its regular agency to design a logo, 
is that fair?

Also, some people have argued that 
crowdsourcing is labor exploitation. 

CASE STUDY: CROWDTEST

Because our research team is in Brazil, we take a special interest in Brazilian 
crowdsourcing. So, we did a case study of Crowdtest, a small Brazilian crowd-
testing platform founded in 2011.1 Many of the smaller crowd-testing websites 
are country-speci� c because of language and culture, but our case study’s les-
sons generalize to most crowd-testing situations.

Crowdtest faced these growth challenges:

 • data confidentiality (many companies are afraid to share business infor-
mation with testers),

 • very specific business rules (too many rules can impair testers’ ability and 
performance on some activities and tests), and

 • training the crowd for complex tasks requiring domain-specific knowledge.

We also looked at one of Crowdtest’s key clients—an e-commerce com-
pany we’ll call BoveBras. BoveBras used crowd testing because it needed to

 • increase scalability,
 • run more projects in a short period,
 • achieve wider testing coverage, and
 • perform the same quality assurance tasks both in-house and outside 

under different human and technical profiles.

BoveBras had an internal bug tracker with which it could monitor in real time 
the bugs being registered. This let it correct the bugs during crowd testing.

Although the crowd testers detected many bugs, the testers’ maturity 
seemed low. Many bugs were poorly detailed. Others were super� cial and pre-
dictable, suggesting that the testers didn’t work hard enough to break the ap-
plication by developing complex test scenarios. Seemingly, crowd testing was 
weak when the testers needed speci� c business knowledge.

Reference
1. L. Machado et al., “Software Crowdsourcing Challenges in the Brazilian IT Industry,” 

Proc. 18th Int’l Conf. Enterprise Information Systems (ICEIS 16), 2016, pp. 482–489.
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Coding
This phase is covered largely by the 
general-purpose platforms we men-
tioned before. Basically, request-
ers describe the problem and post a 
task, and programmers bid or com-
pete to provide solutions. We note 
one specific platform here.

Bountify is a question-and- 
answer platform that has been em-
ployed to improve crowdsourced 
small coding tasks and IDEs.
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Crowdsourcing’s immense power is 
evident for software testing. Here, 
a large crowd tests the software, us-
ing many testing platforms in which 
the applications run on different de-
vices, OSs, browsers, and language 
versions. Testing can be quick, with 
quick ramp-up and ramp-down, in 
different environments and situa-
tions. Typically, requesters pay for 
only the valid bugs found.
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levels, minimum functionality, and 
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GetACoder Multiple phases 2004 N/A US Freelance jobs N/A Yes

CrowdREquire Requirements 2013 N/A N/A Competition N/A N/A

DesignCrowd Design 2008 400,000 Australia Competition and 
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No Yes
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Bountify Coding N/A N/A N/A N/A N/A N/A

uTest Testing 2007 175,000 US Recruitment Yes Yes

Passbrains Testing 2011 70,000 Switzerland Recruitment Yes Yes

BugFinders Testing 2010 55,000 Europe Recruitment N/A N/A

Testbirds Testing 2012 65,000 Europe Recruitment No Yes

99tests Testing 2010 12,000 India Competition No Yes



50 ComputingEdge December 2016116 IEEE SOFTWARE  |  W W W.COMPUTER.ORG/SOFT WARE   |  @IEEESOFT WARE

SOFTWARE TECHNOLOGY

M. Six Silberman and his colleagues 
warned that “paid crowd workers 
are not just an API call—but all too 
often, they are treated like one.”4 In 
contrast, Aleksejs Busarovs reported 
that crowd workers didn’t feel they 
were exploited.5

S oftware crowdsourcing taps 
global inputs in new ways. 
Crowdsourcing platforms 

have introduced dramatic innova-
tions to software development, from 
competitions, to coder ratings, to 
massive crowd testing. These ben-
efits come with some complications. 
The platforms have been evolving, so 
both the requesters and workers must 
choose the best platform for a proj-
ect. Additionally, sourcing some—or 
all—of a project increases both the 

need for coordination and the risks. 
Challenges include cross-task coor-
dination, virtual-team organization, 
determining the target audience, inte-
grating the crowd’s deliverables, and 
ensuring the software’s quality.
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GLOBAL SOFTWARE ENGINEERING 
CONFERENCE

The annual IEEE International Conference on Global Software Engineering 
(ICGSE) brings together worldwide industry and research leaders in distributed 
software development. It’s the preeminent forum for topics such as how to make 
distributed teams more effective and efficient and how to cope with the chal-
lenges these teams create (for example, how to deal with different methods and 
tools). The most recent conference had participants from more than 20 countries, 
with one-third of the papers from industry.

ICGSE 2017 will take place on 22 and 23 May in Buenos Aires, in conjunction 
with the International Conference on Software Engineering. Attend it and learn 
how to succeed with distributed software projects. The call for papers and more 
information are at www.icgse.org.

TECHNOLOGIES 2017

Participate in the Technologies 2017 survey and have the chance to win a copy of 
the book Global Software and IT, which contains many practical case studies. The 
survey is at www.vector.com/trends-survey.

This article originally appeared in IEEE Software, vol. 33, no. 6, 2016.
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F or this issue of ComputingEdge, we 
asked Phillip A. Laplante—professor of 
software engineering and co-director of 

the Software Engineering Group at Pennsylvania 
State University—about career opportunities 
in healthcare technology. Laplante’s research 
interests include real-time and embedded 
systems, image processing, and artificial 
intelligence. He co-authored the article “The 
Internet of Things in Healthcare: Potential 
Applications and Challenges” in IT Professional’s 
May/June 2016 issue. 

ComputingEdge: What careers in healthcare 
technology will see the most growth in the next 
several years?

Laplante: It’s no secret that healthcare careers 
often require certifi cations and licenses, and 
those who earn them will command the higher 
salaries and have the best career potential. 
Every healthcare career will require computer 
and technical profi ciency, a trend that will only 
increase in the future.

ComputingEdge: What advice would you give 
college students to give them an advantage over 
the competition?

Laplante: In the long run, a solid work ethic 
beats degrees, certifi cation, and experience. Show 
up on time, work hard, and be respectful. It’s old-
fashioned advice, but it still applies.

ComputingEdge: What advice would you give 
people changing careers midstream?

Laplante: You must be willing to reinvent yourself 
in all aspects. You might have to change locations, 
take a lower salary, or drop in the corporate 
hierarchy to increase your upward potential in the 
long run. Taking risks is a part of life and career 
growth.

ComputingEdge: What do you consider to be the 
best strategies for professional networking?

Laplante: You must network all the time, whether 
at work, in the gym, or at the store. If you’re taking 

Finding the Healthcare 
Technology Job You Want
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courses, network with your fellow students or your 
professor. Be a joiner. Join professional societies, 
clubs, or church groups. Professional and personal 
networking is a numbers game.

ComputingEdge: What should applicants keep 
in mind when applying for healthcare technology 
jobs?

Laplante: You must be constantly learning; 
continuing education is essential. We can only 
guess at the technologies that will prevail 10 
and 20 years from now, so you must have a solid 
fundamental education to build upon. Whatever 
your degree or certifi cation, you should always be 
thinking about the next one.

ComputingEdge’s Lori Cameron interviewed 
Laplante for this article. Contact her at 
l.cameron@computer.org if you would 

like to contribute to a future ComputingEdge
article on computing careers. Contact Laplante at 
pal11@psu.edu.

Read your subscriptions through 
the myCS publications portal at 
http://mycs.computer.org.
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in JAVA or C++ which will run on user 
space of Android or Linux platform to 
provide HMI to user, &designing mech-
anism to read vehicle data from CAN. 
Mail resume to Alicia Scott-Wears, GM 
Global Mobility, 300 Renaissance Cen-
ter, MC:482-C32-D44, Detroit, MI 48265, 
Ref#42340.

SENIOR SOFTWARE DEVELOPER, Al-
pharetta, GA, General Motors. Archi-
tect, lead senior soft dvlpr, &dvlp DNPI 
app in content mgmt repository storing 
highly secured documents based on 
xPression &EMC Documentum technol-
ogies. Upgrade &maintain DNPI soft 
to dynamically generate complex con-
tract documents using Documentum, 
dfc, wdk, java, dql, &api. Engr, rede-
sign &dvlp soft to provide automated 
EDDG &enterprise wide GDM solution 
integrating DNPS &GMDID for Dealer 
Contractual Group. Desg templates per 
legal reqmts for DSSA &define busi-
ness rules providing restricted access 
based roles. Desg &create custom Ob-
ject types, ACL’s, Alias Sets, complex 
workflow, folder structure (Taxonomy), 

Taxonomy ACL. Desg &implement re-
positories using EMC Documentum 
ACL, IAM &xPressions &provide solu-
tions to workflows using xCP, xPres-
sion, webtop, webpublisher, MDD, D2, 
Samson, SCS, composer, splunk, RPS, 
&Records mgmt within the Dealer Plus 
Organization. Master, Computer Science 
and Engineering, Computer Science or 
Computer Engineering. 36 mos exp as 
IT Analyst, Technical Lead, Project Man-
ager, or Technical Architect. Will accept 
Bachelor’s or foreign equivalent degree, 
in Computer Science &Engrg, Computer 
Science or Computer Engrg, followed 
by at least 5 yrs of progressive exp in 
specialty, in lieu of required education 
&exp. Will accept any equally suitable 
combination of education, training, &/
or exp which would qualify applicant to 
perform job offered. Required exp must 
include 36 mos exp designing &imple-
menting highly secured file share svces 
soft &content mgmt repository using 
Documentum &xPression. Mail resume 
to Alicia Scott-Wears, GM Global Mobil-
ity, 300 Renaissance Center, MC:482-
C32-D44, Detroit, MI 48265, Ref#4455.

Fordham University
Department of Computer and Information 

Science- Multiple Openings
Department Chair (Full Professor)

Two Tenure Track Assistant Professor Positions
Lecturer & Postdoc Positions

The Department of Computer & Information 
Science at Fordham University is undergoing a 
rapid expansion and has multiple open positions 
to fill for fall 2017 at its Bronx and Manhattan 
campuses. The department invites applications for 
department chair, assistant professors (one is des-
ignated for cybersecurity), and lecturer/postdocs. 

Applications should be submitted electronically 
using Interfolio Scholar Services via the links below 
(each link also provides detailed information about 
the position): 

For Department Chair position:  
apply.interfolio.com/39175
For Cybersecurity Assistant Professor position:  
apply.interfolio.com/38909
For other Assistant Professor position:  
apply.interfolio.com/38910
For Lecturer and Postdoc positions:  
apply.interfolio.com/39204
For more information about the department and 
the open positions, visit http://www.cis.fordham.
edu or contact Palma Hutter at hutter@fordham.
edu. Chair applicants may contact Dr. Gary Weiss 
at gaweiss@fordham.edu. 

Fordham is an independent, Catholic University 
in the Jesuit tradition that welcomes applications 
from all backgrounds. Fordham is an equal 
opportunity employer.

Oracle America, Inc.
has openings for

APPLICATIONS
DEVELOPER

 positions in Irvine, CA.

Job duties include: Analyze, design, 
develop, troubleshoot and debug 
software programs for commercial 
or end-user applications. 

Apply by e-mailing resume to 
pat.crane@oracle.com, 
referencing 385.18654.  

Oracle supports workforce diversity.
 

TECHNOLOGY

Oracle America, Inc.
has openings for

QA
ANALYST

 positions in Reston, VA.

Job duties include: Develop and 
execute software test plans. Analyze 
and write test standards and proce-
dures. Maintain documentation of test 
results. 

Apply by e-mailing resume to 
jonathan.regeimbal@oracle.com, 

referencing 385.17368.  

Oracle supports workforce diversity.

QA ANALYST

SOFTWARE ENGINEER, Warren, MI, 
General Motors. Dvlp vehicle infotain-
ment solutions incldg writing test scripts 
&dvlpmt of framework to stream video 
feed coming from VPM or RVS Imager 
&display it using Android Native Win-
dow. Desg &dvlp JAVA svce to imple-
ment Advanced Park Assist features, 
using Linux, C++, JAVA, UML, UIAuto-
mator, Android SDK, Vehicle Spy, Vector 
CanDB, &neoVI tools, to meet FMVSS as 
Safety Critical feature. Desg mechanism 
to read vehicle data from CAN &UART 
to display Parking Instructions, Park As-
sist Symbols &Rear Cross Traffic Alerts. 
Desg Android apps in JAVA running on 
user space of Android platform to pro-
vide HMI to user. Dvlp native services in 
C++ using Android AIDL interfaces com-
municating with Android JAVA frame-
work at app level using binder mecha-
nism. Improve standard android camera 
svce &customize it per platform reqmts. 
Bachelor, Electronics &Communication 
Engineering or Computer Science. 12 
mos exp as Engineer writing test scripts, 
desg &dvlp vehicle infotainment solu-
tions, incldg dvlpg Android or QT apps 
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Faculty Position
The Electrical and Computer Engineering Department of 
Baylor University seeks faculty applicants for a Lecturer 
or a Senior Lecturer Position. Any area of expertise 
in ECE will be considered but applicants in comput-
er engineering will be given special consideration. 
Applicants must demonstrate potential for excellent 
teaching; applicants for Senior Lecturer must addi-
tionally present evidence of achievement in teaching 
commensurate with the desired rank.  The ECE depart-
ment offers B.S., M.S., M.E. and Ph.D. degrees and is 
rapidly expanding its faculty size.  Facilities include the 
Baylor Research and Innovation Collaborative (BRIC), 
a newly- established research park minutes from the 
main campus.

Chartered in 1845 by the Republic of Texas, Baylor Uni-
versity is the oldest university in Texas. Baylor has an 
enrollment of over 15,000 students and is a member of 
the Big XII Conference. Baylor’s mission is to educate 
men and women for worldwide leadership and service 
by integrating academic excellence and Christian com-
mitment within a caring community. The department 
seeks to hire faculty with an active Christian faith; ap-
plicants are encouraged to read about Baylor’s vision 
for the integration of faith and learning at www.baylor.
edu/profuturis/. 

Applications will be considered on a rolling basis until 
the January 1, 2017 deadline. Applications must include: 

1) a letter of interest that identifies the applicant’s 
anticipated rank, 
2) a complete CV, 
3) a concise statement of teaching interests, 
4) the names and contact information for at least four 
professional references. 

Additional information is available at www.ecs.baylor.
edu. Should you have any questions on the position, 
feel free to contact the search chair, Dr. Keith Schubert 
at keith_schubert@baylor.edu. Please submit materials 
to https://apply.interfolio.com/38070.

Baylor University is a private not-for-profit university 
affiliated with the Baptist General Convention of Texas. 
As an Affirmative Action/Equal Opportunity employer, 
Baylor is committed to compliance with all applicable 
anti-discrimination laws, including those regarding age, 
race, color, sex, national origin, marital status, preg-
nancy status, military service, genetic information, and 
disability. As a religious educational institution, Baylor is 
lawfully permitted to consider an applicant’s religion as 
a selection criterion. Baylor encourages women, minori-
ties, veterans and individuals with disabilities to apply.

CLASSIFIED LINE AD SUBMISSION DETAILS: Rates are 
$425.00 per column inch ($640 minimum). Eight lines per col-
umn inch and average five typeset words per line. Send copy 
at least one month prior to publication date to: Debbie Sims, 
Classified Advertising, Computing Edge Magazine, 10662 Los 
Vaqueros Circle, Los Alamitos, CA 90720; (714) 816-2138; fax 
(714) 821-4010. Email: dsims@computer.org.

In order to conform to the Age Discrimination in Employment 
Act and to discourage age discrimination, Computing Edge 
may reject any advertisement containing any of these phras-
es or similar ones: “…recent college grads…,” “…1–4 years 
maximum experience…,” “…up to 5 years experience,” or 
“…10 years maximum experience.” Computing Edge reserves 
the right to append to any advertisement without specific 
notice to the advertiser. Experience ranges are suggested 
minimum requirements, not maximums. Computing Edge as-
sumes that since advertisers have been notified of this policy 
in advance, they agree that any experience requirements, 
whether stated as ranges or otherwise, will be construed by 
the reader as minimum requirements only. Computing Edge 
encourages employers to offer salaries that are competitive, 
but occasionally a salary may be offered that is significantly 
below currently acceptable levels. In such cases the reader 
may wish to inquire of the employer whether extenuating cir-
cumstances apply.

RITTER COMMUNICATIONS is seeking 
qualified applicants for a Vice President 
of Engineering position. Qualified appli-
cants with a Bachelor of Science in Elec-
trical Engineering (BSEE) and a minimum 
of 10 years’ experience applying elec-
trical engineering principles in telecom-
munications industry with a minimum of 
7 years of experience leading and man-
aging network engineering teams  may 
send their resumes, school transcripts, 
and reference letters to  paige.bobo@
eritter.com.

RITTER COMMUNICATIONS is seeking 
qualified applicants for a Database De-
veloper II position to work in Jonesboro, 
AR. Qualified applicants with a Master’s 
Degree in Computer Science and a min-
imum of 1 year of experience with the 
following: SQL environments; JavaScript; 
Visual Basic or Visual Basic.NET; C++ or 
C#; Business Intelligence reporting tools 
such as Active Reports or Crystal Reports 
may send their resumes, school tran-
scripts, and reference letters to paige.
bobo@eritter.com.
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INFOSYS LIMITED is in need of individuals to 
work full-time in Plano, Texas and various and unantic-
ipated locations throughout the U.S.  Must be willing to 
work anywhere in the U.S. as all job opportunities may 
involve relocation to various and unanticipated client site 
locations; any relocation to be paid by employer pursu-
ant to internal policy. We have multiple openings for each 
job opportunity, and are an Equal Opportunity Employer 
M/F/D/V.  Please apply to Infosys Limited online at: 
https://www.infosys.com/careers/job-opportunities 
/pages/index.aspx.   Select the box labeled “Technical” 
which will bring you to the site with the “Experienced 
Professionals” link in the right column. Click on the “Ex-
perienced Professionals” link. Once a user account has 
been created, please follow the link for ‘Search Openings’ 
and click on ‘Advanced Search.’ Enter the Req ID listed 
below in the “Auto Req ID” box.

Associate Engagement Manager(s) needed to contribute 
to IT competitor analysis and prospect identification; 
provide ground intelligence to pursuit teams, as well as 
account context and client introductions required for 
opening diverse service offerings in account(s). Travel 
required. (Req ID: 18750BR). 

Consultant(s) (Domain) – US needed to help conduct 
IT requirements gathering, define problems, provide 
solution alternatives, create detailed computer system 
design documentation, implement deployment plan, and 
help conduct knowledge transfer with the objective of 
providing high-quality IT consulting solutions. (Req ID: 
18746BR). 

Lead Consultant(s) (Domain) – US needed to anchor 
different phases of the IT engagement including business 
process consulting, problem definition, discovery, solu-
tion generation, design, development, deployment and 
validation. (Req ID: 18747BR). 

Lead Consultant(s) (Products and Packages) – US needed 
to anchor different phases of the IT engagement in-
cluding business process consulting, problem definition, 
discovery, solution generation, design, development, 
deployment and validation. (Req ID: 18749BR). 

Principal(s) – Business Consulting needed to lead small 
proposals and multiple streams on complex proposals. 
Develop best in class proposals that present Infosys Point 
of View, approach and IT solution. Help identify clients 
and opportunities for the practice, present preliminary 
ideas and proposals to clients, lead engagements from 
launch to closure. Travel Required. (Req ID: 18751BR). 

Principal Consultant(s) (Domain) – US needed to lead 
the engagement effort for IT assignments, from business 
process consulting and problem definition to solution 
design, development and deployment. Lead proposal 
development. Travel required. (Req ID: 18748BR). 

Senior Technology Architect(s) – US needed to provide 
IT architectural solutions for one or more projects. 
Provide input to create technology and architectural 

frameworks. Understand and analyze client business & 
IT problems, technology landscape, IT standards, and 
enterprise roadmaps.  (Req ID: 18745BR). 

Technology Architect(s) – US needed to provide in-
puts on IT solution architecture based on evaluation/
understanding of solution alternatives, frameworks and 
products. Will interact with clients to elicit architectur-
al and non-functional requirements like performance, 
scalability, reliability, availability, maintainability. (Req 
ID: 18743BR). 

Technology Architect(s) (Business Intelligence) – US 
needed to provide inputs on IT solution architecture 
based on evaluation/understanding of solution alterna-
tives, frameworks or products. Will interact with clients 
to elicit architectural and non-functional requirements 
like performance, scalability, reliability, availability, 
maintainability. (Req ID: 18744BR). 

Senior Project Manager(s) – US needed to lead medi-
um- to large-scale IT engagements with responsibility 
for drafting proposals, schedules, and cost estimates, 
performing requirements analysis, defining architecture, 
and testing and implementing IT solutions. (Req ID: 
18735BR). 

Project Manager(s) – US needed to help gather require-
ments, define architecture, and determine scope to deliver 
IT solutions. (Req ID: 18733BR). 

Project Manager(s) – US (Testing) needed to perform 
activities to ensure that quality software work products 
are delivered on schedule, including coordination with 
clients and internal teams across the globe.  (Req ID: 
18734BR). 

Technology Lead(s) – US (Enterprise Solutions) needed 
to design, develop, test and deploy specific modules for 
software products. (Req ID: 18739BR). 

Technical Test Lead(s) – US needed to test assigned mod-
ules for software products. (Req ID: 18736BR). 

Technology Lead(s) – US (Infrastructure Management) 
needed to design, develop and deploy IT solutions for 
infrastructure environments, including evaluation of OS, 
DB, storage, network enterprise applications and middle-
ware. (Req ID: 18740BR). 

Technology Lead(s) – US (Open Systems) needed to 
design, develop, test, and deploy specific modules for 
software products.  (Req ID: 18742BR). 

Technology Lead(s) – US (Mainframe) needed to design, 
develop, test, and deploy specific modules for software 
products. (Req ID: 18741BR). 

Technology Lead(s) – US (Engineering) needed to design, 
develop, test, and deploy specific modules for software 
products. (Req ID: 18738BR). 

Technology Lead(s) – US (Business Intelligence) needed 
to design, develop, test and deploy specific modules for 
software products. (Req ID: 18737BR).



CAREER OPPORTUNITIES

www.computer.org/computingedge 57

Baylor University is a private Christian university and a nationally ranked research 
institution, consistently listed with highest honors among The Chronicle of Higher 
Education’s “Great Colleges to Work For.” Chartered in 1845 by the Republic of 
Texas through the efforts of Baptist pioneers, Baylor is the oldest continuously 
operating university in Texas. The university provides a vibrant campus community 
for over 15,000 students from all 50 states and more than 80 countries by blending 
interdisciplinary research with an international reputation for educational excellence 
and a faculty commitment to teaching and scholarship. Baylor is actively recruiting new 
faculty with a strong commitment to the classroom and an equally strong commitment 
to discovering new knowledge as we pursue our bold vision, Pro Futuris. (www.baylor.
edu/profuturis/).

FACULTY POSITION
Assistant, Associate or Full Professor of Computer Science  

in the area of Software Engineering
The Department of Computer Science at Baylor University seeks a productive 
scholar and dedicated teacher for a tenured or tenure-track position beginning 
August 2017. Viable candidates must have a PhD in Computer Science or a closely 
related field, demonstrate scholarly capability and an established and active 
independent research agenda in software engineering and related areas. The ideal 
candidate will also have leadership experience, a commitment to undergraduate and 
graduate education, effective communication and organization skills and a strong 
research record that includes significant external funding. Qualities of a successful 
candidate for a senior position include leadership experience and a strong record of 
an independently funded agenda. All candidates are expected to exhibit a passion 
for teaching and mentoring at the graduate and undergraduate level.  
The Department offers a B.S. in Computer Science degree, a B.A. degree with a major 
in Computer Science, a B.S. in Informatics degree with a major in Bioinformatics, 
a B.S. in Computer Science with a major in Computer Science Fellows and a M.S. 
degree in Computer Science and a Ph.D. degree in Computer Science, and is rapidly 
expanding with its new Ph.D. program.
Applications will be accepted until the position is filled. To ensure full consideration, 
complete applications must be submitted by 12/01/2016.

APPLICATION PROCEDURE:  Please submit 1) a letter of application, which includes 
the applicant’s anticipated rank, 2) a current curriculum vitae, 3) a statement of 
teaching interests, 4) a statement of research plans related to Baylor’s programs, 5) 
transcripts, 6) the names, addresses, and phone numbers of three individuals from 
whom you have requested letters of recommendation to: Dr. Eunjee Song (Search 
Committee Chair), Baylor University, One Bear Place #97141, Waco, Texas 76798-7141.
In addition, as an openly Christian institution, Baylor seeks to establish an 
intentionally Christian environment, where students and faculty are encouraged to 
pursue both faith and reason. In order to achieve this goal, we ask that applicants 
submit a brief statement addressing their Christian commitment. This may include 
church or religious affiliation, active membership in Christian organizations, or a 
personal statement. 
Materials may be submitted electronically to Dr. Eunjee Song at eunjee_song@
baylor.edu. Please combine all submitted material into a single pdf file.
To learn more about the above position, the Department of Computer Science, the 
School of Engineering and Computer Science, and Baylor University, please visit the 
appropriate URL: 
https://jobs.baylor.edu/postings/1276; 
http://www.ecs.baylor.edu/computerscience; 
http://www.ecs.baylor.edu; 
or http://www.baylor.edu.
Baylor University is a private not-for-profit university affiliated with the Baptist General Convention of 
Texas. As an Affirmative Action/Equal Opportunity employer, Baylor is committed to compliance with all 
applicable anti-discrimination laws, including those regarding age, race, color, sex, national origin, marital 
status, pregnancy status, military service, genetic information, and disability. As a religious educational 
institution, Baylor is lawfully permitted to consider an applicant’s religion as a selection criterion. Baylor 
encourages women, minorities, veterans and individuals with disabilities to apply.

SOLUTION ENGINEER F/T (Poughkeep-
sie, NY) Position involves travel to various 
unanticipated worksites up to 100% of the 
time anywhere in the United States. Must 
have Master deg or the foreign equiv in 
Comp Sci, Software Development, Engg, 
or related w/1 yr exp designing and de-
veloping web applications utilizing Java, 
J2EE, Servlets, JSP, JSTL, EJB, JDBC, JMS, 
JNDI, JAXB, JAX-WS, JAXRPC, SOAP, 
WSDL, Websphere, Tomcat, WebLogic, 
Oracle, DB2, Struts, Spring, Hibernate, 
JSF, AngularJS. Manage components and 
Team members involved in the team for 
work plans engagements. Responsible for 
technical leadership for solving complex 
programming tasks. Develop solutions 
to client problems through application of 
methods and tools; validate solutions to 
subject matter experts. Identify and solve 
problems using analysis, experience, and 
decision making. Identify key drivers of a 
defined, straightforward problem and pro-
posing solutions. Responsible for project 
lifecycle, including analysis, design, de-
velopment, implementation, support and 
enhancement. Send resume: Indotronix 
Int.l Corp., Recruiting (HG), 331 Main St, 
Poughkeepsie, NY 12601.

WCS ARCHITECT: Peterson Technology 
Partners Inc. seeks qualified WCS Archi-
tect for its headquarters located in Park 
Ridge, IL & various & unanticipated work 
locations thruout the U.S. Resp. for the 
ID & recommendation of areas appro-
priate for further study & participates in 
any proof of concept projects required to 
thoroughly investigate architectural pos-
sibilities. Master’s degree in Engg, Comp 
Sci, Info Tech, or a closely related field of 
study required (will accept Bachelor’s de-
gree in above fields plus 5 yrs related pro-
gressive exp in lieu of Master’s degree) w/ 
at least 2 yrs exp in: (i) architecting solu-
tions across multiple hardware/software 
computing & system components utilizing 
exp w/ app migration, performance tuning 
techniques using IBM WebSphere Com-
merce Suite, LoadRunner Suite, & utilizing 
JavaScript, Ajax, & Web 2.0 tech such as 
jQuery & jQgrid; (ii) designing & defining a 
set of architecture artifacts to support the 
devel. of architectures in accordance w/ 
architecture policy utilizing exp. w/ eCom-
merce API, & subsystems such as promo-
tions, catalog, orders fulfillment, payment 
processing & use of IBM websphere com-
merce software stack; & (iii) advising & 
recommending enterprise architecture 
strategies, processes & methodologies 
as well as analyze the impact of info sys-
tems, data mgmt, practices, procedures, 
organization & tech. An EOE. Respond 
by mail to Peterson Technology Partners, 
1030 W Higgins Rd. Ste 230, Park Ridge, 
IL 60068. Refer to ad code: PTP-1116B.
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ORACLE DATABASE ADMINISTRA-
TOR, General Motors, Detroit, MI. Desg, 
build &deploy Data Centers for next 
generation OnStar sys using Erwin. 
Support global databases on platforms 
such as UNIX, Linux, Solaris &Window 
NT server &ensure them stable &avail-
able using shell script jobs &OEM. Desg 
&implement active-active real-time rep-
lication among multiple Data Centers 
using Oracle Golden Gate. Desg &im-
plement real time replication among 
databases using Oracle active Data 
Guard. Desg zero down-time data mi-
gration &Data Centers transition solu-
tion using Oracle Golden Gate, active 
Data Guard, export/import, RMAN 
duplication &EMC SRDF. Code shell 
scripts to monitor &prevent database 
performance downgrade. Tune slow 
&long SQL using Oracle SQL tuning 
&profiling. Master, Computer Science 
or Computer Applications. 12 mos exp 
as Oracle Database Administrator in job 
offered or related. Mail resume to Alicia 
Scott-Wears, GM Global Mobility, 300 
Renaissance Center, MC:482-C32-D44, 
Detroit, MI 48265, Ref#3831.

MANAGER, FINANCIAL SYSTEMS: 
Coordinate Financial/Operational In-
foSys projects w/ PeopleSoft Finan-
cials. Manage implem. of Global Chart 
of Accounts @ co. sites mainly in Latin 
America (Latam). Coord. Shared Service 
Centers (SSC). Assist in devel. site ERP 
migration plans. Ensure sys. compliance 
w/ corp reqs & accting stds. 50% travel, 
mainly Latam. BS Accounting, Comp. In-
foSys, Mgmt InfoSys, related + 3 yrs exp 
leading implem of ERP sys & financial 
apps. Working knowl. of accting stds, 
financial reporting, consolidation proc. 
Fluent Spanish. Apply to allison.rodri-
guez@laureate.net with Job #16932BR 
in subj line. Laureate Education, Inc., 
job in Baltimore MD. EOE.

SENIOR SAP ANALYST, Chandler, 
AZ, General Motors. Analyze busi-
ness reqmts &dvlp solutions in ar-
eas of security, availability, reliability, 
performance, scalability, integration, 
minimized operating costs, &user sat-
isfaction. Desg &implement SAP Busi-
ness Intelligence/Warehouse (BI/BW) 

reports using BO WebI 4.0 &BEx tools 
in the SAP Global Architecture land-
scape environment. Interface with cus-
tomers &gather BI reporting reqmts in 
modules such as RtR, RtP, OtC &MtO. 
Integrate SAP &non-SAP data from 
interfaces such as VIM with FI-AP/AR 
data. Lead BI/BW team, desg &imple-
ment solutions to solve complex busi-
ness problems, BW/BI backend model-
ing in AWB &build necessary reports 
in SAP BI/BO using various reporting 
tools such as BEx Query Designer 
&Business Objects WebI. Migrate BW 
from Oracle to SAP HANA database. 
Master, Electrical Engineering. 12 mos 
exp as Consultant interfacing with cus-
tomer across various regions to imple-
ment SAP BI/BW reports using BEx, 
&reqmts gathering from teams in func-
tional modules incldg RtR, RtP, OtC 
&migrate BW from Oracle to SAP HANA 
Database. Mail resume to Alicia Scott-
Wears, GM Global Mobility, 300 Re-
naissance Center, MC:482-C32-D44, 
Detroit, MI 48265, Ref#2470.

Juniper Networks is recruiting for our  
Sunnyvale, CA office:

Product Manager #11400: Drive strategy and requirements 
for enterprise routing and network security products by ana-
lyzing market trends, customer requirements and competitive 
landscape. Evangelize routing and network security products 
and solutions to enterprise and managed service provider 
customers.
ASIC Engineer #36422: Responsible for full-chip floor planning, 
routing, integration, timing, and physical verification. Handle 
the physical design implementation of blocks and partitions. 
Test Engineer Staff #22535: Responsible for the technical test-
ing of company’s latest Subscriber-centric routers, including 
testing applications and L4-L7 products. Participate in MRD, 
PDD, Functional Specification reviews and product design 
reviews.
Hardware Engineer #40535: Design the Electromagnetic Com-
patibility (EMC) for Juniper’s hardware products and systems. 
Conduct simulation and numerical analysis on electro-me-
chanical structures.
Software Engineer #12158:  Design, develop and debug OS and 
kernel networking features for JUNOS. Work on high availabil-
ity features. Support customer deployments and escalations.
Software Engineer #39886:  Design, implement, test and debug 
UI modules for Juniper’s cloud and management products.
Software Engineer Sr. Mgr. #14250:  Build and lead a team of 
engineers responsible for the design of next generation auto-
mated support systems and services, big data technologies and 
analytics and the development of big-data-enabled web-based 
applications.

Juniper Networks is recruiting for our  
Bellevue, WA office:

Senior Systems Engineer #35718: Provide technical sales sup-
port for Critical Large Strategic Named Accounts.  Build and 
maintain strong professional relationships with IT decision 
makers within assigned named accounts. Perform technical 
presentations for customers, partners and prospects. May 
work at other undetermined locations throughout the U.S. 
Travel required. Telecommuting allowed.

Juniper Networks is recruiting for our  
Westford, MA office:

Software Engineer #29599: Develop software for JUNOS Pack-
et Forwarding Engine, including designing, implementing, and 
supporting the software for the packet forwarding path in Juni-
per’s networking equipment.

Juniper Networks is recruiting for our  
Bridgewater, NJ office:

Software Engineer #32766: Design, architect and implement, 
real-time network monitoring and management features in 
Company software product using JavaScript, Python, Java, 
C++, and open sources.

Mail single-sided resume with 
job code # to 

Juniper Networks
Attn: MS A.4.435

1133 Innovation Way
Sunnyvale, CA 94089
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APPLICATION DEVELOPER: Peterson 
Technology Partners Inc. seeks qual-
ified application developers for its 
headquarters located in Park Ridge, IL 
& various & unanticipated work loca-
tions throughout the U.S. Resp. for de-
signing & implementing mobile-base 
services & web-based solutions to 
provide optimum interface w/ mobile/
eCommerce website for clients. Mas-
ter’s degree in Comp Sci, Info System 
Tech, IT Mgmt, or a closely related 
field of study (Will accept Bachelor’s 
degree in above fields plus 5 yrs re-
lated progressive exp in lieu of Mas-
ter’s degree) each alternative degree 
requirements w/ an academic or in-
dustrial background in: (i) database, 
data mining, telecommunications, & 
internet security (risk mgmt strate-
gies); & (ii) developing solutions using 
web & internet technologies, & utiliz-
ing Quality Assurance techniques. 
An EOE. Respond by mail to Peterson 
Technology Partners, 1030 W Higgins 
Rd. Ste 230, Park Ridge, IL 60068. Re-
fer to ad code: PTP-1116.

Oracle America, Inc.
has openings for

PRODUCT
MANAGER

 positions in Redwood Shores, CA.

Job duties include: Participate in all 
software and/or hardware product 
development life cycle activities. Move 
software products through the software 
product development cycle from design 
and development to implementation, 
testing and/or marketing. 

Apply by e-mailing resume 
to dean.tan@oracle.com,

 referencing 385.17759.  
Oracle supports workforce diversity.

 

PRODUCT MANAGER

Florida International University is classified by Carnegie as a R1: Doctoral Universi-
ties - Highest Research Activity and recognized as a Carnegie engaged university. It 
is a public research university with colleges and schools that offers 196 bachelor’s, 
master’s and doctoral programs in fields such as engineering, computer science, 
international relations, architecture, law and medicine. As one of South Florida’s 
anchor institutions, FIU contributes almost $9 billion each year to the local economy. 
FIU is Worlds Ahead in finding solutions to the most challenging problems of our time. 
FIU emphasizes research as a major component of its mission. FIU has awarded more 
than 220,000 degrees and enrolls more than 54,000 students in two campuses and 
three centers including FIU Downtown on Brickell, FIU@I-75, and the Miami Beach 
Urban Studios. FIU’s Medina Aquarius Program houses the Aquarius Reef Base, a 
unique underwater research facility in the Florida Keys. FIU also supports artistic 
and cultural engagement through its three museums: Patricia & Phillip Frost Art 
Museum, the Wolfsonian-FIU, and the Jewish Museum of Florida-FIU. FIU is a member 
of Conference USA and has more than 400 student-athletes participating in 18 sports. 
For more information about FIU, visit http://www.fiu.edu/. 
FIU’s School of Computing and Information Sciences (SCIS) is a rapidly growing 
program of excellence at Florida International University (FIU). The School has 
29 tenure-track faculty members and over 2,000 students, including over 90 
Ph.D. students. The School is engaged in on-going and exciting new and expand-
ing programs for research, education and outreach. The School offers B.S., M.S., 
and Ph.D. degrees in Computer Science, and M.S. degrees in Telecommunications 
and Networking, Cyber-security, and Information Technology as well as B.S./B.A 
degrees in Information Technology. NSF ranks FIU 43rd nationwide in externally- 
funded research expenditures. SCIS has six research centers/clusters with 
first-class computing and support infrastructure, and enjoys broad and dynamic 
industry and international partnerships.
We invite applications from exceptionally qualified faculty at all levels with 
particular emphasis on networking, cyber-security, computer systems or data 
sciences, and other related areas. Ideal candidates for junior positions should 
have a record of exceptional research in their early careers and a demonstrated 
ability to pursue and lead a research program.  Candidates for senior positions 
must have an active and sustainable record of excellence in funded research, 
publications and professional service as well as demonstrated leadership in 
collaborative or interdisciplinary research. In addition to developing or expand-
ing a high-quality research program, all successful applicants must be committed 
to excellence in teaching at both the graduate and undergraduate levels. Appli-
cations are encouraged from candidates with highly transformative research 
programs and seminal ideas that extend the frontiers of computing and network-
ing across other disciplines. A Ph.D. in Computer Science or related disciplines is 
required. 

HOW TO APPLY:
Qualified candidates are encouraged to apply to Job Opening ID (Job Opening ID # 
512441) at facultycareers.fiu.edu and attach a cover letter, curriculum vitae, statement 
of teaching philosophy, research statement, etc as individual attachments.  Candidates 
will be requested to provide names and contact information for at least three refer-
ences who will be contacted as determined by the search committee.  To receive full 
consideration, applications and required materials should be received by December 31, 
2016.  Review will continue until position is filled.
FIU is a member of the State University System of Florida and an Equal Opportunity, 
Equal Access Affirmative Action Employer. All qualified applicants will receive consid-
eration for employment without regard to race, color, religion, sex, national origin, 
disability status, protected veteran status, or any other characteristic protected by law.
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CHIEF SCIENTIST, KAYAK Software Cor-
poration, Cambridge, MA: Conduct rsrch 
and develop innov IT progs & tech for 
monetization and perf enhncmnt across 
company pltfms. Min reqs: PhD in CS, 
Math, or Elec Eng (or foreign equiv), plus 3 
years’ exp (pre/post PhD) w/ eng of large-
scale user-facing sys. Must have wkng 
knwldg of: 1) Des & op of web scrpng 
protn sys; 2) Data anlys algorithms; 3) Big 
data tech such as SQL, Hive, or Hadoop; 
& 4) Monetization of web ad prods. Send 
cover letter & resume to talent@kayak.
com w/ ref to code MTK16.

THE CIS DEPARTMENT AT THE UNI-
VERSITY OF MICHIGAN-DEARBORN 
invites applications for several ten-
ure-track faculty positions in all areas of 
computer science, with special emphasis 
on cybersecurity, computer systems, and 
data science. The expected starting date 
is September 1st, 2017. Rank and salary 
will be commensurate with qualifications 
and experience. We offer competitive 
salaries and start-up packages. The CIS 
Department offers several BS and MS de-
grees, and participates in several inter-
disciplinary degree programs, including 
a Ph.D. program in information systems 

engineering. A departmental Ph.D. in 
Computer and Information Science is 
currently under development, with a pro-
jected starting date of September 2017. 
The current research areas in the de-
partment include artificial intelligence, 
complex systems, computational game 
theory, computer graphics, data manage-
ment, game design, graphical models, 
machine learning, multimedia, natural 
language processing, networking, secu-
rity, wearable sensing and health infor-
matics, and software engineering. These 
areas of research are supported by sev-
eral established labs and many of these 
areas are currently funded by federal 
agencies and industries. Qualifications: 
Qualified candidates must have, or ex-
pect to have, a Ph.D. in computer science 
or a closely related discipline by the time 
of appointment and will be expected to 
do scholarly and sponsored research, as 
well as teaching at both the undergradu-
ate and graduate levels. Candidates for 
this position must have earned a PhD de-
gree by September 1, 2017. Candidates 
at the associate professor rank should 
already have an established funded re-
search program. Applications: Applica-
tions should be submitted through the 

following portals: Cybersecurity: apply.
interfolio.com/38474 . Other CIS fields: 
apply.interfolio.com/38476. Review of 
applications will begin immediately  and 
continue until suitable candidates are 
appointed. Currently this classification 
is considered exempt in compliance with 
the Fair Labor Standards Act (FLSA). The 
University of Michigan is an equal oppor-
tunity/affirmative action employer. Back-
ground Screening: The University of 
Michigan conducts background checks 
on all job candidates upon acceptance 
of a contingent offer and may use a third 
party administrator to conduct back-
ground checks. Background checks will 
be performed in compliance with the Fair 
Credit Reporting Act.

SOFTWARE ARCHITECT-ATG Harland 
Clarke Corp has an opening for the po-
sition of Software Architect-ATG in San 
Antonio, TX to partner with the Enter-
prise Architecture team & business units 
to develop business technology strategy 
& drive the technical design & implemen-
tations. To apply mail resume to Har-
land Clarke Corp, Attn: Monica [16-TX-
6174.86], 15955 La Cantera Parkway, San 
Antonio, TX 78256.

Cisco Systems, Inc. is accepting resumes for the following positions: 
ALBANY, NY: Network Consulting Engineer (Ref.#: 
ALB1): Responsible for the support and delivery of Advanced 
Services to company’s major accounts.

ALPHARETTA, GA: Software/QA Engineer (Ref.#: 
ALP2): Debug software products through the use of systematic 
tests to develop, apply, and maintain quality standards for 
company products.

BOXBOROUGH, MA: Customer Support Engineer 
(Ref.# BOX7): Responsible for providing technical support 
regarding the company’s proprietary systems and software.

CENTENNIAL, CO: Network Consulting Engineer 
(Ref.# CENT1): Responsible for the support and delivery of 
Advanced Services to company’s major accounts.

CHICAGO, IL: Consultant (Industry) (Ref.#: CHI7): 
Responsible for application penetration testing. Perform source 
code and application architecture and design reviews. Travel may 
be required to various unanticipated locations throughout the 
United States.

COLUMBIA, MD: Research Engineer (Ref.# COLU9): 
Develop and maintain tools for vulnerability discovery, analysis, 
and mitigation. Develop fuzzers (automated tools for finding bugs 
in software) and static analysis tools to identify new vulnerabilities 
in software.

ENGLEWOOD, CO: Systems Engineer (Consulting) 

(Ref.#: ENG4): Provide business-level guidance to the account 
team or operation on technology trends and competitive threats, 
both at a technical and business level. Travel may be required 
to various unanticipated locations throughout the United States.

JACKSONVILLE, FL: Solutions Architect (Ref.# 
JAC2): Responsible for IT advisory and technical consulting 
services development and delivery. Travel may be required to 
various unanticipated locations throughout the United States.

PASADENA, CA:  IT Engineer (Ref.#: PAS1): Responsible 
for development, support and implementation of major system 
functionality of company’s proprietary networking products.

RICHARDSON, TX: Custom Application Engineer 
(Ref.#: RIC58): Responsible for providing consultative, 
proactive and/or reactive support to Company’s accounts. 
Telecommuting Permitted.

ROSEMONT, IL: Network Consulting Engineer (Ref.#: 
ROSE13): Responsible for the support and delivery of Advanced 
Services to company’s major accounts. Travel may be required to 
various unanticipated locations throughout the United States.

PLEASE MAIL RESUMES WITH REFERENCE NUMBER 
TO CISCO SYSTEMS, INC., ATTN: V51B, 170 W. Tasman 
Drive, Mail Stop: SJC 5/1/4, San Jose, CA 95134.  No phone calls 
please. Must be legally authorized to work in the U.S. without 
sponsorship. EOE.

www.cisco.com
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BUSINESS INTELLIGENCE TECH LEAD 
Harland Clarke Corp has an opening for 
the position of Business Intelligence Tech 
Lead in San Antonio, TX to support the 
implementation of Business Intelligence 
projects & practices; create & configure 
software that generates analytical or pre-
dictive solutions & reports for business 
units & internal groups. To apply mail re-
sume to Harland Clarke Corp, Attn: Mon-
ica [16-TX-6174.26], 15955 La Cantera 
Parkway, San Antonio, TX 78256.

SENIOR SQL DEVELOPER – MARKET-
ING DATABASE. Harland Clarke Corp 
has an opening for the position of Senior 
SQL Developer – Marketing Database in 
San Antonio, TX to design, implement, 
develop & support multi-channel mar-
keting database solutions. To apply mail 
resume to Harland Clarke Corp, Attn: 
Monica [16-TX6174.85], 15955 La Cantera 
Parkway, San Antonio, TX 78256.

SR. CONSULTANT. Job location: Miami, FL 
& any other unanticipated locations in U.S. 
Travel Required. Duties: Employ supply 
chain methodologies incl. the 6 step sourc-
ing process to advise on strategic sourc-
ing, P2P implement., strategic business 
model transformations, cross-functional 
strategy & change mgmt. Conduct spend 
assess. & identify potential savings oppor-
tunities. Develop request for info (RFI) & 
request for proposal (RFP) docs by defin-
ing requirements, scoring & eval. potential 
suppliers, facilitating supplier demonstra-
tions & developing business case docs. 
Facilitate & conduct supplier negotiations. 
Lead & deliver software implement. per-
taining to supply chain mgmt.. process 
(sourcing & procurement, etc.). Complete & 
manage client work in accord with budget, 
workplans, qual. standards & timeframes. 
Structure & solve problems from begin-
ning to end & develop conclusions & rec-
ommend. Requires: M.S. degree in Comp. 
Sci, Bus. Adm., Eng. or related field & 3 yrs. 
exp. in job offered or 3 yrs. exp. as a Con-
sultant or Eng. Will accept B.S. (or foreign 
equiv.) & 5 yrs. exp. in the comp. ind. in lieu 
of M.S. & 3 yrs. exp. Concurrent exp. must 
incl.: 2 yrs. exp. employing supply chain 
methodologies & 2 yrs. exp. developing 
RFIs & RFPs docs. Send resume (no calls) 
to: Michelle Ramirez, The Hackett Group, 
Inc., 1001 Brickell Bay Dr., Suite 3000, Mi-
ami, FL 33131.

RALLY HEALTH, INC. seeks Product 
Development Business Analyst in San 
Francisco, CA: Analyze prod data to ID 
business need & build features required 
by prod teams. Refer to Req# A7VPDY 
& mail resume to Rally Health Inc, Attn: 
D. Griffin, 665 3rd St, Ste 320, San Fran-
cisco, CA 94107.

The Department of Computer Science at Virginia Tech (www.cs.vt.edu) seeks applicants for
multiple faculty positions at the assistant or associate professor levels, with research interests in all
areas of computer science.  Candidates must have a Ph.D. in computer science or related field at the
time of appointment and a rank-appropriate record of scholarship and collaboration in computing
research, broadly defined. Candidates should give evidence of sensitivity to issues of diversity and
inclusion, and will be expected to teach graduate and undergraduate courses, mentor graduate
students, and develop a high quality research program.
The department has 39 tenured/tenure-track faculty, over 700 majors (17% women), 68 MS
students, and 181 PhD students. Departmental research expenditures last year were $14 million.
Candidates will have the opportunity to work with a wide range of productive research groups
including computational biology and bioinformatics, computational science, computer science
education, cybersecurity, data analytics and machine learning, human-computer interaction,
software engineering and computer systems. Multidisciplinary research centers led by CS faculty
include Center for Human-Computer Interaction (www.hci.vt.edu), Discovery Analytics Center
(dac.cs.vt.edu), stack@cs (stack.cs.vt.edu), Synergistic Environments for Experimental
Computing (research.cs.vt.edu/seec), Biocomplexity Institute (www.bi.vt.edu), and Institute for
Creativity, Arts, and Technology (icat.vt.edu). The department also plays a central role in several
university-wide research and teaching initiatives (provost.vt.edu/destination-areas), including
Data Analytics and Decision Sciences, Integrated Security, Intelligent Infrastructure for Human-
Centered Communities, and Creative Technologies and Experiences. The department is in the
College of Engineering, whose undergraduate program ranks 15th and graduate program ranks 21st
among U.S. engineering schools (USN&WR, 2015).
These faculty positions are located at the main campus in Blacksburg, VA, in a region that is
consistently ranked among the country's best places to live. The positions require occasional travel
to professional meetings. Virginia Tech is committed to building a culturally diverse community
and strongly encourages women and minorities to apply. Candidates must pass a criminal
background check prior to employment.
Submit applications to jobs.vt.edu, posting #TR0160116. Screening begins November 20, 2016
and continues until positions are filled. Direct inquiries to Dr. Ali Butt, Search Committee Chair,
butta@cs.vt.edu.

Virginia Tech is an Equal Opportunity/Affirmative Action Employer
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Computer Magazine

Issue: December
Due11/18

November
Due 10/19

Size: 1/3 page square

Cost: $4,350 - web is included

ACM
Issue: December

Due Oct. 20
Size: 1/3 page

Cost: $4,600 includes web

CRA -
WEB BEGINS AT ANY TIME - usually
same day that it is posted.

$3/word for text - estimate is $1,164 -
plus $50 posting fee

The Department of Computer Science at Virginia Tech (www.cs.vt.edu) seeks applicants for a collegiate
faculty position at the assistant professor level. Candidates must have a Ph.D. in computer science or
related field at the time of appointment. Collegiate faculty members have a primary commitment to the
instructional mission of the department, including graduate and undergraduate teaching, curricular and
program development, and the design and integration of innovative and inclusive pedagogy. Successful
candidates should give evidence of potential to take a lead role in enhancing curricula and promoting
teaching excellence. In addition to teaching, candidates will be expected to participate in research and
scholarship, whether on teaching and learning or on other computer science research topics of interest.
Candidates will have the opportunity to collaborate with a wide range of research groups in the
department, including a thriving group in CS education research.  Preference will be given to candidates
with demonstrated knowledge of CS education research topics such as education-related software
systems, analysis of student data analytics, CS education for non-majors or at the K-12 level,
cybersecurity education, distance education, or encouraging diversity in CS.
The department has 39 tenured and tenure-track faculty, over 700 undergraduate majors, 68 MS students,
and 181 PhD students. The department is in the College of Engineering, whose undergraduate program
ranks 15th and graduate program ranks 21st among U.S. engineering schools (USN&WR, 2015). The
department plays a central role in several university-wide initiatives (see provost.vt.edu/destination-
areas).  Successful candidates will have the opportunity to participate in new multidisciplinary programs
and curricula in Data Analytics and Decision Sciences, Integrated Security, Intelligent Infrastructure for
Human-Centered Communities, and Creative Technologies and Experiences.  
The collegiate faculty rank is a non-tenure-track position that offers a clear promotion path with
increasingly long-term contracts.  Collegiate faculty are full members of the department faculty, and are
expected to participate in sponsored research, mentor graduate students, participate in department and
professional service, etc. This position is located at the main campus in Blacksburg, VA, a region
consistently ranked among the country's best places to live. The position requires occasional travel to
professional meetings. Successful candidates should give evidence of sensitivity to issues of diversity in
a campus community. Virginia Tech is committed to building a culturally diverse faculty and strongly
encourages applications from women and minorities. Selected candidates must pass a criminal
background check prior to employment.
Applications must be submitted online to jobs.vt.edu for posting TR0160133. Applicant screening will
begin on December 10, 2016 and continue until the position is filled. Inquiries should be directed to Dr.
Cliff Shaffer, Search Committee Chair, shaffer@cs.vt.edu.

Virginia Tech is an Equal Opportunity/Affirmative Action Employer
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TEAM LEAD, General Motors, Detroit, MI. 
Lead team of 10 mobile, web &backend 
developers creating urban mobility (UM) 
apps &systems. Architect backend sys-
tems (using Java, Spring Boot, Hibernate, 
Cassandra, Kafka) to capture vehicle/user 
data, facilitate vehicle communication, 
generate virtual keys, send push notifi-
cations, generate reports &offer mobile 
app specific svces. Lead dvlpmt of UM al-
gorithms (using R) to assign fleet vehicles 
to users, swap vehicles between users 
&perform ride matching for commuting 
users. Lead dvlpmt of multi-platform Mo-
bile/Wearable apps for facilitating urban 
mobility solutions such as Maven. Explore 
emerging technologies, create Proof of 
Concepts &set app production guidelines 
for integration with ecosystem. Master, 
Computer Science. 36 mos experience as 
Application Developer, Web Application 
Developer, Senior Application Developer. 
Will accept a bachelor’s or foreign equiv-
alent degree, in Computer Science, Com-
puter or Electronics Engineering, followed 
by at least 5 yrs progressive exp in the 
specialty, in lieu of the required education 
&exp. Will also accept any equally suitable 

combination of education, training, &/or 
exp which would qualify an applicant to 
perform the job offered. The required exp 
must include 36 months architecting back-
end systems (using Java, Spring Boot, 
Hibernate, Cassandra, Kafka) to capture 
vehicle &user data, generate virtual keys, 
offer mobile app specific svces; leading 
dvlpmt of algorithms based on models 
such as Dynamic Time Warping &Hidden 
Markov Models, to recognize users ges-
tures &trigger contextual actions on ve-
hicles; &dvlpmt of multi-platform Mobile/
Wearable apps for facilitating urban mobil-
ity solutions such as Maven. Mail resume 
to Alicia Scott-Wears, GM Global Mobil-
ity, 300 Renaissance Center, MC:482-
C32-D44, Detroit, MI 48265, Ref#530.

PROGRAMMER ANALYST. IT company in 
Matawan, NJ seeks Programmer Analyst 
to analyze, design, test, implement web 
based, client/server applications utilizing 
knowledge of USPV, VSP, Hitachi AMS, 
EMC DMX, EMC Clariion, IBM XIV, HDS, 
DCFM, HTnM, HTSM, Cisco MDS, UVM, 
HRpM, Unix and Windows. Interact with 
clients to gather requirements, prepare 

technical and functional specifications, 
create various types of tests, trouble-
shoot, maintain and fine tune applica-
tions. Apply with 2 copies of resume to 
HR, Questsoft Solutions Inc, 432 State 
Rt.34, Ste#3A, Matawan, NJ 07747 or 
immi@questsoftsol.com.

IT SPECIALIST (Application Software), 
Smithsonian Astrophysical Observatory, 
Cambridge, MA: Responsible for supp all 
phases of sftwre dev proc for sev projects 
incl Chandra X-Ray Center’s data sys, US 
Virtual Obsrvty, & Intl Virtual Obsrvty Al-
liance. Min Reqs: Bachelor’s (or foreign 
equiv.) in CS, Phys, Eng, Math, Oper Res, 
Stats, Tech Mgmt, or rel field and 4 yrs rel 
exp in any suitable position. OR in the al-
ternative, Master’s & 2 yrs rel exp in any 
suitable position. Must have 2 or 4 yrs rel 
exp in sftw dev (all phases) & demonst kn-
wldg of FITS & Astrnmy data model stds, 
IVOA, & USVOA dev stds, & be familiar 
w/ common astrnm data analysis pkgs & 
utils. Mail resume to Mary Hebert at 60 
Garden St, MS 17, Cambridge, MA 02138 
w/ ref to Job code SAO16. Equal employ-
ment opportunity.

Assistant Professor 
The University of Southern Mississippi

The School of Computing in the College of Science and Tech-
nology at the University of Southern Mississippi is seeking ap-
plications for two tenure-track, assistant professor positions in 
the field of Computer Engineering with a start date of spring or 
fall 2017. The positions will be based at the university’s main 
campus in Hattiesburg.

Duties and Responsibilities:  Candidates must have a Ph.D. 
in Computer Engineering or a closely related field, and be able 
to demonstrate the ability to develop a successful research pro-
gram and participate effectively in the development and teach-
ing of Computer Engineering curriculum.  Applicants with a wide 
range of interests in Computer Engineering are encouraged to 
apply while areas of expertise related to Internet of Things, rapid 
prototyping, embedded systems, system on chip, cloud comput-
ing, and cybersecurity will be given priority consideration. 

Applications must include: resume; cover letter; brief state-
ment of teaching philosophy; description of research interests; 
and at least three references. Positions will remain open until 
filled. 

The University of Southern Mississippi, a public, Doctoral Uni-
versity with Higher Research Activity, is an Equal Opportunity/
Affirmative Action Employer and all qualified applicants will re-
ceive consideration for employment. The School of Computing 
anticipates to launch a new Computer Engineering program in 
2017 and is in a rapid phase of expanding research and education 
activities and offers excellent opportunities for interdisciplinary 
and industrial collaborations. All are encouraged to visit the uni-
versity and the School’s websites starting from http://www.usm.
edu/computing for general information, and potential applicants 
may contact the Search Committee Chair, Dr. Amer Dawoud,  

amer.dawoud@usm.edu for specific inquiries (Job Postings 
#0004208 and #0004209).  

Minimum Qualifications: Earned Ph.D. in computer engineer-
ing or closely related field.

Preferred Qualifications: Experience in Internet of Things, 
rapid prototyping, embedded systems, system on chip, cloud 
computing, and cybersecurity will be given priority consideration.

Founded in 1910, The University of Southern Mississippi is a 
comprehensive doctoral and research-driven university with a 
proud history and an eye on the future. A dual-campus uni-
versity, Southern Miss serves students on campuses in Hat-
tiesburg and Long Beach, in addition to five teaching and re-
search sites in Mississippi and through Online at Southern 
Miss. Since 2006, Southern Miss students have collected 
seven Goldwater Scholarships, three Truman Scholarships 
and 16 National Science Foundation Graduate Research Fel-
lowships. Our Drapeau Center for Undergraduate Research af-
fords our students meaningful research opportunities, and as 
a proven leader in innovation, we conduct transformative re-
search that translates into real-world solutions. As one of only 
36 institutions in the nation accredited in art, dance, music and 
theatre, we are a haven for creativity and artistic expression. 
In the classroom or lab, on the playing field, or in the perfor-
mance hall, we strive to have a positive impact not only on our 
students, but also the world around us. Further information is 
found at www.usm.edu. 
As an Affirmative Action/Equal Employment Opportunity em-
ployer/Americans with Disabilities Act institution, The Univer-
sity of Southern Mississippi encourages minorities, women, 
veterans and persons with disabilities to apply.
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COMPUTER PROGRAMMER: Create, 
modify, and test the code, forms, & script 
that allow computer applications to un. 
Write computer programs to store, lo-
cate, & retrieve specific documents, 
data, & information.Update & maintain 
computer programs & software pack-
ages. Utilize SQL Server, Teradata, Syb-
ase ASE, SSAS, Informatica, VBScript, 
UNIX, Autosys, Clear Case, TFS & CVS. 
Will work in unanticipated locations. 
Req. 2 yrs exp. Send resume to Global 
Information Technology, Inc. 1 Cragwood 
Road, #101, South Plainfield, NJ 07080.

GLOBAL WORKFORCE PLANNING DATA 
ARCHITECT, General Motors, Detroit, MI. 
Lead 1 Systems Anlst, perform &execute 
global data architecture of HCI for corpo-
rate HCM systems to meet industry best 
practices &procedures to reduce overall 
expenditure waste in data consolidation, 
headcount anlys &reporting. Use People-
Soft 9.2, SuccessFactors, ADP Payroll, 
KRONOS, Red-Carpet, Taleo, SAP T&E, 
HCRS & GPLD for data integration points. 
Bachelor, Information Systems, Business 
Information Systems or related. 12 mos 

exp as Human Resources Planner or IT 
Business Partner performing &executing 
workforce planning to meet overall staffing 
budgets &forecast projections regionally 
between finance &HR using Human Capital 
Planning/Reporting sys or HCRS, &People-
Soft for headcount anlys &reporting. Mail 
resume to Alicia Scott-Wears, GM Global 
Mobility, 300 Renaissance Center, MC:482-
C32-D44, Detroit, MI 48265, Ref#2925.

NISUM TECHNOLOGIES has multiple 
openings for the following positions at its 
office in Brea, CA. Information Systems 
Manager: Plan & Coordinate activities of 
software professionals. Technical Lead: 
Design, develop and test software sys-
tems. QA Engineer: Plan and conduct 
analysis, inspection, design, test and/or in-
tegration to assure quality of projects. Soft-
ware Developer: design, develop, maintain 
& test software applications/systems. An-
alyze customer requirements & custom 
design systems as needed. Database Ad-
ministrator: Install, maintain, administer & 
troubleshoot databases. Systems Analyst: 
Analyze, develop & write codes to imple-
ment system applications. Job requires 

min. of M.S./foreign equiv. + exp., M.S./
foreign equiv., or B.S./foreign equiv. + exp. 
Education/Experience requirements vary 
depending on position level/type. Travel/
relocation required. Send resume and sal-
ary history & position applied for to: Nisum 
Technologies, 500 S. Kraemer Blvd., Brea, 
CA 92821. Attn: H.R. Manager.

CYBER DEVELOPER Manage information 
security and threat operations using IBM 
QRadar Security Intelligence Platform. 
Conduct technical studies and evaluations 
of business area requirements and recom-
mend appropriate technological alterna-
tives to clients and IT management. Per-
form programming and scripting. Provide 
high level specialized technical support 
and consultation to business and IT man-
agement to ensure efficient design, pro-
gramming and implementation using Ac-
tive Directory, LDAP, UNIX, and Windows 
Servers. Assist in changes to enhance 
scalability. May telecommute from any lo-
cation in the US. Apply: L. Sawtelle, Massa-
chusetts Mutual Life Insurance Company, 
1295 State Street, Springfield, MA 01111; 
Please Reference Job ID: 708203000.

Oracle America, Inc.
has openings for the following positions (all levels/types) in 

San Mateo County, including Redwood Shores, CA; Alameda County, including Pleasanton, CA; San Francisco, CA; Santa Clara County, 
including Santa Clara and San Jose, CA; and other locations in the San Francisco Bay Area.  Some positions may allow for telecommuting. 

 
Hardware Developers (HWD1116): Evaluate reliability of materials, properties and techniques used in production; plan, design and develop electronic parts, components, 
integrated circuitry, mechanical systems, equipment and packaging, optical systems and/or DSP systems.
Product Managers (PM1116): Participate in all software and/or hardware product development life cycle activities.  Move software products through the software product 
development cycle from design and development to implementation, testing, and/or marketing.
Software Developers (SWD1116): Design, develop, troubleshoot and/or test/QA software.
Applications Developers (APD1116): Analyze, design, develop, troubleshoot and debug software programs for commercial or end user applications.  Write code, complete 
programming and perform testing and debugging of applications.
Programmer Analysts (PA1116): Analyze user requirements to develop, implement, and/or support Oracle’s global infrastructure. 
Technical Analysts-Support (TAS1116): Deliver solutions to the Oracle customer base while serving as an advocate for customer needs.  Offer strategic technical support 
to assure the highest level of customer satisfaction.
Consultants (TCONS1116): Analyze requirements and deliver functional and technical solutions. Implement products and technologies to meet post-sale customer needs. 
Travel to various unanticipated sites throughout the U.S. required.  
Sales Consultants (TSC1116): Provide presales technical/functional support to prospective customers. Design, validate and present Oracle’s software solutions to include 
product concepts and future direction. Travel to various unanticipated sites throughout the U.S. required.
Software Developers (TSWD1116): Design, develop, troubleshoot and/or test/QA software. Travel to various unanticipated sites throughout the U.S. required.
Applications Developers (TAPD1116): Analyze, design, develop, troubleshoot and debug software programs for commercial or end user applications. Write code, complete 
programming and perform testing and debugging of applications. Travel to various unanticipated sites throughout the U.S. required.
 

Submit resume to applicant_us@oracle.com. Must include job#. Oracle supports workforce diversity.

TECHNOLOGY
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ENGINEER-SERVICES SOFTWARE - 
Ericsson Inc. has an open position for 
Engineer-Services Software in Reston, 
VA to perform network analysis, plan-
ning, system design, & network perfor-
mance audits related to Core Network 
Competence. To apply mail resume to 
Ericsson Inc. 6300 Legacy Dr, R1-C12, 
Plano, TX 75024 & indicate applying 
to 16-VA-2612.
CUSTOMER PROJECT MANAGER - 
Ericsson Inc. has an open position for 
Customer Project Manager in Plano, 
TX to engage in project planning at 
the sales stage, define project scope, 
secure resources, plan & monitor all 
activities. Up to 75% domestic and/
or international travel. To apply mail 
resume to Ericsson Inc. 6300 Legacy 
Dr, R1-C12, Plano, TX 75024 & indicate 
applying to 16-TX-3201.
ENGINEER – SERVICES SOFTWARE 
- Ericsson Inc. has an opening for 
the position of Engineer – Services 
Software in Santa Clara, CA to archi-
tect, design, & build end-to-end pre-
mium media service. To apply mail 
resume to Ericsson Inc. 6300 Legacy 

Dr, R1-C12 Plano, TX 75024 & refer to 
16-CA-2938.
BUSINESS CONSULTANT - Ericsson 
Inc. has an opening for the position 
of Business Consultant in Plano, TX 
to support Ericsson business units 
with strategy & implementation by 
driving the projects focused on Erics-
son growth initiatives. Requires 10% 
domestic/int’l travel. To apply, mail 
resume to Ericsson Inc. 6300 Legacy 
Dr, R1-C12, Plano, TX 75024 & refer to 
16-TX-1167.
SYSTEMS ANALYST - Ericsson Inc. 
has an opening for the position of Sys-
tems Analyst in Atlanta, GA to provide 
technical production support & quality 
assurance for service & resource man-
agement processes. To apply please 
mail resume to Ericsson Inc. 6300 Leg-
acy Drive, R1-C12 Plano, TX 75024 and 
indicate applying for 16-GA-3792.
PROJECT MANAGER - Ericsson Inc. 
has an opening for the position of Proj-
ect Manager in Piscataway, NJ to co-
ordinate small to medium sized com-
mercial, technology based projects or 
sub-projects. Domestic/ international 

travel may be required up to 10% of the 
time. To apply, mail resume to Ericsson 
Inc. 6300 Legacy Dr., R1-C12, Plano, 
TX 75024 & refer to 16-NJ-2704.
ENGINEER-RESEARCH - Ericsson Inc. 
has an opening for the position of En-
gineer-Research in Plano, TX to de-
velop and integrate Proof Of Concept 
(POC) projects for the realization of 
ideas and demonstrate feasibility of 
the concept. To apply mail resume to 
Ericsson Inc. 6300 Legacy Drive, R1-
C12 Plano, TX 75024, indicate apply-
ing for 16-TX-2617.
SYSTEM ANALYST - Ericsson Inc. has 
an opening for the position of System 
Analyst in Atlanta, GA to provide Tier II 
support subscriber provisioning from 
the billing system to other integrated 
systems and network elements. To 
apply please mail resume to Ericsson 
Inc. 6300 Legacy Drive, R1-C12 Plano, 
TX 75024 and indicate applying for 
16-GA-3759.
PROCESS RE-ENGINEERING SPE-
CIALIST - Ericsson Inc. has an opening 
for the position of Process Re-Engi-
neering Specialist in Plano, TX to mon-
itor, control and report on the man-
agement of changes in the customer 
infrastructure by securing all changes 
in the network are executed. To ap-
ply please mail resume to Ericsson 
Inc. 6300 Legacy Drive, R1-C12 Plano, 
TX 75024 and indicate applying for 
16-TX- 3817.
ENGINEER- SOFTWARE. Ericsson Inc. 
has an opening for the position of En-
gineer-Software in El Segundo, CA to 
develop & maintain software by de-
signing, implementing, testing, and in-
tegration. Up to 20% domestic/interna-
tional travel is required. To apply, mail 
resume to Ericsson Inc. 6300 Legacy 
Dr., R1-C12, Plano, TX 75024 & refer to 
16-CA-2912.

SOFTWARE ENGINEER: Analysis of 
user requirements, design & develop-
ment of custom software applications 
including design and full software life 
cycle implementation of large scale Ob-
ject oriented distributed systems, ERP & 
EAI applications. Minimum 1 year experi-
ence with PeopleSoft HRMS 8.1, People 
Tools v8.1, SQR, PeopleCode, Oracle 9i 
SQL Server 2005/2000 as Programmer/
Analyst or any related position. MS in 
Computer science is required. BS or any 
foreign degree equivalent to BS plus 5 
years of experience can be replaced for 
MS degree. Position requires travel to 
client locations as required. Relocation/
Telecommuting option possible. Mail re-
sume to: eVantage Solutions Inc, Attn: 
HR, 3, Independence way, Suite 209 
Princeton, NJ 08540.

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPER

 positions in Bloomington, MN.

Job duties include: Design, develop, 
troubleshoot and/or test/QA 
software. 

Apply by e-mailing resume to 
sree.chitturi@oracle.com, 

referencing 385.19659. 

Oracle supports workforce diversity.

Oracle America, Inc.
has openings for

CONSULTING
TECHNICAL
MANAGER

 positions in Redwood Shores, CA.

Job duties include: Analyze business needs to 
help ensure Oracle solution meets the 
customer’s objectives by combining industry 
best practices, Oracle ERP Cloud product 
knowledge, and business acumen. Travel to 
various unanticipated sites throughout the 
United States required. May telecommute 
from home. 

Apply by e-mailing resume to 
murray.mccuaig@oracle.com,

referencing 385.19646.  
Oracle supports workforce diversity.

TECHNICAL
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SOUTH UNIVERSITY OF SCIENCE & 
TECHNOLOGY OF CHINA. Tenure-track 
Faculty Positions in Computer Science 
and Engineering. The Department of 
Computer Science and Engineering 
(CSE), Southern University of Science 
and Technology (SUSTech) has Ten-
ure-track faculty openings at all levels of 
Professor/Associate Professor/Assistant 
Professor. We are looking for outstand-
ing candidates with demonstrated re-
search expertise and experience in but 
not restricted to the following areas: Data 
sciences Artificial intelligence Network-
ing UAVs and Robotics Cybersecurity 
Applicants should have an earned Ph.D. 
degree and demonstrated potential in 
both research and teaching. The teach-
ing language at SUSTech is bilingual, 
either English or Putonghua. The CSE 
Department is currently growing rapidly. 
Candidates for senior positions must 
have an established record of research, 
and a track-record in securing external 
funding as PI. As a State-level innovative 
city, Shenzhen has chosen independent 
innovation as the dominant strategy for 
its development. It is home to some of 
China’s most successful high-tech com-
panies, such as Huawei and Tencent. 
As a result, SUSTech considers entre-
preneurship as one of the main direc-
tions of the university, and good starting 
supports will be provided for possible 
initiatives. SUSTech encourages candi-
dates with intention and experience on 
entrepreneurship to apply. The Univer-
sity Established in 2012, the Southern 
University of Science and Technology 
(SUSTech) is a public institution funded 
by the municipal of Shenzhen, a special 
economic zone city in China. Shenzhen 
is a major city located in Southern China, 
situated immediately north to Hong Kong 
Special Administrative Region. As one 
of China’s major gateways to the world, 
Shenzhen is the country’s fast-growing 
city in the past two decades. The city 
is the high-tech and manufacturing hub 
of southern China, home to the world’s 
third-busiest container port, and the 
fourth-busiest airport on the Chinese 
mainland. As a picturesque coastal city, 
Shenzhen is also a popular tourist desti-
nation and was named one of the world’s 
31 must-see tourist destinations in 2010 
by The New York Times. By the end of 
2013, there were over 10 million perma-
nent residents in the city. The Southern 
University of Science and Technology is 
a pioneer in higher education reform in 
China. The mission of the University is to 
become a globally recognized institution 
which emphasizes academic excellence 
and promotes innovation, creativity 
and entrepreneurship. Set on five hun-
dred acres of wooded landscape in the 

picturesque Nanshan (South Mountain) 
area, the new campus offers an ideal 
environment suitable for learning and re-
search. The new campus occupies more 
than 1,940,000 square meters, and the 
total construction area will be approxi-
mately 630,000 square meters. Terms 
& Applications SUSTech is committed to 
increase the diversity of its faculty, and 
has a range of family-friendly policies 
in place. The university offers compet-
itive salaries, fringe benefits including 

medical insurance, retirement and hous-
ing subsidy, which are among the best in 
China. Salary and rank will commensu-
rate with qualifications and experience. 
More information can be found at http://
talent.sustc.edu.cn/en Application Pro-
cedure To apply, please provide a cover 
letter identifying the primary area of re-
search, curriculum vitae, research and 
teaching statements, and arrange for at 
least three recommendation letters, all 
forward to cshire@sustc.edu.cn.

Ooyala, Inc.
has openings in Santa Clara, CA for:

Software Engineer 
(6688.122) 

Develop & implement features of MobiTV 
products using Java, J2EE, Spring, 
Hibernate, Tomcat, Oracle & MySQL 
technologies. 

Senior Software Engineer – 
Content Management System 

(6688.120) 

Build web applications for streaming 
videos. Build SaaS that enables content 
publishers to provide a subscription (or ad 
based) video on demand service to public.
 
Send resume to HR, 4750 Patrick Henry 
Drive, Santa Clara, CA 95054. Must ref. job 
code above when applying.

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPMENT

MANAGER
 positions in Redwood Shores, CA.

Job duties include: Manage a team that 
designs, develops, troubleshoots and 
debugs software programs and applica-
tions for Oracle Identity Cloud 
Services. 

Apply by e-mailing resume to 
amol.dharmadhikari@oracle.com, 

referencing 385.10761.  
Oracle supports workforce diversity.
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SPLUNK INC. has the following job 
opportunities in San Francisco, CA: 
Solutions Engineer, Machine Learn-
ing (Req#A8AU3D) Dev sw to monitor 
& maintain IT services. Utilize machine 
learning to identify & resolve complex 
data analytics problems. Software Engi-
neer (Req#9EZTR6) Plan, dev, & coord 
eng activities of sustaining eng con-
cerned w/dev of sw eng & design, cod-
ing, testing, & doc. Refer to Req# & mail 
resume to Splunk Inc., ATTN: J. Aldax, 
250 Brannan Street, San Francisco CA 
94107. Individuals seeking employment 
at Splunk are considered without regards 
to race, religion, color, national origin, 
ancestry, sex, gender, gender identity, 
gender expression, sexual orientation, 
marital status, age, physical or mental 
disability or medical condition (except 
where physical fitness is a valid occupa-
tional qualification), genetic information, 
veteran status, or any other consider-
ation made unlawful by federal, state or 
local laws. To review US DOL’s EEO is The 
Law notice please visit: https://careers.
jobvite.com/Splunk/EEO_poster.pdf. To 
review Splunk’s EEO Policy Statement 
please visit: http://careers.jobvite.com/

Careers/Splunk/EEO-Policy-Statement.
pdf. Pursuant to the San Francisco Fair 
Chance Ordinance, we will consider for 
employment qualified applicants with ar-
rest and conviction records.

MICROSOFT CORPORATION currently 
has the following openings in Redmond, 
WA ( job opportunities available at all 
levels, e.g., Principal, Senior, and Lead 
levels): Software Engineers and Soft-
ware Development Engineers in Test 
(all levels, including Leads and Man-
agers): Responsible for developing or 
testing computer software applications, 
systems or services. (http://bit.ly/MSJobs 
_SDE) (http://bit.ly/MSJobs_IT_SDE).  
Multiple job openings are available for 
each of these categories. To view de-
tailed job descriptions and minimum re-
quirements, and to apply, visit the web-
site address listed. EOE.

INFOSYS PUBLIC SERVICES, INC., 
TECHNOLOGY ARCHITECT(S)-U.S. - mul-
tiple, full-time openings in Rockville, MD 
and various and unanticipated locations 
throughout the U.S. to provide inputs on 
solution architecture based on evaluation/

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPER

 positions in Seattle, WA.

Job duties include: Design, develop, 
troubleshoot and/or test/QA software. As 
a member of the software engineering 
division, apply knowledge of software 
architecture to perform tasks associated 
with developing, debugging, or designing 
software applications or operating 
systems according to provided design 
specifications. 

Apply by e-mailing resume to 
mark.seigle@oracle.com, 

referencing 385.20974.  
Oracle supports workforce diversity.

SOFTWARE

Oracle America, Inc.
has openings for

QA
ANALYST

positions in Marlborough, MA.

Job duties include: Analyze user 
requirements to develop, implement, 
and support Oracle’s global infrastruc-
ture. 

Apply by e-mailing resume to 
chris.ashton@oracle.com, 

referencing 385.18202.  

Oracle supports workforce diversity.

QA ANALYST

understanding of solution alternatives, 
frameworks and products. Must be willing 
to work anywhere in the U.S. as the posi-
tion may involve relocation to various and 
unanticipated client site locations; any re-
location to be paid by employer pursuant 
to internal policy. All experience may be 
acquired concurrently.  Equal Opportunity 
Employer M/F/D/V. Please apply to Info-
sys Public Services, Inc. online at: https://
www.infosyspublicservices.com/careers. 
Select the orange button for Experienced 
Professionals. Once a user account has 
been created, please follow the link for 
‘Search Openings’ and click on ‘Advanced 
Search.’ Enter Job# 18727BR in the “Auto 
Req ID” box.

NEMAMETRIX,INC. seeks to hire a Direc-
tor of Engineering for its office in Eugene, 
Oregon, to manage complex engineering 
projects to develop electrophysiological 
products; lead product design and de-
velopment; review engineering require-
ments; and ensure compliance with en-
gineering procedures and standards. If 
interested, mail resume to: NemaMetrix, 
Inc., 44 W 7th Ave., Eugene, OR 97401, 
Attn: Matt Beaudet.

Oracle America, Inc.
has openings for

TECHNICAL
ANALYSTS

 positions in Lehi, UT.

Job duties include Analyze user 
requirements to develop, implement, 
and/or support Oracle’s global 
infrastructure. 

Apply by e-mailing resume to 
Keith.tucker@oracle.com, 

referencing 385.19624. 

 Oracle supports workforce diversity.
 

TECHNICAL
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Help build the next generation of systems behind Facebook's products. 

Facebook, Inc. 
currently has the following openings in Menlo Park, CA (multiple openings/various levels): 

SMB Analyst (7389J) Use data analysis to understand customer profiles, produce reports to track our business, and build models to 
provide insight into the Small & Medium Business customer base.  Product Manager (7526J) Engage in product design and technical 
development of new products. Lead the ideation, technical development, and launch of innovative products. Systems Project 
Manager (7322J)  Become a technical expert on all automation and routing systems across Community Operations (CO) and support 
the building and debugging of the infrastructure as needed.  Data Scientist (5300J) Apply your expertise in quantitative analysis, data 
mining, and the presentation of data to see beyond the numbers and understand how our users interact with our core products.

 
Openings in Seattle, WA (multiple openings/various levels):

Software Engineer (SWE1116-BJ) Create web and/or mobile applications that reach over one billion people & build high volume 
servers to support our content. Bachelor’s degree required.  Software Engineer (SWE1116-MJ) Create web and/or mobile applications 
that reach over one billion people & build high-volume servers to support our content, utilizing graduate level knowledge. Master’s 
degree required.

 
Mail resume to: Facebook, Inc. Attn:  SB-GIM, 1 Hacker Way, Menlo Park, CA 94025. 

Must reference job title & job# shown above, when applying.   
 

LinkedIn Corp. 
has openings in our Sunnyvale, CA location for:

Software Engineer (All Levels/Types) (SWE1116SV) Design, develop & integrate cutting-edge software technolo-
gies; User Experience Designer (6597.1556) Collaborate with product managers to define the interaction design of 
products & visualize new concepts; Product Manager (6597.1489) Analyze the competitive environment, customers 
& product metrics to determine the right set of features to drive engagement & usage on LinkedIn.

 
LinkedIn Corp. has openings in our San Francisco, CA location for:

Software Engineer (All Levels/Types) (SWE1116SF) Design, develop & integrate cutting-edge software technolo-
gies; User Experience Designer (6597.1391) Collaborate with product managers to define the interaction design of 
products & visualize new concepts.

 
LinkedIn Corp. has openings in our New York, NY location for:

 Software Engineer (All Levels/Types) (6597.1137) Design, develop & integrate cutting-edge software technologies.
 

Please email resume to:  6597@linkedin.com. Must ref. job code above when applying.

TECHNOLOGY
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Apple Inc. has the following job opportunities in Cupertino, CA:
ASIC Design Engineer (Req# 
9PJTPB) Dsgn & dvlp HW for cache 
subsystem in high performance SoC. 

ASIC Design Engineer (Req# 
A5A3TC) Create & cndct dig & mxd 
signal verif tests of complex HW des 
& chips.  

ASIC Design Engineer (Req# 
9T9NXY) Res, des & implmnt new 
pwr minimztion methods.  

ASIC Design Engineer (Req# 
9T8VSH) Dev tests & verif environ-
ments for GPU design.  

Software Development Engineer 
(Req# 9BCR5X) Sup SW builds of 
major releases of iOS, tvOS and wa-
tchOS ops sys. 

Software Development Engineer 
(Req# A4FQHJ) Des & dev SW & 
test cases for test map SW.

Software Development Engineer 
(Req# 9WZ32U) Cndct user studies 
& data collection, implmntation test-
ing, alg testing, bug reprting, triag-
ing, & fixing. 

Software Development Engineer 
(Req# 9TKU4B) Config, mng & tr-
blshoot builds of lrg groups of dev 
tools & op sys SW compntns

Software Development Engineer 
(Req# A523DT) Dsgn & dvlp back-
end srvcs to build intrcnnctd data 
wrkflows.

Software Development Engineer 
(Req# 9RXTG9) Prfrm dsgn & 
dvlpmnt of tools & frameworks in 
support of app dvlpmnt.

Mechanical Quality Engineer (Req# 
9XMSV6) Sup new Apl prod launches 
from a mech, tooling, eng, & prod 
dev lvl. Travel req: 30%.

Software Development Engineer 
(Req# 9A7TJP) Works w/ a team of 
bld engs to sup ongoing SW blds of 
major releases of iOS & OS X oper  
systms.

Software Development Engineer 
(Req# 9FN3EC) Lead team of bld 
engs to sup ongoing SW builds of ma-

jor releases of iOS & OS X operating 
systms.  

ASIC Design Engineer (Req# 
9RUUM8) Dsgn & dvlp GPU hard-
ware models.

Hardware Development Engineer 
(Req# 9HB3SN) Prcess & intgrte thin 
film transistor for display backplane. 

Hardware Development Engineer 
(Req# A483N5) Conceptualize, dvlp, 
test, & prduce optical-electrical com-
ponents & systems for new Apple 
prdcts. 

Software Engineer Applications 
(Req# A3Y28E) Dsgn & implement 
SW for data processing & visualiza-
tion systems . 

Hardware Development Engi-
neer (Req# 9F8TGL) Dvlp & qulfy 
Flat Panel Displays for Apple’s 
award-winning iPhone dsplys. Trvl 
req 20%.

Hardware Development Engineer 
(Req# 9PFQBQ) Dsgn & Dvlp elctrl 
hw for audio subsys in Apple prdcts.

Software Development Engineer 
(Req# 9GX24K) Invnt & dvlp new 
feats for the UIKit frmwrk for iOS.

Software Engineer Applications 
(Req# 9L82N7) Implement package 
CMS solutions at Apple.

Hardware Development Engineer 
(Req# 9L7328) Dsgn & dvlp touch 
HW sols for multi-touch panel 
dvlpmnt proj. Trvl req: 20%.

Senior Hardware Development En-
gineer (Req# 9F633A) Des, dev, & 
characterize circuits for next gener-
ation display tech & prdcts used in 
mbl devices. Trvl req: 20%.

IST Technical Project Specialist 
(Req# 9CLP2X) Des, architect & 
impl infrastruct monitoring mgmt 
process related to discovery, owner-
ship ID & reconciliation of IT assets.

Software Development Engineer 
(Req# A7H4SX) Des & dev the met-
ric analysis platform as part of the 
continuous delivery pipeline.

Software Development Engineer  
(Req# AA8TZZ) Des, architect, impl 
& support databases for mobile ads 
& rel apps.

Hardware Development Engineer 
(Req# A7Q5EC) Dsgn, dvlp & main-
tain motion planning algorithms.

Software Development Engineer  
(Req# 9D9VQW) Dsgn & dvlp photo 
mngment sw apps on macOS and iOS 
platforms. 

Hardware Development Engineer 
(Req# 9TDUJS) Dsgn, dvlp, & 
launch thin-film transistor (TFT) 
technlgies for the portble, laptop, & 
desktop displays in Apple products. 
Trvl req: 20%.

Product Design Engineer (Req# 
9K4QU4) Des & dev prdcts for soft 
goods grp, a grp that pioneers use 
of soft mtrls in Apl prdcts including 
cvrs, cases, & watch bands. Travel 
req: 25%.

Firmware Engineer (Req# 9G5VSX) 
Des & dev diagnostic SW for HW 
validation & factory testing. Travel 
req’d 15%.

Localization Engineer (Technical 
Translator) (Req# 9FTR5V) Lclze & 
trnslt Apple prdcts & prdct dcmnttn 
into Mexican Spanish.

Software Development Engineer 
(Req# 9KXRFE) Archtct & des full-
stack systms to eval overall qlty of 
Apple prods.

Mechanical Design Engineer (Req# 
9XJVXC) Selct & imprve manuf HW 
& dev key processes for prodctn, w/ 
spcialty on thin film optical coatings. 
Travel req: 35%.

Mechanical Quality Engineer (Req# 
9FU3L3) Resp for qualty cntrol & 
manuf concpts to dev specfc PQP ap-
prop to prgrm & commdty. Travel 
req: 30%. 

Software Development Engineer 
(Req# 9V7VUS) Dsgn & dvlp sftwr 
used for reporting & business intelli-
gence in supprt of iTunes.
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Software Engineer Applications 
(Req# 9SV6XV) Responsble for the 
dsgn & dvlpmnt of algorithms & 
sftwr for computer vision systms.

Software Development Engineer 
(Req# A832Y2) Design & implmnt 
prdction algrthms that prcess txt & 
other data.

Hardware Development Engineer 
(Req# 9FVW3M) Define HW equip-
ment & process baseline. Travel req’d 
25%. 

Hardware Development Engineer 
(Req# 9FE26V) Dsgn & intgrate sol-
id-state fingerprnt sensors for mobile 
devcs. Trvl req: 20%.

Software Engineer Systems (Req# 
9E8QG6) Create SW in support of 
futr input techs. Des, dev, dbug, & 
delvr iOS, MacOS, & watchOS apps.

Hardware Development Engineer 
(Req# 9ZALFM) Dsgn & dvlp touch 
hardware solutns. Trvl req: 20%.  

Software Engineer Applications 
(Req# 9TNQZS) Dev mob point of 
sale app features. 

Software Engineer Applications 
(Req# A922HW) Provide databse 
architecture & dsgn solutions for 
administrating large database 
infrastrcture.

IST Technical Project Specialist 
(Req# A6J3GH) Impl global solu-
tions for Apple Online & Retail store 
rel projects.

Software Development Engineer 
(Req# 9KXNVP) Build highly-opti-
mized vector content for Maps app. 

Engineering Project Coordinator 
(Req# AA52R4) Create & prioritize 
backlog for DevOps team

Hardware Development Engineer 
(Req# 9H4TDS) Des & dev of haptic 
actuators, systems, & techs for con-
sumr prodcts. Trvl req: 20%.

Software Engineer Applications (Req# 
A3X3FM) Des & dev SW & wrld-
class apps for Apple iCloud Srvc’s. 

Software Engineer Applications 
(Req# A5WW5C) Design, develop, 
implmnt & debug business app SW.   

Product Design Engineer (Req# 
9XL2VR) Sup the des of printed cir-
cuits brds & flexible circs. Travel req: 
30%.

Hardware Development Engineer 
(Req# 9NMU62) Dvlp & character-
ize sensing systms Travel req: 20%

Software Engineer Applications 
(Req# A4Z56Z) Dsgn, dvlp, & tst sw 
for iTunes store server. 

Software Engineer Applications 
(Req# A3HVP6) Des & dev internal 
SW tools. Des & dev CAD workflow 
processes w/ in CAD data mgmt sys-
tem, & TeamCenter Eng.

Software Engineer Applications 
(Req# A742T6) Architect, author & 
deliver SW to improve availability, 
scalability & security of Apple inter-
net services.

Software Quality Assurance En-
gineer (Req# A7XU8U) Dvlp & 
maintn test cases for currnt & future 
sftwr prdct features & servcs.

Software Development Engineer 
(Req# A3K33W) Des & dev SW for 
mobile intelligent assis’ts. 

Software Development Engineer 
(Req# A8Q2WV) Des & dev a digital 
personl assistnt for mobile & desktp 
dvcs. 

Hardware Development Engineer 
(Req# 9TWQY4) Des HW for Ap-
ple’s Input Devices grp.  Travel req’d 
20%.

Software Engineer Applications 
(Req# A7G4RN) Dev solutions from 
tech rel to data eng & data science. 

Software Engineer Applications 
(Req# 9JMTWE) Review HW, SW 
infrstrctre & app functionality for 
optmzation & idntify perfrmnce 
bottlncks.

Software Quality Assurance Engineer 
(Req# 9NBSE8) Val Dig Sign Process 
for telephony & audio playback sys 
on emb & wireless platforms.

Software Development Engineer 
(Req# 9DLVJ8) Mntn, enhance, & 
add new fnctnlts to Apl’s compilers, 
w/ a fcs on the compiler frontend.

Software Engineer Applications 
(Req# 9JPUTY) Des & dev identity 
Mgmt Web Apps w/ common frame-
works for comptblty across apps.

Software Development Engineer 
(Req# 9FSULV) Rsrch, des, dev, im-
plmt & debug secure enclave proces-
sor SW. 

Software Development Engineer 
(Req# 9FEU3E) Rview source code to 
ensure SW  qualty.

ASIC Design Engineer (Req# 
9FRW23) Des & dev graphic proc 
unit fundt models.

Software Engineer Applications 
(Req# 9VNQ23) Des and dev Public 
Key Infrastructure (PKI) and cryp-
tographic services

Software Engineer Applications 
(Req# A2D783) Research, des, dev, 
implement & debug Registration & 
Access Mgmt Platform for Apple.

ASIC Design Engineer (Req# 
9HETVY) Config place and route 
(PnR) tools using scripting in Perl 
and TCL

Software QA Engineer (Req# 
9Z6MEU) Assist and guide in de-
veloping Javascript-based web 
automation.  

ASIC Design Engineer (Req# 
9VL28J) Dsgn, implement, & excute 
tests to validate & debug HW. 

Software Development Engineer 
(Req# 9E6343) Des & dev virtualiza-
tion & secure runtime tech.

Software Engineer Applications 
(Req# 9ZHQPZ) Des, dev, test & de-
bug sw apps for Apple Retail Store 
P.S.  

ASIC Design Engineer (Multiple Po-
sitions) (Req# 9X4U9S) Dsgn & im-
plmnt embedded SW for Apple’s SoC 
bring up & test. 

Continued on next page…
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Apple Inc. has the following job opportunities in Cupertino, CA:
Software Engineer Applications 
(Req# A6E4XE) Des & dev web 
based solutions for Apple Retail 
Business.

Software Engineer Applications 
(Req# A2D7AG) Dev advcd reporting 
anlytcs on complex data from multp 
sources on a Hadoop tech stack.  

Software Development Engi-
neer (Req# AASNP7) Des and dev 
high-quality user-facing web apps 
human interfaces.  

Hardware Development Engineer 
(Req# 9MNTGF) Dev & validate 
motion & enviro sensors for Apple 
mobile products. Travel req’d 15%.  

Hardware Development Engineer 
(Req# A8HSL5) Integrt, deploy & 
test of intellignt algorithmic systm.

Software Development Engineer 
(Req# A7M545) Des & dev test au-
tomtn tools & test frameworks.

ASIC Design Engineer (Req# AAG-
TZK) Dsgn digtl blocks in mixd sgnl 
circts like Analog-to-Digital (ADC) 
& Digital-to-Analog circts (DAC).

Software Development Engineer 
(Multiple Positions) (Req# 9T54SB) 
In collab w/ team of bld engs, sup on-
going SW blds of mjr releases of ma-
cOS & iOS oper systms.   

Hardware Development Engineer 
(Req# 9GNURF) Design, develop, & 
validate sensor tech.  Travel req’d 15%.

Software Development Engineer 
(Req# 9T68HZ) Dev & maintn a set 
of iOS test apps for new & existing 
APIs in the public iOS SDK.

ASIC Design Engineer (Req# 
9TERWQ) Respnsble for the verif of 
mult intellect property blocks on Ap-
ple’s SoC HW designs. 

ASIC Design Engineer (Req# 
9AETWW) Write specs of HW blocks 
& write plan to test the design.  

Software Engineer (Req# A8R2NM) 
Dsgn, implmnt, & debg core com-
pnnts of Apple’s pltfrm for Intrnt 
Srvics.   

Software Engineer Systems (Multiple 
Positions) (Req# A3935V) Des & dev 
SW for advanced prototype sys.

Software Engineer Systems (Req# 
9SZ2WY) Dev, model, dsgn & char-
acterize novel elctrcal driving architc-
tres for emissive dsply dvics & snsrs.

Software Development Engineer 
(Req# 9UD4HC) Des & imp graph-
ics driver SW. 

Engineering Technician (Req# 
9D5QZ3) Test, trblshoot, repair & 
modify dvlpmntl & prdctn of Radio 
Frequency & Over the Air eval HW.

Mechanical Quality Engineer (Req# 
9TWTN6) Contribute to the dsgn of 
future Apple prdcts from a quality 
side. Travel req. 30%.

Software Development Engineer 
(Req# A5442C) Dsgn & dvlp SW for 
mobile advertsng syss.

Hardware Development Engineer 
(Req# A534J8) Dsgn & dvlp for 
EMC & EMI in SPG and EMC/EMI 
Sim (3DF Static & Full Wave sim).

Software Engineer Applications 
(Req# 9ZLMWE) Dsgn, dvlp, & sp-
prt autmtn SW for tstng  crtfyng Ap-
ple’s Payment Gateway.

Software Engineer Applications 
(Req# 9SY2PL) Bld & run the infr-
strctre that pwrs Apple’s intrnt srvcs.

Software Engineer Applications 
(Req# A5WT8D) Dsgn & dvlp of 
web & mbl bsd sltns for Apple Sales 
Business.

Engineering Project Coordinator 
(Req# A2D7C7) Develop and orga-
nize Apple tooling vendors to main-
tain strict project deadlines. Travl 
req 15%.

Systems Design Engineer (Req# 
9VSQRC) Dev & optimize RF au-
tomtn sys for Apple’s newest prod-
ucts includ. iPhones, iPods, iPads & 
others. Trav req’d 20%.

Hardware Development Engineer 
(Req# AB7N5Q)  Dsgn, dvlp, & val-
idate camera interface technologies. 

ASIC Design Engineer (Req# 9JH-
UPH) Dsgn high lvl Place and Route 
for SOC ASIC dsgns. 

Software Development Engi-
neer (Req# A4UTXM) Plan & dev 
data collection pipeline, process-
ing & product delivery of 2D & 3D 
products.

Engineering Project Coordinator 
(Req# 9YX3WW) Assist eng dev 
within Apple’s HW division. Travel 
req’d 25%.

Software Development Engineer 
(Req# A7NMH8) Prfrm cellular 
certification testing of iOS devices 
against 3GPP protocol specifications.

Hardware Development Engineer 
(Req# 9BFVPJ) Des & dev touch sen-
sors for mobile comp devices.  Travel 
req’d: 30%.

Software Development Engineer 
(Req# A6F2ZY) Mntn & dev new 
SW apps, framewrks & libraries for 
iOS platfrm.

Software Development Engineer 
(Req# 9TA3NV) Work as an expert 
SW security eng focused on vulnera-
bility discovery & securing lg SW sys.

Software Development Engineer (Req# 
9H3TP5) Dev & maintain LLVM 
compiler optimizations, code gen, lang 
supp, & other new compiler feats.

Software Development Engineer 
(Req# 9L8QK9) Dev test case, triage, 
track issues until resoltn,& maintn 
& execute automtn setup & scripts 
for every iOS release.  

Hardware Development Engineer 
(Req# 9ZA67M) Res for haptic actu-
ator des & integration. Travel req’d 
25%.

Hardware Development Engineer 
(Req# 9YU24U) Tst structrl dynam-
ics to identify & resolve rt causes of 
noise & vibrtn issues.

Software Development Engineer 
(Req# A9STXZ ) Wrk w/ a team of 
devs to archt scalable sys des & cre-
ate techl des specifications.
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Software Engineer Applications 
(Multiple Positions) (Req# A3X3GC) 
Dsgn & dvlp SW for telemetry 
systms.

Software Development Engineer 
(Req# A5FSMV) Des, dev & exe-
cute GNSS field test cases for Lctn 
features.

Software Engineer Applications 
(Multiple Positions) (Req# 9JG2F2) 
Dsgn & dvlp SW for Apple News 
ecosystem.

Firmware Engineer (Req# 9FUPYN) 
Help create the next gen of input de-
vices.  Model, dsgn, implmnt, & test 
algorithms for touch interfaces. 

ASIC Design Engineer (Req# 
9T68SS) Dsgn sys lvl test automtn pr-
grms & HW for debug, charactrztn, 
qualifictn & product of SoC devices.

ASIC Design Engineer (Req# 
9TH29G) Dsgn & implement cir-
cuits for SoC hard IPs for Apple mo-
bile products. 

ASIC Design Engineer (Req# 9PB-
VND) Dsgn & dvlp memory inter-
face hw (DDR PHY) for Apple SoC. 

Software Engineer Systems (Req# 
9XM3A6) Dsgn & dvlp safety-crtical 
SW. Implmnt SW archtctr @ both the 
module & sys lvl.

Software Engineer Applications 
(Req# 9KSQBC) Dsgn & dvlp intrnt-
nlztn & lclztn feats for cross-plat-
form prdctvty SW.

Software Engineer Systems (Req# 
A7AV7J) Resp for collating & frm-
lzng reqs, & dsgng & dvlpng high 
prfmnc, sclble & reliable Big Data 
anlytcs & rprtng sltns.

Software Engineer Systems (Req# 
A22R63) Dsgn & dvlp SW for Apple 
iCloud Srvcs.

ASIC Design Engineer (Req# 
9SV74H) Dsgn & implement embed-
ded SW for Apple’s SoC bring up & 
test. 

Software Development Engineer 
(Req# 9GJ3KS) Conceive, des & im-
plmnt audio-visual related software. 

Software Development Engineer  
(Req# A8A36X) Design and develop 
Maps software for iOS.

Software Development Engineer  
(Req# A2WVJV) Des & dev WiFi 
firmware in iOS/OSX prodcts w/ Re-
al-Time System.

Hardware Development Engineer 
(Req# 9E4VV4) Dev SW & HW 
that prototypes new prduct featrs & 
validtes new HW systms.

Systems Design Engineer (Req# 
9T665W) Des & dev SW & HW for 
use in prodctn test envirnmnt. Travel 
req 15%. 

Software Engineer Applications 
(Req# 9Z534K) Des & dev tools & 
autmted test framwrks for the Device 
Services team. 

Software Development Engineer 
(Req# 9D5Q3U) Mng, plan, & su-
pervise devlpmnt for compilers for 
pre-silicon graphics processors.

Engineering Project Coordinator 
(Req# 9NBVCF) Rspnsble for prdct 
qulity for iPhne prdcts. Assist w qual-
ity rltd actvities on a day to day ba-
sis fr iPhne prdcts. Travel req’d 30%

Engineering Project Lead (Req# 
9YUTU4) Provide proj supp for an 
enterprise-class, distributed, data 
preservation, & mngmnt sol.  

ASIC Design Engineer (Req# 
A3S23T) Transistor-lvl feasiblty st-
dies for powr mngmnt blocks incldng 
contrl, pwr FETs, & subcircts.

Software Development Engineer 
(Req# A8E2D9) Res, des, dev, im-
plmnt, & debug multimedia test 
tools.

Software Development Engineer 
(Req# A4Z997) Debug issues re-
ported, root cause probs &provide 
fixes.

Software Development Engineer 
(Req# 9DA2QJ) Perform SW eng 
speci to translation & localization 
of Siri & other Apple cloud-based 
SW user interfaces into foreign 
langs. 

Apple Inc. has 
the following job 
opportunities in 

Austin, TX:
ASIC Design Engineer (Req# 
9FD3PB) Dvlp power analysis meth-
odologies for low power design and 
implementation. 

Data Analyst (Req# 9YHUUF) Dev 
tech solutions to mitigate fraud, 
waste & abuse thru data mining & 
analytics.

ASIC Design Engineer (Req# 
A35W3R) Des verification for mobile 
silicon designs. 

Refer to Req# & mail 
resume to Apple Inc., 
ATTN: D.W., 1 Infinite 
Loop 104-1GM,  
Cupertino, CA 95014.

Apple is an EOE/AA m/f/
disability/vets.

Apple Inc. has 
the following job 
opportunities in 
Cupertino, CA:

CAD Sculptor (Multiple Positions) 
(Req# 9PWSL6) Under gnrl suprvsn, 
create HQ CAD models to drive ind-
strl dsgn for Apple prdcts. 

Interested applicants must submit 
a portfolio that demonstrates skills 
required.  Please enclose a self-ad-
dressed stamped envelope if you wish 
your portfolio to be returned. Refer 
to Req# & mail resume to Apple Inc., 
ATTN: D.W., 1 Infinite Loop 104-
1GM, Cupertino, CA 95014. Apple is 
an EOE/AA m/f/disability/vets.
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Oracle America, Inc.
has openings for

 

positions in Naples, FL.

Job duties include: Design, develop, 
troubleshoot and/or test/QA software.  

Apply by e-mailing resume to 
trevor.sands@oracle.com, 

referencing 385.19261.  

Oracle supports workforce diversity.

SOFTWARE

SOFTWARE
DEVELOPER

Oracle America, Inc.
has openings for

SOFTWARE
DEVELOPER

 positions in Austin, TX.

Job duties include: Design, develop, 
troubleshoot and/or test/QA 
software. 

Apply by e-mailing resume to 
douglas.patrick@oracle.com, 

referencing 385.18005.  

Oracle supports workforce diversity.

SOFTWARE

Intuit Inc. 
 has openings for the following positions in Mountain View, California or any office within normal commuting distance: 

Senior Software Engineers  (Job code: I-174): Exercise senior level knowledge in selecting methods and techniques to design, implement, modify and 
support a variety of software products and services to meet user or system specifications. Some travel may be required to work on projects at various, 
unanticipated sites throughout the United States. Senior Application Operations Engineers (Job code: I-2310): Develop highly scalable, secure and 
efficient software that support critical functions of Intuit's engineering operations. Managers, Development (Job code: I-144):  Manage a team of 
software engineers and provide mentorship and guidance to the team. Work cross-functionally with Product Management and Experience Design to define 
and deliver awesome product experiences to our small business customers. Product Managers (Job code: I-94): Design and develop activities for products 
from product definition and planning, through production and release. Senior Technical Data Analysts (Job code:  I-223): Leverage technical skills, 
business acumen, and creativity to extract and analyze massive data sets, build analytics-ready datasets to surface insights and key business metrics. Techni-
cal Data Analysts (Job code: I-2515): Understand the business and work to deliver business monitoring analytics. Collaborate with business stakeholders 
in acting on complex, multi-source data to explore, generate and test business assumptions.

 
Openings in Woodland Hills, California: 

Software Engineers (Job code: I-618): Apply software development practices to design, implement, and support individual software projects. Senior 
Software Engineers (Job code: I-2655):  Exercise senior level knowledge in selecting methods and techniques to design, implement, modify and support 
a variety of software products and services to meet user or system specifications.

 
To apply, submit resume to Intuit Inc., Attn: Olivia Sawyer, J203-6, 2800 E. Commerce Center Place, Tucson, AZ 85706. 

You must include the job code on your resume/cover letter. Intuit supports workforce diversity.

TECHNOLOGY

Oracle America, Inc.
has openings for

QA
ANALYST
positions in Bedford, MA.

Job duties include: Develop and 
execute software test plans. Develop, 
apply and maintain quality standards 
for company products with adher-
ence to both internal and external 
standards. 

Apply by e-mailing resume to 
suranjana.roy@oracle.com, 

referencing 385.18591.  
Oracle supports workforce diversity.

 

QA ANALYST



FOR DIRECT LINKS TO THESE 
RESOURCES, VISIT

www.computer.org/edge-resources

Move Your Career Forward
IEEE Computer Society Membership

Build Your Knowledge

Advance Your Career

• Secure Software Coding

• Secure Software Design

• Requirements 

• Design

• Construction

• Testing

• Maintenance

• Configuration Management

• Quality

• Process

• Models and Methods

• Engineering Management

• Project Management

• Economics

• Managing Secure Software Development

• Foundations of Software Security

IEEE Internet of Things Initiative
The Internet of Things Initiative is one of IEEE’s most important 
multidisciplinary, cross-platform efforts. The mission is to serve as 
the gathering place for the global technical community working on the 

IoT and to provide a platform for professionals to learn, share knowledge, and collaborate on this 
sweeping convergence of technologies, markets, applications, and the Internet — and together 
change the world.

Security Certificate of Achievement
The Computer Society now offers a Certificate of Achievement in security. Take advantage of this 
professional development opportunity to expand your expertise in this growing field and further 
advance your career by successfully completing these four courses:

Software Engineering Knowledge Areas
The 12 certificate areas assess candidates’ proficiency in understanding the fundamental concepts, 
as well as their ability to apply those concepts in the software engineering process.

Explore These Hot Topic Resources



The Truth Behind Technology
March 21–22, 2017 | Burlingame, CA

For Early Pricing, Register Now!For Early Pricing, Register Now!

FUTURE 
TECHNOLOGIES, 
TRENDS, 
TECH GURUS
Learn the latest trends and best practices, 
and hear case studies from thirty-three of 
today’s top technology gurus as they dispel 
the myths about disruptive technologies 
and demonstrate actionable problem solving 
techniques you can apply today.

www.computer.org/TechIgnite

Featuring

Steve Wozniak & 
Grady Booch 
Also, Google’s Head of Quantum-
Hardware Team, CTO Homeland 
Security, and Uber’s Machine 
Learning & AI Guru
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