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Editor: Lori Cameron

T

he IEEE Computer
Society’s lineup of 13
peer-reviewed technical
magazines covers cutting-edge
topics ranging from software
design and computer graphics to
Internet computing and security,
from scientific applications
and machine intelligence to
cloud migration and microchip
design. Here are highlights from
recent issues.
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Computer
Now You See It, Now You
Don’t: Digital Connectivity
in Marginalized
Communities
For marginalized communities
around the globe, lack of stable
Internet access can result in a
“digital divide.” This article
from the June 2018 issue
of Computer analyzes three

marginalized communities—
rural Native Americans in
the US, Syrian refugees in
Jordan, and Congolese refugees
in Rwanda—and identifies
several key contributing factors,
including
aid
agencies’
changing priorities, goals, and
political concerns, as well as
technological, geographic, and
cultural challenges. Through
novel insights about these
contributing factors of digital
divides, the author generates a
set of technical, organizational,
and policy solutions.

Computing in Science &
Engineering
Glimpses of Space-Time
Beyond the Singularities
Using Supercomputers
A fundamental problem of
Einstein’s theory of classical
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general relativity is the existence of
singularities such as the big bang.
All known laws of physics end
at these boundaries of classical
space-time. Thanks to recent
developments in quantum gravity,
supercomputers are now playing
an important role in understanding
the resolution of big bang and
black hole singularities. Using
supercomputers, explorations of
the very genesis of space and
time from quantum geometry are
revealing a novel picture of what lies
beyond classical singularities and
the new physics of the birth of our
universe. Learn more in the July/
August 2018 issue of Computing in
Science & Engineering.

IEEE Annals of the History
of Computing
Oral History of Dame
Stephanie Shirley
Dame Stephanie (“Steve”) Shirley
is one of Britain’s most celebrated
IT pioneers, entrepreneurs, and
philanthropists. In 1962, she
founded a contract programming
company exclusively for women,
seeing untapped potential in the
large numbers of educated women
who had left work to raise children
at home. Shirley’s company grew
rapidly and had a successful IPO
in 1996. Since retiring, Shirley has
spent her time supporting various
IT-related causes and, most
recently, organizations researching
and providing services to those
with autism. This interview, which
appears in the January–March
2018 issue of IEEE Annals of the
History of Computing, is based
on an oral history conducted by
www.computer.org/computingedge

Marie Hicks, professor of history
at the University of Wisconsin
at Madison, on behalf of the
Computer History Museum.

IEEE Cloud Computing
The Business Case for Chaos
Engineering
While chaos engineering has
gained currency in the site
reliability engineering community,
service and business owners are
often nervous about experimenting
in production. Proving the benefits
of chaos engineering to these
stakeholders before implementing
a program can be challenging.
This article, which appears in the
May/June 2018 issue of IEEE Cloud
Computing, presents the business
case for chaos engineering through
qualitative and quantitative tactics,
as well as the benefits and tools to
convince stakeholders that chaos
engineering is necessary and
cost-efficient.

IEEE Computer Graphics
and Applications
Weather Report:
A Site-Specific Artwork
Interweaving Human
Experiences and Scientific
Data Physicalization
Weather Report is a site-specific
art installation that entices visitors to examine climate change at
human scale, both physically and
metaphorically. Weather data is
displayed using balloons as physical pixels that can be touched,
part of an effort to make objective,
scientific data graspable by nonscientists. Visitors contrast the

NEXT ISSUE
HEALTHCARE
CLOUD COMPUTING
GRAPHICS/VISUALIZATION
INFORMATION
TECHNOLOGY
ROBOTICS

objective weather data with their
own weather-related memories to
create a subjective weather record
from the Twin Cities community.
Read more in the July/August 2018
issue of IEEE Computer Graphics
and Applications.

IEEE Intelligent Systems
Adaptive Biometric Systems
using Ensembles
With the increased availability of online services, enhanced
authentication
mechanisms—
including biometric systems—are
necessary. However, recent studies show that biometric features
can change, affecting recognition
performance over time. Adaptive
biometric systems that can automatically adapt to the biometric
reference have been proposed to
deal with this problem. Frequently,
these systems use query samples
classified as genuine to adapt the
biometric reference. Despite good
results, there are concerns regarding their robustness. This article,
5

MAGAZINE ROUNDUP
which appears in the March/April
2018 issue of IEEE Intelligent Systems, investigates using an ensemble of classifiers to increase these
systems’ robustness. The authors
explore questions regarding the
application of ensembles to adaptive biometric systems using oneclass classification algorithms, and
offer a proposal to automatically
adapt the meta classifier over time.

IEEE Internet Computing
The Web for Underpowered
Mobile Devices: Lessons
Learned from Google Glass
This article examines some of the
potential challenges associated
with enabling a seamless web
experience
on
underpowered
mobile devices having display
capabilities such as Google Glass
from the perspective of web
content providers, devices, and
networks. Researchers conducted
experiments to study the impact
of webpage complexity, individual
web components, and different
application layer protocols while
accessing webpages on the
performance of the Glass browser.
They measured webpage load
time, temperature variation, and
power consumption and compared
them to a smartphone. Read more
about their findings in the May/
June 2018 issue of IEEE Internet
Computing.

IEEE Micro
Uncovering the Security
Implications of Cloud MultiTenancy with Bolt
Cloud providers routinely schedule
6
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multiple applications per physical host to increase efficiency. The
resulting interference on shared
resources often leads to performance degradation and, more
importantly, security vulnerabilities. Interference can leak important
information about an application,
ranging from services placement
to confidential data such as private
keys. As a solution, the authors of
this article from the May/June 2018
issue of IEEE Micro present Bolt,
a practical system that accurately
detects the type and characteristics of applications sharing a cloud
platform based on the interference an adversary sees on shared
resources.

IEEE MultiMedia
Behavior Analysis through
Multimodal Sensing for
Care of Parkinson’s and
Alzheimer’s Patients
The analysis of multimodal data
collected by innovative imaging
sensors, Internet of Things
devices, and user interactions
can provide smart and automatic
distant monitoring of Parkinson’s
and Alzheimer’s patients and
reveal valuable insights for
early detection and prevention
of events related to their health.
This article, which appears in
the January–March 2018 issue
of IEEE MultiMedia, describes
a novel system that involves
data capturing and multimodal
fusion to extract relevant features,
analyze data, and provide useful
recommendations. The system
gathers signals from diverse
sources in health monitoring

environments, understands user
behavior and context, and triggers
proper actions for improving the
patient’s quality of life.

IEEE Pervasive Computing
Harnessing the Power of
Patient-Generated Data
The authors of this article from
the April–June 2018 issue of IEEE
Pervasive Computing report on the
PervasiveHealth 2017 workshop,
Leveraging Patient-Generated Data
(PGD) for Collaborative Decision
Making in Healthcare. They discuss characteristics of PGD, followed by scenarios demonstrating
the data-sharing practice among
patients, clinicians, and caregivers.
The authors also highlight current
challenges and opportunities, and
outline a future research agenda
to envision ways to harness the
power of PGD.

IEEE Security & Privacy
AI and the Ethics of
Automating Consent
Artificial intelligence (AI) systems
collect, process, and generate data
in ways that further exacerbate
many long-documented problems
with online consent, most notably issues of providing adequate
notice, choice, and withdrawal to
users. The unpredictable and even
unimaginable use of data by AI systems is considered a feature, not a
bug. Yet this feature creates problems for notifying users as well as
assessing when consent might be
required based on potential uses,
harms, and consequences. This
article, which appears in the May/
August 2018

June 2018 issue of IEEE Security &
Privacy, investigates whether these
problems impact morally transformative consent in AI systems. The
authors argue that while supplementing consent with further
mechanization, digitization, and
intelligence might improve takeit-or-leave-it notice and choiceconsent regimes, the goal for AI
consent should be one of partnership development between parties,
built on responsive design and
continual consent.

IEEE Software
A Comet Revisited: Lessons
Learned from Philae’s
Landing
The Philae lander, part of the

Rosetta program, was the first to
land on and explore a comet. This
article explores the lessons learned
from the Philae team’s experiences
with problems that occurred in
the hardware and software and in
mission operations control. Read
more about András Balázs’ analysis of what went wrong in the
July/August 2018 issue of IEEE
Software.

IT Professional
Digital Health in the Era of
Extreme Automation
Digital health has come a long
way over the past few years and
has become a giant platform that
integrates clinical communication,
care coordination, virtual visits,

mHealth, telehealth, and eHealth.
In the era of extreme automation
and connectivity, digital health is
rapidly changing the healthcare
industry by presenting effective
solutions to several healthcare
challenges, such as interoperability and patient satisfaction. This
article, which appears in the May/
June 2018 issue of IT Professional,
explores this vital area for care
transformation.

Computing Now
The Computing Now website
(computingnow.computer.org)
features computing news and blogs,
along with articles ranging from
peer-reviewed research to opinion
pieces by industry leaders.

CONFERENCES

in the Palm of Your Hand

IEEE Computer Society’s Conference Publishing Services (CPS) is now offering
conference program mobile apps! Let your attendees have their conference
schedule, conference information, and paper listings in the palm of their hands.

The conference program mobile app
works for Android devices, iPhone,
iPad, and the Kindle Fire.

For more information please contact cps@computer.org

www.computer.org/computingedge
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EDITOR’S NOTE

End-of-Summer Reading

A

s the leaves change and you switch
out your sunscreen for a scarf, stay on
top of the latest technology trends with
ComputingEdge. This issue features research and
think pieces on the topics that matter to you most,
from security and self-driving cars to blockchain
and virtual reality.
Decades ago, researchers introduced the RSA
public-key cryptosystem and cast “Alice” and
“Bob” as replacements for the A and B symbols
used to refer to participants of a cryptographic
protocol. In “Disillusioning Alice and Bob” from
IEEE Security & Privacy, the author argues that
using symbols to describe and specify cryptographic protocols is more appropriate because
human names tend to oversimplify—and thus
obfuscate—the situation. In Computer’s “Hacking Power Grids: A Current Problem,” the authors
look at cyberattacks against power grids and
other critical infrastructures, which are increasing in frequency and severity.
Major advances are occurring in the automotive field, especially with self-driving cars.
In IEEE Internet Computing’s “The Autonomous
Vehicle and Its Temptations,” the author says
that self-driving cars must contend with many
possibilities, including buggy software, unpredictable behaviors of other cars and pedestrians,
and malicious actors such as hackers and those
who might abuse this technology. In IEEE Intelligent Systems’ “5G-Enabled Cooperative Intelligent
Vehicular (5GenCIV) Framework: When Benz
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Meets Marconi,” the authors propose a framework
in which 5G is truly integrated into the design of
intelligent vehicles, fundamentally resolving the
dilemma between lowering cost and improving
safety in self-driving vehicles.
Blockchain has evolved beyond digital currency and is being used across industries and
fields. In “Blockchain and the Internet of Things
in the Industrial Sector” from IT Professional, the
author describes how blockchain and the Internet
of Things together will improve efficiencies, provide new business opportunities, address regulatory requirements, and improve transparency and
visibility. IEEE Software’s “Blockchain-Enabled
E-Voting” posits that incorporating blockchain
technology into e-voting systems could reduce
voter fraud and increase voter access.
Virtual reality (VR) and augmented reality (AR)
have received a lot of attention in the past few
years. IEEE Computer Graphics and Applications’
“Putting VR/AR to Work” studies the current state
of the VR/AR penetration in the enterprise and
highlights a few examples where these technologies have been successful. In IEEE Pervasive Computing’s “Real, Unreal, and Hacked,” the author
covers emerging virtual, augmented, and mixed
reality applications and more.
Finally, in IEEE Software’s “Making Sense of
Agile Methods,” the author runs agile methods
and practices through his personal friend-or-foe
test and offers his experiences and opinions about
agile development.
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Disillusioning Alice and Bob
Rolf Oppliger | eSECURITY Technologies

I

n their seminal paper,1 Ronald Rivest, Adi Shamir, and Len
Adleman not only introduced the
RSA public-key cryptosystem
but also cast “Alice” and “Bob” as
replacements for the A and B symbols used to refer to the participants
of a cryptographic protocol. Since
then, cryptographers and security
professionals have cast additional
characters to refer to protocol participants, such as Carl or Dave, or
adversaries, such as Eve or Mallory.
Originally viewed as a side product of the RSA paper, the notion of
Alice and Bob prevailed and is now
the de facto terminological standard and notation for arguing about
cryptographic protocols—be it in
informal descriptions or semiformal specifications.
In this column, I challenge this
notation and argue against its further use. I think it’s more appropriate to use symbols such as A
and B rather than human names
like Alice, Bob, and the rest of the
gang, because human names tend
to oversimplify—and therefore
obfuscate—the situation. When we
say, “Alice sends a message to Bob,”
we suggest that Alice and Bob

■ are human,
■ personally interact, and
■ fully control the messages they
send and receive.
In reality, however, the situation is
more involved, and none of the above
suggestions is true: neither Alice nor
Bob is human, they don’t personally
interact, and they don’t fully control
the messages they exchange.
10
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Figure 1 illustrates Alice and
Bob communicating electronically. They both use a device (such
as a computer system or a smartphone) that consists of multiple
layers of hardware and software.
More specifically, the device consists of hardware modules that run
an OS, which hosts application
software. For Alice to send a message to Bob, there must be messaging software available on either
side of the communication channel.
Alice interacts with this software
on the sending device (the user
interaction marked in black). The
message is transport-encoded and
sent over some networking facility empowered by some hardware
and OS functionality (the network
interaction marked in gray). The
same is true on the recipient side:
Bob isn’t personally receiving messages. Instead, he’s interacting with
the messaging software installed
on the receiving device and operated on some hardware and OS. The
picture is highly fractal—it gets
more involved as you zoom in on
the details.
Keeping Figure 1 in mind, let’s
revisit the sentence “Alice sends a
message to Bob.” Note how it oversimplifies the situation. Instead of
sending a message to Bob, Alice
prepares the message using application software. She clicks a button to
alert the software that the message
is ready to be sent. This click is all
Alice does; from that moment on,
the message is transmitted by the
appropriate software and hardware
components of the sending device.
Alice can hardly control these
2469-7087/18/$33.00 © 2018 IEEE

1540-7993/17/$33.00 © 2017 IEEE

operations, and she must trust that
all components play by the rules
and behave as specified. Obviously,
many things can go wrong, and
many components can misbehave
and cheat in various ways. Having
Alice (and Bob) follow the protocol
is necessary, but not sufficient, to
deliver the message from sender to
recipient. Many other components
are involved that must also follow
the protocol rules.
Alice and Bob have been cast
to explain cryptographic protocols. Using such a protocol, Alice
doesn’t typically send a message in
the clear. Instead, she authenticates
and/or encrypts it. But it’s very
likely not Alice who does the cryptographic computation but rather
some hardware or software module
that operates on her behalf (it can
be a hardware security module such
as a smartcard, or a cryptographic
library that runs in software). The
same is true for the cryptographic
keys that control the cryptographic
computation. Very likely, it’s not
Alice who provides these keys but
a software module that either stores
the keys or generates them on the fly
by using an automated key exchange
and management protocol. The bottom line is that cryptographic computations are never done by human
users but by supporting modules
implemented in hardware or software and specialized for these tasks
(note that these modules aren’t even
illustrated in Figure 1).
The same line of argumentation
that applies to a message’s sender
(Alice) and receiver (Bob) also
applies to the adversary: it’s almost
never human users who eavesdrop
and try to manipulate messages but
rather highly specialized attack software. If adversaries try to mount a
pass-the-hash attack, for example,
the attack software extracts users’
credentials from the local cache.
If they try to mount a BEAST-like
attack against the SSL/TLS protocols, the attack software is delivered
www.computer.org/computingedge

www.computer.org/security

Bob
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User interaction
Application software

Application software
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Figure 1. Alice and Bob communicate electronically, using devices with multiple layers of hardware
and software.

as active content (for example, malicious JavaScript code) to launch
a man-in-the-middle attack and
choose ciphertexts that are sent
to the server. Here, we’re talking
about thousands or even millions
of ciphertexts that need to be compiled in a specific way and sent to
the server in a reasonable amount
of time. Adversaries must use highly
specialized software to automate
such an attack.
So, “Alice sends a message to
Bob” sounds friendly but is illusive.
Above all, it misses the point when
it comes to a technical discussion,
as is always the case in applied cryptography. Most of the components
that must be in place and cooperate
are inherently nonhuman. In fact,
human users’ roles in such protocols
should be as small as possible—the
more things users can do, the more
likely something is to go wrong.
Therefore, a rule of thumb in cryptographic protocol and system design
is to make the user interface as
small and intuitive as possible. This
contradicts the role human names
play in such protocols’ description
and specification.

The realm of remote Internet
voting further clarifies my point.
By clicking a button, Alice might
think she’s casting a vote for a particular candidate—but this isn’t
always true. If the software managing the voting process on the
client side is flawed or somehow
compromised, anything is possible and there’s no real way for
Alice to determine whether her
vote was cast-as-intended and
counted-as-cast. Many voting systems work that way and don’t provide any guarantee. But there are
cryptographic techniques that can
empower Alice to verify her vote
end to end (E2E). Technologies
that provide E2E verifiability are
going to be important in the future
to mitigate the threats and respective risks in remote Internet voting.

S

o although it might seem a little pedantic (and most people
working in the field likely appreciate the difference between a notation and reality), I still think it’s
more appropriate to use symbols
like A and B instead of human
11
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names like Alice and Bob. If you
agree, then consider joining me in
getting rid of the cast of characters
and using symbols to describe and
specify cryptographic protocols. A
symbol is better suited to be associated with a multiple-component
technical device than is a human
name. Using such symbols might
help bring discussions back into
the realm of technology, where
they really belong.
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Hacking Power
Grids: A Current
Problem
Nir Kshetri, University of North Carolina at Greensboro
Jeffrey Voas, IEEE Fellow

Cyberattacks against power grids and other
critical infrastructures are increasing in
frequency and severity. Government and
industry stakeholders must take more active
steps to address the problem before a major
catastrophe occurs.

C

yberattacks are increasingly being waged by
state intelligence services or their proxies
against other countries’ government institutions, corporations, and industrial facilities.
National power grids are emerging as a target of choice
given their vulnerability and the massive economic and
social disruption caused by a widespread and lengthy
loss of electricity. A recent contingency planning memo
from the Council on Foreign Relations asserted that
“disabling or otherwise interfering with the power grid
in a significant way could … seriously harm the United
States.”1 In testimony before a congressional panel in
November 2014, Michael Rogers, director of the NSA and

2469-7087/18/$33.00 © 2018 IEEE

head of US Cyber Command, said
that China and “one or two” other
countries had the ability to take
down the entire US power grid and
other critical systems.2
A 2016 report by infrastructure
engineering and construction consultancy Black & Veatch ranked
cybersecurity as the second most
pressing issue for electric utilities, only behind reliability—this was up from being the sixth- and fourth-highest
concern, respectively, the two previous years.3,4 Alarmingly, the 2016 report indicated that only 32 percent of
electric utilities had integrated cybersecurity systems
with the “proper segmentation, monitoring and redundancies” needed to deal with cyberthreats, while 48 percent had no such capabilities.
The US Department of Homeland Security (DHS) has
labeled 16 critical infrastructure sectors as vital (www
.dhs.gov/critical-infrastructure-sectors). All of these
sectors must have electricity, making the energy sector a highly attractive target. A study by the US Cyber
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TABLE 1. Example cyberattacks on power companies and grids.
Date

Incident

February 2011

A Brazilian power plant was infected by the two-year-old Conficker worm, causing the plant’s management
systems to freeze up and not display data.

June 2011

The anarchic hacking group LulzSec shut down the website of Brazilian energy company Petrobras—Latin
America’s largest energy producer—with a distributed denial-of-service attack for part of a day.

2013–2014

A hacker group linked to the Russian government known as Dragonfly or Energetic Bear used a Stuxnet-like
Trojan called Havex to compromise the control systems of more than 1,000 energy firms in 84 countries including
the US, Germany, France, Italy, Spain, Turkey, and Poland. The goal appears to have been industrial sabotage.

December 2015

A hacker team called Sandworm used the BlackEnergy malware package to hijack the control systems of multiple
regional power stations in Ukraine, cutting off electricity to about 225,000 people for many hours. Ukrainian
officials blamed Russia for what was the world’s first hacker-caused power outage.

December
2016

Sandworm once again targeted Ukraine’s power grid, this time a transmission facility outside Kiev, knocking out
power in parts of the city and surrounding area for an hour. The perpetrators used Industroyer malware, which
enables direct control of circuit breakers and switches.

May 2017

WannaCry ransomware infected four billing offices of India’s West Bengal State Electricity Distribution
Company, which serve about 800,000 households, and caused bill-payment operations to be suspended for most
of a day until backed-up data could be restored.

First half of
2017

Another Russia-based hacking group, called Dragonfly 2.0 by security researchers, targeted dozens of Western
energy companies, breaking into more than 20 firms’ networks and possibly obtaining operational access to some
in the US and Turkey.

Consequences Unit indicated that the
costs of a single wave of cyberattacks
on US critical infrastructures could
exceed $700 billion, approximately
the same as that associated with 50
major hurricanes.
US military leaders employ scenario planning to better understand
the risks of such cyberattacks—for example, in a confrontation over Taiwan,
China might try to cut off the electricity to Fort Bragg, California, to ground
US airborne forces.5 In 2007, a Pentagon cyberdefense analyst testified
to Congress that a mass cyberattack
could leave up to 70 percent of the US
without electrical power for 6 months.
Another estimate suggested that a loss
of 4 percent of power in North America
would disconnect almost two-thirds of
the entire grid in the region.6

POWER-GRID ATTACKS

As Table 1 shows, there have been
several cyberattacks against power
companies and grids over the past decade.7–15 These attacks are becoming
more frequent. In 2012, for example,
of 200 or so cyberattacks on US critical
infrastructures, about half of those
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targeted a power grid.16 Power-grid
attacks are also increasing in severity.
ESET security researchers regarded
the Industroyer malware that caused
a blackout in Kiev in December 2016 to
be the biggest threat to industrial control systems since Stuxnet, which did
substantial damage to Iran’s nuclear
program.17
Malware like Industroyer is particularly dangerous because it enables
hackers to do more than carry out
industrial sabotage: it gives them operational access to power companies’
networks, which means they can directly control the interfaces used to
send commands to equipment such
as circuit breakers, switches, and disconnectors and halt electricity flow at
will. Such malware could be secretly
planted and exploited at an opportune
time such as during a conflict.18
One factor contributing to the vulnerability of power grids is that industrial communication protocols are
often standardized across different
infrastructures, which limits security.
Malware used against one type of industrial control system can simply be
“tweaked” to attack a power grid.19

Another factor is the lack of incentivization—at least until recently—to
implement defenses against cyberattacks targeting power grids and other
critical infrastructure.20,21 Although a
security breach can have catastrophic
consequences, existing equipment at
many facilities is old and expensive
to replace, and upgrades can disrupt
service. Many utilities were originally
designed to be isolated from other
networks to increase resilience; consequently, they often rely on outdated
protocols without established security
mechanisms such as encryption and
authentication, or old software with
well-known vulnerabilities such as
Windows XP.
Utilities are also heavily regulated,
and implementing new technologies
often requires navigating a lengthy
and complicated approval process involving input from policymakers, government regulators, and power company officials.
Finally, a recent European Commission report noted that a key challenge
is the lack of education about cyberattacks and awareness of their dangers
among legislators and executives in the
August 2018
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energy industry. It argued for greater
coordination among all stakeholders
to gain the necessary technical expertise to design, build, and maintain
smart-grid systems that are secure.22

COUNTERMEASURES

Various actors—including policymakers and government regulators,
energy companies, and power-grid
equipment suppliers—have taken steps
to address the growing problem of
power-grid attacks.

Government initiatives

In the US, the Department of Energy
(DOE) and DHS, in consultation with
Obama administration officials and
both private- and public-sector experts, developed the Electricity Subsector Cybersecurity Capability Maturity Model (ES-C2M2) in 2012 to guide
the implementation and management
of cybersecurity measures and sharing of best practices by utility companies.23 In May 2017, President Trump
issued an executive order outlining actions for federal agencies to strengthen
the cybersecurity of power grids and
other critical infrastructures. It instructs the DOE and DHS to work with
state and local government agencies to
identify risks to the US power grid and
assess the potential consequences of
cyberattacks.24
In recent years, US lawmakers have
also proposed legislation to study cyberthreats to the power grid, the impact of a major blackout (especially on
the military), and potential solutions,
including lower-cost “analog” approaches that involve taking the grid
offline.25 Two pending bills introduced
in 2017 include S. 79—Securing Energy
Infrastructure Act (www.congress.gov
/bill/115th-congress/senate-bill/79)
and H.R. 3855—Securing the Electric
Grid to Protect Military Readiness
Act of 2017 (www.congress.gov/bill
/115th-congress/house-bill/3855).
The EU is enacting similar legislation and in some cases is more aggressive than the US by mandating proactive measures. For example, France’s
www.computer.org/computingedge

2014 cybersecurity law requires more
than 200 entities in the energy and
other critical sectors to boost cybersecurity by using certified, domestically
manufactured products. Businesses
that fail to comply face fines of up to
€750,000.26
Following the 2014 cyberattacks on
the US unit of Sony Corporation, Japan
actively took steps to enhance cooperation among the country’s 13 critical
infrastructure industries, including
electricity, by making the Cyber Security Strategy Headquarters part of the
cabinet and establishing the National
Center of Incident Readiness and Strat-

Equipment suppliers are also more
engaged. Siemens and ABB, which
dominate the global market for
power-grid and industrial equipment,
are strengthening their products’ cybersecurity. For example, on its website for transformers, ABB publishes
advisories and alerts about cybersecurity issues. Siemens monitors cyberthreats and issues warnings for operational technology networks, which
monitor and control physical devices,
processes, and events. Siemens also
has dedicated endpoint protection
to stop the execution of malicious
applications.31

Many utilities rely on outdated protocols without
established security mechanisms such as
encryption and authentication, or old software
with well-known vulnerabilities.
egy for Cybersecurity (NISC) to work
with industry to improve cyberdefenses.27,28 In 2016, the Ministry of
Economy, Trade, and Industry and the
Japan Electrotechnical Standards and
Codes Committee developed specific
cybersecurity guidelines for electric
power control systems such as minimizing connections between internal
networks and the Internet and encrypting daily network traffic.29

Corporate initiatives

Energy providers have responded to
recent power-grid attacks with their
own initiatives. For example, in August 2012 hacktivists launched a cyberattack against Saudi Aramco using
a virus called Shamoon that erased
the hard drives of 30,000 computers—85 percent of the oil giant’s devices—and shut down the company’s
business for two weeks at a cost of over
$15 million. Following this attack, the
Saudi Electricity Company increased
their cybersecurity investment by 20
percent, putting special emphasis on
protecting electricity generation and
transmission.30

P

ast cyberattacks were often
mounted by criminals seeking
economic gain or by disaffected
political activists, but state intelligence agencies and their proxies have
emerged as the dominant and most
dangerous adversaries. These actors
have the resources, personnel, and
tools to infiltrate government and corporate networks and launch devastating attacks.
Among the most potentially damaging cyberattacks are those against
power grids and other critical infrastructures on which modern institutions heavily rely. In the wake of recent alarming incidents, government
and industry stakeholders are awake
to the problem, but progress remains
slow and incremental. Although it’s
impossible to defend against every
cyberthreat, the probabilities of a
successful attack can be reduced. In
addition to mandating stronger cybersecurity, governments should provide
additional economic incentives to energy providers and power-equipment
suppliers to implement more robust
measures.
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The Autonomous Vehicle
and Its Temptations
Vinton G. Cerf
Google

Self-driving vehicles must contend with many
possibilities, including the behavior of bad actors.

I drive a Tesla. I work for Google, an Alphabet company. A sister company is Waymo, which is
highly advanced in autonomous vehicle technology. What worries me has a lot to do with both
the challenges of potentially buggy software but, much more serious, are the temptations to
which our fellow human beings may give in. Bugs in software, including machine learning neural networks, can result in unexpected and unpredictable behaviors. Image recognition and classification is a key part of autonomous vehicle navigation. It must classify the images of vehicles
and other objects in its surrounding area and make predictions of their immediate future behavior
including provisions for the unexpected. A person on a bicycle may swerve into traffic. An incoming vehicle may try to make a turn before your vehicle enters an intersection. A blockage in
the lane that the car is in should trigger either a slow down or an attempt to move out of the lane.
All of these potential behaviors have to be accounted for in some measure if an autonomous vehicle is to successfully navigate a public street filled with a combination of traffic, vehicles of
various kinds, pedestrians, bicycle or motorcycle riders, Segway riders, scooters and a mix of
other objects—some stationery and some in motion.
The makers of autonomous vehicles must consider safety to be a highest priority—for passengers and for surrounding vehicles, people and objects in view. The ability to test the ensemble of
algorithms used to animate self-driving vehicles is paramount—especially to validate behavior
for low probability but potentially catastrophic situations like a small child chasing an errant ball
into the street or an animal dashing across the road without warning. One important possibility is
that fictitious but realistic inputs can be presented to the sensor systems or to the software receiving sensory signals to test whether the software does the “right” thing under all conditions.
In addition to my concerns about the functionality and reliability of the software used in autonomous vehicles, I worry about the misbehavior of humans who use these vehicles or, worse,
choose to abuse them. It isn’t hard to imagine that some people will find it attractive to vandalize
autonomous vehicles because there is no human in the vehicle to observe or defend the vehicle
from abuse. I have heard stories about robots that have been abused by humans who seem to enjoy interfering or even damaging them just because they can. The headlines about human drivers
who ignore warnings that they need to take control of a supposedly “autonomous” vehicle are
examples of deliberate human negligence. We are indeed a strange species!
One can also imagine hackers hoping to disrupt the operation of autonomous, communicating
vehicles by launching denial of service attacks or sending malware or attempting to penetrate
operating systems with the intent of disabling or otherwise confusing a self-driving vehicle.
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Moreover, since many autonomous vehicles carry a large complement of software, it is common
for the makers to want to upgrade or repair errors in the code. By implication, it is vital that the
vehicles be able to correctly reject any new software that cannot be confirmed as to origin or integrity. Digital signatures and signed hash codes over the new software can be used to increase
the probability that the download is appropriate and valid. It is not hard to conclude that in addition to correct operation, the makers of self-driving vehicles will need to take into account a variety of challenges, not the least of which are brought about by people who don’t have the best
interests of the vehicles or their occupants in mind!
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5G-Enabled Cooperative
Intelligent Vehicular
(5GenCIV) Framework:
When Benz Meets Marconi
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S

ince Karl Benz invented motor cars more than
130 years ago, automobiles have undergone

probably the most significant leap from their ancestors—the leap from human-centered to self-driving

operation. Intelligent vehicles (IVs), particularly
those with self-driving capability, are receiving
unprecendented attention. A crucial driving force
in this development is wireless communication
technology, which has matured since Marconi’s
fi rst demonstration 120 years ago. As IV technology evolves, we believe that these two centuryold technologies will be drastically shaped by and
fused into each other. This vision henceforth led to
our proposed 5G-enabled cooperative intelligent
vehicular (5GenCIV) framework.

Background
From the beginning of intelligent transportation systems (ITSs) as a research field in the mid-1980s, IVs
have been one of the most significant ITS applications. The ultimate objective of the IV development
is self-driving vehicles. Currently, this is generally
considered a futuristic concept that remains a far
reach from actual deployment.1,2 Various research
projects have advanced the enabling technologies in
environmental perception and vehicle control and
have produced experimental implementations to
show how automation technologies could be applied
to road vehicles. These have led to major demonstrations in Europe, North America, Japan, and China.
Academic research has been ongoing as well, largely
out of sight of the general public.3,4
Recently, several companies, including Google,
Tesla Motors, and Baidu, have devoted heavy efMaY/juNE 2017
2469-7087/18/$33.00 © 2018 IEEE

fort and resources to develop self-driving cars. These
self-driving cars have attracted an unprecedented
level of media interest, while raising speculation
about the impacts and implications of automated
driving on societal matters such as road safety, privacy, traffic flow, energy and environmental issues,
land use, economics of the vehicle industry, and
cybersecurity. Several recent traffic accidents caused
by intelligent cars in autopilot driving mode further
elevated concerns regarding self-driving safety and
reliability. Such events have also stimulated research
and media emphasis on what led to lethal accidents
associated with IVs and how safety and reliability
of IVs could be effectively improved. Presently, a
widely accepted limitation of IVs is the environment
sensing and data processing capability. Therefore,
the straightforward solution is to equip the vehicles
with more accurate sensing instruments, such as
multibeam lidars, microwave radars, and highresolution cameras, as well as complex data processing and automatic driving algorithms. Such high-end
instrumentation as well as demanding computation
will inevitably lead to significantly increased vehicle
cost, which henceforth hinders the development and
deployment of IVs. As of today, safety guarantee
and low cost seem to be to contradicting goals that
cannot be simultaneously achieved.
In light of these limitations and unresolvable tradeoffs, information sharing via vehicle-to-everything
(including vehicle-to-vehicle and vehicle-to-infrastructure) communications enabled by wireless technology provides an alternative to empower self-driving
vehicles with beyond visual range (BVR) environment sensing and enhanced data processing capabilities, by exploiting the vehicular networks. Currently,
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safety, and thus ultimately expedite
the realization and commercialization
of affordable IVs that are safe and
reliable.
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Figure 1. Five developing levels of intelligent vehicles: primary automation, assisted
driving, half self-driving, high-level self-driving, and complete self-driving.

wireless communication technologies—including wireless access in vehicular environment (WAVE), UMTS
(Universal Mobile Telecommunications
System), WiMax (Worldwide Interoperability for Microwave Access), and
LTE (Long-Term Evolution)—offer a
foundation for the development of the
next generation of telematics technology. Conventional vehicle ad hoc networks (Vanets) are evolving into the
Internet of Vehicles (IoV). The former
focus on information transmission
among vehicles, whereas the latter integrates humans and vehicles—that is,
IoV interconnects vehicles and humans
within and around vehicles.5 By using intelligent systems on vehicles and
different cyber-physical systems, IoV
combines sensors, vehicles, and mobile
devices to create a global network system. The main target of IoV is to combine multiple users, vehicles, things,
and networks to consistently provide a
high-quality, controllable, manageable,
operational, and credible connection.
The existing IoV can support the
sharing of only a limited volume of data.
Additionally, the reliability and timeliness of existing IoV services also fall
short of satisfying automatic-driving
requirements. As a result, the current
54
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IoV is merely a means of information exchange among IVs, providing
limited BVR environment sensing
capability.
Because of the global success of
commercial 4G LTE mobile communications, the research, standardization, and commercialization of 5G mobile communication systems are being
developed at academic institutions, in
industry, and in government sectors.
Upon the expected overall adoption to
5G, data exchanges at huge quantities
will be supported with markedly reduced latency and improved reliability.
Naturally, 5G-enhanced IoV as an empowering technology for IVs is receiving increasing attention and research.
Unlike the current state of the art,
in which communications is merely a
means of auxiliary information exchange, we propose the 5GenCIV
framework, in which 5G is truly integrated into the design of the IVs.
Not only will the inherent 5G features be incorporated into the IV system optimization, but in addition,
the very design of the IV system will
be revolutionized from a cooperative
and systematic perspective. This will
fundamentally resolve the dilemma
between lowering cost and improving
www.computer.org/intelligent
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The development of IVs can be divided into two stages: the initial stage
for assisted driving, and the ultimate
stage for complete self-driving instead of human driving. The National
Highway Traffic Safety Administration (NHTSA) divides IVs into five
levels (see Figure 1).
Self-driving is the development trend
of IVs. From a technical viewpoint,
there are two basic self-driving architectures. The first is based on the vehicle platform. The on-vehicle sensors
perform environment perception and
data fusion, then make decisions and
control the vehicle via the vehicle execution unit. The second is based on
Vanet. The vehicle receives environmental data and roadside information
via the Vanet.
Today, the first architecture is the
mainstream approach, on which most
researchers and developers are focusing. With this approach, the environment information surrounding the vehicle is acquired by sensors onboard
the vehicle. On the basis of this information, the vehicle will independently
accomplish the automatic-driving
control, including environment sensing, central decision making, and mechanical control. To obtain reliable
and comprehensive environment information, the vehicle is often equipped
with expensive multibeam lidars,
microwave radars, and high-resolution cameras. At the same time, the
vehicle must be equipped with complex and costly processing and control
units to ensure the safety and reliability of automatic driving. These
not only significantly increase the vehicle cost, but also hinder the development and adoption of affordable
IEEE INTELLIGENT SYSTEMS
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IVs. Additionally, environment sensing and automatic driving control
based on the sole intelligence of an individual vehicle would inevitably lead
to limitations and safety concerns.
In a nutshell, IVs that depend on individual vehicle sensing and control
face the challenges of high cost and
limited processing capability. A satisfying yet affordable solution largely
depends on cost reduction of the sensing, processing, and control components. Therefore, we urgently need a
more active approach that bypasses
these limitations for IVs with improved safety and reliability, yet shortened time to market.
Due to the drawbacks of the first
architecture, and as Vanet technologies mature, the second architecture
is receiving increasing attention and
interest. It is already clear that the IVs
beyond level 3 in Figure 1 need to integrate these two architectures. Only
in this way can the vehicle-acquired
sensing information be combined
with Vanet-provided knowledge
about the surroundings to enhance
the vehicle’s identification capability
toward ultimate self-driving. However, Vanet technology was originally
developed and designed to ensure the
transportation system’s safety and
efficiency. Therefore, its design was
inherently focused on the high-reliability and low-latency transmission
of low-rate data in high-mobility scenarios. This falls far behind the massive data requirements posed by IVs.
Hence, current IVs are merely using
Vanets for minimum information
sharing of limited environment information, such as road congestion, traffic light status, and sudden braking or
lane changing of nearby vehicles.

5GenCIV Framework
As a new-generation mobile communication technology, 5G is undergoing
active development. The envisioned
MaY/juNE 2017
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5G applications centered at ultra-high
data rate support with super-low latency and superb reliability render a
promising enabler for self-driving IVs.
More importantly, 5G’s unique features, such as a data-control–separated
software-defined network (SDN), flexible network architecture and topology, cloud/fog computing and processing, and application-oriented design,
render it not only a vital supporting
technology for IVs but also an integrated part of the IV system.
Instead of treating communications
as only a means of providing information, we aspire to merge the design of
5G and IVs. By matching the 5G features with IV needs, we envision a
safer and more reliable IV framework,
which we call the 5GenCIV framework. The key is to root the design of
5G in the development of the IV system, so to adapt the former to the variety of IV applications. As Figure 2
shows, the proposed 5GenCIV framework comprises several key features.
One such feature is that the SDN
in 5G network architectures features
data-control separation. 6 This can
cope with the network-control issues
by imposing a centralized control
plane of individual network devices
at an external entity. With the development of SDN for IVs, the network
latency could be improved with specific self-driving operations deployed
on the centralized control plane. SDN
renders the remote control of IVs by
5GenCIV a practical possibility.
Additionally, the coexistence of a
centralized cloud network architecture and distributed fog/edge networks in 5G makes it possible for
5GenCIV to realize IV data storage
and processing at three levels—cloud,
fog, and onboard (see Figure 3).7,8
Depending on the data characteristics
and latency requirements of different
IV services, 5GenCIV can arrange their
storage and processing in a flexible
www.computer.org/intelligent

manner. Additionally, thanks to the
cloud and fog platforms, 5GenCIV
can better exploit the availability of
multi-I V data to facilitate various
learning functions more effectively
and efficiently, and thereby lead to
self-driving behaviors that better imitate or even surpass human driving.
Another key feature of 5G is the
hierarchical coexistence of heterogeneous networks.9 Here, the heterogeneity refers not only to cells of various
sizes but also to different protocols
and standards. As a result, 5GenCIV
can better support the stable highspeed network connectivity of IVs.
For example, the control messages of
IVs could be maintained by macrocell base stations with wide-area
coverage to ensure stable connectivity under high mobility, whereas the
exchange of massive data can be enabled by micro- and femto-cells via
advanced data dissemination and device-to-device technology,10 such that
low latency and high reliability can
be guaranteed.
Finally, with 5G, 5GenCIV can
send the 3D high-resolution map and
real-time traffic data to IVs to assist
with high-precision localization and
the corresponding real-time route
planning. This should complement
the limitations of onboard sensors,
and thus improve both the reliability
and robustness of IVs. At the same
time, this could also alleviate the
dependency of IVs on expensive onboard sensing equipment and thereby
lower the vehicle cost, and in turn
shorten the time to market.

Key Challenges and
Opportunities
The 5GenCIV framework is at the intersection and fusion of multiple disciplines, including communications,
cognition, intelligent control, computing, pattern recognition, video
processing, and sensing technology.
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Figure 2. General framework of 5GenCIV. 5GenCIV integrates the design of 5G and IVs to develop affordable IVs that are safe
and reliable.

Naturally, the design and perfection
of 5GenCIV face various challenges
and offer abundant opportunities for
cutting-edge innovations.
Wireless System Architecture for
Self-Driving
The service characteristics and user
behavior patterns for the automobile industry differ from conventional
communications. We need to carefully analyze and sort out the specific
requirements of various vehicles and
their services and applications, and
then design the system architecture.
To adapt to the real-time communication requirements, and to realize the
information exchange and coordina56
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tion control among onboard equipment, roadside units, and the onboard
communication platform, a fully distributed system architecture centered
at the vehicle-road coordination network must be comprehensively designed. Such an architecture should
be an open, safe, and highly efficient
network that features data broadcast,
end-to-end dataflow storage, and selforganization, transmission, and control of high-mobility network nodes.
In the meantime, scalability of such
a network is also critical to ensuring
future integration with the smart grid
when migrating self-driving to electric vehicles that are the inevitable
trend.11–13
www.computer.org/intelligent
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Low-Latency, High-Mobility
Communications
While the vehicle is in high-speed selfdriving mode, fast and real-time exchange of dynamic information must be
facilitated among vehicles and between
vehicles and the fog and cloud. Such
information includes both small data
(such as speed, location, and direction
of neighboring vehicles) and big data
(such as video of surrounding environments and/or 3D high-resolution maps).
Ultra-low latency typically requires a
time delay in the scale of microseconds
and a data exchange rate of 10 times per
second. Mobility enhancement research
is henceforth necessary to cope with the
high mobility feature of IVs. In addition,
IEEE INTELLIGENT SYSTEMS
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Core networks

rapid and smooth handover between
cells is necessary for communication reliability and quality of user experience
when the IV moves across cells. The fundamental issue in the aforementioned
investigations is to carry out proper
measurement and modeling of the wireless communication channels pertinent
to the 5GenCIV framework.14,15 Based
on this, new and emerging technologies,
such as massive multiple-input multipleoutput, device-to-device, full duplex,
nonorthogonal multicarrier, millimeter wave, and visible light communications, can be optimized and adapted
to fit the 5GenCIV framework’s lowlatency, high-mobility massive data
transmission requirements.
Storage and Processing of IV Data
5GenCIV has three levels of storage
and processing units—namely, onboard, fog, and cloud (see Figure 4).
Therefore, one key to successful 5GenCIV design is the appropriate designation of the IV data. According to the
respective features of the onboard,
fog, and cloud storage and processing units, we could delineate the IV
data and accordingly allocate the tasks
with stringent real-time constraints to
the onboard units, the complex and
latency-tolerant tasks to the cloud
units, and tasks with intermediate requirements to the fog units. Thanks
to the powerful processing capability
of 5GenCIV at the fog and cloud side,
complex data analytics that are difficult or even impossible for processors
onboard the vehicle would be a realistic possibility. In the meantime, 5GenCIV can collectively combine the massive data not only from multiple IVs
but also from human-operated vehicles. This will lead to multilateral benefits to the learning process of IVs, and
thus enhanced reliability and safety of
IVs, especially in the envisioned long
period during which self-driving and
human-intervened IVs coexist.
MaY/juNE 2017
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Figure 3. Infrastructure of cloud and edge/fog networks in 5GenCIV. This
infrastructure makes it possible for 5GenCIV to realize IV data storage and
processing at three levels—cloud, fog, and onboard—based on the data
characteristics and latency requirements.
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Data Analytics
As mentioned earlier, 5GenCIV will
eventually make it possible to apply comwww.computer.org/intelligent

plex data analytics based on onboard
sensing data, roadside sensing data,
IV driving history, and human driving
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behavior in an interactive dynamic
setup, and therefore bring self-driving
into reality. With 5GenCIV, the collection and combination of multilevel, multilateral massive data will be realized
for the first time. In terms of type, these
data will include environment monitoring data, both within visual range and
BVR, and vehicle control and operation
data. In terms of source, these data include IV data, human-operated vehicle
data, and roadside-unit data. In terms of
characteristics, these data include realtime, history, and predictive data. As
a result, 5GenCIV will be confronted
with massive and diverse data fusion
and analytics problems. This poses unprecedented challenges to data analytics methodology and technique research
and development, and comprises a core
problem toward the ultimate realization
of 5GenCIV.
Environment Sensing Technology
5GenCIV is expected to prove BVR
environment information. In other
words, 5G essentially serves as a virtual sensor or telesensor for IVs. On
the other hand, there are various onboard sensors, including multibeam
lidar, millimeter radar, and video
camera. The optimized fusion of
these local and remote heterogeneous
sensors with varying resolution and
latency is yet another key challenge
in realizing 5GenCIV. Once properly
solved, such an optimized configuration could significantly enhance the
environmental awareness of each IV,
while transferring the high yet redundant per-IV equipment cost to
the shared roadside facilities via collection, fusion, and sharing. We believe that this is pivotal technology in
bringing safe yet affordable self-driving IVs into reality.
Intelligent IV Control
As the kernel functioning unit of IVs,
the decision center makes judgments
58
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and strategic decisions on the vehicle actions based on the environment
sensing and the vehicle and road condition. At present, this is typically
achieved by simple state machines,
due to the limited computing power
onboard individual IVs. In 5GenCIV,
thanks to the three-level processing
units at the vehicle, fog, and cloud,
the final decision will be a fusion between the remote decision at the fog
and cloud units and the local decision
at the vehicle, as shown in Figure 4.
Evidently, the decision algorithms at
each of the three processing units,
and the proper fusion of the remote
and local decisions, would be key
to the optimum functioning of this
approach.

Today, both 5G technology and

self-driving intelligent vehicles are receiving unprecedented interest from
academia, industry, and government
sectors. Innovatively combining their
respective characteristics and advantages, we proposed 5GenCIV in this
article. This framework is built on
the intimate integration of the design and development of 5G and IV
technology at all levels. The featured
properties and network architecture
of 5G and its high-reliability, lowlatency transmission can be fully exploited to enable safe and affordable
self-driving IVs. 5GenCIV is at the
intersection and fusion of multiple
disciplines and is thus rich in crossdisciplinary challenges accompanied
by opportunities for scientific and
technical innovations. The projected
timeline for the commercialization of
5G is around 2020. By then, 5GenCIV
should have received dedicated research and development, leading to
the commercialization of safe and
affordable self-driving IVs in special
environments such as touring trolleys
and cargo vehicles.
www.computer.org/intelligent
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Blockchain and the Internet of Things (IoT) are key technologies that will have a huge impact in the next 10 years
for companies in the industrial market. This article describes how these two technologies will improve efficiencies, provide new business opportunities, address
regulatory requirements, and improve transparency and
visibility. The IoT allows for real-time capture of data from
sensors. As the price of sensors and actuators keeps falling,
companies in the industrial sector will be able to overcome
cost obstacles in adopting IoT platforms. Blockchain will
enable the sharing of key relevant data captured from the
IoT using a distributed, decentralized, shared ledger that is
available to participants in the business network.

SUPPLY CHAIN SOLUTIONS
Supply chain use cases are the most common application of blockchain for solving real business
problems due to the lack of visibility of shipment data for product or component information as
the shipment moves through the supply chain. Shipment delays are often due to intermediaries
within the supply chain whose role is approval of paperwork associated with the shipments. Paperwork has a tendency to get misplaced or lost, or is awaiting processing as the piles of paperwork grow. What if this paperwork could be digitized on the blockchain? The need for these
types of intermediaries could be removed from the supply chain.
The blockchain would capture key shipment data emitted from IoT devices attached to products
or components as the shipment moves from source to destination. The IoT platform would invoke a transaction for the blockchain that contains the shipment container location and
timestamp. The transactions captured in the blockchain would serve as proof of shipment and
proof of delivery for container shipments. Shipment delays would be minimized and lead times
for materials flowing to manufacturing facilities could be more accurately predicted. Inventory
levels at the facilities could be better aligned with just-in-time practices.
In Figure 1, location data is captured by IoT sensors that forward the data to an IoT platform.
The IoT platform captures location data in the blockchain. Participants in the supply chain in-
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clude original equipment manufacturers (OEMs), suppliers, third-party logistics providers, shippers, and warehouses. Each participant has visibility to pertinent shipment data in the blockchain
based on the participant’s role. Logistics management systems are used by manufacturers to
query the blockchain for shipment data and provide additional shipment information to the
blockchain.

Figure 1. Blockchain and Internet of Things (IoT) supply chain solution. OEMs: original equipment
manufacturers; 3PL: third-party logistics.

AUTONOMOUS VEHICLE SOLUTIONS
According to a study of the top global automakers, we will see a significant number of cars with
some self-driving capacity by the early 2020s, with the first cars mostly being luxury cars or part
of commercial fleets.1
What if a vehicle was totally autonomous in every sense of the word? A vehicle could drive itself
to refuel or to an electric charging station. Connected car solutions would benefit from a blockchain and IoT solution due to more timely and visible data captured in the blockchain from vehicle sensors. If sensors on the vehicle detected a repair was needed, the vehicle could
automatically schedule an appointment and drive to a repair facility. Autonomous vehicle manufacturers would have timely access to engine or power train failure information captured on the
blockchain and could use this information to determine if failure trends are occurring for the
component.
Customers benefit from the increased level of care from the manufactures and increased consumer confidence. Manufacturers, regulators, and suppliers would have appropriate visibility
into component failures on the blockchain and could proactively react to failure trends more
quickly to ensure consumer safety and satisfaction. The vehicle would securely pay for refueling
or repairs automatically without direct human intervention. A permanent record of the refueling,
repairs, and payments would be recorded on the blockchain and shared by participants including
vehicle owners, manufacturers, repair facilities, and financing firms.
Figure 2 illustrates vehicle sensors emitting data to the IoT platform such as fueling, charging,
parking, and repair events. The IoT platform invokes the appropriate blockchain transaction
based on rules tied to the type of received sensor data. An open API integration layer is used by
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the refueling, charging, parking, or repair facilities to invoke a transaction on the blockchain
when the operation is complete.

Figure 2. Blockchain and IoT autonomous vehicle solution.

MANUFACTURING PLANT ASSET MANAGEMENT
A blockchain and IoT solution would enable the prevention and prediction of failures for manufacturing plant equipment. Equipment sensors would detect conditions such as excessive vibration or heat, which might lead to failures or operator injury. Key threshold data captured on the
blockchain from the sensors would be used to detect trends for these failures and facilitate proactive maintenance and repairs before the failure occurs. The application of analytics and cognitive
data generated from the equipment on the factory floor would enable reliability, maintenance,
and operations personnel to gain more detailed, accurate insight into asset performance. Regulators and suppliers of plant equipment would have visibility into equipment records and could
provide timely inspections and certifications to ensure equipment reliability. Third-party repair
partners could monitor the blockchain for preventive maintenance and record their work on the
blockchain.

CONCLUSIONS AND IMPLICATIONS
Blockchain and IoT solutions in the industrial sector will need to address regulatory, legal, and
insurance requirements for goods transferred on the supply chain, autonomous vehicles, and
manufacturing plant equipment. Safety records and test results will need to be closely monitored
by regulators, insurance adjusters, and legal institutions. Regulators will need access to compliance and safety records in the blockchain. Insurance adjusters will be interested in safety records
as well as equipment failures for risk analysis. Law firms will need access to safety records and
equipment failure data from the blockchain for litigation. IoT sensor devices and the IoT platform will need high availability and scalable solutions to handle transaction volumes and five
nines uptime requirements. There will be high liability concerns from insurers of autonomous
vehicles, and insurance premiums will initially be expensive until the technical framework and
safety records for autonomous vehicles has matured.
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Despite these implications, the combination of blockchain and the Internet of Things (IoT) will
bring business value to the industrial sector.
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E-VOTING IS AMONG the key public sectors that can be disrupted by
blockchain technology.1 The idea in
blockchain-enabled e-voting (BEV)
is simple. To use a digital-currency
analogy, BEV issues each voter a
“wallet” containing a user credential. Each voter gets a single “coin”
representing one opportunity to vote.
Casting a vote transfers the voter’s
coin to a candidate’s wallet. A
voter can spend his or her coin only
once. However, voters can change
their vote before a preset deadline. 2
Here, we argue that blockchains
might address two of the most prevalent concerns in voting today: voter
access and voter fraud.
The idea is as follows. Eligible voters cast a ballot anonymously using
a computer or smartphone. BEV employs an encrypted key and tamperproof personal IDs. For example,
the mobile e-voting platform of the
Boston-based startup Voatz employs
smart biometrics and real-time ID
verification. The public ledger ties
2469-7087/18/$33.00
0 7 4 0 - 7 4 5 9 / 1 8 /©
$ 32018
3 . 0 0IEEE
© 2018 IEEE

each cast ballot to an individual
voter and establishes a permanent,
immutable record. No bad actor can
engage in nefarious activities because
such activities will be evident on the
ledger or corrected by a peer-to-peer
consensus network. 3 To compromise
the network, hackers would need
to successfully hack most of the
blocks (files with transaction records) before new blocks were introduced. 3 The blockchain’s audit
trail ensures that no vote has been
changed or removed and that no
fraudulent and illegitimate votes
have been added.4
Put simply, blockchains enable
the creation of tamper-proof audit
trails for voting. In this article, we
highlight some BEV implementations and the approach’s potential
benefits and challenges.

Recent Examples
Initial operational applications of
BEV have been for informal, nonbinding, and consultative voting.5 For

Published by the IEEE Computer Society

example, in early 2018, Voatz tested
its mobile-phone-based system during
events such as student government
elections; church-group, nonprofitorganization, and union voting, and
subnational political-party events.6
The system has also been used in
town meetings in Massachusetts.7
As Table 1 shows, blockchainbased solutions have been deployed
for corporate, community, city, and
national voting. For example, in
Russia, the city of Moscow’s Active
Citizen program was launched in
2014 and has more than two million
users.8 Each year, Moscow neighborhoods hold up to 5,000 to 7,000
meetings.9 As of February 2018,
3,450 polls had been conducted using a centralized Oracle database,
with 92 million votes cast on diverse
subjects such as what color the seats
in a new sports arena should be,
whether to install driveway access
gates in neighborhood yards, and
whether to hire a new doorkeeper.10
Although these examples don’t deal
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Table 1. Blockchain-based solutions deployed for voting at the community,

city, and national levels.
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one of the accredited observers that
provided an independent count for
comparison. Agora described Sierra
Leone’s elections as a “use case”
rather than a “full implementation”
of BEV.18
Finally, Nasdaq has built and
operated four web-based user interfaces for BEV.15 A BEV system issues
voting-right assets and voting-token
assets for each shareholder in a company. A user can spend voting tokens
to cast votes on each meeting agenda
item if that user owns the related
voting-right asset.

Opportunities and Benefits
BEV provides the following opportunities and benefits.
To address voter tampering,
blockchains generate cryptographically secure voting records. Votes are
recorded accurately, permanently, securely, and transparently.5 So, no one
can modify or manipulate votes.19
Furthermore, blockchains preserve
participants’ anonymity while still
being open to public inspection. Although nothing is totally secure,
tampering is nearly impossible with
blockchains.
BEV might promote more voter
participation. For instance, corporate annual general meetings can be
costly events with low shareholder
participation. With increasing crossborder investments, companies face
pressure to increase investor engagement. BEV is a flexible solution that
enables secure, cost-effective voting
to facilitate shareholder participation and voting from a distance. 20
Also, improved identity verification can help increase access and
participation. For example, according to a federal court in Texas,
608,470 registered voters lacked verification identification. 21 Approximately 11 percent of US citizens lack
www.computer.org/computingedge

government-issued photo identification cards. 21 BEV can improve this
situation. For instance, Voatz accepts 10 different official documents
including driver’s licenses, state
IDs, and passports to verify voter
identity. 22
BEV can increase the speed with
which votes are tallied. For example, Agora reported that it published election results on its website
five days before the official manual
counts ended.16
BEV can eliminate ambiguities.
For example, in the 2017 Virginia
House of Delegates election, the
winner was chosen from paper ballots placed in a bowl. One vote initially wasn’t counted because that
voter made confusing marks on the
ballot.6 Such ambiguity is less likely
to arise with BEV.
BEV can promote greater transparency and clarity to voters. As of
2017, 23 countries in had adopted
online voting.23 Current online-voting
processes might be complicated for
some voters. It’s not easy to know
whether a vote was cast as intended
or whether it was counted as cast. 23
As we already noted, blockchain
results are publicly auditable.
Some security systems in electronic- and online-voting platforms
were possibly developed decades ago
and are vulnerable to tampering. 24
Consider the WINVote touchscreen
machines made by Advanced Voting Solutions, which went out of
business in 2015. 25 WINVote machines were used in the 2016 US
elections even though they hadn’t
had a security patch since April
2014. A security expert found that
anyone within a half-mile of a voting machine could have altered votes
without detection. Blockchains’ decentralized nature makes attacks
more difficult. 26

Finally, with BEV, individual
votes will be publicly available, while
voters are masked behind an encrypted key. This offers greater privacy and security than traditional
ballot boxes and could reduce voter
suppression. Bad actors can’t identify voters and therefore can’t target
them.3

Challenges
Governments and other stakeholders will need to address several
major challenges before blockchains
see widespread use for e-voting. Although blockchains are good at providing security and accuracy, public
confidence and trust are necessary
ingredients for BEV’s success. Blockchains’ complexity might hinder
mainstream public acceptability of
BEV. 27 Broadband access and digital
user skills are also concerns.
In 2016, the nonprofit Democracy Earth Foundation used a blockchain to give Colombian expatriates
a voice in the 2016 peace plebiscite
that was conducted to ratify the
agreement to terminate the conflict
between the Colombian government
and FARC guerillas. 28 According
to the foundation, a main challenge
in the deployment blockchain is the
technology’s immaturity.
Let’s now consider software quality. Estimates have suggested that,
on average, there are from 15 to
50 defects per 1,000 LOC. 29
For Ethereum, the blockchain-based
distributed-computing platform used
by Moscow’s Active Citizen program (which features smart contracts), the number might be twice
that. This might be attributed to
Ethereum’s immaturity. The Economist quoted a blogger who said that
Ethereum contracts are “candy for
hackers.”29 Also, sufficient observations haven’t yet been accumulated
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to determine blockchain-based platforms’ scalability.
Traditional voting emphasizes the
authority of the state. BEV emphasizes voter transparency. The BEV
process is transparent, decentralized, and bottom-up. BEV might not
perform well in a society whose culture and values exhibit low compatibility with these values. 27
Also, blockchains require much
energy to perform authentication
and validation, and they’re slow.
So, using them for national e-voting
might not be practical yet.
Finally, BEV will shift power away
from central actors such as electoral
authorities and government agencies.27 Thus, the technology is likely to
face resistance from political leaders
who benefit from the status quo.28

B

lockchain technology is
currently in a nascent state.
There haven’t been enough
distributed-ledger-technology and
blockchain-based applications to
sufficiently evaluate whether this
technology is superior to current
voting systems.
No full implementation of BEV
for a national election has occurred
yet. However, we argue that BEV
has a future in elections and might
transform voting.
Political violence related to elections has been common in Africa
and other developing countries. BEV
can ensure security and transparency
and reduce electoral violence. It can
also produce more mathematically
accurate election results. Because
BEV doesn’t require management
from a central authority, votingrelated costs will decrease. Finally,
BEV should reduce the cost of paperbased elections and increase voter
participation.
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Putting VR/AR to Work
Amit Agrawal
Kleene Closure Consulting
Editor: Amit Agrawal
amit.agrawal@me.com

Virtual Reality (VR) and Augmented Reality (AR) have
received a lot of attention in the last few years. This
article studies the current state of the VR/AR penetration
in the enterprise and highlights a few examples where

these technologies have been successful.

As virtual reality (VR) and augmented reality (AR) technologies endeavor to find their place in
the consumer space, their contribution to the enterprise is becoming increasingly clear. The benefits accrued are (a) cost reduction and faster times to market by reducing the need to develop
physical prototypes and finding defects early, (b) the ability to inexpensively study and address
human–machine interface (HMI) issues, and (c) easy enterprise-wide collaboration and training.
Upskill Technologies, working with GE, used Google Glass to demonstrate performance improvement of a user undertaking equipment maintenance tasks by 34%, in a first-time use of the
technology.1 Other case studies from Boeing, GE Healthcare, and other firms have shown
productivity improvements on an average of 32%. To put this in perspective, productivity
growth in the US has averaged 0.5% from 2011 to 2016, compared to 3% from 1996 to 2005.
Other notable examples include the use of Hololens at Japan Airlines to provide supplemental
training for engine mechanics and flight crew trainees as well as Bechtel and Industrial Training
International (ITI) partnering to train workers on operating cranes in VR.
We detail the expected future advancements below.

REDUCED COST AND FASTER TIME TO MARKET
Building physical prototypes is expensive and time-consuming; replacing them with virtual prototypes allows for several iterations for the cost of a single prototype. This not only reduces cost
but also makes iterations more efficient, thereby providing a faster time to market. As Jacques
Delacour, CEO of OPTIS, a virtual prototyping company, puts it, “The goal is to have zero physical prototypes.”
Autodesk (Inventor, VRED), ESI Group (IC.IDO), and OPTIS (OMS2, SPEOS, Thea RT) all
provide functionalities for VR in the enterprise, especially in the automotive and aerospace industries. Among these, OPTIS stands out for its focus on physically accurate simulations. For
example, it treats light as multi-spectral energy rather than three-color channels, does a physically accurate simulation of light transport, and then maps the resulting energy into the device
range by accurately simulating the human perceptual system. Among other things, it models
•

The polarization of light required for simulation of glare.
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•

An average of about a 100 channels for light modeling, which can be decreased or increased depending on requirements.

•

Mapping of high dynamic range energy information into the device range by simulating
human perception. For example, OPTIS models glare depending on the person’s age
and can predict who will be able to read the displays.

This year, OPTIS launched light painting with Theia-RT 2017 (see Figure 1).

Figure 1. Theia-RT speeds up lighting design: designers paint the desired lighting, and the system
automatically figures out the parameters of the lighting system. (Photo credit: OPTIS.)

ENABLING NEW APPLICATIONS
Another area of advancement in AR/VR includes novel applications where none existed before
or were even possible.
An example in this category is Aeroglass (http://glass.aero; see Figure 2), which provides a solution to pilots’ unique need to visualize terrain, navigation, traffic, instruments, weather, and airspace information, with access to vital safety procedures and protocols—all within the confines
of a cockpit.

Figure 2. AR navigation in a cockpit. Pilots can see aerial navigation data overlaid
on top of their HMDs.
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This solution can be used with various head-mounted displays (HMDs) including Osterhout Design Group’s smart glasses (http://www.osterhoutgroup.com/products) and Epson Moverio,
among others. The app won the best app of the Auggie Awards
(http://events.bizzabo.com/AWE2017/page/1007706/2017-auggie-awards) at the Augmented
World Expo this year.
Similarly, 8ninths developed a Holographic Workstation for stock trading2 (see Figure 3) for Citi
Traders on the Hololens platform, which clearly demonstrates viable visualization and collaboration possibilities as the technology becomes more widely available.

Figure 3. Stock trading
using AR. The stock trader
(top) looks at the
visualization of stocks to
find a desirable trade. He
then discusses it with his
client (bottom) who views
the close-up of the
visualization and gives a
go-ahead to proceed with
the trade.

IMPROVED IMMERSION
A third area of advancement in AR/VR is the ability to provide better immersive experience by
having a larger field of view, an untethered experience, or a multi-sensory experience, especially
haptics. Even though the advancements in this area are primarily being driven by consumer
VR/AR, the results will benefit the enterprise, especially when dealing with HMI.
In VR, a large field of view is extremely important to provide immersion. Among the current
players, HTC Vive provides the best field of view with a horizontal field of view at 100°. Two
new players are VR Union (http://vrunion.com; headset: Claire VR) with a field of view of 170°,
and Star VR (http://www.starvr.com) with a 210° horizontal and 130° vertical field of view.
See the sidebar, “Further Resources,” at the end of the article for links to more tools and products in this area.

CONCLUSION
Whether VR/AR succeeds in the consumer space—and we certainly hope that it does—it is clear
that it is here to stay in the enterprise.
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SIDEBAR: FURTHER RESOURCES
A few companies provide add-ons to existing HMDs to make an untethered experience possible.
Notable among these at the time of writing this article are TPCast (http://uploadvr.com/tpcastwireless-vive-impressions), DisplayLink (http://www.displaylink.com/vr), and Sixa
(http://www.tomshardware.com/news/sixa-rivvr-wireless-vr-tested,34064.html; Rivvr). The
challenge is compressing the data streams, maintaining a low latency, while preserving a good
experience. HP addresses the problem by putting the workstation in a backpack (HP Z VR Backpack G1 Workstation; http://www8.hp.com/h20195/v2/GetDocument.aspx?docname=4AA70460ENUC).
Even though a few companies are exploring full body suits for haptics (for example, AxonVR
[http://axonvr.com], Synesthesia suit [http://www.wired.com/2015/12/rez-infinite-vr-suit/], Rapture Vest [http://www.vrdb.com/hardware/rapture-vest], and Teslasuit [https://teslasuit.io/]), for
the enterprise Go Touch VR (http://www.wareable.com/vr/go-touch-vr-haptic-finger-accessory7765), Tactical Haptic (http://www.roadtovr.com/tactical-haptics-2-2-million-seed-investmentgrant-haptic-vr-controller), and Omnipulse (http://venturebeat.com/2017/05/14/cornells-hapticskin-gives-vr-a-more-human-touch/) technologies may be the ones to watch because they may
provide a better problem–solution fit.

This article originally appeared in
IEEE Computer Graphics and
Applications, vol. 38, no. 1, 2018.
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Real, Unreal, and Hacked
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This installment of Notes from the Community covers
emerging virtual, augmented, and mixed reality
applications; security and privacy issues related to
Internet of Things devices; and talking fish.

This department offers a summary of interesting news and research in pervasive and mobile
computing, with content drawn from submissions to a shared community on the social news site
Reddit, at www.reddit.com/r/pervasivecomputing. We encourage you to join our subreddit and
spread the news of this site to others, so that together we can build a sustainable online community for all aspects of pervasive and ubiquitous computing.
This quarter I present contributions from the pervasive computing community around two main
themes: a brave new world of virtual reality (VR), augmented reality (AR), and mixed reality
(MR) applications; and the disturbing reality of our current world of network-connected devices.

MIXED, AUGMENTED, AND VIRTUALIZED
From the many VR, AR, and even MR links submitted to our subreddit, it’s clear these technologies are moving into the mainstream. Training, shopping, and entertainment experiences figure
prominently, and their quality is improving. In the past, many VR experiences took you through
someone else’s storyline in dark, lonely, and sinister spaces while wearing an uncomfortable
headset and trying not to trip over real cords that don’t exist virtually. This situation is getting
better, and perhaps sometime soon we can all escape to bright, airy, and comfortable unreal
places where we’ll never feel the need to clean a dirty counter or pick up a family member’s discarded socks. AR applications are likewise advancing, although sometimes I think I’d prefer a
de-augmented reality so that I can exist in my usual places, but with all the dirt and clutter
whisked away.

Black Friday
Walmart, the world’s biggest retail store, trains about 150,000 employees every year at its 200
US Walmart Academy training centers. Part of this training is instructing employees how to interact with customers in different scenarios and manage situations such as a Black Friday crush.
In partnership with STRIVR, Walmart will be supplementing this instruction with VR experiences for everyone from baggers to store managers via Occulus Rift headsets, gaming PCs, and
360-degree video with on-screen cues that require the student to make decisions.1 STRIVR has
developed training for college and professional athletic programs, and the partnership with
Walmart came about when a senior director of operations at Walmart observed a college football
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team using STRIVR’s VR system. If you already find some VR experiences unnerving, imagine
being stuck in a VR Black Friday crowd! At least it wouldn’t be lonely.

Benched
Disney’s Magic Bench2 takes a different approach: instead of being instrumented, the user enters
an instrumented environment. This avoids the isolating requirement for headsets and instead promotes a shared experience. The experience is triggered when people sit on the bench (see Figure
1), and different numbers of people trigger different experiences.

Figure 1. On Disney’s Magic Bench, an elephant hands a visitor a golden sphere. (Source:
Dorothea Rueger of Disney Research; used with permission.)
The bench is instrumented with sensors and haptic feedback that enables users to “feel” when a
character sits beside them. Because the experience is strictly associated with the bench, the system doesn’t have to track a user in the space. Magic Bench combines streams from a depth-sensing camera and an RGB camera in real time to capture a 3D model of the scene into which the
characters can be inserted. This means that users can move both in front of and behind the animated characters, which they couldn’t do if the characters were just superimposed on top of a
video of the scene. The user experiences the interactions by looking at a display, akin to looking
in a mirror. The researchers call this a third-party point-of-view experience, and it’s a bit like
storytelling in real time with users as characters in the story they’re seeing.
For those who’ve experienced Magic Bench, I invite feedback about whether it’s disconcerting
to see other characters on the bench in the display, and then turn your head to see empty space
beside you on the real bench. Some of the researchers’ photos show people with heads turned to
gaze at characters beside them, which seems perhaps confusing. On the other hand, this could
hardly be more bizarre than some of the experiences I’ve had with real characters on benches at
theme parks.
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A Better Place to Sit
Speaking of benches, as well as sofas and chairs, the main use for Apple’s ARKit (developer.apple.com/arkit) seems to be cluttering up public spaces with virtual furniture. My favorite example is Scott Stein’s tweet “Excuse me, I’m just laying out IKEA furniture on a subway platform”
complete with a video of the experience (twitter.com/jetscott/status/910187172648677381). Others have tried to cram virtual furniture into elevators, which in the case of Dami Lee’s attempt
seems to cause rolling chairs to take off flying.3 For those of us living in tiny spaces, this app
could truly prove useful, as we’ll be able to determine, without driving around to furniture stores
and steering past couples arguing about TV stands, that there truly is no such thing as a cabinet
that fits in any room of our homes. If we just add large-scale sharing
to this app we’ll have the new Pokémon Go.4 “Quick, catch that flying
Ektorp!”

On some

Augmented Errors
On some occasions, reality is better left unaugmented, especially when
the technology misbehaves. Henry Everett’s tweet “Getting some errors in #ARKit today” is a hilarious example of how not to manage error messages in AR—or anywhere else, really. See
twitter.com/henryeverett/status/897798154401329152 for his short
video of populating an otherwise reasonable office space with streams
of unhelpful notifications. This echoes the more imaginary (but
equally convincing) AR dysfunction predicted by Keiichi Matsuda in
his Hyper-Reality video covered in a previous edition of this department.5 The possible combinations of real and unreal are fascinating. In
this case, real error messages become unreal objects in a real scene.

occasions, reality is
better left
unaugmented,
especially when the
technology
misbehaves.

THE INTERNET OF TROUBLE
We continue to see a parade of news reports on new Internet of Things (IoT) exploits and hacked
systems, and I include a few of them here. One particularly troubling point is that however much
we would like to see the scope of exploits diminish over time, it doesn’t seem to be happening,
as indicated by the large number of devices susceptible to the BlueBorne attack described below.
[In fact, between the time of writing this column and going to press, even larger-scale vulnerabilities have come to light, including the Wi-Fi KRACK attack (www.krackattacks.com) and the
pernicious Meltdown and Spectre vulnerabilities (meltdownattack.com). Even the fitness-tracking world learned that the Strava heat map of user activity can give away the locations of military bases (www.wired.com/story/strava-heat-map-military-bases-fitness-trackers-privacy). It’s
too late to cover these disasters here, but they reinforce the perception that IoT exploits are actually increasing, not diminishing.]

Exercise-Free Fitness
Researchers recently published work on vulnerabilities they found in Fitbit fitness trackers that
allow attackers to obtain users’ private data or inject false data into fitness records.6 This latter
attack means that people can claim to have performed more fitness activity than they actually
engaged in, leading to insurance fraud and other malfeasance. One takeaway from this work is
that security by obscurity isn’t much security at all. The researchers provide five suggestions for
securing future products, some of which Fitbit is already incorporating. First, device firmware
should consistently enforce end-to-end encryption between trackers and remote servers. Second,
error and status notifications shouldn’t reveal additional information related to the contents of
real protocol messages—this flaw allows reverse-engineering the protocol by indicating what’s
expected in a message. Third, messages should be signed with an individual signature subkey
derived from the device key. Fourth, hardware-supported memory readout protection is important or it becomes possible to modify activity data in the tracker’s memory directly, despite
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end-to-end encryption. Fifth, the system should include fraud-detection measures such as checking for unusual fitness activity from an account.

Capture by Bluetooth
Armis recently announced security vulnerabilities via Bluetooth affecting Windows, iOS (prior
to version 10), Linux, and Android operating systems—essentially anything a user is likely to
run on a smartphone or desktop.7 As of this writing, patches and updates are available for Windows, Linux, and some Android phones. In addition, there are uncountable Bluetooth-enabled
IoT devices that are susceptible. Armis calls the attack vector leading to these vulnerabilities
BlueBorne, and it lets bad actors take over control of the target device, access private data and
networks, and infect adjacent devices by performing remote code execution and man-in-the-middle attacks. Target devices don’t need to be paired to the attacker’s device or even be in “discoverable” mode. The attacks can take place simply by being near an attacker and only take about
10 seconds, and the targeted device’s user might remain entirely unaware. Unless you can update your system, it’s currently wisest to turn
off Bluetooth whenever you don’t really require it.
An attacker needs to determine the targeted device’s MAC address,
which isn’t difficult. Bluetooth connections are encrypted, but the
packet headers are in plaintext and include enough information to derive the MAC address. If the device offers no Bluetooth traffic at all to
sniff, then it can still be possible to guess the MAC address by sniffing
Wi-Fi traffic, as Wi-Fi MAC addresses are unencrypted and are often
the same as the Bluetooth MAC address or differ only in the last digit.
Once the attackers have the MAC address, they can send Bluetooth
unicast packets to the device, ultimately opening up the attack surface
due to problems in several areas of the unnecessarily complex Bluetooth stack.

Unless you can
update your
system, it’s
currently wisest to
turn off Bluetooth
whenever you don’t
really require it.

Speaking of Patches

Vulnerabilities such as BlueBorne highlight the need for manufacturers to provide regular patches and updates for their products. This is
one of the main points in ACM’s recent policy statement on IoT security and privacy.8 The policy calls for considering the entire product lifecycle, from requirements
to end-of-life, and mentions many important issues such as changes of ownership and abandoned
and legacy components. Unfortunately, the document provides little detail on how to address
these issues. For instance, it suggests that technically limited IoT components should make use
of advances in “lightweight” cryptography, but it doesn’t describe how to handle legitimate efforts to recover control over large numbers of misbehaving legacy devices that are cryptographically secured and to which people no longer have the keys. As another example, patches and
software updates are critical but are also a vulnerability themselves, as we’ll see next.

Locked out of House and Internet
One point that inevitably comes up in discussions about IoT security is the large-scale attack
path through software updates of devices. An attacker who can push an update can take over,
break, or disable all of the targeted products. A recent event9 shows that this problem doesn’t
even require an attacker—a company can accidentally do this to its own products. Smart lock
manufacturer LockState pushed a software update intended for one model of Internet-connected
locks to a different model, causing the receiving devices to suffer a fatal error. The approximately 500 affected locks can no longer be updated over the air, preventing customers from
locking or unlocking them the “smart” way. This is particularly problematic for Airbnb hosts
who remotely set locks for guests. Customers can return part of the lock for a firmware update or
get a replacement lock, but this takes several days. In the meantime, the “dumb” method of a
physical key will still work the lock.
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Hearing Ghostly Voices
Researchers from Zhejiang University report that smart assistants such as Siri, Google Now,
Samsung S Voice, Huawei HiVoice, Cortana, some vehicle systems, and Amazon Alexa can be
controlled via ultrasonic frequencies, which means mischief makers can secretly issue commands to the devices without requiring a network connection to them.10 The researchers’ attack
takes spoken voice commands and modulates them to ultrasonic frequencies so people can’t hear
them. Because audio-enabled devices employ low-pass filters to screen out unwanted sound, it’s
surprising that the authors can cause the devices to demodulate and recognize the speech. However, the nonlinearity of electric microphones means they can produce distortions that in turn
generate new frequencies. A crafted input signal will then be down-converted and the baseband
signal recovered. The end result is that device owners might not hear when others issue commands that cause their devices to visit malicious websites, initiate calls, or turn on audio and
video recording of the environment. One defense is to turn off the “always-on” aspect of the
voice assistants, but this defeats their purpose. The researchers suggest several fixes including
using microphones that don’t allow signals outside the audible range and adding a module in
front of the low-pass filter to detect the modulated voice commands.

Hearing TV Voices
It’s not just inaudible commands we should worry about around our digital assistants. Very audible commands from media over which you don’t have fine-grained control can also cause problems. Broadcast TV is one such example, as viewers of the first episode of the 21st season of
South Park recently found out. The episode features a story concerning whether and how digital
assistants should take the place of human ones. Any viewers with an Amazon Echo in hearing
range received early-morning alarms and Cartman-style gross items added to their shopping
lists.11 Do you know any Echo owners you’d like to troll? Do they have an audible answering
machine in the same room as their Echo? Should you give them a call?

SECURITY AND PRIVACY ISSUES
The arrival of so many new Internet-connected devices with sensors raises a host of privacy
questions. What should be private, if anything, in public spaces? What counts as a private space
now, and how much should third parties be able to learn about that space and those in it? How
can consumers find out if a company has told them everything they need to understand their
level of privacy with a product? How can people determine the degree to which they can be
tracked and observed, especially if it’s possible for devices to “see” and “hear” them without the
need for traditional cameras and microphones? The stories we include here all touch on some of
these questions, although they don’t all provide answers.

Sensing the Neighborhood
A company called Flock has developed a sensor that records the license plate of every passing
car. The sensor is intended for monitoring neighborhood crime, and one person has already been
convicted due to evidence captured by the device. The offender drove into a monitored area,
stole a bike, put it into the back of his car, and drove off. The device captured his vehicle’s plates
and his face, visible through the open window, as well as the bike which was visible in the open
trunk. On public streets this kind of data collection seems to be legal, according to Albert Gidari,
director of privacy at Stanford Law School’s Center for Internet and Society.12 However, it also
raises the issue of whether one person’s desire for security can acceptably infringe on others’ desire to be forgotten in public, a concept somewhat related to the right to erasure in the EU’s General Data Protection Regulation.13 It might no longer be achievable or even reasonable to aspire
to anything other than complete visibility and recording in public spaces. Perhaps that has always been the case, and it’s merely that the scope and ease of such recording has increased dramatically. Flock devices are available for $50 per household, and according to the company the
data will only be available to “neighborhood leaders.”
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Sensing Your Home
If you have an Amazon Echo from before 2017, don’t let any strangers sneak up on it. Researcher Mark Barnes recently revealed an exploit for rooting a pre-2017 Echo and turning it into
an always-on microphone that doesn’t require a wake-up word to record audio. To do this, the
attacker first uncovers some small metal connectors, one of which enables the device to read data
from an SD card. Then the attacker can load software such as a modified bootloader from the SD
card, making it possible to install malware of choice. The exploit requires physical access to the
device, but not all devices are placed where only trusted people will ever have access to them.14

Spotting You
Amazon announced several new versions of the Echo in time for the 2017 winter holidays, including their smart alarm clock called the Echo Spot. With it you can do all the usual Alexa
things, but what makes this device interesting is that it includes a display and a camera so that
people can make video calls from their beds. Author Tom Warren hypothesizes that the device is
“a very clever way of making you comfortable with having a camera in your bedroom. It’s also a
camera that will probably be pointing directly at your bed.”15 Warren goes on to suggest that
consumers will be okay with this now, when they might not have been in the past, because “privacy concerns and social norms are now being broken down through devices like the Echo
Spot.” As evidence, the author points out that people are no longer concerned about buying laptops with webcams. Given the number of laptops I still see today with taped-over webcams, and
even phones kept in covers partly for the same reason, I’m not sure this is true. Warren also asserts that the chance of hackers targeting your device are very low, because “security has also
progressed alongside camera advancements.” Such devices bring up fascinating discussion
points about what types of sensors people find comfortable in what
kinds of spaces and for what purposes, as well as how much brand
name affects their degree of trust.

Spotting You without a Camera
It doesn’t require a camera to “see” what people are doing if you can
hack a device in their vicinity that includes speakers and a microphone. University of Washington researchers have demonstrated a sonar technique using a smartphone that can identify nearby people’s
activities, even through walls.16,17 The speakers generate sound pulses,
which can usually be obfuscated by simultaneously playing music,
that then bounce off of people in the area and are received through the
microphone. The researchers analyzed the received sound to recognize
body positions and repetitive motions such as walking or arm waving,
as far as six meters from the phone. While this story is an example of
seeing without a camera, a previous Notes from the Community article
included stories about hearing without a microphone.18

It doesn’t require a
camera to “see”
what people are
doing if you can
hack a device in
their vicinity that
includes speakers
and a microphone.

Finding All of Us
Most of us know that carriers can and do track individual cell phones, but what if a carrier
wanted to track all of the cell phones using their networks? Because people frequently have their
cell phones on them, this would mean a carrier could know where every user is almost all of the
time. “The HFT Guy” describes how simple it is to track “everyone that lives, breathes and
wears a cell phone” with existing technology even if you have no physical access to the devices,
you can’t modify their hardware or software, and the users are beyond your control—that is, you
can’t get them to do, opt into, or consent to anything.19 He explains that even though you have to
balance a desire for precision in time and place with other goals such as feasibility, scalability,
reliability, and cost, it could be done with “an intern and 6 months.” He guides us through the
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existing technologies and math in sufficient detail to make a compelling case that “the most awesome mass surveillance system ever invented is out there already and quite easy to use.”

Standardized Protections
Given these privacy concerns, it might be a relief to know that organizations are working to develop protections for consumers. One is Consumer Reports, which has a history of developing
essential safety protocols, such as a protocol for crash-testing child car seats that considers actual
consumer experiences. To achieve its goal of creating a new open source privacy and security
standard for IoT devices, Consumer Reports is partnering with leading companies and experts in
areas such as data tracker blocking, company privacy policies, and software security testing.20
There are many thoughtful points in their new draft standard. One notable proposal is checking
whether a company correctly tells consumers exactly what information it is collecting, how it
uses it, and whether the company will delete all of that information if a user closes an account.
Another point reinforces the idea of ownership: owners should be able to alter, fix, or resell a
device even if it has copyrighted hardware and software components. The entire standard can be
viewed at GitHub (github.com/TheDigitalStandard), where Consumer Reports encourages people to make suggestions or even branch off and experiment with other proposals. “What matters
for now isn’t that every detail is correct,” the organization states. “The important thing is for the
idea of a digital consumer-protection standard to take hold.”

Figure 2. Brian Kane’s talking smart fish. (Source: Brian Kane; used with permission.)

CONCLUSION
To end on a lighter note, you can now purchase a perhaps-not-so-beloved Big Mouth Billy Bass
compatible with Amazon’s Alexa.21 The fish connects by Bluetooth and will respond to what
Alexa is doing, so you can see the fish “dance” and lip sync to music. However, the fish itself
doesn’t actually seem to incorporate the speakers, as did Brian Kane’s wonderful Arduino version (see Figure 2).22 Kane’s fish, a demo intended to teach students at the Rhode Island School
of Design about rapid prototyping, is even more convincing (and the video is addictive). Protecting connected fish from BlueBorne and other attacks should be a top priority—we definitely
want to maintain control over our fishy conversations.
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Making Sense
of Agile Methods
Bertrand Meyer

From the Editors
Bertrand Meyer runs agile methods and practices through his personal friend-or-foe
test. Find out more about his experiences and opinions about the hype, ugly, good,
and even brilliant aspects of agile! — Cesare Pautasso and Olaf Zimmermann

SOME 10 YEARS ago, I realized I
had been missing something big in
software engineering. I had heard
about Extreme Programming (XP)
early, thanks to a talk by Pete
McBreen at a summer school in 1999
and another by Kent Beck himself at
TOOLS USA in 2000. But I hadn’t
paid much attention to Scrum. When
I took a look, I noticed two striking discrepancies in the state of agile
methods.
The fi rst discrepancy was between university software engineering courses, which back then (things
have changed) often didn’t cover
agility, and the industry buzz, which
was only about agility.
As I started going through the agile literature, the second discrepancy
emerged: an amazing combination
of the best and the worst ideas, plus
much in between. In many cases,
when faced with a new methodological approach, a person can quickly
deploy what in avionics is called
Identification Friend or Foe (IFF):
will it help or hurt? With agile, IFF
2469-7087/18/$33.00
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$ 32018
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fails. It didn’t help that the tone of
most published discussions on agile methods (with a few exceptions,
notably Balancing Agility and Discipline: A Guide for the Perplexed1)
was adulatory. Sharing your passion
for a novel approach is commendable, but not a reason to throw away
your analytical skills. A precedent
comes to mind: people (including
me) who championed object-oriented
programming a decade or so earlier
might at times have let their enthusiasm show, but we didn’t fail to discuss cons along with pros.

Beyond the Boasts and Good
Intentions
The natural reaction was to apply a
rule that often helps: when curious,
teach a class; when bewildered, write
a book. Thus was Agile! The Good,
the Hype and the Ugly born. 2 (Also
see the edX online course Agile
Software Development; www.edx.org
/course/agile-software-development
-ethx-asd-1x-0.) My fi rst goal was
to provide a concise tutorial on agile

Published by the IEEE Computer Society

methods, addressing a frequently
heard request for a comprehensive,
no-frills, news-not-editorial description of agile concepts. The second
goal was analytical: offering an assessment of agile boasts.
These boasts are impressive.
The title of a recent book by one
of the creators of Scrum promises “Twice the Work in Half
the Time.”3 Wow! I’ll take a productivity improvement of four any time.
Another book by both of the method’s creators informs us, “You have
been ill served by the software industry for 40 years—not purposely,
but inextricably. We want to restore
the partnership.”4 No less! (Was any
software used in producing that
statement?)
The agile literature has a certain
adolescent quality (“No one else understands!”), but ideas aren’t born in
a vacuum. I quickly realized that the
agile movement was best understood
as evolution rather than revolution.
Although you wouldn’t guess it from
some of the agile proclamations, the
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software engineering community
didn’t wait until the Agile Manifesto
(agilemanifesto.org) to recognize the
importance of change; every textbook emphasizes the role of the
“soft” in “software.” For example,
my 1995 book Object Success,5 a
presentation of object technology
for managers, advocated designing for change and stressed the preeminence of code over diagrams and
documents. For these issues as well
as for some of the other agile ideas—
the importance of tests, the necessity
of an iterative process—the agile
contribution was not to invent concepts but to convince industry to
adopt them.
In looking at matters such as support for requirements change, I encountered yet another discrepancy:
between grand intentions and timorous advice. It’s great for the Agile
Manifesto to “welcome change,” but
producing changeable software is a
technical issue, not a moral one. It
is hard to reconcile such lofty goals
with the deprecation of software
techniques that actually support
change: information hiding, deemed
ineffective in Leading Lean Software Development,6 and design for
extension and reuse, pooh-poohed
in Extreme Programming Installed.7
(Full citations appear in Agile! The
Good, the Hype and the Ugly, sections 4.4.4 and 4.4.5.)
There are more eyebrow-raising
agile pronouncements, but we
shouldn’t let them obscure the agile school’s major contributions. After all, marketing buzz goes only so
far; developers and managers, driven
mostly by pragmatic considerations,
haven’t embraced agile ideas—
more accurately, some agile ideas—
without good reasons. (For my part,
I wouldn’t have spent the better part
of four years reading more or less
52
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the entire agile literature, practicing agile methods, and qualifying as
a proud Certified Scrum Master, if
I thought the approach was worthless.) But you need a constantly alert
IFF to sort out the best and worst
agile ideas.

Sorting Out the Agile Ideas
The final chapter of Agile! The
Good, the Hype and the Ugly summarizes the book’s analysis by listing
items in each of the three categories,
complementing the Good with the
subcategory of the truly Brilliant.
Here are a few significant examples
in each category.

The Hype
Let’s start with the Hype, which can
also be called the Indifferent: ideas
that have been oversold even though
their impact is modest. An example
is pair programming: the practice
of developing software in groups of
two people, one at the keyboard and
one standing by, speaking out their
thought processes to each other. XP
prescribes pair programming as the
standard practice. One use of pair
programming is as a source of research papers: you can measure and
compare the outcome (development
time and number of bugs) of two
groups working on the same topic,
one with pair programming and the
other using traditional techniques.
Such studies are relatively easy to
conduct using student projects in
a university software engineering
course.
These studies, of which there
are many, show that pair programming has no significant advantage
or disadvantage compared to other
techniques such as code inspection
(for example, see “Two Controlled
Experiments Concerning the Comparison of Pair Programming to Peer
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Review”8). The truth is that pair
programming is an interesting practice, to be used on occasion, typically
for a tricky part of the development
requiring competence from two different areas, but there’s no reason
to impose it as the sole mode of development. It’s also easy to misuse
by confusing it with mentoring, an
entirely different idea.
Other examples of the Indifferent include the role of open spaces
(although office layout deserves attention, some of the best software
was developed in garages), selforganizing teams (different projects
and different contexts will require
different styles of project management), and the charming invention
of planning poker.

The Ugly
More worrying are the agile recommendations that fall into the Ugly
category. Perhaps the most damaging is the widespread rejection of
“Big Up-Front Everything”: up-front
requirements, up-front design. For a
typical example, see “Agile Design:
Intentional yet Emergent.”9 The rationale is understandable: some projects spend too much time in general
preliminary discussions, a phenomenon sometimes called analysis paralysis, and we should strive instead
to start some actual coding early.
This healthy reaction doesn’t justify swinging the pendulum to the
other extreme. No serious engineering process can skip an initial step
of careful planning. It is good to put
limits on it but irresponsible to remove it. The project failures I tend
to see nowadays in my role as a consultant (or project rescuer) are often
due to an application of this agile rule: “We don’t need no stinkin’
requirements phase; we’re agile.
Let’s just produce user stories and
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implement them as we go.” A sure
way to disaster.
User stories themselves also fall
into the Ugly. They are a good way
to validate requirements by ensuring
that the requirements handle commonsense user interaction scenarios,
but an insufficient basis for specifying requirements. A user story
describes one case; piling up case
over case doesn’t give you a specification. What it gives you is a system
that handles the user stories—the exact planned scenarios—and possibly
nothing else.
In Agile! The Good, the Hype
and the Ugly, I cite at length the
work of Pamela Zave from AT&T,
who has for decades studied featurebased design of telecommunication
systems. (A collection of Zave’s research papers on requirements and
other topics is at www.research.att
.com/people/Zave_Pamela/custom
/indexCustom.html.) The problem
with individual features is that they
interact with each other. Such interactions, often subtle, doom any
method that tells you to build a system by just implementing feature after feature. Everything will look fine
until you suddenly discover that the
next user story conflicts with previously implemented ones, and you
have to go back and rethink everything. Although no universally accepted answer exists to the question
of how best to write requirements,
object-oriented analysis, which looks
past individual scenarios to uncover
the underlying data abstractions, is a
good start (see chapter 27 of ObjectOriented Software Construction10).

Toward the Good
Rejections of up-front tasks and reliance on user stories for requirements
are examples of the harmful advice
you’ll find proffered—sometimes in
www.computer.org/computingedge

the same breath as completely reasonable ideas—in agile texts. As I
come to the Good and the Brilliant,
it’s useful to include an example of
a technique that, depending on how
you use it, qualifies as part of either
the worst or the best.
I mentioned that, at the beginning
of the last decade, agile methods had
found their way into industry but not
academia. Students learn their trade
not just from courses but also from
summer internships in industry. In
one of my first classes as a newly
minted professor in 2002, I gave a
lecture on software design. A thirdyear student came to me afterward
and asked why I was still teaching
such nonsense. Everyone knows, he
said, that nowadays no one does design; we just produce “the simplest
thing that can possibly work” and
then refactor. I was stunned (not
having realized how far XP ideas
had percolated).
He was wrong: no magic process
can, through refactoring, turn bad
design into good. Refactoring junk
yields junk. Understood this way,
refactoring would fall into the Ugly.
Yet refactoring also belongs to the
Good by teaching us that we should
never be content with a first software
version simply because it works. Instead, we should apply the systematic
habit of questioning our designs and
looking into what could be done better. In other words, whatever the student thought, the right approach is
to work hard, up front, on producing
a good design—and later on to make
it even better through refactoring.
Some other positive contributions
of agile methods are for everyone to
see, because agile ideas have already
exerted a major influence on software development. Most visibly, no
project in its right mind would go
into the scheme (which looks crazy,

but not so long ago was the norm) of
splitting the task into large chunks
leading to separate subprojects, and
trying to reconcile them months
down the road. The splitting is easy;
it’s the reconciliation that can be a
nightmare. Divergent assumptions,
often implicit, preside over the design of the various components and
propagate into the depths of each of
them, rendering them incompatible.
The only remedy is to catch such divergence right away.
Although iterative development
isn’t an agile invention, agile made
it the default and particularly promoted the use of short iterations.
(“Short” has evolved to mean increasingly shorter. Just a few years
ago, promoting six-week sprints
sounded audacious. Today we’re
hearing about one-week or sometimes one-day sprints. This isn’t
even taking into account the spread
of DevOps processes with their
rapid fine-grain interleaving of
development, testing, and deployment.) Continuous integration and
continuous testing are natural complements to this core idea. These and
a number of other agile precepts are
truly Good.

Finally, the Brilliant
I mentioned that some of the Good
deserves an upgrade to Brilliant.
Here are just two examples. Both
are ideas that figure in the agile literature, although with less emphasis
than others that, to me at least, are
less significant.
The first deserves substantial discussion, but I will just state it: no
branching. Repeat after me: branching is evil. The second appears in
Scrum texts, but without a name; I
call it the Closed-Window Rule. It
states that the list of tasks for an iteration (a sprint, which, as noted, is
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short) can’t grow. No matter who requests an addition—queen, hero, or
laborer—everyone will be told “no.”
The proposed functionality will have
to wait until the next sprint.
There’s an escape mechanism (an
exception in programming-language
terms): if the addition is truly essential, you can cancel the sprint and
start afresh. This possibility will address truly urgent cases but is so extreme as to be used only rarely. The
beauty of the Closed-Window Rule
is that it brings stability to software
projects, preventing the constant influx of supposedly good ideas that disrupt the development. Some of those
ideas might not look so good when
you wake up sober the next morning; the Closed-Window Rule fosters
a process of attrition and selection in
which only the fittest ideas survive.
These survivors won’t have that
long to wait. The rule would be unworkable with the long steps of oldstyle project development, but with a
typical one-month sprint, the average delay will be two weeks, during
which the ideas will get the opportunity to mature. Few suggestions
of added functionality are so critical
that they cannot wait two weeks.

B

enefitting from agile methods is a matter of spotting and rejecting the Ugly,
ignoring the Hype, and taking
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advantage of the Good and Brilliant.
Industry, which usually has its feet
solidly on the ground, understood
this situation early. Despite some
agile proponents’ absolutist claims
(adopt every single one of my precepts, or else …), every project I’ve
seen embraces a subset of the chosen
method’s ideas, rejecting those that
don’t fit its culture or needs.
Agile methods are no panacea.
Like most human endeavors, they
have their dark side, but that hasn’t
prevented them from improving the
practice of software development
in concrete ways. In any case, they
don’t invalidate the knowledge of
software engineering accumulated
over the preceding decades. Some of
their beneficial insights contradict
specific elements of this traditional
wisdom, but for the most part they
complement and expand it.
Agile is not a negation of what
came before. It is one more brick in
the patient construction of the modern software engineering edifice.
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